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(57) ABSTRACT 
A sectored cache replacement algorithm is implemented via a 
method and computer program product. The method and 
computer program product select a cache sector among a 
plurality of cache sectors for replacement in a computer sys 
tem. The method may comprise selecting a cache sector to be 
replaced that is not the most recently used and that has the 
least amount of modified data. In the case in which there is a 
tie among cache Sectors, the sector to be replaced may be the 
sector among Such cache sectors with the least amount of 
valid data. In the case in which there is still a tie among cache 
sectors, the sector to be replaced may be randomly selected 
among such cache sectors. Unlike conventional sectored 
cache replacement algorithms, the algorithm implemented by 
the method and computer program product accounts for both 
hit rate and bus utilization. 
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SECTORED CACHE REPLACEMENT 
ALGORTHM FOR REDUCING MEMORY 

WRITEBACKS 

CROSS REFERENCE TO RELATED 
APPLICATION 

0001. The present application is a continuation applica 
tion of, and claims priority under 35 U.S.C. S 120 to, U.S. 
patent application Ser. No. 12/486.304, filed on Jun. 17, 2009. 

BACKGROUND 

0002. The various embodiments described herein relate to 
the field of computer memory optimization. More specifi 
cally, the various embodiments provide an algorithm for sec 
tored cache replacement, with the objective of reducing 
memory writebacks. 
0003 Computer systems need increasingly faster and 
larger memory to accommodate ongoing technological 
advances. However, faster memory is generally more expen 
sive than slower memory, and larger memory is generally 
slower than Smaller memory. Cache memory is used in com 
puter systems to provide fast, cost-effective memory access. 
Cache memory is Smaller and faster than main memory. 
While cache memory is expensive due to its relatively fast 
speed, it is cost-effective because it is Smaller than main 
memory. Most processor requests are found in the cache and 
are provided at a fast access rate. Only processor requests not 
found in the cache memory require accesses to main memory 
at its slower access rate. 
0004 Ifa processor request is found in a cache, a cache hit 
has occurred. Conversely, if a processor request is not found 
in a cache, a cache miss has occurred. A primary objective 
when designing a cache is to improve the cache hit rate, which 
may be done in part by increasing cache size. The larger the 
size of a cache, the more likely that processor requests are 
found there and are accessed at the faster cache access rate. 
0005. Unfortunately, larger caches are more costly 
because they require more space to store the cached informa 
tion. Along with the cached information, status information 
needs to be kept in a directory to keep track of which segment 
of memory is stored in a particular cache location and its state. 
This may be done on a cache line basis, with one entry for 
each cache line. A cache in which status information is stored 
in a directory on a cache line basis is referred to as a non 
sectored cache. 
0006 Table 1 provides an example of a non-sectored 
cache. Each directory entry contains one cache line, the 
address of the cache line, and bits indicating whether or not 
the cache line is valid and/or modified. There is no relation 
ship between the cache lines with respect to their addresses. 
Replacement is performed by individual cache line. 

TABLE 1. 

Set Address Address Tag Walid Bit Modified Bit Data 

O Address Tag O Valid Modified Data O 
1 Invalid Invalid Invalid Invalid 
2 Address Tag 2 Valid Clean Data 2 
3 Address Tag 3 Valid Modified Data 3 
4 Address Tag 4 Valid Clean Data 4 
5 Invalid Invalid Invalid Invalid 
6 Address Tag 6 Valid Clean Data 6 
7 Address Tag 7 Valid Modified Data 7 
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0007 As mentioned above, each cache line contains a bit 
indicating whether or not the corresponding cache data is 
valid. This bit indicates whether or not the data is valid for the 
entry. Initially, the valid bit will indicate that the correspond 
ing cache data is invalid, since a cacheat initialization merely 
contains random 1s and 0s. Once data is written for a cache 
line, the valid bit for that cache line will be set to indicate that 
the corresponding cache data is valid. However, the valid bit 
for a cache line Subsequently may be set to indicate invalidity 
once again in certain situations. For example, when two or 
more caches have a copy of the same cache line and one of 
these caches modifies its version of the cache line, the other 
caches must invalidate their versions of the cache line, since 
their versions of the cache line are now outdated. To perform 
such invalidation, the caches with the outdated versions of the 
cache line may set the valid bit of the affected cache line to 
indicate that the corresponding cache data is now invalid. 
0008 Furthermore, as mentioned above, each cache line 
contains a bit indicating whether the corresponding cache 
data has been modified. The various embodiments described 
herein assume that a “write back' cache write policy is to be 
used. According to the write back cache write policy, writes 
initially modify data in the cache only, and thus data in main 
memory corresponding to modified cache data is modified 
only once a cache line corresponding to such modified cache 
data is to be replaced. That is to say, when a cache line 
corresponding to modified cache data is to be replaced, the 
modified cache data is “written back” to main memory. 
0009. In accordance with the write back policy, when a 
cache line is to be replaced but the corresponding cache data 
has not been modified, such cache line may be written over 
without first writing the corresponding cache data back to 
main memory. Such cache line may be identified by having its 
modified bit indicate that it is “clean”. Conversely, when a 
cache line is to be replaced but the corresponding cache data 
has been modified, according to the write back policy, the 
corresponding data of such cache line must be written back to 
main memory. Such cache line may be identified by having its 
modified bit indicate that it is “modified’. 
0010 Non-sectored caches are advantageous in that they 
provide increased flexibility with respect to where a cache 
line can be placed and individual cache line replacement 
resulting in the best possible cache hit rate. However, since 
status information is stored on a cache line basis, a non 
sectored cache may occupy Substantial directory space. 
0011. One way to save directory space is to use a sectored 
cache. A sectored cache is divided into sectors, and each 
sector is further divided into subsectors. Each subsector of a 
sector is related by a matching set of address bits. Only the 
address of the sector must be kept in the directory rather than 
the address of each Subsector, thus reducing necessary direc 
tory space. Status information is kept on each Subsector. 
0012 Table 2 provides an example of a sectored cache 
with two sectors. Each sector in this case contains four Sub 
sectors. All of the Subsectors contain an address pattern in the 
address tag and are distinguished from each other by a few 
address bits that determine their position. The subsectors are 
somewhat limited with respect to the positions in which they 
can be placed. Bits indicating whether or not a Subsector is 
valid and/or modified are stored in the directory for each 
Subsector. As mentioned above, a key advantage of the sec 
tored cache is that only a fraction of the address tags need to 
be stored in the directory, thus saving considerable space. 
This is especially important when the directory is physically 
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located apart from the cache data, Such as with a processor 
with an internal directory and an external data cache. 
Replacements within a sectored cache must be done on a 
sector basis, meaning that multiple modified Subsectors may 
be replaced during a replacement. Thus, a single sector 
replacement may require multiple writebacks of modified 
Subsectors to main memory. 

TABLE 2 

Set Address Address Tag Walid Bit Modified Bit Data 

O Address Tag O Valid Modified Data 0-0 
Walid Clean Invalid 
Invalid Invalid Data 0-2 
Walid Clean Data 0-3 

1 Address Tag 1 Valid Clean Data 1-0 
Invalid Invalid Invalid 
Walid Modified Data 1-2 
Walid Modified Data 1-3 

0013. It should be noted that the valid and modified bits for 
Subsectors in a sectored cache may function in the same way 
as do the valid and modified bits for cache lines in a non 
sectored cache as previously described. 
0014 When a new sector needs to be added to the cache, 
Such as in the event of a cache miss, a sector to be replaced 
must be chosen. A sectored cache replacement algorithm is 
typically used to determine which sector to be replaced. Such 
an algorithm may use historical information kept on each 
sector Such as the frequency that such sector is used and how 
recently such sector was used. In accordance with a conven 
tional cache replacement algorithm known as the sectored 
least recently used (LRU) algorithm, the least recently used 
sector among a plurality of replaceable sectors is replaced. 
The LRU cache replacement algorithm generally produces 
the best hit rates. However, hit rates are not the only factor 
required for good performance. Another important factor is 
the utilization of the bus connecting the cache to main 
memory. High bus utilization may significantly decrease 
computer system performance as a performance bottleneck 
may result from requests waiting to use the bus. A sectored 
cache can cause bus utilization that is significant and concen 
trated in time (i.e., “bursty'), since all modified data for a 
sector being replaced must be written back to main memory. 
More specifically, if a sector being replaced has a large 
amount of modified data, the bus between the cache and main 
memory must be utilized for a significant and concentrated 
amount of time in order to write back all of the modified data 
to main memory. Such scenario may occur when multiple 
subsectors of a sector to be replaced have been modified, thus 
requiring a writeback for each modified subsector. The LRU 
cache replacement algorithm and its variants do nothing to 
reduce such "burstiness'. 

SUMMARY 

0015 The various embodiments described herein provide 
an improved algorithm for sectored cache replacement in the 
event of a cache miss. In addition to having a good hit rate, the 
improved algorithm aims to reduce memory writebacks. 
Unlike the conventional sectored cache replacement algo 
rithms, which primarily focus upon the hit rate performance 
factor, the improved algorithm accounts for both hit rate and 
bus utilization. 
0016. The sectored cache replacement algorithm provided 
inaccordance with the various embodiments described herein 
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may be implemented via a method and computer program 
product. The method may select a cache sector among a 
plurality of cache sectors for replacement in a computer sys 
tem. More specifically, the method may comprise determin 
ing a first set of cache sectors among the plurality of cache 
sectors, wherein each of the first set of cache sectors has the 
least amount of modified data among the plurality of cache 
sectors and is not the most recently used cache sector. If the 
first set of cache sectors comprises a single cache sector, the 
method further may comprise selecting Such single cache 
sector for replacement. Conversely, if the first set of cache 
sectors comprises multiple cache sectors (i.e., multiple cache 
sectors have an amount of modified data equal to the least 
amount of modified data, and none of Such multiple cache 
sectors is the most recently used cache sector), the method 
further may comprise determining a second set of cache sec 
tors among the first set of cache sectors, wherein each of the 
second set of cache sectors has the least amount of valid data 
among the first set of cache sectors. If the second set of cache 
sectors comprises a single cache sector, the method further 
may comprise selecting Such single cache sector for replace 
ment. Conversely, if the second set of cache sectors comprises 
multiple cache sectors (i.e., multiple cache sectors have an 
amount of modified data equal to the least amount of modified 
data and an amount of valid data equal to the least amount of 
valid data, and none of such multiple cache sectors is the most 
recently used cache sector), the method further may comprise 
selecting a random cache sector among the second set of 
cache sectors for replacement. 
0017. Furthermore, in accordance with another exemplary 
embodiment, the method further may comprise marking the 
most recently used cache sector among the plurality of cache 
sectors in a defined way. 
0018. Further advantages of the various embodiments 
described herein will become clear to the skilled person upon 
examination of the drawings and detailed description. It is 
intended that any additional advantages be incorporated 
herein. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

0019. The above and other objects, features, and advan 
tages of the various embodiments are to be described in 
further detail herein with reference to the attached drawings. 
0020 FIG. 1 provides the method for implementing an 
improved sectored cache replacement algorithm in accor 
dance with an exemplary embodiment. 
0021 FIG. 2 provides a first example illustrating the func 
tionality of the improved sectored cache replacement algo 
rithm. 
0022 FIG. 3 provides a second example illustrating the 
functionality of the improved sectored cache replacement 
algorithm. 
0023 FIG. 4 provides a third example illustrating the 
functionality of the improved sectored cache replacement 
algorithm. 
0024 FIG. 5 provides a fourth example illustrating the 
functionality of the improved sectored cache replacement 
algorithm. 

DETAILED DESCRIPTION 

0025. The various embodiments described herein provide 
a method and computer program product for implementing an 
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improved sectored cache replacement algorithm. Such 
method may comprise selecting a cache sector to be replaced 
that is not the most recently used and that has the least amount 
of modified data. In the case in which there is a tie among 
cache sectors (i.e., multiple cache sectors have an amount of 
modified data equal to the least amount of modified data, and 
none of Such multiple cache sectors is the most recently used 
cache sector), the sector to be replaced may be the sector 
among Such cache sectors with the least amount of valid data. 
In the case in which there is a still a tie among cache sectors 
(i.e., multiple cache sectors have an amount of modified data 
equal to the least amount of modified data and an amount of 
valid data equal to the least amount of valid data, and none of 
Such multiple cache sectors is the most recently used cache 
sector), the sector to be replaced may be randomly selected 
among Such cache sectors. 
0026 FIG. 1 illustrates the method for implementing the 
improved sectored cache replacement algorithm according to 
an exemplary embodiment. In step 100, a first set of cache 
sectors may be determined among a plurality of cache sectors, 
wherein each of the first set of cache sectors has the least 
amount of modified data among the plurality of cache sectors 
and also is not the most recently used cache sector. Subse 
quently, in step 102, it may be determined whether the first set 
of cache sectors comprises a single cache sector. If it is 
determined that the first set of cache sectors comprises a 
single cache sector, then in step 104 Such single cache sector 
may be selected for replacement. Conversely, if it is deter 
mined that the first set of cache sectors comprises multiple 
cache sectors (i.e., there are multiple cache sectors with an 
amount of modified data equal to the least amount of modified 
data, and none of Such multiple cache sectors is the most 
recently used cache sector), then in step 106 a second set of 
cache sectors may be determined among the first set of cache 
sectors, wherein each of the second set of cache sectors has 
the least amount of valid data among the first set of cache 
sectors. Subsequently, in step 108, it may be determined 
whether the second set of cache sectors comprises a single 
cache sector. If it is determined that the second set of cache 
sectors comprises a single cache sector, then in step 110 Such 
single cache sector may be selected for replacement. Con 
versely, if it is determined that the second set of cache sectors 
comprises multiple cache sectors (i.e., multiple cache sectors 
have an amount of modified data equal to the least amount of 
modified data and an amount of valid data equal to the least 
amount of valid data, and none of such multiple cache sectors 
is the most recently used cache sector), then in step 112 a 
random cache sector among the second set of cache sectors 
may be selected for replacement. 
0027. Furthermore, in accordance with another exemplary 
embodiment, the method further may comprise marking the 
most recently used cache sector among the plurality of cache 
sectors in a defined way. For instance, the most recently used 
sector may be identified via a directory entry, and each sector 
among the plurality of cache sectors may have a unique 
identifier by which the most recently used sector may be 
identified. More specifically, each sector may be associated 
with a numerical identifier based on where it is physically 
located, and Such identifier may be stored in a directory entry 
in order to identify the most recently used sector. For 
example, if there are four possible sectors that can be replaced 
for a particular address, then the directory entry identifying 
the most recently used cache sector may comprise a two-bit 
identifier that can uniquely identify each of the four sectors 
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(e.g., the identifier “00” may correspond to sector 0, the 
identifier"01" may correspond to sector 1, the identifier “10 
may correspond to sector 2, and the identifier “11” may 
correspond to sector 3). 
0028. Unlike conventional sectored cache replacement 
algorithms, the improved algorithm provided in accordance 
with the various embodiments described herein specifically 
accounts for both cache hit rate and bus utilization. As pro 
vided above, the algorithm specifically excludes selection of 
the most recently used cache sector so that the hit rate will not 
be adversely affected. So long as the most recently used cache 
sector is not chosen for replacement, selecting any of the other 
cache sectors for replacement does not substantially affect the 
cache hit rate. Moreover, the algorithm enables a greater 
proportion of modified data to be kept longer in the cache, 
allowing such data to be further modified before being written 
back to main memory. Thus, the algorithm reduces bus utili 
Zation by reducing the amount of modified data that needs to 
be written back to main memory. 
(0029. Four examples will be described to illustrate the 
functionality of the improved sectored cache replacement 
algorithm. Each of the sectored caches represented in the 
examples comprises four sectors designated by a set address 
(e.g., A, B, C, or D), and each sector in turn comprises four 
Subsectors. 
0030. A first example, provided in FIG. 2, provides the 
initial cache State of all cache sectors being invalid. In this 
case, Sector A is assumed to be the most recently used sector. 
No sector contains modified data. Thus, in accordance with 
the algorithm, the first set of cache sectors comprises Sector 
B, Sector C, and Sector D, since each of these sectors has the 
least amount of modified data and also is not the most recently 
used cache sector. Since the first set comprises more than one 
sector, a second set of cache sectors is to be selected among 
the first set of cache sectors in accordance with the algorithm. 
None of the cache sectors in the first set contains valid data. 
Thus, in accordance with the algorithm, the second set of 
cache sectors comprises Sector B, Sector C, and Sector D, 
since each of these sectors has the least amount of valid data. 
Since the second set of cache sectors comprises more than one 
cache sector (Sector B, Sector C, and Sector D), in accor 
dance with the algorithm one of these sectors is chosen at 
random for replacement. The chosen sector becomes the most 
recently used sector. 
0031. A second example, provided in FIG. 3, provides a 
more typical case in which all sectors contain valid data. Once 
again, it is assumed that Sector A is the most recently used 
sector. Sector B contains two modified subsectors, Sector C 
contains one modified Subsector, and Sector D contains three 
modified Subsectors. In accordance with the sectored cache 
selection algorithm, the first set of cache sectors comprises 
only Section C, since Section C alone has the least amount of 
modified data and also is not the most recently used cache 
sector. Thus, Sector C is selected for replacement in accor 
dance with the algorithm and becomes the most recently used 
SectOr. 

0032. A third example, provided in FIG. 4, provides 
another typical case in which all sectors contain valid data. 
Once again, Sector A is assumed to be the most recently used 
sector. Sector B contains two modified subsectors, Sector C 
contains two modified Subsectors, and Sector D contains 
three modified subsectors. In accordance with the sectored 
cache replacement algorithm, the first set of cache sectors 
comprises Sector Band Sector C, since each of these sectors 



US 2014/0208038A1 

has the least amount of modified data and also is not the most 
recently used cache sector. Since the first set comprises more 
than one sector, a second set of cache sectors is to be selected 
among the first set of cache sectors in accordance with the 
algorithm. Sector B contains four valid subsectors, and Sector 
C contains two valid subsectors. Therefore, according to the 
algorithm, the second set of cache sectors comprises only 
Sector C, since Sector C alone has the least amount of valid 
data. Thus, Sector C is chosen for replacement in accordance 
with the algorithm and becomes the most recently used sector. 
0033. A fourth example, provided in FIG. 5, provides 
another typical case in which all sectors contain valid data. 
Once again, Sector A is assumed to be the most recently used 
sector. Sector B contains two modified subsectors, Sector C 
contains two modified Subsectors, and Sector D contains 
three modified subsectors. Therefore, in accordance with the 
sectored cache replacement algorithm, the first set of cache 
sectors comprises Sector B and Sector C, since each of these 
sectors has the least amount of modified data and also is not 
the most recently used cache sector. Since the first set com 
prises more than one sector, a second set of cache sectors is to 
be selected among the first set of cache sectors in accordance 
with the algorithm. Sector B contains three valid subsectors, 
and Sector C also contains three valid subsectors. Therefore, 
according to the algorithm, the second set of cache sectors 
comprises Sector Band Sector C, since each of these sectors 
has the least amount of valid data. Since the second set of 
cache sectors comprises multiple sectors (Sector Band Sector 
C), in accordance with the algorithm one of these sectors is 
chosen randomly for replacement. The chosen sector 
becomes the most recently used sector. 
0034. The various embodiments described herein may 
assume the form of an entirely hardware embodiment, an 
entirely software embodiment, or an embodiment containing 
both hardware and Software elements. In an exemplary 
embodiment, the various embodiments may be implemented 
in software, which includes but is not limited to firmware, 
resident Software, microcode, etc. 
0035. Furthermore, the various embodiments may assume 
the form of a computer program product accessible from a 
computer-usable or computer-readable medium providing 
program code for use by or in connection with a computer or 
any instruction execution system. For the purposes of this 
description, a computer-usable or computer-readable 
medium may be any apparatus that can contain, store, com 
municate, propagate, or transport the program for use by or in 
connection with the instruction execution system, apparatus, 
or device. 

0036. The medium can be an electronic, magnetic, optical, 
electromagnetic, infrared, or semiconductor system (or appa 
ratus or device) or a propagation medium. Examples of a 
computer-readable medium include a semiconductor or Solid 
state memory, magnetic tape, a removable computer diskette, 
a random access memory (RAM), a read-only memory 
(ROM), a rigid magnetic disk and an optical disk. Current 
examples of optical disks include compact disc-read only 
memory (CD-ROM), compact disc-read/write (CD-R/W), 
DVD, and Blu-ray Disc (BD). 
0037. A data processing system suitable for storing and/or 
executing program code may comprise at least one processor 
coupled directly or indirectly to memory elements through a 
system bus. The memory elements may comprise local 
memory employed during actual execution of the program 
code, bulk storage, and cache memories. Such cache memo 
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ries may provide temporary storage of at least some program 
code in order to reduce the number of times code must be 
retrieved from bulk storage during execution. 
0038. Input/output (I/O) devices (including but not limited 
to keyboards, displays, pointing devices, etc.) may be coupled 
to the system either directly or via intervening I/O controllers. 
0039 Network adapters also may be coupled to the system 
to enable the data processing system to become coupled to 
other data processing systems or remote printers or storage 
devices through intervening private or public networks. 
Modems, cable modem, and Ethernet cards are among the 
currently available types of network adapters. 

1. A method for selecting a cache sector among a plurality 
of cache sectors for replacement in a computer system, said 
method comprising: 

determining a first set of cache sectors among said plurality 
of cache sectors excluding a most recently used cache 
sector, wherein each of said first set of cache sectors has 
the least amount of modified data among said plurality 
of cache sectors excluding said most recently used cache 
sector, and 

upon determining that said first set of cache sectors com 
prises one cache sector, selecting a first single cache 
sector for replacement. 

2. The method according to claim 1, further comprising: 
upon determining that said first set of cache sectors com 

prises multiple cache sectors, determining a second set 
of cache sectors among said first set of cache sectors, 
wherein each of said second set of cache sectors has the 
least amount of valid data among said first set of cache 
sectors; and 

upon determining that said second set of cache sectors 
comprises one cache sector, selecting a second single 
cache sector for replacement. 

3. The method according to claim 2, further comprising, 
upon determining that said second set of cache sectors com 
prises multiple cache sectors, selecting a random cache sector 
among said second set of cache sectors for replacement. 

4. The method according to claim 1, further comprising 
marking said most recently used cache sector among said 
plurality of cache sectors. 

5. The method according to claim 4, wherein said marking 
step comprises storing in a directory entry an identifier cor 
responding to said most recently used cache sector. 

6. A computer program product for selecting a cache sector 
among a plurality of cache sectors for replacement in a com 
puter system, said computer program product comprising a 
computer-readable storage medium having computer-read 
able program code instructions stored therein comprising: 

instructions for determining a first set of cache sectors 
among said plurality of cache sectors excluding a most 
recently used cache sector, wherein each of said first set 
of cache sectors has the least amount of modified data 
among said plurality of cache sectors excluding said 
most recently used cache sector; and 

instructions for, upon determining that said first set of 
cache sectors comprises one cache sector, selecting a 
first single cache sector for replacement. 

7. The computer program product according to claim 6. 
further comprising: 

instructions for, upon determining that said first set of 
cache sectors comprises multiple cache sectors, deter 
mining a second set of cache sectors among said first set 
of cache sectors, wherein each of said second set of 
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cache sectors has the least amount of valid data among 
said first set of cache sectors; and 

instructions for, upon determining that said second set of 
cache sectors comprises one cache sector, selecting a 
second single cache sector for replacement. 

8. The computer program product according to claim 7. 
further comprising instructions for, upon determining that 
said second set of cache sectors comprises multiple cache 
sectors, selecting a random cache sector among said second 
set of cache sectors for replacement. 

9. The computer program product according to claim 6. 
further comprising instructions for marking said most 
recently used cache sector among said plurality of cache 
SectOrS. 

10. The computer program product according to claim 9. 
wherein said instructions for marking said most recently used 
cache sector comprise instructions for storing in a directory 
entry an identifier corresponding to said most recently used 
cache sector. 

11. A system comprising: 
a processor; and 
one or more memory elements storing a program, which, 
when executed on said processor, performs an operation 
of selecting a cache sector among a plurality of cache 
sectors for replacement in a computer system, said 
operation comprising: 
determining a first set of cache sectors among said plu 

rality of cache sectors excluding a most recently used 
cache sector, wherein each of said first set of cache 
sectors has the least amount of modified data among 
said plurality of cache sectors excluding said most 
recently used cache Sector, and 

upon determining that said first set of cache sectors 
comprises one cache sector, selecting a first single 
cache sector for replacement. 
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12. The system according to claim 11, wherein said opera 
tion further comprises: 

upon determining that said first set of cache sectors com 
prises multiple cache sectors, determining a second set 
of cache sectors among said first set of cache sectors, 
wherein each of said second set of cache sectors has the 
least amount of valid data among said first set of cache 
sectors; and 

upon determining that said second set of cache sectors 
comprises one cache sector, selecting a second single 
cache sector for replacement. 

13. The system according to claim 12, wherein said opera 
tion further comprises, upon determining that said second set 
of cache sectors comprises multiple cache sectors, selecting a 
random cache sector among said second set of cache sectors 
for replacement. 

14. The system according to claim 11, wherein said opera 
tion further comprises marking said most recently used cache 
sector among said plurality of cache sectors. 

15. The system according to claim 14, wherein said mark 
ing step comprises storing in a directory entry an identifier 
corresponding to said most recently used cache sector. 

16. The method according to claim 5, wherein said identi 
fier is a numerical identifier based on a physical location of 
said most recently used cache sector. 

17. The computer program product according to claim 10, 
wherein said identifier is a numerical identifier based on a 
physical location of said most recently used cache sector. 

18. The system according to claim 15, wherein said iden 
tifier is a numerical identifier based on a physical location of 
said most recently used cache sector. 

k k k k k 


