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APPLICATION CONTENT SEARCH MANAGEMENT

Background

[0001] A user's experience using search features in a computing environment can be

rather limited in scope, functionality, and presentation. For example, a user may perform

independent searches in different contexts, such as a search for a local file, object, or

application through a file system search feature, another independent search for an email

in a separate email application search feature, yet another independent search for Web

content using a separate Web search service, etc. Results from such different contexts of

searches are generally provided independently, with independent rankings and groupings,

in presentations by separate applications and/or in separate windows and formats, etc.

Accordingly, such searches fail to provide integration among the different contexts of

search results.

[0002] In addition, relevant content often resides in databases associated with a

particular application. For example, content in a movie database may be accessible

through a Web service. Furthermore, the content may also be accessible through an

application that is executable by a client computing system for a richer user experience.

However, discovering and presenting such application content through a search feature in

combination with local and Web search result content is unavailable.

Summary

[0003] Implementations described and claimed herein address the foregoing problems

by providing mechanisms for accessing index-able application content for search

implementations. A search service accesses application content accessible via one or more

enumerated applications. The search service ranks the accessed application content in

combination with non-application content to produce a combined ranking. Responsive to

a search query, the search service provides one or more search results based on the

combined ranking.

[0004] This Summary is provided to introduce a selection of concepts in a simplified

form that are further described below in the Detailed Description. This Summary is not

intended to identify key features or essential features of the claimed subject matter, nor is

it intended to be used to limit the scope of the claimed subject matter.

[0005] Other implementations are also described and recited herein.



Brief Description of the Drawings

[0006] FIG. 1 illustrates an example search feature provided in a computing

environment.

[0007] FIG. 2 illustrates an example action invoked based on selection of a search result

in a computing environment.

[0008] FIG. 3 illustrates an example computing system for providing contextualized

search results.

[0009] FIG. 4 illustrates an example computing architecture for providing context-based

search results.

[0010] FIG. 5 illustrates a dataflow diagram for providing context-based actions from a

source application.

[0011] FIG. 6 illustrates examples of mapping application content for application

content search contexts.

[0012] FIG. 7 illustrates example operations for providing search results with context for

integrated presentation across multiple search contexts.

[0013] FIG. 8 illustrates an example system that may be useful in implementing the

described technology.

Detailed Description

[0014] FIG. 1 illustrates an example search feature 100 provided in a computing

environment 102. The search feature 100 includes a search field 104 managed by a search

management system 106 (an example source application). A user can enter a search query

or a portion thereof (e.g., "jen") into the search field 104 to invoke a multiple context

search. Text representing a fully-entered search query, a portion thereof, and a fully-

formulated search query for submission to a search facility are all referred to as a "search

query." In various implementations, for example, one search context may include a "local

content" search, such as a search of files, objects, applications, and other data accessible

locally on the user's computing system or within a local area network (LAN). Such local

content may also include files, objects, applications, and other data synchronized between

the local computing system and cloud storage. Another search context may include a

"remote content" search, such as a search of files, objects, applications, and other data

accessible from within a wide area network (WAN), such as the Internet or the Web.

Example remote content may include content accessible by Web search engines, such as

Web pages, archives, Web services, etc.



[0015] Yet another search context may include an "application content" search, such as

a search of data accessible specifically through an enumerated application or set of

enumerated application executable by a user's computing system or server (whether or not

the application is already installed on the user's computing system). For example, a music

player application on the user's computing system may provide enhanced access to audio

data accessible locally or remotely. Such enhanced access may include functionality for

playing the audio file, aggregating supplemental data from other sources (e.g., album art

work, artist biographical data, access to preview and purchase the artist's work, etc.). If

the application is not yet installed on the user's computing system, the search management

system or related sub-systems may offer to install the application for use in accessing the

content associated with the search result. In one implementation, an application that can

access the application content is identifiable by an application identifier that uniquely

identifies the target application within an application store or catalog, within a database of

otherwise installable applications (e.g., via download or removable media), etc. It should

be understood that certain application content may be accessible via multiple uniquely

identified applications, such as in the case of several specifically-identified music player

applications being able to operate on (e.g., playback) a particular music library. It should

be understood that non-application content refers to local or remote content that is not

accessible via an enumerated application, such as remote Web content or local file content

that is not specified for access via an enumerated application designated by an

unambiguous application identifier.

[0016] In another example, a search result referencing a contact (a type of local content,

such as from a contacts application or file, or remote content, such as from a social

networking service database or CRM system) may be returned as a search result. Content

elements (e.g., actionable sub-components of the contact search content) may be presented

with certain instrumentation to allow a user to select the content element (e.g., an "entity

property"), such as a phone number or an email address within the contact content, to

invoke the associated action (e.g., making a call to the phone number or composing an

email to the email address) via a target application.

[0017] It should be understood that various search contexts may be performed locally or

remotely. For example, an application search context may be performed on locally

accessible application content. Such application content resides locally to the user's

computing system and is associated with an enumerated application executable on the

user's computing system. Likewise, an application search context may be performed on



remotely accessible application content. Such application content resides external to the

user's computing system and yet is still associated with an enumerated application

executable on the user's computing system.

[0018] Other content from the search result content may also be used in invoking the

action. For example, if a restaurant search result is returned based on entry of a date and

time in the search query, the date and time may be included in the subject line or body of a

new email, responsive to selection of the email address of the restaurant as returned in the

search result.

[0019] Other search contexts and actions may be supported in other implementations.

[0020] The search management system 106 integrates searches in such contexts to allow

a user to perform a single search, rather than a series of independent searches, and obtain

an aggregated ranking, grouping, and presentation of the integrated search results. The

search handling system also processes contextual metadata in association with such search

results to allow the user's computing system to perform actions in response to selection of

individual search results (e.g., launching an appropriate audio player to play an audio file

corresponding to a search result). Example metadata may include one or more application

identifiers, one or more action identifiers, etc.

[0021] In the illustrated implementation, as the user types each letter of the search query

into the search field 104, the search management system 106 progressively searches

through the various supported search contexts (e.g., local content, remote content,

application content, etc.) based on the entered portion of the search query and presents

progressive search results 108 (e.g., a song called "Jenny Wren" by Paul McCartney and

various songs by Jennifer Lopez) and search query suggestions 110 (e.g., "Jennifer Nan,"

"Jensen Harris," etc.). In the case of the search results 108, the song files may be found in

one or more of the local content, remote content, and application content search contexts.

[0022] The search management system 106 receives the search query or portion thereof

(collectively referred to as the "search query" unless specified more specifically) and

serves the search query to a local search provider and/or a remote search provider. The

local search provider, for example, may be a search facility resident in the client or within

the local area network that allows the user to search for files, objects, applications, etc.

within the file system of the client device, client-accessible servers and storage devices,

and other local datastores (e.g., a local image, video or audio database; a local inventory

database, a local personnel database etc.). In contrast, the remote search provider, for

example, may be a WAN-resident search facility, such as a Web search engine, that allows



the user to search Web domains, online databases, and other remote resources. One or

both of the search providers return search results based on the search query to the search

management system 106, which passes the search results to the user interface for

integrated presentation to the user.

[0023] In FIG. 1, a user is shown selecting the search result pertaining to Paul

McCartney's Jenny Wren audio file (as shown by an outline of the user's finger against a

touch screen), which is associated with context metadata indicating the context of the

search result (e.g., an application identifier for an application and an associated action,

e.g., "play," to be used with the search result content). For example, in the case of the

selected audio file, the search result is associated with context metadata indicating an

application identifier for a music player application that can be executed on the client

device (see the discussion of FIG. 2).

[0024] As previously discussed, an application content search performs a search through

content accessible via an application executable by the user's computing system. For

example, a media player application on the user's computing system may have access to

local audio files, Web-resident audio files, streaming music channels, etc. In one

implementation, a search of at least one index of such application content may be achieved

via the search field 104 and the search management system 106. It should be understood

that the specific application used to access the application content need not be installed or

executing on the user's computing system at the time of the search operation (or at the

time of the selection of a content element of a source application in the more general

perspective). Instead, if the enumerated application is available (e.g., via an online

application store or via another installation method), the search result may indicate the

appropriate application to be used to access the application content, in some cases offering

to install the application, offering to allow the user to purchase and install the application,

directing the user to otherwise obtain and install the application, etc.

[0025] Further, one or more search engines (e.g., the search management system 106, a

Web-based search engine or service, etc.) can return contextualized search results that can

be interpreted by the search management system 106 to provide enhanced presentation

(e.g., prioritization, grouping, personalization, etc.) and functionality (automatic launching

of appropriate applications, automatic invocation of appropriate actions, etc.).

[0026] FIG. 2 illustrates an example action invoked based on selection of a search result

in a computing environment 202. Responsive to selection of a contextualized search result

from a list of search results, a search management system 206 launches an appropriate



media player application 200 and initiates a "play" action to initiate playing of the audio

file referenced by the selected search result. In one implementation, the launch of the

appropriate media player and the initiation of the "play" action within the media player are

performed based on contextual information provided in association with the search result,

absent subsequent or intervening user interface input between the selection of the search

result and the initiation of the "play" action.

[0027] Example contextual information may include a unique application identifier, a

search result descriptor providing a schema describing the data reference by the search

result (e.g., identifying the data as an audio file of MPEG4 format in association with a

"play" action), etc. The contextual information may also include a variety of other

information including licensing information, purchase transaction information, an address

for buying/installing a specified application to operate on the data identified by the search

result, crowd-sourced application settings, crowd-sourced information for supplementing

the search result (e.g., crowd-sourced playlists, crowd-sourced album artwork, crowd-

sourced associated media, etc.).

[0028] FIG. 3 illustrates an example computing system 300 for providing contextualized

search results. A computing device 302 includes a search management system 304 that

manages integrated search for the computing device 302. In one implementation, the

search management system 304 is a component of an operating system executing on the

computing device 302, although in other implementations, the search management system

may be a stand-alone application or a remote service.

[0029] The search management system 304 receives a search query 303 (e.g., via a user

interface), processes it and passes it through a communications network 306 (e.g., the

Web) to a search service 308, receives contextualized search results 307 from the search

service 308, and returns, via a search results interface, one or more contextualized search

results from a variety of search contexts (e.g., Web searches, application content searches,

etc.). An example search results interface includes a web server supporting the search

service 308, or some other communication system for communicating search results to

searching entities. In one implementation, the search service 308 acts as a central broker

that receives and processes the search query 303 from the search management system 304,

integrates all cloud-based content (e.g., from providers 322, 324, 328, 330), and returns

the contextualized search results 307 (pertaining to remote Web and application content)

to the search management system 304.



[0030] The search management system 304 also performs local searches and/or local

application content searches. In one implementation, the search management system 304

integrates local searches, Web searches, and application content searches, prioritizing

results from each context using rankings computed across the three contexts, and, when

appropriate, presenting the results through a user interface in an integrated display (e.g., in

the same search result window, with search results from each context intermixed with

search results from other contexts).

[0031] In other implementations, selection of a search result may trigger an action

within an application (see applications 309) that operates on the content associated with

the search result content. For example, as shown with regard to FIGs. 1 and 2, selection of

a song from a search results list invokes a "play" action within a music player application.

Launching of the appropriate application and activation of the action may be facilitated by

contextualized search results, both from the search service 308 and from local content and

local application content searches performed on the computing device 302. In one

implementation, the contextualized search results include an application identifier and an

action identifier. For example, the application identifier may specify a unique application

available for installation and execution on the computing device 302. The unique

application is identified as being appropriate for execution on the search result content.

The action identifier specifies the action to be taken by the application on the search result

content. A contextual application launcher 310 processes the application identifier and the

action identifier to perform the specified action on the search result content using the

specified application.

[0032] In the context of local searches, the search management system 304 collects

and/or generates one or more local indexes (e.g., a local file index 312 and a local

application content search index 314), which may be integrated into a single local index

316. For example, the local file index 312 represents a collection of scanned (e.g.,

crawled) and parsed data from local files for use in identifying search results satisfying a

search query. In contrast, a local application content search index 314 represents a

collection of parsed data from an application database or other application content

datastore. Such parsed data may be obtained by scanning (e.g., crawling) the database or

other datastore associated with the application (collectively referred to as "application

datastores 315) directly or by scanning (e.g., crawling) the application datastore via an

API or other mechanism for accessing the application's data. The scanned data is parsed

into the local application content search index 314. The local file index 312 and local



application content search index 314 may be integrated (e.g., its indexes combined) in real

time, periodically, responsive to changes in the searchable data, responsive to receive of a

search query, etc. It should be understood that the local file index 312 may also include

data from other locally accessible datastores 317, such as shared storage systems, external

hard drives, virtual storage systems, etc., whether connected directly to the computing

device 302 or connected via a communications network 318.

[0033] The local file index 312 and local application content search index 314 may be

generated using methods and systems similar to those illustrated and described with regard

to remote content in FIG. 4 . Likewise, the local search management system 304 may

manage search results (e.g., ranking, grouping, and instrumenting merged local and remote

search context results) in a manner similar to that illustrated and described with regard to

remote content in FIG. 4 . It should also be understood that, in some implementations, the

search system can fall back and directly access contents of local resources if the local file

index 312 and/or the local application content search index 314 are not available or

complete at the time of the query.

[0034] The search service 308, which can represent a collection of search services,

crawls remotely accessible datastores and content from other sources to generate a

searchable index. Responsive to receipt of a search query, the search service 308 analyzes

its searchable index and returns contextualized search results 307. The searchable index

may be generated from the scanning and parsing of Web pages (such as those provided by

Web content providers 322 and 324), datastores containing application content (such as

application search content datastore 326 provided by an application search content

provider 328 and an application search content datastore 330 provided by an application

search content provider 332), and other content sources. In one implementation, an

application search content provider may generate its own index of its content and make it

available to the search service 308. In another implementation, an application search

content provider may provide an API or other mechanism to allow the search service 308

or another entity to access the provider's content for generation of an index that may be

accessed by the search service 308. In yet another implementation, a content provider

may periodically upload structured content data to the search service 308 using a

mechanism such as an XML RSS feed.

[0035] The search service 308 transfers the contextualized search results 307 to the

search management system 304 for integration and presentation with local search results.

The search management system 304 also generates a local set of contextualized search



results. Each set of contextualized search results may include a variety of search result

context parameters. Examples of such context parameters are listed below, without

limitation:

Application identifier - specifies an application to be executed on the content specified

by the search result (e.g., an application identifier may be a unique identifier specified in

an application store catalog, a publicly available database, etc.)

Action identifier - specifies an action to be performed by an associated application on

the content specified by the search result (e.g., "play", "mail", "message", "call", etc.);

may also be referred to as an "action contract" or as a parameter of an "action contract"

Ranking parameters - specify the ranking of a search result with regard to other

returned search results; such ranking parameters may also include sub-rankings to

facilitate the integration of remote ranking with local rankings

Grouping parameters - specify categories of content with which a particular search

result should be grouped within a search result window

Personalization parameters - specify ranking and grouping parameters particular to the

searching user (e.g., a remote movie application is aware that the user associated with a

particular account prefers action movies, so the personalization parameter specifies an

enhanced weighting on such movies when returning movie-related search results)

Aggregated user interaction parameters - specify adjustments to ranking and grouping

parameters based on click stream data received from multiple users (e.g., if users are

statistically clicking search results from one data source or for one entity more frequently

than another, this aggregated interaction may emphasize the search results from that data

source or for that entity over other search results)

[0036] Accordingly, the contextualized search results 307 (e.g., which may include

search results associated with remote content, e.g., Web content, and remote application

content) and contextualized search results generated by the search management system

304 (e.g., which may include search results associated with local content, e.g., local files,

and local application content accessible by locally executable applications) are ranked in

aggregate and presented through a user interface in an integrated format (e.g., a single

search results window). Furthermore, selection of a search result may result in a launch of

an associated application (e.g., specified by a contextually-provided application identifier)

and invocation of an associated action (e.g., specified by a contextually-provided action

identifier), such as "play the audio content associated with the selected search result." It



should be understood that search results from different search contexts may also be

presented separately.

[0037] It should also be understood that the search management system 304 can operate

as an application content provider, in that the application content it accesses through

applications 309 may be Web-based datastores (rather than local datastores). The remote

content or an index associated with the remote content accessible though the applications

309 may be therefore be served up to the search service 308 to supplement the index

search content available to the search service 308.

[0038] In one implementation, action identifiers coordinated with or selected from a

standardized set of action identifiers agree upon by application owners/publishers,

operating system vendors, search system vendors, and/or Web page designers. The action

identifiers may be hard-coded, parsed from Web pages, received via a feed, accessed via

an API, etc. In this manner, intended actions can be accurately communicated to

applications so that providers can enhance the richness of the user experience when

interacting between different applications, data sources, and services. Action identifiers

may also be self-registered with a service to allow crowd-sourcing of the action identifier

set.

[0039] It should be understood that search results from various search contexts and

classifications may alternatively be presented in separate views, rather than an integrated

view. For example, application content search results may be presented in one window

and local search results may be presented in another window. In another example, the

different types of search results may be presented in a single window that allows a user to

toggle through the different search contexts or classifications.

[0040] FIG. 4 illustrates an example computing architecture 400 for providing

contextualized search results. A query 402 includes a search query (or portion thereof),

along with possible context information (e.g., marketing information, location

information, safe search setting, privacy settings, personalization information, etc.). The

query 402 may be considered a generic query, in that it is not limited to Web search results

or application content search results. Instead, the query 402 input from a client (e.g.,

through a search application or facility in the client) to a query classifier 404 in a cloud

computing environment. The query classifier 404 analyzes the query 402, assigns (e.g.,

tags) one or more classifications to the query 402 (e.g., application content query, celebrity

query, music query, top ten thousand query, navigational query, etc.) along with



appropriate confidence metrics, and passes the classified query to a query and answer

manager 406.

[0041] The classification tags may be used to influence rankings among search results

from one or more search contexts. The classification tags may also be used by the query

and answer manager 406 as well as other components in the search framework to

determine which answer services and content providers should be queried based on the

classified search query.

[0042] In yet another implementation, the classification tags may be used to

disambiguate search results, thereby grouping, ranking, and filtering search results to

provide a more relevant set of search results to the user. For example, a query may be

tagged to pertain to "Michael Jackson" the musician rather than "Michael Jackson" the

whisky expert. As such, search results returned about the whisky expert may then be

ranked lower, grouped in a different region of the user interface, filtered out altogether,

etc.

[0043] Classification tags may also be used to, without limitation:

• determine whether to submit a classified query to a particular answer workflow (e.g.,

Web content answer workflow 408, application content answer workflow 409, etc.);

• filter, rank, promote, demote, etc., search results within the application content answer

workflow 409 and related components; and

· aggregate and/or merge results from various answer workflows (e.g., Web content

answer workflow 408, application content answer workflow 409, etc.) in the query and

answer manager 406

[0044] The query and answer manager 406 receives the classified query and directs it to

one or more appropriate answer workflows, such as the Web content answer workflow

408 or the application content answer workflow 409. Other answer workflows may also

be employed, such as a multimedia content answer workflow, an ads workflow, etc.

[0045] In one example, the classified query is passed to a Web content answer workflow

408, which applies the classified query to output of a Web content pipeline 410 as a run

time service. On a substantially continuous basis, the Web content pipeline 410 receives

and indexes a Web content stream 412 from a Web crawler 414. The Web crawler 416

analyzes Web pages 416 and provides the crawled Web content stream 412 to the Web

content pipeline 410, which indexes and otherwise processes the Web content to make the

indexed Web content available to the Web content answer workflow 408. The Web

content answer workflow 408 applies the received classified query to the indexed Web



content of the Web content pipeline 410 and provides the query and answer manager 406

with ranked and/or otherwise contextualized search results from the Web content.

[0046] In another example, the classified query is passed to an application content

answer workflow 409, which works with an application content index server 418 to apply

the classified query to indexed application content output received from an application

content pipeline 420. The application content pipeline 420 processes data from various

application content sources, including without limitation the Web content stream 412, the

application content from feeds 423, and application content API interaction 432. Such

content can be organized in a variety of ways, including without limitation by canonical

entity and by content identifier. For example, when organized by canonical entity, content

from various sources are matched against a well-known entity like "Katy Perry" and

stored relative to that canonical entity by the entity processors 434. This technique allows

search results from the application content index server 418 to pull all related application

content for "Katy Perry" in a single request. In one implementation, the query classifier

404 is primarily responsible for determined whether the canonical entity "Katy Perry" is

the topic intended by the user. In another example, when organized by content identifier,

each set of application content received from various sources is indexed into separate

documents. The application content index server 418 matches relevant documents from

such sources based on various signals, such as the number of terms matching, popularity

of the document, popularity of the source, popularity of the application, etc.

[0047] The application content ranker model 422 provides one or more models, used by

the application content index server 418, for ranking indexed application content received

from the application content pipeline 420. The application content index server 418

returns to the application content answer workflow 409 a set of ranked application content

documents.

[0048] In the example of the application content pipeline 420, application content is

input to the application content pipeline 420 through a variety of mechanisms. One

possible mechanism is through the Web Content stream 412, which (at least in the case of

application content) receives crawled Web content from Web sites that are accessible

through an application (e.g., a movie database that is accessible through a movie browsing

and playing application) and provides structured content of the information from the

associated Web pages. For certain Web pages, for example, the elements of individual

pages in the Web content stream 412 are mapped to provide structured data (e.g., pictures

at certain locations in the Web pages are album cover images, text at certain locations in



the Web pages identify the artist, etc.) through an application content extractor 43 1. The

Web crawler 414 fetches raw Web page content, which is fed to the Web content pipeline

410 as the Web content stream 412. The Web content stream 412 is also processed by the

application content extractor 43 1 to generate structured data based on the mappings. The

structured data is passed to the application content pipeline 420. In an alternative

implementation, the application content extractor 43 1 can be integrated into the Web

crawler 414.

[0049] The mappings are provided by one or more URL-pattern-to-application-

information mapping models (see, e.g., map 430). The structured data from the Web

content stream 412 is received by the app content pipeline 420 and used to generate

indexed application content for use in responding to search queries. Alternatively, Web

page developers can mark-up their Web pages to allow the Web crawler 414 to extract

structured data from each marked-up Web page. This structured data is extracted from

Web pages having content that is accessible through an unambiguous application

executable on the user's system (such Web content, when input to the application content

pipelines, is also referred to as a type of "application content" because it is based on Web

content accessible via an identified application executable by the user's computer system.)

[0050] In another mechanism for extracting application content, a feed aggregator 424

receives structured application content 423 (e.g., in XML format) from one or more

application content feeds 426 and/or application store catalog feeds 428. The structural

elements are provided through the feeds by the application content providers (e.g., the

movie database provider) and/or the application stores.

[0051] In yet another mechanism for extracting application content, an application

content API interaction module 432 accesses online content sources via a source-provided

API. In such a mechanism, the application content API interaction module 432 queries

online content sources to obtain structured data relating to the application content provided

by these sources.

[0052] Each of these mechanisms, as well as other potential application content

providing mechanisms, may be employed to provide structured application content data to

the application content pipeline 420. Within the application content pipeline 420, an

application content repository updater 435 processes the received structured application

content data and updates already stored structured application content data recorded in the

application content repository 436. Example updates may include without limitation

supplementing, altering, or deleting portions of the application content stored in the



application content repository 436. For example, a new movie may be made available

through a movie service accessible through a movie player application on the client. The

application content representing the new movie may be added to the application content

repository 436. In contrast, a movie may have been removed from a movie service, so the

application content representing the formerly-available movie may be deleted from the

application content repository 436.

[0053] One or more entity processors 434 receive updated application content from the

application content repository and may associate some of the content with various entities.

An entity represents a semantic data object having annotated properties, such a unique

identifier, a collection of properties based on the attributes of the real-world topic it

represents, links representing the topic's relationship to other entities, actions that a

searcher for that topic might want to invoke, etc. The entity processors 434 stamp (e.g.,

assign one or more unique identifiers to) components of the application content to

associate it with the entities in an entity database (e.g., to associate movie content with a

movie entity, with an actor entity, etc.). An application data repository 438 may include

without limitation application metadata such as the application title, icon, description, etc.,

which may be obtained from the online application store, an application metadata service,

etc. Such metadata may be used to enhance the information associated with the

application content search result in its presentation via a user interface 456, for example.

[0054] An indexed document generator 440 receives stamped application content from

the entity processors 434 and content characterization parameters from a content injector

442. The content injector 442 receives content characterization parameters, such as

telemetry data, anchor data, ranking parameters, etc., which can be used by the indexed

document generator 440 to provide rich indexed application content for use by the

application content index server 418 when serving application content search results to the

application content answer workflow 409. Example content characterization parameters

are described below.

[0055] An application content click stream 444 collects and delivers telemetry data by

tracking historical user behavior (e.g., "the click stream") when users interact with

application content data and related applications themselves. An application content

anchor stream 446 operates on application content collected from Web pages and collects

and delivers anchor text of a selected link, text that is located in the proximity of a selected

link, text that is located on Web pages referenced by the selected link, etc. In this manner,

the anchor text can be mapped to certain application content and therefore used in ranking



the application content. An application content static rank 448 collects and delivers static

ranking information provided by other sources, such as human-generated ranking data,

marketing research ranking, etc. Additional application content ranking signals 450

collects and delivers a variety of other ranking data, including without limitation view

counts and user ratings associated with the application content. An application store static

rank 452 collects and delivers static ranking information received from one or more online

application stores, such as an online store that allows users to download and install

application to their client computers for use in accessing application content. For

example, if a variety of movie applications may access one or more online movie

databases, ranking information from the application store static rank 452 may providing

higher ranking information for the most popular of the movie applications as discerned

from user purchase information through the online application store or the online movie

database. It should also be understood that certain ranking data may also be provided

from dynamic ranking sources.

[0056] Based on the above-described content characterization and the collected

application content, the indexed document generator 440 provides the indexed application

data to the application content index server 418 and the application content answer

workflow 409 for use in responding to the search query and ranking the application

content search results. The application content answer workflow 409 may also receive

real-time application content via a real-time application content API 433, which provides

an alternate route for application content so that application content need not to be

processed by the application content pipeline 420 for indexing and may be queried through

the application content answer workflow directly. For example, a travel application may

provide a real-time API to book flights from one location to another. The application

content answer workflow 409 may identify a user query to match the pattern of a "book-

flight" query and then call the real-time application content API 433 directly to perform

the related action. Similarly, a weather application may provide a real-time API to query a

weather forecast or a location. The application content answer workflow 409 can retrieve

data from the real-time application content API 433 in real-time if it determines that the

query intent is related to a weather forecast for the location. Similarly, a sports application

may provide a real-time API to support queries for real-time scores, and a news

application can have a real-time API to provide a real-time news feed.

[0057] The query and answer manager 406 merges the ranked application content search

results with search results from other contents (e.g., from the ranked Web search results



received from the Web content answer workflow 408), combining their respective

rankings to provide an integrated ranking with both Web content search results and

application content search results (i.e., search results from different search contexts).

[0058] The query and answer manager 406 merges the rankings of search results from

different search contexts. In one implementation, each search result is associated with an

individualized ranking metric (e.g., a confidence score). However, in some

implementations, the search results from the different search contexts may not be based on

the same distribution or range. For example, search results in one search context may be

ranked on 1 to 5 star ratings while search results in another search context may be ranking

on a very broad, nearly continuous spectrum of ranking metric values. The query and

answer manager 406 can normalize these varying ranking metric schemes based on

personalized and/or aggregated parameters. In one implementation, an aggregated

normalization service may provide normalization parameters across various search

contexts based on back-end evaluation and/or aggregation of user interaction with search

results over time. As such, as the aggregated normalization service finds that users

generally find search results based on one ranking metric scheme more relevant than

another, the relevance of that scheme is amplified relative to another less relevant ranking

metric scheme for all users.

[0059] In another implementation, a personalized normalization service may provide

normalization parameters based on a user's individual interaction with search results over

time. As such, as the personalized normalization service finds that a particular user

generally finds search results based on one ranking metric scheme more relevant than

another, the relevance of that scheme is amplified relative to the other less relevant

ranking metric scheme for that user. In one implementation, personalized normalization is

given greater weight or supersedes aggregated normalization, although other preferences

may be employed.

[0060] It should be understood that different types of search results (e.g., pertaining to

Web content, application content, images, etc.) and search results from different search

contexts may be ranked according to their own ranking and grouping schemes. When

being organized for presentation in an integrated search results view, the organization may

be arranged by static placement (e.g., top of page, middle of page, bottom of page, etc.) or

it can be managed by dynamic placement based on ranking and grouping parameters,

typically subject to some normalization among the different schemes.



[0061] A user interface support manager 454 receives the integrated search results and

adds appropriate user interface parameters for delivery to the user interface 456 of the

client. The search results are presented in the user interface 456 with integrated rankings,

groupings, and other presentation characteristics.

[0062] Personalization data, based on user preferences and historical user behavior (e.g.,

collected in application content click stream 444) can be associated with a machine

identifier, an account/user identifier, etc. In this manner, the same machine identifier, etc.,

can be submitted with the search query 402 and maintained locally and/or remotely in a

user data profile (UDP) for use in refining the ranking and/or grouping of the search

results for a particular machine and/or user.

[0063] In summary, Web content and application content are input to one or more

indexing pipelines, which index the content to support search services. Responsive to

receipt of a search query, the indexed Web content and application content is searched to

generate search results. Some of the search results are annotated with contextual

parameters identifying an application identifier, an action identifier, and/or other

contextual information (e.g., ranking parameters, grouping parameters, etc.) for use by a

search management system to generated integrated search results, install applications,

launch applications, and invoke actions on content associated with a selected search result.

[0064] FIG. 5 illustrates a dataflow diagram 500 for providing context-based actions

from a source application. A source application 502 (e.g., such as a search application, a

search results view feature provided by an operating system, a music player application, a

contacts application, etc.) provides access to various content elements that can be used to

invoke a context-based action. In one implementation, the element represents a property

of an entity, such as a phone number, an email address, or a date associated with the entity.

[0065] In an operation (1), as designated by the circle containing the number "1", a user

finds an element 504 in a source application 502 (or a search results view). In the case of

the search results view, the corresponding source application could be a search application

or a search feature of an operating system, among other options. Having identified the

element, the user expresses an intent to invoke an action on the element 504 through the

source application 502. For example, the user may select the phone number from a

contact card of a contacts application or a search result from a search results list. In an

operation (Γ), the source application 502 may use its operating context to directly infer an

appropriate action or associated application or to determine the appropriate action and/or

associated application by referencing another data source, such as an action catalog 506.



For example, if the source application 502 is a contacts application operating in a

computing system with telephony capability and the selected element 504 is a phone

number in a contacts card, the source application 502 may infer that the appropriate action

is to invoke a telephony application (as target application 508) and place a call to that

phone number. Accordingly, in the operation (Γ), the source application 502 determines a

possible action and/or a possible application associated with the element 504.

[0066] In an operation (2), the source application 502 packages the element, the

identified action, a user interface model (e.g., a flyout, an embedded UI, a hosted window,

etc.), and an event source object and invokes an action broker 510 providing the packaged

data 505 as an argument to the broker invocation. The packaged data 505 may include a

specified action (e.g., an action identifier) and/or a specified application (e.g., an

application identifier).

[0067] If the packaged data 505 does not include an action identifier, the broker 510

looks up registered actions for the element from the action catalog 506 in an operation (3).

If multiple actions are identified, whether in the packaged data or in the look-up operation,

an action user interface object 512 presents the user with an opportunity to select the

intended action (e.g., from a drop-down menu) in an operation (3').

[0068] In cases where the source application 502 has not specified an application

identifier, the action broker 510 queries an action list look up service 514 for applications

that are registered for the action/element duple. The action list look up service 514 may

determine one or more appropriate applications by querying an online search service 516

in an operation (4') or an action-application catalog 518 in an operation (4"). If multiple

applications are identified in the operation (4) and/or its sub-operations, an application list

user interface object 520 presents the user with an opportunity to select the intended

application (e.g., from a drop-down menu) in an operation (5).

[0069] The action broker 510 either activates a new instance of the target

application 508 or connects to a running instance (e.g., based on a scenario preference) via

an operation (6). The target application 508 receives the payload (e.g., the request

arguments 522), including an event source/sink object 524 to which it can connect, from

the source application 502 via a data transfer operation (7). From this point forward, the

target application 508 and the source application 502 can maintain a communication

channel.

[0070] After completion of the specified action, the target application 508 informs the

action broker 510 that the action has been completed, in an operation (8). The



action broker 510 performs any termination operation (e.g., resource garbage collection,

etc.) and informs the source application 502 that the action has been completed in an

operation (9).

[0071] In summary, a user can choose to launch an action on content associated with a

search result or on another element from within a source application (e.g., a search

application, a search results view feature provided by an operating system, a music player

application, a contacts application, etc.). The source application packages the action along

with the content or object and sends it to a broker. The package also includes an

application identifier and/or an action identifier. The broker queries a catalog to identify a

target application registered under the application identifier or one or more target

applications capable of performing the identified action on the content or object. The

broker also queries a catalog to determine how the target application should be launched in

order to perform the specified action. The broker activates the target application

according to the catalog's directives and sends the action request and package to the target

application for invocation of the action on the content by the target application.

[0072] In some implementations, the action is identified without identification of a

specific application. In such circumstances, the catalog can identify one or more

applications capable of performing the action on the content or object. These application

options may be presented to the user as a prompt to determine his or her preference of

application to perform the action on the content or object.

[0073] FIG. 6 illustrates examples 600 of mapping application content for application

content search contexts. An application 602 represent an application having associated

Web content 604. A search service can discover and index content for the application 602

("application content ") by accessing the associated Web pages. Example methods may

include, without limitation, the following approaches:

• Markup - The application content owners can add specific markup on their Web

content to provide the search service with information to discover and index the

associated application content. For example, a Web crawler for the search service can

analyze the markup to develop index data pertaining to the application content.

· Sitemap - The application content owners can provide the application content

associated with the Web content through sitemap extension. The search service can

use the sitemap to develop index data pertaining to the application content.



• Rule submission - The application content owners can submit mapping rules (e.g.,

from Web content to application content) that the search service can use to develop of

index data pertaining to the application content.

• Feed submission - The application content owners can feed index-able data for the

application content directly to the search service or a related component.

[0074] Another application 606 does not have associated Web content. Nevertheless,

feed submission may be used to provide index-able data 608 for the application content

directly to the search service or a related component. Yet another application 610 does not

have associated Web content. Nevertheless, the application 610 provides an API through

which the search service can communicate with the application's database in order to

index the application content. In the illustrated implementation, the resulting index-able

application content is represented as results data from the API.

[0075] FIG. 7 illustrates example operations 700 for providing search results with

context for integrated presentation across multiple search contexts. An accessing

operation 702 accesses application content accessible via one or more enumerated

applications. If the application content is associated with Web content, then the accessing

may be accomplished by crawling the Web content, analyzing an associated site map,

analyzing mapping rules between the Web content and the application content, receiving

indexed data via a feed, etc. If no associated Web content is available, at least feed

submission and API methods may be employed.

[0076] A ranking operation 704 ranks the accessed application content in combination

with independent non-application content to produce a combined ranking using a

combined index or separate indexes for each search context. A search operation 706

provides one or more search results responsive to a search query based on the combined

ranking.

[0077] FIG. 8 illustrates an example system that may be useful in implementing the

described technology. The example hardware and operating environment of FIG. 8 for

implementing the described technology includes a computing device, such as general

purpose computing device in the form of a gaming console or computer 20, a mobile

telephone, a personal data assistant (PDA), a set top box, or other type of computing

device. In the implementation of FIG. 8, for example, the computer 20 includes a

processing unit 21, a system memory 22, and a system bus 23 that operative ly couples

various system components including the system memory to the processing unit 2 1. There

may be only one or there may be more than one processing unit 21, such that the processor



of computer 20 comprises a single central-processing unit (CPU), or a plurality of

processing units, commonly referred to as a parallel processing environment. The

computer 20 may be a conventional computer, a distributed computer, or any other type of

computer; the implementations are not so limited.

[0078] The system bus 23 may be any of several types of bus structures including a

memory bus or memory controller, a peripheral bus, a switched fabric, point-to-point

connections, and a local bus using any of a variety of bus architectures. The system

memory may also be referred to as simply the memory, and includes read only memory

(ROM) 24 and random access memory (RAM) 25. A basic input/output system (BIOS)

26, containing the basic routines that help to transfer information between elements within

the computer 20, such as during start-up, is stored in ROM 24. The computer 20 further

includes a hard disk drive 27 for reading from and writing to a hard disk, not shown, a

magnetic disk drive 28 for reading from or writing to a removable magnetic disk 29, and

an optical disk drive 30 for reading from or writing to a removable optical disk 31 such as

a CD ROM, DVD, or other optical media.

[0079] The hard disk drive 27, magnetic disk drive 28, and optical disk drive 30 are

connected to the system bus 23 by a hard disk drive interface 32, a magnetic disk drive

interface 33, and an optical disk drive interface 34, respectively. The drives and their

associated tangible computer-readable media provide nonvolatile storage of computer-

readable instructions, data structures, program modules and other data for the computer

20. It should be appreciated by those skilled in the art that any type of tangible computer-

readable media which can store data that is accessible by a computer, such as magnetic

cassettes, flash memory cards, digital video disks, random access memories (RAMs), read

only memories (ROMs), and the like, may be used in the example operating environment.

[0080] A number of program modules may be stored on the hard disk, magnetic disk 29,

optical disk 31, ROM 24, or RAM 25, including an operating system 35, one or more

application programs 36, other program modules 37, and program data 38. A user may

enter commands and information into the personal computer 20 through input devices

such as a keyboard 40 and pointing device 42. Other input devices (not shown) may

include a microphone (e.g., for voice input), a camera (e.g., for a natural user interface

(NUI)), a joystick, a game pad, a satellite dish, a scanner, or the like. These and other

input devices are often connected to the processing unit 2 1 through a serial port interface

46 that is coupled to the system bus, but may be connected by other interfaces, such as a

parallel port, game port, or a universal serial bus (USB). A monitor 47 or other type of



display device is also connected to the system bus 23 via an interface, such as a video

adapter 48. In addition to the monitor, computers typically include other peripheral output

devices (not shown), such as speakers and printers.

[0081] The computer 20 may operate in a networked environment using logical

connections to one or more remote computers, such as remote computer 49. These logical

connections are achieved by a communication device coupled to or a part of the computer

20; the implementations are not limited to a particular type of communications device.

The remote computer 49 may be another computer, a server, a router, a network PC, a

client, a peer device or other common network node, and typically includes many or all of

the elements described above relative to the computer 20, although only a memory storage

device 50 has been illustrated in FIG. 8. The logical connections depicted in FIG. 8

include a local-area network (LAN) 51 and a wide-area network (WAN) 52. Such

networking environments are commonplace in office networks, enterprise-wide computer

networks, intranets and the Internet, which are all types of networks.

[0082] When used in a LAN-networking environment, the computer 20 is connected to

the local network 51 through a network interface or adapter 53, which is one type of

communications device. When used in a WAN-networking environment, the computer 20

typically includes a modem 54, a network adapter, a type of communications device, or

any other type of communications device for establishing communications over the wide

area network 52. The modem 54, which may be internal or external, is connected to the

system bus 23 via the serial port interface 46. In a networked environment, program

engines depicted relative to the personal computer 20, or portions thereof, may be stored

in the remote memory storage device. It is appreciated that the network connections

shown are example and other means of and communications devices for establishing a

communications link between the computers may be used.

[0083] In an example implementation, software or firmware instructions and data for

providing a search management system, various applications, a search context pipelines,

search services, a local file index, a local or remote application content index, a provider

API, a contextual application launcher, and other instructions and data may be stored in

memory 22 and/or storage devices 29 or 31 and processed by the processing unit 2 1.

[0084] Some embodiments may comprise an article of manufacture. An article of

manufacture may comprise a tangible storage medium to store logic. Examples of a

storage medium may include one or more types of computer-readable storage media

capable of storing electronic data, including volatile memory or non-volatile memory,



removable or non-removable memory, erasable or non-erasable memory, writeable or re-

writeable memory, and so forth. Examples of the logic may include various software

elements, such as software components, programs, applications, computer programs,

application programs, system programs, machine programs, operating system software,

middleware, firmware, software modules, routines, subroutines, functions, methods,

procedures, software interfaces, application program interfaces (API), instruction sets,

computing code, computer code, code segments, computer code segments, words, values,

symbols, or any combination thereof. In one embodiment, for example, an article of

manufacture may store executable computer program instructions that, when executed by

a computer, cause the computer to perform methods and/or operations in accordance with

the described embodiments. The executable computer program instructions may include

any suitable type of code, such as source code, compiled code, interpreted code,

executable code, static code, dynamic code, and the like. The executable computer

program instructions may be implemented according to a predefined computer language,

manner or syntax, for instructing a computer to perform a certain function. The

instructions may be implemented using any suitable high-level, low-level, object-oriented,

visual, compiled and/or interpreted programming language.

[0085] The implementations described herein are implemented as logical steps in one or

more computer systems. The logical operations may be implemented (1) as a sequence of

processor-implemented steps executing in one or more computer systems and (2) as

interconnected machine or circuit modules within one or more computer systems. The

implementation is a matter of choice, dependent on the performance requirements of the

computer system being utilized. Accordingly, the logical operations making up the

implementations described herein are referred to variously as operations, steps, objects, or

modules. Furthermore, it should be understood that logical operations may be performed

in any order, unless explicitly claimed otherwise or a specific order is inherently

necessitated by the claim language.

[0086] The above specification, examples, and data provide a complete description of

the structure and use of exemplary implementations. Since many implementations can be

made without departing from the spirit and scope of the claimed invention, the claims

hereinafter appended define the invention. Furthermore, structural features of the different

examples may be combined in yet another implementation without departing from the

recited claims.



Claims

1. A method comprising:

accessing application content accessible via one or more enumerated applications,

the accessed application content being associated with an application identifier of at least

one of the enumerated applications;

ranking the accessed application content in combination with non-application

content to produce a combined ranking; and

providing one or more search results responsive to a search query based on the

combined ranking.

2 . The method of claim 1 wherein the ranking operation comprises:

ranking the accessed application content in combination with the non-application

content by mapping the content to an entity, the mapping influencing the relative ranking

of the application content and the non-application content.

3 . The method of claim 1 wherein the accessing operation comprises:

receiving the application content obtained via a Web crawler, the application

content being associated with structure based on a mapping of elements of at least one

individual Web page.

4 . The method of claim 1 wherein the accessing operation comprises:

receiving the application content obtained via a Web crawler, the application

content being associated with structure based on a markup providing indexing information

for at least one individual Web page.

5 . The method of claim 1 wherein the accessing operation comprises:

receiving the application content obtained via a Web crawler, the application

content being associated with mapping rules that map Web content to application content.

6 . The method of claim 1 wherein the accessing operation comprises:

receiving application content via a feed from an application content provider.



7 . The method of claim 1 wherein the accessing operation comprises:

receiving application content via an application program interface provided by an

application content provider.

8. One or more tangible computer-readable storage media encoding computer-

executable instructions for executing on a computer system a computer process, the

computer process comprising:

accessing application content accessible via one or more enumerated applications;

ranking the accessed application content in combination with non-application

content to produce a combined ranking; and

providing one or more search results responsive to a search query based on the

combined ranking.

9 . A system comprising:

a search service executing on one or more computing systems that accesses

application content accessible via one or more enumerated applications, ranking the

accessed application content in combination with non-application content to produce a

combined ranking, and provides one or more search results responsive to a search query

based on the combined ranking.

10. The system of claim 9 wherein the search service accesses application content by

receiving the application content obtained via a Web crawler, the application content being

associated with structure based on a mapping of elements of at least one individual Web

page.
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