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Method And System For Gesture Based Manipulation Of A 3-

Dimensional Image Or Object

FIELD OF INVENTION

The present invention relates broadly to a method and system for gesture

based manipulation of a 3-dimensional image or object, and to a data storage

medium comprising computer code means for instructing a computing device to

execute a method of gesture based manipulation of a 3-dimensional image or

object.

BACKGROUND

Current gesture technology is typically used to control objects restricted to two-

dimensional movement. In [Kai Nickel, Rainer Stiefelhagen, "Pointing Gesture

Recognition based on 3Dtracking of Face, Hands and Head Orientation", Proceedings of

the Fifth International Conference on Multimodal Interfaces, Vancouver, Canada, Nov. 5-

7 , 2003], a gesture system is presented that uses both face and hand positions for the

interaction. The face and hand positions are used to construct a vector originating from

the hand at which the user is pointing. This type of control only allows for two degrees of

freedom, and therefore is incapable of controlling an object in three-dimensional space.

Another system that uses face position for gesture interaction is presented in

[Narcio C. Cabral, Carlos H. Morimoto, Marcelo K. Zuffo, "On the usability of gesture

interfaces in virtual reality environments"', CLIHC05, pp. 100-108, Cuemavaca, Mexico,

2005]. The 2D position of a user's hands and face are detected using a single camera.

The left hand is used for several operations that are activated depending on the position

of the left hand relative to head. The 2D position of the hands and face in the images are

identified by the coordinate of their center of mass, defined by X, Y. For example, the

North position of the left hand is used to switch the mode that controls the cursor/screen

behavior, for example, switching the navigation mode such as translations or rotation in



a 3D exploration application. The right hand is basically used for pointing, i.e., to control

the position of the Cursor. Thus, all the gesture interactions are still in 2 dimensions, and

activation of 3-dimensional control requires un-intuitive separate movements of the left

and right hands.

In [R. Voyles, J. Morrow, P. Khosia, "Gesture-Based Programming for Robotics:

Human-Augmented Software Adaptation", IEEE Intelligent Systems, VoI 14, No. 6, pp.

22-29, 1999] a system is presented for gesture based 3 dimensional control, however

the user must wear a special apparatus (for example a glove containing sensors). In [T.¬

Grossman, D. Wigdor, R. Balakrishnan, "Multi-Finger Gestural Interaction with 3-D

Volumetric Displays", in the proceeding of User Interface Software and Technology

(UIST) 2004], finger tracking is used to control a volumetric display. The user has

infrared reflectors attached to his fingers and the system uses a tracking system to

acquire the position of the user's fingers.

Other systems deal with visual manipulation in virtual environments, for example

O'Hagan and Zelinsky in [R. O'Hagan and A . Zelinsky, "Visual gesture interfaces fro

virtual environments", User Interface Conference (AUIC 2000), pp. 73-80, 2000] used

stereo vision for hand tracking and gesture interaction for manipulation of virtual objects

(for example moving and resizing virtual objects in a virtual scene) in 3 dimensions.

However, to use the system proposed in this work, a single hand must be in front of a

known background.

SoftKinetic [http://www.softkinetic.net/Public/eng/Technology/] uses depth-

sensing technology along with a Software Development Kit (SDK). The depth

information is transformed into a collection of spheres, giving the segmented depth

information mass. The system employs determining the Silhouette of a person or object

in front of a depth-sensing camera which is invariant to the background. The technology

also allows for mass estimation of the 3D object being sensed. The system uses a time-

of-flight based depth-sensing camera which is invariant to the background. The

technology also allows for mass estimation of the 3D object being sensed. However, no

tracking and interpretation of the user's hands interaction is described.

A need therefore exists to provide a method and system for gesture based

manipulation of a 3-dimensional image or object which seek to address at least one of

the above mentioned problems.



SUMMARY

In accordance with a first aspect of the present invention there is provided a

method of gesture based manipulation of a 3-dimensional image or object, the

method comprising the steps of tracking the user's face, right and left hands using

stereo image processing; defining a 3-dimensional gesture coordinate system based

on the tracked user's face; determining the user's gesture based on the tracked

movement of the user's right and left hands within the 3-dimensional gesture

coordinate system; and manipulating the image or object based on the detected

user's gesture.

Defining the 3-dimensional coordinate system may comprise defining an

origin, an x-axis and a y-axis of the 3-dimensional gesture coordinate system based

on the tracked user's face; and defining a z-axis of the 3-dimensional gesture

coordinate system based on an optical centre of one camera of a stereo camera

system used for the stereo video image processing.

Determining the user's gesture may comprise determining whether both the

user's right and left hands are above or below the y-axis for determining an intended

movement of the image or object in an upward or downward direction.

The method may further comprise determining an intended upwards or,

downward movement based on an average y-component of the right and left hands.

Determining the user's gesture may comprise determining whether the user's

right and left hands are equidistant from the x-axis for determining an intended

movement of the image or object in a right or left direction.

The method may further comprise determining an intended right or left

movement based on an average x-component of the right and left hands.

Defining the 3-dimensional coordinate system may further comprise defining

a reference position along the z-axis between the origin and the stereo camera.



Determining the user's gesture may comprise determining whether an

average z-component of the user's right and left hands is greater than or smaller

than the reference position for determining an intended movement of the image or

object in a forward or backward direction.

The method may further comprise determining an intended forward or

backward movement based on an average z-component of the right and left hands.

Determining the user's gesture may comprise determining whether a z-

component of the user's right hand is smaller than the reference position and a z-

component of the left hand is greater than the reference position for determining an

intended clockwise rotational yaw movement of the image or object.

Determining the user's gesture may comprise determining whether a z-

component of the user's left hand is smaller than the reference position and a z-

component of the right hand is greater than the reference position for determining an

intended counter-clockwise rotational yaw movement of the image or object.

The method may further comprise determining an intended rotational yaw

movement based on a sum of the z-components of the right and left hands.

Determining the user's gesture may comprise determining whether a y-

component of the user's right hand is below the y-axis and a y-component of the left

hand is above the y-axis for determining an intended clockwise rotational roll

movement of the image or object.

Determining the user's gesture may comprise determining whether a y-

component of the user's left hand is below the y-axis and a y-component of the right

hand is above the y-axis for determining an intended counter-clockwise rotational

roll movement of the image or object.

The method may further comprise determining an intended rotational roll

movement based on a difference of the y-components of the left and right hands.



Tracking the user's face may comprise using marker-less stereo video image

processing.

Tracking the user's right and left hands may comprise utilising a joint

probability map based on skin colour and depth information.

In accordance with a second aspect of the present invention there is provided

a system for gesture based manipulation of a 3-dimensional image or object, the

method comprising the steps of means for tracking the user's face, right and left

hands using stereo image processing; means for defining a 3-dimensional gesture

coordinate system based on the tracked user's face; means for determining the

user's gesture based on the tracked movement of the user's right and left hands

within the 3-dimensional gesture coordinate system; and means for manipulating the

image or object based on the detected user's gesture.

In accordance with a third aspect of the present invention there is provided a

data storage medium comprising computer code means fro instructing a computing

device to execute a method of gesture based manipulation of a 3-dimensional image

or object, the method comprising the steps of tracking the user's face, right and left

hands using stereo image processing; defining a 3-dimensional gesture coordinate

system based on the tracked user's face; determining the user's gesture based on

the tracked movement of the user's right and left hands within the 3-dimensional

gesture coordinate system; and manipulating the image or object based on the

detected user's gesture.

BRIEF DESCRIPTION OF THE DRAWINGS

Embodiments of the invention will be better understood and readily apparent

to one of ordinary skill in the art from the following written description, by way of

example only, and in conjunction with the drawings, in which:



Figure 1 shows a schematic drawing illustrating a system structure according to

an example embodiment.

Figure 2 illustrates a schematic block diagram of a range compression process

in typical cameras which may affect the RGB to HSV computation.

Figure 3 illustrates a schematic block diagram of a range decompression process

prior to the HSV computation and further processing in an example embodiment.

Figure 4 shows a flowchart illustrating a method for tracking hands used in a

preferred embodiment of the present invention.

Figures 5 (a) to (d) show gestures (or hand positions) of a preferred

embodiment used to manipulate a 3-dimensional image or object.

Figures 6 (a) to (d) show other gestures (or hand positions) of a preferred

embodiment used to manipulate a 3-dimensional image or object.

Figures 7 (a) and (b) show other gestures (or hand positions) of a preferred

embodiment used to manipulate a 3-dimensional image or object.

Figure 8 shows regions that are sampled in another example embodiment

implementation for skin colour detection.

Figure 9 shows a flow chart illustrating a method of gesture based

manipulation of a 3-dimensional image or object according to an example

embodiment.

Figure 10 shows a schematic drawing illustrating a computer system for

implementing the method and system of an example embodiment.

DETAILED DESCRIPTION

The described embodiments provide a system for interacting with 3D objects in a

3D virtual environment. In one embodiment, a fiducial marker is placed on a head-

mounted display (HMD) to locate the user's exposed facial skin. Using this information, a

skin model is built and combined with the depth information obtained from a stereo

camera. The information when used in tandem allows the position of the user's hands to

be detected and tracked in real time. Once both hands are located, such a system

advantageously allows the user to manipulate the object with five degrees of freedom

(translation in x, y, and z axis with roll and yaw rotations) in virtual three-dimensional

space or in the real world (non-virtual space) using a series of intuitive hand gestures. In



another preferred embodiment, face (and hand) detection can be performed without the

use of a marker, further improving the usability of the system.

Some portions of the description which follows are explicitly or implicitly

presented in terms of algorithms and functional or symbolic representations of

operations on data within a computer memory. These algorithmic descriptions and

functional or symbolic representations are the means used by those skilled in the data

processing arts to convey most effectively the substance of their work to others skilled in

the art. An algorithm is here, and generally, conceived to be a self-consistent sequence

of steps leading to a desired result. The steps are those requiring physical manipulations

of physical quantities, such as electrical, magnetic or optical signals capable of being

stored, transferred, combined, compared, and otherwise manipulated.

Unless specifically stated otherwise, and as apparent from the following, it will be

appreciated that throughout the present specification, discussions utilizing terms such as

"calculating", "determining", "replacing", "generating", "initializing", "outputting", or the

like, refer to the action and processes of a computer system, or similar electronic device,

that manipulates and transforms data represented as physical quantities within the the

computer system into other data similarly represented as physical quantities within the

computer system or other information storage, transmission or display devices.

The present specification also discloses apparatus for performing the operations

of the methods. Such apparatus may be specially constructed for the required purposes,

or may comprise a general purpose computer or other device selectively activated or

reconfigured by a computer program stored in the computer. The algorithms and

displays presented herein are not inherently related to any particular computer or other

apparatus. Various general purpose machines may be used with programs in

accordance with the teachings herein. Alternatively, the construction of more specialized

apparatus to perform the required method steps may be appropriate. The structure of a

conventional general purpose computer will appear from the description below.

In addition, the present specification also implicitly discloses a computer

program, in that it would be apparent to the person skilled in the art that the individual

steps of the method described herein may be put into effect by computer code. The

computer program is not intended to be limited to any particular programming language

and implementation thereof. It will be appreciated that a variety of programming

languages and coding thereof may be used to implement the teachings of the disclosure

contained herein. Moreover, the computer program is not intended to be limited to any



particular control flow. There are many other variants of the computer program, which

can use different control flows without departing from the spirit or scope of the invention.

Furthermore, one or more of the steps of the computer program may be

performed in parallel rather than sequentially. Such a computer program may be stored

on any computer readable medium the computer readable medium may include

storage devices such as magnetic or optical disks, memory chips, or other storage

devices suitable for interfacing with a general purpose computer. The computer readable

medium may also include a hard-wired medium such as exemplified in the Internet

system, or wireless medium such as exemplified in the GSM mobile telephone system.

The computer program when loaded and executed on such a general-purpose computer

effectively results in an apparatus that implements the steps of the preferred method.

The invention may also be implemented as hardware modules. More particular,

in the hardware sense, a module is a functional hardware unit designed for use with

other components or modules. For example, a module may be implemented using

discrete electronic components, or it can form a portion of an entire electronic circuit

such as an Application Specific Integrated Circuit (ASIC). Numerous other possibilities

exist. Those skilled in the art will appreciate that the system can also be implemented

as a combination of hardware and software modules.

Figure 1 shows a schematic drawing illustrating the system structure 100

according to an example embodiment. Images captured by an input stereo image unit

102, such as a stereo camera, are provided to a face detection unit 104, as well as right

hand and left hand detection units 106, 108. Outputs from the face detection unit 104

are also provided to the right hand and left hand detection units 106, 108, to facilitate

right and left hand detection respectively. Additionally, the output from the face

detection unit 104 is provided to a face tracking unit 110 for tracking the face location,

which serves as the origin of a three dimensional gesture coordinate system used by the

system 100 in determining and processing the various gestures in the gesture estimation

unit 112, which will be described in more detail below.

Output from the face tracking unit 110 is also provided to right hand and left hand

tracking units 114, 116 respectively. In the right and left hand tracking units 114, 116,

the face tracking input together with respective inputs from the right and left hand

detection units 106, 108 are utilized for tracking the right and left hand respectively.

The gesture estimation unit 112 in this example embodiment comprises three

elements, more particular a right hand pose estimation element 118, a head pose



estimation unit 120, and a left hand pose estimation unit 122. Each of the estimation

units 118, 120, 122 perform pose estimation based on respective inputs from the right

hand tracking unit 114 , the face tracking unit 110, and the left hand tracking unit 116.

Outputs from each of the pose estimation units 118, 120 and 122 are provided to

a set of movement determination units, more particular horizontal movement unit 124,

vertical movement unit 126, z axis movement unit 128, roll rotation unit 130, and yaw

rotation unit 132. Details of the movement determination units will be described below.

Based on respective outputs from the movement determination units 124, 126, 128, 130

and 132, a decision unit 134 determines an intended control function based on the

user's estimated/detected gesture. The output from the decision unit 134 is fed to a

processing unit 136 for calculating a corresponding transformation matrix, which in turn

is used in an object movement/rendering unit 138 to implement the user control.

In a preferred example embodiment, the Hue-Saturation based colour space (HS

space) is used to detect the user's hand motion instead of the RGB colour space. Hue

defines the dominant colour of an area, while saturation measures the purity of the

dominant colour in proportion to the amount of "white" light. The luminance component

of the colour space, is not used in the example embodiments as our aim is to model

what can be thought of "skin tone", which is more controlled by the chrominance than the

luminance components.

Typically, cameras capture images using three colour channels, red, green and

blue. If there is access to the raw sensor data from the camera, the values collected are

typically linear. Hence, if two images are taken of the same object but the sensor array is

exposed to the incoming light for twice as long in the second image, one would expect

that the raw values would be twice that of the first exposure. The red, green and blue

pixel values observed are the result of the linear sensor values r, g and b with the range

compression function, f , applied. These red, green and blue pixel values may

respectively be referred to as R = f(r), G = f(g) and B = f(b).

When performing skin detection tasks, a color space transformation from RGB to

HSV is usually performed. Thus, the pixel values f(r), f(g) and f(b) are transformed to

hue, saturation and intensity component, with the purpose of separating the intensity

component in the color space. Once completed, the intensity component will be dropped

to allow for intensity differences, while retaining the color information.

Assuming that a face has been successfully detected and that the range

compressed pixel values are used, Equations (1) - (4) show the typical output from a



camera, with the output consequentially used for image processing tasks. In Equations

(1) - (4), max = max(f(r), f(g), f(b)) and min = min(f(r), f(g), f(b)).

In Equation (1), the hue component is calculated for a first image. When f(max) =

f(r), f(g) > f(b) and f(min) = f(b), the hue component for the first image is given by

Equation (2).

Assuming a second image, which is the same image, but differs in exposure time

by the ratio k , Equation (3) gives the hue component for this second image when f(max)

= f(r), f(g) > f(b) and f(min) = f(b). In Equation (3), k is the ratio of the exposure time of

the second image to the exposure time of the first image. For example, if the exposure

time of the first image is 100ms and the exposure time of the second image is 200ms, k

= 2 . Hence, given a pixel in the first image, f(g), not accounting for noise, the same pixel

in the second image will be f(kg).

1)

H 2 = 60° x
Akg)-Akb)
f(kr)-f(kb) (3)

H1 would only be equal to H2 if f is linear as shown in Equation (4).

6o x = 6O
, -

Akr)- A JcRr) -kf(b)



Kr)-Kb)
H1 (4)

Figure 2 illustrates a schematic block diagram of a range compression process

200 which transform images from the RGB space to the HSV space prior to processing.

In Figure 2, light rays from a subject 202 passes through the lens 204 of a camera 214.

The light rays are then detected by the sensor 206 in the camera 214 to form an image.

The image captured by the sensor 206 is subject to sensor noise (nq). Range

compression of the image is then carried out in compressor 208. Before the image is

output, file compression of the image, for example, JPEG compression may be

performed giving rise to image noise (nf). The dynamically range compressed image is

then stored, transmitted or processed in unit 210. The image is then transmitted to a

display unit 212.

In most display units such as the cathode ray tube, the image is inherently

distorted whereby this distortion can be modelled by a non-linear function such as an

exponential function. Such a distortion, also known as a non-linear gamma correction,

invariably exists in order to maintain backward compatibility with previous types of

display units. Although the non-linearity may be adjusted in LCD displays, instead of

using this control to correct for the non-linearity, the non-linearity is typically amplified to

improve the contrast in most LCD displays. Hence, it is preferable that the camera 214

includes the compressor 208 which applies a range compression function f to the image

so as to offset the inherent distortion of the image in the display unit 212. As mentioned

before, the hue value for two images having different exposure times would be the same

only if f is linear as shown in Equation (4).

However, f is typically not linear, as mentioned above. Because of the non-

linearity in the camera's output and that the data recorded from the camera is a non¬

linear representation of the photometric quantity of light falling on the sensor array, the

notion of separating the luminance from the chrominance (which motivates an RGB to

HSV type of transformation) is lost. Since the exposure time should simply change the

luminance of the observed image and not affect its chrominance, the saturation and the

hue components should remain unchanged. The inventors have recognised that this is

not the case with the presence of the non-linear range compression function f, as



described above. Example embodiments of the invention exploit a linearization of the

camera's output data.

Figure 3 illustrates a schematic block diagram of a range compression process

300 according to an embodiment of the present invention. In Figure 3, light rays from a

subject 302 passes through the lens 304 of a camera 314. The light rays are then

detected by the sensor 306 in the camera 314 to form an image. The image captured by

the sensor 306 is subject to sensor noise (nq). Range compression of the image is then

carried out in compressor 308. Before the image is output, file compression of the

image, for example, JPEG compression may be performed giving rise to image noise

(nf). The range of the image is then expanded in the estimated expander 310 before

linear processing in unit 312.

In one example, the estimated expander 310 uses the inverse of the range

compression function f i.e. f 1, assuming that this inverse exists f 1 is applied to the pixel

values prior to the hue and saturation computations. Using this approach, the hue

calculation for a first image is as shown in Equation (5).

Assuming that f(max) = f(r), f(g) > f(b) and f(min) = f(b), H1 is calculated according

to Equation (6).



In a second image with a different exposure time whereby k is the ratio of the

second image's exposure time to the first image's exposure time, the hue component of

the second image is given by Equation (7). With the introduction of the inverse function f

\ H1 is equal to H2 i.e. the hue components of two images with different exposure times

are the same.

kg —kb=60° x
kr- kb

60° x
k(r -b)

g - b=60° x
r - b

=H (7)

Similarly, Equation (8) shows the saturation component for an image when the

inverse of the range compression function f , i.e. f 1, for each pixel is used.

0 iff 1(f(max))=0

S1
/J -1(K/J (Kmax)J)J - jr 1(K/J (KminJ))J_ , m y a ιu e

/-'(/(max))
(8)

It must be noted that for light intensity invariance in skin detection tasks, the

intensity calculation is not required and the intensity component is dropped after the

RGB to HSV computation. The dimensionality of the colour space of the original RGB

image hence reduced from I3 to R2 by dropping the intensity component V.

Equations (6) - (8) show that the saturation and hue components remain the

same for two images with different exposure times after the estimated expander 310 is

included prior to the computation of the hue and saturation components. This in turn

shows that the expansion of the rearrange compression function i.e. inclusion of the

inverse function f 1 and the linearization of the pixels to be brought to photometric values



can effectively separate the luminance component from the chrominance in the RGB to

HSV transformation. With the luminance component effectively separated from the

chrominance, the consequent colour analysis can be advantageously simplified in the

example embodiments.

Figure 4 shows a flowchart illustrating a method 400 for tracking hands

according to a preferred embodiment of the present invention. The system in the

example embodiment starts running without a skin-colour model. A new frame is

acquired in step 402. In order to initialize and maintain the skin-colour model

automatically, Intel's open source library (OpenCV) is used to search and detect the

user's face in each frame in step 404. In one example, step 404 uses the Viola and

Jones classification algorithm.

To extract the skin colour information, the output of the camera is first

linearized using a look-up table (LUT) derived from the tonal calibration of the

camera as described earlier on in Equations (7) - (8). When this calibration is not

possible, an approximate response function is used. Then the data from the

detected face region is converted from the RGB format to the HSV format.

If a face is detected in step 404, a mask is then built for the face regions in

step 406 based on the HS ranges in these regions. For example, in the detected

face region, there are naturally some non-skin colour areas, such as the eyes,

eyebrows, mouth, hair and the background. The HS values of these areas are far

away from the HS values in the skin colour area within the HS space and are hence

applied a mask. This leaves only the "fleshy" areas of the face to contribute to the

HS histogram.

In step 408, the hand Region of Interest (ROI) is defined based on the face

position. In one example, when the user is facing the system, it is assumed that the

right hand is on the right side of the image and the left hand is on the left side of the

image. The horizontal aspect of the ROI for the right (or left) hand is then taken to

be the right (or left) side of the image starting slightly from the right (or left) of the

face to the right(or left) edge of the camera's image. The vertical aspect of the ROI

of both hands starts from just above the user's head to the bottom of the image. In

one example, with these ROIs defined, the subsequent joint probability map

computed can be reduced by masking the region outside the ROIs to zero.

In step 410, the HS histogram of the skin on the face is obtained. In one

example, the HS histogram is computed according to the description below.



Assuming that the image, I , has width = w and height = h and that after the hue and

saturation computation, each pixel in the image has an illumination invariant hue

and saturation value, S(l x,y) is the saturation component for the pixel in the location

row = x and column = y and correspondingly, H(lx,y) is the hue component for the

same pixel location. Considering a subset of pixels ψ from the image I which are

from a part of the image detected as the face, a HS histogram can be constructed

by using an appropriate quantization of the hue and saturation values. In one

example, the histogram is of size 12O x 120 whereby this size has been proven to

be effective via testing. However, this quantization can easily be changed. By setting

maxValue in the calculation of the saturation to an appropriate value, the hue and

the saturation components can be quantized into discrete values whereby the

number of discrete values is equal to maxValue. The quantization of the hue (Jf)

component to give the quantized value H is given in Equations (9). For example,

choosing maxValue as 120 will quantize each of the hue values into one of 120

discrete values.

H
H = x max Value (9)

360

In the example embodiments, to construct a histogram K of dimension

maxValue x maxValue, an indicator function δ is first defined in Equation (10).

(x,x',y,y') =\ l if x = x' and y = y (10)0 otherwise

Then the two-dimensional histogram K with indices 0 ≤ i < maxValue and 0 <

j < maxValue may be defined according to Equation ( 1 1). In Equation ( 1 1), w is the

width and h is the height of the image I.

ω- \ A-I

u ∑ ∑ S(H(
s l

US( ψ
S t

)J) ( 1 1)
J=O /=0



In one example, the HS histogram of the new frame obtained according to

Equation ( 1 1) is added to a set of previously accumulated histograms. In this

example, to provide added robustness and stability to the model, a record of

previous histograms is kept. Furthermore, when one (or both) of the users' hands

have been previously detected, this information can be used to supplement the skin-

tone model, in order to increase the robustness of the system. The final histogram

can then be an aggregate of the previous histograms collected. For example, this

history can extend back over a finite and small region, approximately 10 frames,

allowing for adaptability and changes in users, lighting, changes in camera

parameters, etc., while still gaining performance benefits from signal averaging and

increased sample data.

In step 412, a probability map indicating the probability that each pixel in the

image is a part of the skin is calculated by transforming the histogram obtained at

the end of step 4 10 . The histogram is first transformed into a probability distribution

through normalization, specifically according to Equation (12) whereby T is given by

Equation (13). In Equation (12), K,j \s the normalized histogram which can also be

termed the probability distribution.

_ K u (12)
T

After obtaining the normalized histogram in Equation (12), given a light

intensity invariant skin model, the probability distribution in the example

embodiments can then be back projected onto the image in HS space yielding a

probability map according to Equation (14). The ROIs for the left and right hands,

where regions outside of the ROIs are masked to zero in the probability map, are

used in the example embodiments in the back projection of the normalized

histogram. The back projection can be limited to candidate regions of the input

image corresponding to the ROIs hence reducing computation time. This back

projection of the skin colour region onto the candidate regions of the input image



can produce adequate probability maps when used to detect skin regions since the

skin colour regions of the face and the hand almost overlap with each other.

The probability map M obtained at the end of step 412 indicates the

probability that the pixel i,j in the image corresponds to skin.

,,j = H(WJ),S(.I(,J))) ( 1 4 )

If no face is detected, in step 414, it is determined if the hands are in front of

the face by checking if the ROI of the hands was close to the ROI of the face in a

previous frame. If the hands are not detected in the previous frame, this step is

omitted and the algorithm starts from step 402 again. If it is determined that the

hands are not in front of the face, a new frame is acquired and the algorithm starts

from step 402 again. If the hands are in front of the face, histograms of previous

frames are extracted in step 416. The hand ROI is then defined based on its ROI

position in the previous frame in step 418. Steps 414, 416 and 418 allow the hand

ROI to be defined when the face is not detected in situations such as when the

hands occlude the face.

Step 412 is performed after step 418. If no face is detected, in step 412, a

probability map indicating the probability that each pixel in the image is a part of the

skin is calculated using the normalized previous frame histogram as obtained in

Equation (12) i.e. the previous frame probability distribution. In step 412, this

probability distribution from the previous frame is back projected onto the current

image in HS space to yield the probability map. The ROIs for the hands, where

regions outside of the ROIs are masked to zero in the probability map, are used in

the example embodiments in the back projection of the normalized previous frame

histogram. The back projection can be limited to candidate regions of the input

image corresponding to the ROIs hence reducing computation time.

Using a stereo camera, for example a Point Gray Research Bumblebee2

[http://www.ptgrey.com/products/bumblebee2/index.asp.] in an example

implementation, it is possible to get depth information based on pixel disparities resulting

from the two cameras of the system having differing spatial locations. Given the task of

tracking hands, and also given that a user is facing an interactive system and the

camera system, one assumption made in the example embodiment is that it is likely that

the user's hands are in front of his or her face. Another assumption made in an example



embodiment is, that the closer an object is to the system, the more likely it is to be one of

the user's hands. Thus, in considering an appropriate probability function, two distances

are considered in an example embodiment. The first is dface, the distance of the user's

face to the stereo camera. The second distance is hardware dependent, dmjn, the

minimum distance an object can be to the camera, such that the system is still able to

approximate a depth. Consider a function ∆ (D), given a distance detected, D:

Given this function, and an assumption in an example embodiment that negative

distances are not achievable, the function may be normalized to become a probability

function by multiplying ∆ (D) by 1/(0.5-(d
faC

e-d
min

)+d mi ) . Thus, the probability of a point

being from a hand (Pr(H|D) given it's distance D can be considered as:

(16)

Considering a depth or disparity image M based on an output of the stereo

camera, one can convert this to a probability map N, where each discrete point in the

map N is a hand probability given the detected distance:

(16)

In an example embodiment, the probability map M described previously (see

equation (14)) has the dimension w x h. Each point in the map is assigned a probability

of being skin. Similarly, depth is used to assign a probability to each point of being from

a hand, given it's approximated distance to the camera system. This map is denoted N

(see equation (16)) and also has dimension w x h. A joint probability map P of the

probability of a point being a hand given it's depth and color can advantageously be

created, by taking the dot product of the two distributions:



This joint probability function has been shown to be effective for the purpose of

hand tracking, in particular where a stereo camera system is used in which the camera

response function and it's inverse are known. The resulting probability map P can be

given to a tracking system such as a Camshift tracker [BRADSKI, G. R. 1998. Computer

vision face tracking for use in a perceptual user interface. Intel Technology Journal, Q2,

15] for the purpose of tracking hands. For further details of a probabilistic tracking

method for use in an example embodiment, reference is also made to [MANDERS, C ,

FARBIZ, F., CHONG, J. H., TANG, K. Y., CHUA, G. G., AND LOKE, M. H. 2008. robust

hand tracking using a skin-tone and depth joint probability model, to appear in 8th IEEE

lntl Conf Automatic Face and Gesture Recognition, published September 17th 2008], the

contents of which are hereby incorporated by cross-reference.

In one implementation, the openCV [Intel Open Source Computer Vision Library.

http://www.intel.com/research/mrl/research/opencv/] implementation of Camshift is used,

and the center of the CvBox2D returned by the tracker is used as the reference as to

where the user's hands are located, with two Camshift trackers employed, one to track

each of the user's hands. Through this method, it is also possible to acquire the angle of

the user's hand. Though this information is fairly accurate, it was not used to manipulate

any parameter in regards to the 3D object being controlled in the described example

embodiments. However, it will be appreciated that this information may additionally be

used in different embodiments to manipulate the 3D object being controlled. Given the

user's tracked two hands attributed positions in 3D space, this information is used in an

example embodiment to manipulate the 3D object in the 3D environment. The set of

gestures (or hand positions) of a preferred embodiment used to manipulate a 3-

dimensioanl image or object, e.g. in the for of a virtual object, are shown in Figures 5 to

7 . The overall set of gestures is advantageously quite intuitive, and essentially centered

around the user's face or part thereof. This position forms the origin of the gesture

coordinate system. The z-axis is co-linear with the optical center of one of the stereo

cameras, and the x- and y-axes are parallel to the horizontal and vertical axes

respectively of the image frame of the stereo cameras, which are preferably aligned with

the real-life horizontal and vertical directions.



The x , y, and z origins of the gesture 3D co-ordinate system are set as the center

of the user's face. The location of the user's face is determined in real-time (at the

camera's frame rate) using e.g. Intel's open source library (OpenCV) as well as depth

information from the stereo cameras and moves as the user moves. Locations between

the origin and the camera are considered to have a positive z component, and objects

further away from the origin to have a negative z component.

To move the object upwards (increase the y-axis value), both of the user's hands

are positioned above the origin of the co-ordinate system, as illustrated in Figure 5(a).

As the average value of the y-component increases, the object will be moved towards

positive Y-axis. To move the object downward in the y-direction, both hands are

positioned below the origin of the co-ordinate system, as illustrated in Figure 5(b). If we

consider the two hand positions in this co-ordinate system as hL = {Xι, yι, Z|} and hR = {xr,

yr, zr} for the left and right hands, the term αy used to move the 3D object along the y-

axis is:

β = G— 2

where α is the scale factor.

αy will can be interpreted differently depending on the application. It can be

considered as the positional value, velocity, or acceleration in y-the direction depending

on the application. For instance, in an application to control a virtual car (or a spaceship),

it may be more intuitive that αy refers to the acceleration similar to the acceleration pedal

in a real car.

Moving the object in the direction of the x-axis is preferably also quite intuitive.

The average value of the right and left hand positions in terms of their x-axis is used. If

the user's hands are equidistant from his or her head, the object will stay stationary in

terms of the x-axis. As the user moves his or her hands toward the left or right, the 3D

object will move in that direction related to the term αx that increases as the mean value

of the x-coordinates increases:



In this case, β is used to scale the velocity, acceleration, or change in position

along the x-axis. This is shown in Figure 5(c) and (d).

Moving the object along the z-axis will now be described for the example

embodiment. A reference point at some distance δz positioned on the z-axis is defined.

If the average value of the z-components of the hands is greater than δz, the 3D object

increases its z-axis component, related to the term αz defined below that is proportional

to the distance away from the point δz. As the user moves their hands toward his or her

body (i.e. average value of the z-components of the hands is smaller than δz) , the 3D

object decreases its z component. The acceleration δz can be expressed as:

— f 2

Again, δ is a constant scalar and αz can be the actual position, the velocity, or

the acceleration in the z-direction, depending and the application. This is depicted in

Figures 6(a) and (b).

For rotational yaw movements, given the co-ordinate system in the example

embodiment described, if the user wants to yaw the 3D object clockwise, i.e. rotate

about the y-axis in a clockwise manner, the user positions the right hand toward the face

(less than δz) , and the left hand away from the face (greater than δz) . The opposite is

done to yaw the 3D object counter-clockwise. This can be expressed as a rotational yaw

Vyaw as:

Again here, how the vyaw value relates to the yaw rotation depends on the

application. It can be considered as the actual rotational angle, the angular velocity, or

the angular acceleration.

As in the translational computations, ψ is a constant used to scale v
yaw

. This

movement is depicted in Figures 6(c) and (d).

To roll (rotation about the z-axis), the user positions one hand above the y-axis of

the co-ordinate system and the other hand below the y-axis. Placing the right hand

below the origin and the left hand above will cause a clockwise rotation about the z-axis.

Similarly, moving the right hand above y-axis and the left hand below the y-axis will roll



the 3D object in a counter-clockwise manner. This can be expressed as a rotational roll

term v
ro

nwhich will be related to the actual rotation in roll depending on the application in

a similar way as v
yaw

.

vratt = i(y ι - y r )

The constant ξ is used to scale v
ro

n. This is presented in Figures 7(a) and (b).

In the described example embodiments, translations and rotations can

advantageously be combined. For example moving the 3D object along the z-axis while

rolling or yawing, or moving the object simultaneously in the x- and y-axis directions.

In an alternative embodiment, a marker may be used to facilitate face detection

for extracting the skin colour information. In one such embodiment, the user views a

virtual 3D space by means of a head mounted display (HMD) that presents a 3D image

of the content. Using a marker that is affixed to the HMD, the users head location and

position is tracked by means of using the ARToolkit [KATO, H., AND BILLINGHURST, M.

1999. Marker tracking and hmd calibration for a video-based augmented reality

conferencing system] [BILLINGHURST, M., AND KATO, H. 2002. Collaborative augmented

reality. Communications of the ACM 45, 7 [July], 64-70]. The HMD is positioned such that

the lower region, i.e. the chin, of the users face is visible to the stereoscopic camera..

The z-axis is co-linear with the optical center of one of the stereo cameras, and the x-

and y-axes are parallel to the horizontal and vertical axes respectively of the image

frame of the stereo cameras, which are preferably aligned with the real-life horizontal

and vertical directions.

Given that the user is wearing an HMD to experience the immersive

environment, the tracking marker may be placed on the front of the HMD. Having

determined the exact location and orientation of the tracking marker, one can readily

locate the user's chin, i.e. the portion of the user's face not obstructed from the camera's

view. Regions that were sampled in an example embodiment implementation are shown

in Figure 8. The z-, x- and y-axes origins are determined automatically from the position

and depth of the ARToolkit tracking marker, with a minor correction for the y-axis to

position the origin of the coordinate system on the user's chin.

As shown in Figure 8, if the position of the marker 800 is known, an accurate

sample of the user's skin tone may be acquired by sampling from the regions 801 to 804



shown in Figure 8 . This sampling, in tandem with the depth information gained from the

stereo camera as described above for the preferred embodiment, is used to track the

user's hands in two dimensions. In brief again, the histogram of the sampled skin

patches is first converted to HSV space from the original RGB space. Before applying

this color transformation, the pixel values are first range-decompressed to correct for the

nonphotometric characteristic of pixel data typically recovered from commercial

cameras. Using the range decompression in addition to using an HSV transformation

and disregarding the luminance component can greatly increases the illumination

invariance when tracking the user's hand.

After producing a 2D histogram from the chrominance and hue components of

the HSV colorspace, given the skin-colored pixels found in the exposed skin area, the

histogram is normalized to become a probability distribution. Given each pixel in a video

frame, the probability function recovered is back-projected to yield a skin probability for

each pixel in the frame. W e refer to this 2D back-projected probability map as the skin

probability image. Similarly, depth is used to assign a probability to each point/pixel of

being from a hand, given its approximated distance to the camera system. A joint

probability map of the probability of a pixel belonging to hand given its depths and color

is then created, by taking the dot product of the two distributions.

Figure 9 shows a flow chart 900 illustrating a method of gesture based

manipulation of a 3-dimensional image or object according to an example

embodiment. At step 902, the user's face, right and left hands are tracked using

stereo image processing. At step 904, a 3-dimensional gesture coordinate system is

defined based on the tracked user's face. At step 906, the user's gesture is

determined based on the tracked movement of the user's right and left hands within

the 3-dimensional gesture coordinate system. At step 908, the image or object are

manipulated based on the detected user's gesture.

The method and system of the example embodiment can be implemented on

a computer system 1000, schematically shown in Figure 10. It may be implemented

as software, such as a computer program being executed within the computer

system 1000, and instructing the computer system 1000 to conduct the method of

the example embodiment.

The computer system 1000 comprises a computer module 1002, input

modules such as a keyboard 1004 and stereo camera 1006 and a plurality of output

devices such as a display 1008, and a 3-D manipulation robot 1010.



The computer module 1002 is connected to a computer network 1012 via a

suitable transceiver device 1014, to enable access to e.g. the Internet or other

network systems such as Local Area Network (LAN) or Wide Area Network (WAN).

The computer module 1002 in the example includes a processor 1018, a

Random Access Memory (RAM) 1020 and a Read Only Memory (ROM) 1022. The

computer module 1002 also includes a number of Input/Output (I/O) interfaces, for

example I/O interface 1024 to the display 1008, and I/O interface 1026 to the

keyboard 1004.

The components of the computer module 1002 typically communicate via an

interconnected bus 1028 and in a manner known to the person skilled in the relevant

art.

The application program is typically supplied to the user of the computer

system 1000 encoded on a data storage medium such as a CD-ROM or flash

memory carrier and read utilising a corresponding data storage medium drive of a

data storage device 1030. The application program is read and controlled in its

execution by the processor 1018. Intermediate storage of program data maybe

accomplished using RAM 1020.

It will be appreciated by a person skilled in the art that numerous variations

and/or modifications may be made to the present invention as shown in the specific

embodiments without departing from the spirit or scope of the invention as broadly

described. The present embodiments are, therefore, to be considered in all respects to

be illustrative and not restrictive.

For example, to make the interaction more effective for 3D virtual environments,

changing the camera angle in relation to the user's head movements may be played.



CLAIMS

1. A method of gesture based manipulation of a 3-dimensional image or

object, the method comprising the steps of:

tracking the user's face, right and left hands using stereo image processing;

defining a 3-dimensional gesture coordinate system based on the tracked

user's face;

determining the user's gesture based on the tracked movement of the user's

right and left hands within the 3-dimensional gesture coordinate system; and

manipulating the image or object based on the detected user's gesture.

2. The method as claimed in claim 1, wherein defining the 3-dimensional

coordinate system comprises:

defining an origin, an x-axis and a y-axis of the 3-dimensional gesture

coordinate system based on the tracked user's face; and

defining a z-axis of the 3-dimensional gesture coordinate system based on

an optical centre of one camera of a stereo camera system used for the stereo video

image processing.

3. The method as claimed in claim 2 , wherein determining the user's

gesture comprises determining whether both the user's right and left hands are

above or below the y-axis for determining an intended movement of the image or

object in an upward or downward direction.

4 . The method as claimed in claim 3 , further comprising determining an

intended upwards or downward movement based on an average y-component of the

right and left hands.

5. The method as claimed in any one of claims 2 to 4 , wherein

determining the user's gesture comprises determining whether the user's right and

left hands are equidistant from the x-axis for determining an intended movement of

the image or object in a right of left direction.



6 . The method as claimed in claim 5, further comprising determining an

intended right or left movement based on an average x-component of the right and

left hands.

7 . The method as claimed in any one of claims 2 to 7 , wherein defining

the 3-dimensional coordinate system further comprises defining a reference position

along the z-axis between the origin and the stereo camera.

8 . The method as claimed in claim 7 , wherein determining the user's

gesture comprises determining whether an average z-component of the user's right

and left hands is greater than or smaller than the reference position for determining

an intended movement of the image or object in a forward,or backward direction.

9. The method as claimed in claim 8, further comprising determining an

intended forward or backward movement based on an average z-component of the

right and left hands.

10. The method as claimed in any one of claims 7 to 9 , wherein

determining the user's gesture comprises determining whether a z-component of the

user's right hand is smaller than the reference position and a z-component of the left

hand is greater than the reference position for determining an intended clockwise

rotational yaw movement of the image or object.

11 . The method as claimed in any one of claims 7 to 10, wherein

determining the user's gesture comprises determining whether a z-component of the

user's left hand is smaller than the reference position and a z-component of the right

hand is greater than the reference position for determining an intended counter¬

clockwise rotational yaw movement of the image or object.

12. The method as claimed in claims 10 or 1 1 , further comprising

determining an intended rotational yaw movement based on a sum of the z-

components of the right and left hands.



13. The method as claimed in any one of claims 7 to 12, wherein

determining the user's gesture comprises determining whether a y-component of the

user's right hand is below the y-axis and a y-component of the left hand is above the

y-axis for determining an intended clockwise rotational roll movement of the image

or object.

14. The method as claimed in any one of claims 7 to 13, wherein

determining the user's gesture comprises determining whether a y-component of the

user's left hand is below the y-axis and a y-component of the right hand is above the

y-axis for determining an intended counter-clockwise rotational roll movement of the

image or object.

15. The method as claimed in claims 13 or 14, further comprising

determining an intended rotational roll movement based on a difference of the y-

components of the left and right hands.

16. The method as claimed in any one of the preceding claims, wherein

tracking the user's face comprises using marker-less stereo video image processing.

17. The method as claimed in any one of the preceding claims, wherein

tracking the user's right and left hands comprises utilising a joint probability map

based on skin colour and depth information.

18. A system for gesture based manipulation of a 3-dimensional image or

object, the method comprising the steps of:

means for tracking the user's face, right and left hands using stereo image

processing;

means for defining a 3-dimensional gesture coordinate system based on the

tracked user's face;

means for determining the user's gesture based on the tracked movement of

the user's right and left hands within the 3-dimensional gesture coordinate system;

and

means for manipulating the image or object based on the detected user's

gesture.



19. A data storage medium comprising computer code means fro

instructing a computing device to execute a method of gesture based manipulation

of a 3-dimensional image or object, the method comprising the steps of:

tracking the user's face, right and left hands using stereo image processing;

defining a 3-dimensional gesture coordinate system based on the tracked

user's face;

determining the user's gesture based on the tracked movement of the user's

right and left hands within the 3-dimensional gesture coordinate system; and

manipulating the image or object based on the detected user's gesture.
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