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INPUT/OUTPUT (I/O) DEVICE 
VIRTUALIZATION USING HARDWARE 

BACKGROUND 

0001 1. Field 
0002 Embodiments of the present invention relate to com 
puter systems and, in particular, to using virtualization tech 
nology in computer systems. 
0003 2. Discussion of Related Art 
0004. In general, virtualization is a method of allowing the 
physical resources of a computing environment to be shared. 
Virtualization technology has been around for quite some 
time. However, there are still some limitations in the technol 
Ogy. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0005. In the drawings, like reference numbers generally 
indicate identical, functionally similar, and/or structurally 
equivalent elements. The drawing in which an element first 
appears is indicated by the leftmost digit(s) in the reference 
number, in which: 
0006 FIG. 1 is a high-level block diagram of a computing 
environment according to an embodiment of the present 
invention; 
0007 FIG. 2 is a flowchart illustrating a method of oper 
ating the computing environment depicted in FIG. 1 accord 
ing to an embodiment of the present invention; 
0008 FIG. 3 is a high-level block diagram of the comput 
ing environment 100 according to an alternative embodiment 
of the present invention; 
0009 FIG. 4 illustrates an example structure for a packet 
utilized in the computing environment depicted in FIG. 3 
according to an embodiment of the present invention; 
0010 FIG. 5 illustrates an example request queue utilized 
in the computing environment depicted in FIG.3 according to 
an embodiment of the present invention 
0011 FIG. 6 illustrates an example request granted queue 
according to an embodiment of the present invention; 
0012 FIG. 7 is a high-level block diagram of the logic 
hardware according to an alternative embodiment of the 
present invention; and 
0013 FIG. 8 illustrates the packet depicted in FIG. 4 
according to an alternative embodiment of the present inven 
tion. 

DETAILED DESCRIPTION OF EMBODIMENTS 

0014 FIG. 1 is a high-level block diagram of a computing 
environment 100 according to an embodiment of the present 
invention. The illustrated environment 100 includes platform 
hardware 102, which includes a processor 104, an input/ 
output (I/O) controller 106, a memory controller 108, wire 
less communication circuitry 110 and several I/O devices 
112, 114, 116, and 118. 
0015 The illustrated platform hardware 102 is coupled to 
input/output (I/O) virtualization logic hardware 120. The 
logic hardware 120 is coupled to a virtual machine monitor 
(VMM) 122, which acts as a host and may have full control of 
the platform hardware 102. The VMM 122 may present guest 
software with an abstraction of a virtual processor and allow 
the virtual processor to execute directly on the processor 104. 
The VMM 122 may play the role of resource manager to 
allocate hardware resources in the environment 100 to virtual 
machines. The VMM 122 may be able to retain selective 
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control over processor 104 resources, physical memory (not 
shown), interrupt management, and I/O devices 112, 114, 
116, and 118. 
(0016. The illustrated VMM 122 provides three virtual 
machines (VM) 124, 126, and 128, which are guest software 
environments that Support a stack that includes an operating 
system and application Software. For example, the virtual 
machine 124 includes a guest operating system 130 and appli 
cations 132 and 134. The virtual machine 126 includes a guest 
operating system 136 and applications 138 and 140. The 
virtual machine 128 includes a guest operating system 142 
and applications 144 and 146. The virtual machines 124,126, 
and 128 may operate independently of each other to access 
the platform hardware 102 such as the processor 104, the I/O 
controller 106, the memory controller 108, I/O devices 112, 
114, 116, and 118, etc. 
0017. The processor 104 may be any suitable processor 
Such as microprocessors, multiprocessors, microcomputers, 
and/or central processing units that perform conventional 
functions of executing programming instructions, including 
implementing the teachings of the embodiments of the 
present invention. 
0018. The I/O controller 106 may process commands and 
data to control I/O devices 112, 114, 116, and 118. The 
memory controller 108 may manage memory (not shown) 
and may control and/or monitor the status of memory data 
lines, error checking, etc. 
0019 Wireless communication circuitry 110 may transmit 
and receive data signal on carrier waves. The carrier wave 
may be an optical signal, a radio frequency (RF) signal, or 
other Suitable signal in the electromagnetic spectrum. 
(0020. Any of the I/O devices 112, 114, 116, and 118 may 
be any suitable peripheral device such as network interface 
cards (NICs), communication ports, video controllers, disk 
controllers, and the like. 
0021 For purposes of explaining embodiments of the 
present invention, assume that the guest Software environ 
ment of the operating system 130 and the application 132 
wishes to access the I/O device 112, to read from or write to 
the I/O device 112, for example. FIG. 2 is a flowchart illus 
trating a method 200 for a guest software environment wishes 
to access an I/O device according to an embodiment of the 
present invention. The method 200 will be FIG. 3 is a high 
level block diagram of the computing environment 100 
according to an alternative embodiment of the present inven 
tion. 
0022. In the illustrated embodiment, the I/O devices 112 
and 118 are coupled to device routing control logic 302 in the 
logic hardware 120. The logic hardware 120 also includes a 
request queue 304 and a request granted queue 306. The 
VMM 122 includes an I/O device scheduler 308. The OS 130 
includes a non-emulated device driver 310 and the OS 142 
includes a non-emulated device driver 312. 
(0023 The method 200 begins with block 202, in which 
control passes to block 204. 
0024. In block 204, the virtual machine 124 issues a 
request instruction to access the I/O device 112. The request 
instruction may be decoded and passed to the I/O device 
scheduler 308 in the VMM 122. For some embodiments, the 
device drivers 312 and 312 may translate the request instruc 
tion from an operating system input/output request call to a 
system dependent or native input/output call. 
(0025. In block 206, the VMM 122 may schedule the 
request to determine access priority to the I/O device 112. The 
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VMM 122 may place request into packet form. The packet 
may have a structure indicated in FIG. 4. For example, FIG. 4 
shows a packet 400 having a section 402 for a virtual machine 
identification (VM ID) and a section 404 for a virtual mah 
cine command (VM CMD) according to an embodiment of 
the present invention. The virtual machine identification 
(VM ID) indicates the virtual monitor that originated the 
request and the virtual machine command (VM CMD) indi 
cates the requested action. In keeping with the example, the 
packet would have the VM ID of 124 and the VM CMD of 
READ. The I/O device scheduler 308 in the VMM 122 may 
pass the packet to the request queue 304 in the logic hardware 
120. 
0026 FIG. 5 shows an example request queue 304 accord 
ing to an embodiment of the present invention. The request 
queue 304 may be any suitable buffer capable oftemporarily 
storing entries. For Some embodiments, the request queue 
304 may store all I/O requests that are yet to be granted. 
Although only a single request queue 304 is illustrated in FIG. 
3, there may be at least one request queue 304 associated with 
each I/O device in the computing environment 100. 
0027. The illustrated request queue 304 includes a column 
402 for a virtual machine identification (VM ID) and a col 
umn 404 for a virtual machine command (VM CMD). In 
keeping with the example, the first packet stored in the request 
queue 304 has the VM ID of 124 and the VM CMD of 
READ indicating that the virtual monitor 124 has requested a 
read operation. 
0028. In block 208, the device routing control logic 302 
may recognize the requested I/O device 112 from the virtual 
machine 124 associated with the VM ID stored in the request 
queue 304 and post the VM ID and VM CMD to the I/O 
device 112. The device routing control logic 302 may con 
tinuously monitor the I/O devices of the platform hardware 
102 and manage the request queues 304 and permit a virtual 
machine to access the I/O devices by transferring the request 
packet 400 from the respective request queue 304 associated 
with an I/O device to the request granted queue 306 based on 
the availability of the I/O device. The device routing control 
logic 302 may also schedule the to the I/O device access based 
on the priority of the request. 
0029. The I/O device 112 may indicate to the device rout 
ing control logic 302 that the requested access is granted. The 
device routing control logic 302 may generate an acknowl 
edgement packet to indicate that that the requested access is 
granted. The device routing control logic 302 may post the 
acknowledgment packet to the request granted queue 306 in 
the logic hardware 120 and may send the acknowledgement 
packet to the I/O device scheduler 308 in the VMM 122. 
0030. For some embodiments, the device routing control 
logic 302 may include a scheduler (not shown) that may be 
responsible for granting the access to the I/O devices as 
requested by the guest virtual monitor using the VM ID in the 
request queue 304. The scheduler may implement a round 
robin algorithm or other suitable algorithm. 
0031. For some embodiments, the device routing control 
logic 302 may define address space for the requested opera 
tion. 
0032 FIG. 6 shows an example request granted queue 306 
according to an embodiment of the present invention. The 
request granted queue 306 may be any suitable buffer capable 
of temporarily storing entries. For some embodiments, the 
request granted queue 306 may store all I/O requests that have 
already been granted. 
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0033. The illustrated request granted queue 306 includes a 
column 602 for a virtual machine identification (VM ID) and 
a column 604 for a virtual machine command (VM CMD). In 
keeping with the example, the first packet stored in the request 
granted queue 306 has the VM ID of 124 and the VM CMD 
of READ indicating that a read request from the virtual moni 
tor 124 has been granted. 
0034. In a block 210, the VMM 122 may notify the virtual 
machine 124 that the request is granted and ready to be 
executed. For some embodiments, the I/O device scheduler 
308 may use the VM ID to route a control message to the 
virtual machine 124 indicating that the request is granted and 
ready to be executed. 
0035. In block 212, the virtual machine 124 may receive 
the control message and begin to perform a read operation 
from the I/O device 112 via a dedicated path setup between 
the guest operating system 130 and the I/O device 112. All 
Subsequent packets associated with this particular request 
may utilize this path and the virtual machine 124 may pass 
remaining packets associated with this request directly to the 
I/O device 112 without further processing. For example, the 
virtual machine 124 may have direct access to the I/O device 
112 without having to utilize the VMM 122 and/or logic 
hardware 120 for the duration of the execution of the opera 
tion. That is, communications between the OS 130 and the I/O 
device 112 do not have to go through the VMM 122 because 
the virtual machine 124 may be directly coupled to the I/O 
device 112 because once the I/O device scheduler 308 in the 
VMM 122 is aware that the request is processed by the logic 
hardware 120, the I/O device scheduler 308 may create a 
direct link to connect the virtual machine 124 to the I/O 
device 112. The VMM 122 may not process the same request 
again. The method 200 finishes in a block 214. 
0036 FIG. 7 is a high-level block diagram of the logic 
hardware 120 according to an alternative embodiment of the 
present invention. In the illustrated embodiment, the logic 
hardware 120 includes the comparator logic 702 coupled to 
several request queues 304, one request queue 304 for each 
I/O device. The comparator logic 120 also is coupled to the 
request granted queue 306. The logic hardware 120 also 
includes a cache 704 and a multiplexer 706. The multiplexer 
706 is coupled to the comparator logic 702 and the device 
routing and control logic 302. 
0037 Operation of the logic hardware 120 is described 
with reference to FIG. 8, which illustrates the packet 400 in 
more detail according to an embodiment of the present inven 
tion. The packet 400 illustrated in FIG. 8 shows the VM ID 
section 402 divided into a guest VM ID subsection 802 and 
an INTERFACE ID section 804. In one embodiment, the 
subsections 802 and 804 each may include five bits. The 
VM CMD section 404 may include 32 bits of data or instruc 
tions. With the arrangement of the packet 400 it can be seen 
that the computing environment 100 may support up to 32 I/O 
devices and/or up to 32 virtual machines in the 32 bit com 
puting environment. The I/O devices in the hardware plat 
form 102 may be shared across multiple virtual machines in 
the environment 100. The VM ID field may be used to 
address to the various virtual machines. The I/O devices asso 
ciated with the transaction may be addressed using the 
INTERFACE ID 804. 
0038. For some embodiments, the comparator logic 702 
may sort new requests for access to I/O devices from requests 
for access to I/O devices that have already been granted. The 
comparator logic 702 thus may compare the VM ID field of 
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an incoming packet 400 to an entry in the request granted 
queue 306. If an incoming packet 400 passes through the 
comparator logic 702 without a match, the packet 400 may be 
routed to its respective request queue for the particular I/O 
device as determined by the INTERFACE ID. If an incoming 
packet 400 passes through the comparator logic 702 and finds 
a match in the request granted queue 306, the packet 400 may 
be routed to its particular I/O device as determined by the 
INTERFACE ID. For some embodiments, the comparator 
logic 702 may include an execution engine (not shown), a 
stack (not shown), and a comparator (not shown) to sort out 
the new I/O requests and granted requests. 
0039 For some embodiments, the cache 704 may latch the 
most recently granted I/O access packet. Some processes 
executing within the computing environment 100 with higher 
priority may interrupt the operation of the currently executing 
process. In one embodiment, the cache 704 may latch the 
most recently granted I/O access packet and the computing 
environment 100 may skip having to search for a match from 
the request granted queue 306. Instead, the computing envi 
ronment 100 may look in the cache for the most recently 
granted I/O access packet. 
0040. The multiplexer 706 may compare the two inputs 
from the comparator logic 702 and the device routing logic 
302 and route the request queue to the particular I/O device 
based on the INTERFACE ID. Note that in the illustrated 
embodiment, the INTERFACE ID section 804 includes five 
bits. In this embodiment, the computing system 100 may 
support up to 32 I/O devices. 
0041) If the VM ID field of a selected packet from a 
request queue 304 matches VM ID field of a selected packet 
from the request granted queue 306, then the comparator 
logic 702 outputs a signal to the multiplexer 706 to indicate 
that there is a “hit.” The multiplexer 706 uses the input from 
the comparator logic and the INTERFACEID of the packet in 
the queue 304 entry as provided by the device routing logic 
302 to route the packet to the appropriate interface. 
0042. If the VM ID field of a selected packet from a 
request queue 304 does not match the VM ID field of the 
selected packet from the request granted queue 306, because 
the request has not already been granted, for example, then 
the comparator logic 702 may skip the request until the next 
Subsequent request for access to an I/O device. 
0043 Embodiments of the present invention may be 
implemented using hardware, Software, or a combination 
thereof. In implementations using Software, the Software or 
machine-readable data may be stored on a machine-acces 
sible medium. The machine-readable data may be used to 
cause a machine, such as, for example, a processor (not 
shown) to perform the method 200. 
0044. A machine-readable medium includes any mecha 
nism that may be adapted to store and/or transmit information 
in a form accessible by a machine (e.g., a computer, network 
device, personal digital assistant, manufacturing tool, any 
device with a set of one or more processors, etc.). For 
example, a machine-readable medium includes recordable 
and non-recordable media (e.g., read only (ROM), random 
access (RAM), magnetic disk storage media, optical storage 
media, flash devices, etc.). Such as electrical, optical, acous 
tic, or other form of propagated signals (e.g., carrier waves, 
infrared signals, digital signals, etc.). 
0045. In the above description, numerous specific details, 
Such as, for example, particular processes, materials, devices, 
and so forth, are presented to provide a thorough understand 
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ing of embodiments of the invention. One skilled in the rel 
evantart will recognize, however, that the embodiments of the 
present invention may be practiced without one or more of the 
specific details, or with other methods, components, etc. In 
other instances, structures or operations are not shown or 
described in detail to avoid obscuring the understanding of 
this description. 
0046 Reference throughout this specification to “one 
embodiment' or “an embodiment’ means that a particular 
feature, structure, process, block, or characteristic described 
in connection with an embodiment is included in at least one 
embodiment of the present invention. Thus, the appearance of 
the phrases “in one embodiment” or “in an embodiment” in 
various places throughout this specification does not neces 
sarily mean that the phrases all refer to the same embodiment. 
The particular features, structures, or characteristics may be 
combined in any suitable manner in one or more embodi 
mentS. 

0047. The terms used in the following claims should not be 
construed to limit embodiments of the invention to the spe 
cific embodiments disclosed in the specification and the 
claims. Rather, the scope of embodiments of the invention is 
to be determined entirely by the following claims, which are 
to be construed in accordance with established doctrines of 
claim interpretation. 
What is claimed is: 
1. A method, comprising: 
receiving a first request for a virtual machine to access at 

least one input/output (I/O) device, the virtual machine 
being associated with a guest operating system; and 

routing at least one Subsequent request to access the I/O 
device via a dedicated path established between the 
guest operating system and the I/O device. 

2. The method of claim 1, further comprising routing the 
first request to a queue based on an I/O device identifier in the 
first request. 

3. The method of claim 2, further comprising routing the 
first request to the I/O device. 

4. The method of claim 3, further comprising receiving an 
indication that the first request is granted. 

5. The method of claim 4, further comprising routing the 
indication that the first request is granted to a second queue. 

6. The method of claim 5, further comprising routing the 
indication that the first request is granted to the virtual 
machine. 

7. An apparatus, comprising: 
hardware assisted logic in a computer system, the com 

puter system being capable of sharing a physical device 
among several virtual machines), the hardware assisted 
logic to: 
receive a first request for at least one virtual machine to 

access at least one input/output (I/O) device; and 
process the Subsequent request related to the first request 

to access the I/O device via a dedicate path between 
the I/O device and a guest operating system associated 
with the virtual machine. 

8. The apparatus of claim 7, wherein the hardware assisted 
logic is further to compare the first request to a new request, 
the new request being a second request for at least one VM to 
access at least one I/O device or a granted request for at least 
one VM to access at least one I/O device. 

9. The apparatus of claim 8, wherein the hardware assisted 
logic further comprises a buffer, wherein the hardware 
assisted logic is further to route the first request to the buffer 
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as indicated by a VM identifier included in the first request if 
there is not a match between the first and new requests. 

10. The apparatus of claim 9, wherein the hardware 
assisted logic is further to route the first request to the I/O 
device as indicated by an I/O device identifier included in the 
first request if there is a match between the first and new 
requests. 

11. The apparatus of claim 10, wherein the hardware 
assisted logic is further to route the first request to the I/O 
device using round-robin Scheduling. 

12. The apparatus of claim 7, wherein the hardware 
assisted logic further comprises memory to store a most 
recently executed request to access at least one I/O device. 

13. A system, comprising: 
a computer having hardware assisted logic to receive a first 

request for at least one virtual machine to access at least 
one input/output (I/O) device, the logic further to route 
at least one Subsequent request to access the I/O device 
associated with the first request to the I/O device via a 
dedicate path established between a guest operating sys 
tem associated with the virtual machine and the I/O 
device; and 

a wireless interface coupled to the computer. 
14. The system of claim 13, wherein the computer further 

comprises: 
a processor; 
a memory; and 
a memory controller coupled between the processor and 

the memory. 
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15. The system of claim 14, wherein the memory controller 
is on a different chip from the processor. 

16. The system of claim 14, wherein the memory controller 
is on the same chip as the processor. 

17. The system of claim 13, wherein the processor includes 
more than one processor core. 

18. An article of manufacture, comprising: 
a machine-accessible medium having data that, when 

accessed by a machine, cause the machine to perform 
operation comprising: 
receiving a first request for a virtual machine to access at 

least one input/output (I/O) device, the virtual 
machine being associated with a guest operating sys 
tem; and 

routing at least one Subsequent request to access the I/O 
device via a dedicated path established between the 
guest operating system and the I/O device. 

19. The article of manufacture of claim 18, wherein the 
machine-accessible medium further includes data that cause 
the machine to perform operations comprising using the hard 
ware assisted logic to decode at least one instruction from a 
guest operating system (OS) requesting service from the 
VMM. 

20. The article of manufacture of claim 19, wherein the 
machine-accessible medium further includes data that cause 
the machine to perform operations comprising using the hard 
ware assisted logic to determine a dedicated path between the 
guest operating system (OS) and the I/O device. 


