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SPEECH RECOGNITION UTILIZING 
MULTITUDE OF SPEECH FEATURES 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. The present application is a continuation of parent 
application Ser. No. 10/724,536 filed on Nov. 28, 2003. 

FIELD OF THE INVENTION 

0002 The present invention relates generally to a speech 
recognition system, and more particularly, to a speech recog 
nition system that utilizes a multitude of speech features with 
a log-linear model. 

BACKGROUND 

0003 Speech recognition systems are used to identify 
word sequences from unknown speech utterance. In an exem 
plary speech recognition system, speech features such as 
cepstra and delta cepstra features are extracted from the 
unknown utterance by a feature extractor to characterize the 
unknown utterance. A search is then done to compare the 
extracted features of the unknown utterance to models of 
speech units (such as phrases, words, syllables, phonemes, 
Sub-phones, etc.) to compute the scores or probabilities of 
different word sequence hypotheses. Typically the search 
space is restricted by pruning out unlikely hypotheses. The 
word sequence associated with the highest score or likeli 
hood, or probability, is recognized as the unknown utterance. 
In addition to the acoustic model, a language model that 
determines the relative likelihood of different word 
sequences is also used in the calculation of the overall score of 
the word sequence hypotheses. 
0004 Through a training operation, the parameters for the 
speech recognition models are determined. The speech rec 
ognition models may be used to model speech as a sequence 
of acoustic features, or observations produced by an unob 
servable “true' state sequence of sub-phones, phonemes, Syl 
lables, words, phrases, and the like. Model parameters output 
from the training operation are often estimated to maximize 
the likelihood of the training observations. The optimum set 
of parameters for speech recognition is determined by maxi 
mizing the likelihood on the training data. The speech recog 
nition system determines the word sequence with the maxi 
mum posterior probability given the observed speech signal 
to recognize the unknown speech utterance. The best word 
sequence hypothesis is determined through the search pro 
cess that considers the scores of all possible hypotheses 
within the search space. 

SUMMARY OF THE INVENTION 

0005. In accordance with the exemplary aspects of this 
invention, a speech recognition system is provided. 
0006. In accordance with the various exemplary aspects of 

this invention, the combination of a log-linear model with a 
multitude of speech features is provided to recognize 
unknown speech utterances. 
0007. In accordance with various exemplary aspects of 

this invention, the speech recognition system models the pos 
terior probability of a hypothesis, that is, the conditional 
probability of a sequence of linguistic units given the 
observed speech signal and possibly other information, using 
a log-linear model. 
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0008. In accordance with these exemplary aspects, the 
posterior model captures the probability of the sequence of 
linguistic units given the observed speech features and the 
parameters of the posterior model. 
0009. In accordance with these exemplary aspects of this 
invention, the posterior model may be determined using the 
probability of the word sequence hypotheses given a multi 
tude of speech features. That is, in accordance with these 
exemplary aspects, the probability of word sequence with 
timing information and labels, given a multitude of speech 
features, are used to determine the posterior model. 
0010. In accordance with the various exemplary aspects of 
this invention, the speech features that are utilized may 
include asynchronous, overlapping, and statistically non-in 
dependent speech features. 
0011. In accordance with the various exemplary aspects of 
this invention, log-linear models are used wherein parameters 
may be trained with sparse or incomplete training data. 
0012. In accordance with the various exemplary aspects of 
this invention, not all features used in training need to appear 
in testing/recognition. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0013 FIG. 1 shows an exemplary speech processing sys 
tem embodying the exemplary aspects of the present inven 
tion. 
0014 FIG. 2 shows an exemplary speech recognition sys 
tem embodying the exemplary aspects of the present inven 
tion. 
0015 FIG. 3 shows an exemplary speech processor 
embodying the exemplary aspects of the present invention. 
0016 FIG. 4 shows an exemplary decoder embodying the 
exemplary aspects of the present invention. 
0017 FIG. 5 shows a flowchart for data training in accor 
dance with the exemplary aspects of the present invention. 
0018 FIG. 6 shows a flowchart for speech recognition in 
accordance with the exemplary aspects of the present inven 
tion. 

DETAILED DESCRIPTION OF THE INVENTION 

0019. The following description details how exemplary 
aspects of the present invention are employed. Throughout 
the description of the invention, reference is made to FIGS. 
1-6. When referring to the figures, like structures and ele 
ments shown throughout are indicated with like reference 
numerals. 

DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

0020. In FIG. 1, an exemplary speech processing system 
1000 embodying the exemplary aspects of the present inven 
tion is shown. It is initially noted that the speech processing 
system 1000 of FIG. 1 is presented for illustration purposes 
only, and is representative of countless configurations in 
which the exemplary aspects of the present invention may be 
implemented. Thus, the present invention should not be con 
sidered limited to the system configuration shown in the 
figure. 
0021. As shown in FIG. 1, the speech processing system 
1000 includes a telephone system 210, a voice transport sys 
tem 220, a voice input device 230, and a server 300. Terminals 
110-120 are connected to telephone system 210 via telephone 
network 215 and terminals 140-150 are connected to voice 
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transport system 220 via data network 225. As shown in FIG. 
1, telephone system 210, voice transport system 220, and 
Voice input device 230 are connected to speech recognition 
system 300. The speech recognition system 300 is also con 
nected to a speech database 310. 
0022. In operation, speech is sent from a remote user over 
network 215 or 225 through one of terminals 110-150, or 
directly from voice input device 230. In response to the input 
speech, terminals 110-150 run a variety of speech recognition 
and terminal applications. 
0023 The speech recognition system 300 receives the 
input speech and provides the speech recognition results to 
the inputting terminal or device. 
0024. The speech recognition system 300 may include or 
may be connected to a speech database 310 which includes 
training data, speech models, meta-data, speech data and their 
true transcription, language and pronunciation models, appli 
cation specific data, speaker information, various types of 
models and parameters, and the like. The speech recognition 
system 300 then provides the optimal word sequence as the 
recognition output or it may provide a lattice of word 
sequence hypotheses with corresponding confidence scores. 
In accordance with the various exemplary aspects of this 
invention, lattices may have a plurality of embodiments 
including a Summary of set of hypothesis by a graph which 
may have complex topology. It should be appreciated that if 
the graph contains loops, the set of hypothesis may be infinite. 
0025. As discussed above, though the exemplary embodi 
ment above describes speech processing system 1000 in a 
particular embodiment, the speech processing system 1000 
may be any system known in the art for speech processing. 
Thus, it is contemplated that the speech processing system 
1000 may be configured and may include various topologies 
and protocols known to those skilled in the art. 
0026. For example, it is to be appreciated that though FIG. 
1 only shows 2 terminals and one voice input device, the 
various exemplary aspects of the present invention is not 
limited to any particular number of terminals and input 
devices. Thus, it is contemplated that any number of terminals 
and input devices may be applied in the present invention. 
0027 FIG. 2 shows an exemplary speech recognition sys 
tem 300 embodying the exemplary aspects of the present 
invention. As shown in FIG. 2, the speech recognition system 
300 includes a speech processor 320, a storage device 340, an 
input device 360 and an output device 380, all connected by 
buS 395. 
0028. In operation, the processor 320 of speech recogni 
tion system 300 receives the incoming speech data compris 
ing unknown utterance, meta-data, such as caller ID, speaker 
gender, channel conditions, and the like, from a user at a 
terminal 110-150 or voice input device 230 through the input 
device 360. The speech processor 320 then performs the 
speech recognition based on the appropriate models stored in 
the storage device 340, or received from the database 310 
through the input device 360. The speech processor 320 then 
routes the recognition results to the user at the requesting 
terminal 110-150 or voice input device 230 or a computer 
agent (that may perform actions appropriate to what the user 
said) through output device 380. 
0029. Although FIG. 2 shows a particular form of speech 
recognition system, it should be understood that other layouts 
are possible and that the various aspects of the invention are 
not limited to such layout. 
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0030. In the above exemplary embodiment, the speech 
processor 320 may provide recognition results based on data 
stored in memory 340 or the database 310. However, it is to be 
appreciated that the various exemplary aspects of the present 
invention are not limited to Such layout. 
0031 FIG. 3 shows an exemplary speech processor 320 
embodying the exemplary aspects of the present invention. As 
shown in FIG.3, the speech processor 320 includes a decoder 
322 which utilizes the posterior probability of linguistic units 
relevant to speech recognition using a log-linear model to 
provide the recognition of the unknown utterance. That is, 
from the probabilities determined, the decoder 322 deter 
mines the optimal word sequence that has the highest prob 
ability, and output the word sequence as the recognized out 
put. The decoder may prune the lattice of possible hypotheses 
to restrict the search space and reduce computation time. 
0032. The decoder 322 is further connected to a training 
storage 325 which stores speech data and their true transcrip 
tions for training, and a model storage 327 that stores model 
parameters obtained from the training operation. 
0033 FIG. 4 shows the decoder of FIG. 3 in further detail. 
As shown in FIG. 4, the decoder 322 includes a features 
extractor 3222, a log-linear function 3224, and a search 
device 3226. 
0034. In operation, during the training operation, training 
data is input to the decoder 322 along with the true word 
transcription from the training storage 325, where the model 
parameters are generated and output to the model storage 327. 
to be used during the speech recognition operation. During 
the speech recognition operation, unknown speech data is 
input to the decoder 322 along with the model parameters 
stored in the model storage 327 during the training operation, 
and the optimal word sequence is output. 
0035. As shown in FIGS. 3-4, during the training opera 
tion, training data is input to the feature extractor 3222 along 
with the meta-data, and the truth from the truth element 325 
which can consist of the true transcriptions, which are typi 
cally words, but can also be other linguistic units like phrases, 
syllables, phonemes, acoustic phonetic features, Sub-phones, 
and the like, and possibly but not necessarily time alignments 
for matching the linguistic units in the true transcription with 
the corresponding segments of speech. That is, the training 
operation is performed to determine the maximum likelihood 
of truth. The feature extractor 3222 extracts a multitude of 
features from the input data using a multitude of extracting 
elements. It should be appreciated that the features may be 
advantageously asynchronous, overlapping, statistically non 
independent, and the like, in accordance to the various exem 
plary aspects of this invention. The extracting elements 
include, but are not limited to, direct matching element, Syn 
chronous phonetic element, acoustic phonetic element, lin 
guistic semantic pragmatic features element, and the like. 
0036. For example, the exemplary direct matching ele 
ment may compute a dynamic time warping score against 
various reference speech segments in the database. Synchro 
nous phonetic features can be derived from traditional fea 
tures like mel cepstra features. Acoustic phonetic features can 
be asynchronous features that include linguistic distinctive 
features Such as voicing, place of articulation, and the like. 
0037. It should be appreciated that, in accordance with the 
various exemplary embodiments of this invention, none of 
these feature extractors need to be perfectly accurate. Fea 
tures can also include higher level information extracted from 
a particular word sequence hypothesis, for example, from a 
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semantic or syntactic parse tree, the pragmatic or semantic 
coherence, and the like. Features can also be meta-data Such 
as speaker information, speaking rate, channel condition, and 
the like. 
0038. The multitude of extracted features are then pro 
vided to a log-linear function 3224, which, using the param 
eters of the log-linear model, can compute the posterior prob 
ability of a hypothesized linguistic unit or sequence, given the 
extracted features and possibly a particular time alignment of 
the linguistic units to speech data. 
0039. During the training process, the correct word 
sequence is known, for example, the correct sequence is cre 
ated by humans transcribing the speech. However, there may 
be multiple valid choices of linguistic units, for example, 
phonemes, that make up the word sequence due to pronun 
ciation variants and the like. All the valid sequences may be 
compactly represented as a lattice. In addition, the true time 
alignment any particular unit sequence to the speech may or 
may not be known. The trainer (not shown in diagram) uses 
the extracted features, the correct word sequence, or linguistic 
unit sequence, with possibly time alignments to the speech, 
and optimizes the parameters of the log-linear model. 
0040 Thus, during training, the log-linear output may be 
provided to the search device 3225 which can refine and 
provide a better linguistic unit sequence choice and a more 
accurate time alignment of the linguistic unit sequence to the 
speech. This new alignment may then be looped back to the 
feature extractor 3222 as FEEDBACK to repeat the process 
for a second time to optimize the model parameters. It should 
be appreciated that the initial time alignment may be boot 
strapped by human annotation or by hidden Markov model 
technology. Thus, the model parameters corresponding to the 
maximum likelihood are determined as the training model 
parameters, and are sent to the model data element 327, where 
they are stored for the Subsequent speech recognition opera 
tions. 
0041. In various exemplary embodiments of the present 
invention, the log linear models are trained using any one of 
several algorithms, including improved iterative scaling, 
iterative scaling, preconditioned conjugate gradient, and the 
like. The training results in optimizing the parameters of the 
model interms of some criterion Such as maximum likelihood 
or maximum entropy Subject to some constraints. The train 
ing is performed by a trainer (not shown) that uses the features 
provided by the features extractor, the correct linguistic unit 
sequence and the corresponding time alignment to the speech. 
0042. In an exemplary embodiment, preprocessing by a 
state-of-the-art hidden Markov model recognition system 
(not shown in figures) to extract the features and to align the 
target unit sequences. For example, the hidden Markov model 
may be used to align the speech frames to optimal Sub-phone 
state sequences, and determine the top ranked Gaussians. 
That is, within the hidden Markov model, the Gaussian prob 
ability models of traditional features such as mel cepstra 
features that are the best match to the speech frame pre 
determined. In this exemplary embodiment, Sub-phone state 
sequences and the ranked Gaussian data are features used to 
train the log linear model. 
0043. It should be understood that this exemplary embodi 
ment is only one specific implementation, and that many 
other embodiments of training using log linear models may 
be used in the various aspects of this invention. 
0044. During the speech recognition operation, speech 
data to be recognized is input to the feature extractor 3222 
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along with the meta-data, and possibly a lattice that comprises 
the current search space of the search device 3226. This lattice 
may be pre-generated by well known technology based on 
hidden Markov models, or may be generated on a previous 
round of recognition. The lattice is a compact representation 
of the current set of scores/probabilities of various possible 
hypotheses considered within the search space. The feature 
extractor 3222 then extracts a multitude of features from the 
input data using a multitude of extracting elements. It should 
be appreciated that the features may be asynchronous, over 
lapping, statistically non-independent, and the like, in accor 
dance to the various exemplary aspects of this invention. The 
extracting elements, include, but are not limited to, direct 
matching element, Synchronous phonetic element, acoustic 
phonetic element, linguistic semantic pragmatic features ele 
ment, and the like. The multitude of extracted features is then 
provided to a log-linear function 3224. 
0045. The search device 3226 is provided to determine the 
optimal word sequence of all possible word sequences. In an 
exemplary embodiment, the search device 3226 limits the 
search to the most promising candidates by pruning out 
unlikely word sequences. The search device 3226 consults the 
log-linear function 3224 about the likelihood of entire or 
partial word or other unit sequences. The search space con 
sidered by the search device 3226 may be represented as a 
lattice that is a compact representation of the hypotheses 
under active consideration, along with the scores/probabili 
ties. Such a lattice may be an input to the search device, 
constraining the search space, or an output after work has 
been done by the search device 3226 to update the probabili 
ties in the lattice or pruning out unlikely paths. The search 
device 3226 may also advantageously combine the probabili 
ties/scores from the log-linear function 3224 with probabili 
ties/scores from other models such as language model, hidden 
Markov model, and the like in a non-log-linear fashion Such 
as linear interpolation after dynamic range compensation. 
However, language model and hidden Markov model infor 
mation may also be considered features that are combined in 
the log-linear function 3224. 
0046. The output of the search device 3226 is an optimal 
word sequence with the highest posterior probability among 
all the hypotheses in the search space. The output may also 
output a highly pruned lattice, of which an N-best list may be 
an example, of highly likely hypotheses that may be utilized 
by a computer agent to take further action. The search device 
3226 may also output a lattice with updated scores and pos 
sibly alignments that can be fed back into the feature extractor 
3222 and log-linear function 3224 to refine the scores/prob 
abilities. It should be appreciated that, in accordance with the 
various exemplary embodiments of this invention, this last 
step may be optional. 
0047. As discussed in the above exemplary embodiments, 
in the speech recognition system of the exemplary aspects of 
this invention, there are many possible word sequences in the 
search space consisting theoretically of any sequence of 
words in the Vocabulary, so that an efficient search operation 
is performed by the decoder 322 to obtain the optimal word 
sequence. It should be appreciated that, as shown by the 
feedback loop in FIG. 4, a single-pass decoding or multiple 
pass decoding may be applied, where a lattice, or list of top 
hypotheses, may be generated in the first pass using a crude 
model and may be looped back and rescored using the more 
refined model in a Subsequent pass. 
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0048. In the multiple-pass decoding, the probability of 
each of the word sequences in the lattice is evaluated. The 
probability of each specific word sequence may be related to 
the probability of the best alignment of its constituent sub 
phone state sequence. It should be appreciated that the opti 
mally aligned state sequence may be found in any variety of 
alignment process in accordance with the various embodi 
ments of this invention, and that this invention is not limited 
to any particular alignment. 
0049 Selecting the word sequence with the highest prob 
ability is done using the new model to perform word recog 
nition. 

0050. It should be appreciated that, in accordance with the 
various exemplary embodiments of this invention, the prob 
abilities from various models may be combined heuristically 
with the probability from the log linear model of the various 
exemplary embodiments of this invention. In particular, a 
multiple of scores may be combined, including the traditional 
hidden Markov model likelihood score, and the language 
model score, through linearinterpolation after dynamic range 
compensation, with the probability Score from the log linear 
model of the various exemplary embodiments of this inven 
tion. 

0051. In accordance with the various exemplary embodi 
ments of this invention, the search device 3226 consults the 
log-linear function 3224 repeatedly in determining the 
scores/probabilities of different sequences. The lattice is con 
sulted by the search device 3226 to determine what hypoth 
esis to consider. Each path in the lattice corresponds to a word 
sequence and has an associated probability stored in the lat 
tice. 

0052. In the above-described exemplary embodiments of 
the present invention, the log linear models are determined 
based on the posterior probability of a hypothesis given a 
multitude of speech features. The log linear model allows for 
the potential combination of multiple features in a unified 
fashion. For example, asynchronous and overlapping features 
may be incorporated formally. 
0053 As a simple example, the posterior probability may 
be represented as the probability of a sequence associated 
with a hypothesis given a sequence of acoustic observations: 

k (1) 
P(H features) = P(wi of) P(w; | wi', of), 

i=1 

0054 
I0055 H, is the jth hypothesis that contains a sequence of 
word (or other linguist unit) sequence w—w1 w2...wk 
0056 

where: 

i is the index pointing to the ith word (or unit) 
0057 k is the number of words (units) in the hypothesis 
0058 T is the length of the speech signal (e.g. number of 
frames) 
I0059) w, is the sequence of words associated with the 
hypothesis H, and 
0060 
0061. In the above equation (1), the conditional probabili 

ties may be represented by a maximum entropy log-linear 
model: 

o, is the sequence of acoustic observations. 
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X, if wive? (2) . I sail Ty 
P(w; w', of) = Z(wi, of) 

0062 where: 
0063 v are the parameters of the log-linear model, 
0064 f. are the multitude of features extracted, 
0065 and 
0.066 Z is the normalization factor that ensures that Equa 
tion 2 is a true probability (will sum up to 1). The normaliza 
tion factors are a function of the conditioned variables. 
0067. As shown in the above exemplary embodiment, in 
accordance with various exemplary aspects of this invention, 
the speech recognition system shown in FIGS. 1-4 models the 
posterior probability of linguistic units relevant to speech 
recognition using a log-linear model. As shown above, the 
posterior model captures the probability of the linguistic unit 
given the observed speech features and the parameters of the 
posterior model. Thus, the posterior model may be used to 
determine the probability of the word sequence hypotheses 
given a multitude of speech features. 
0068. It should be appreciated that the above representa 
tion is just an example, and that, according to the various 
aspects of the present invention, myriad variations may be 
applied. For example, the sequence w, need not be a word 
sequence, but can also be a sequence of phrases, syllables, 
phonemes, sub-phone units, and the like associated with the 
spoken sentence. Further, it is to be appreciated that the model 
of the various aspects of the present invention may therefore 
apply at different levels of linguistic hierarchy, and that the 
features f, may include many possibilities, including: syn 
chronous and asynchronous, disjoint and overlapping, corre 
lated and uncorrelated, segmental and Suprasegmental, 
acoustic phonetic, hierarchical linguistic, meta-data, higher 
level knowledge, and the like. 
0069. By modeling in accordance to the various exem 
plary aspects of this invention, the speech features that are 
utilized may include asynchronous, overlapping, and statis 
tically non-independent speech features. 
0070. In the various aspects of the present invention, a 
feature may be defined as a function f with the following 
properties: 

a b(C) = 1 a w = w; (3) 
fb- (Ci, w;) = { O otherwise 

(0071 where: 
0072 c, denotes everything the probability is conditioned 
on, which may include context and observations, 
0073 b is a binary function expressing some property of 
the conditioned event, and w is the target (or predicted) state/ 
unit Such as a word, and 
0074 C. is the weight of the function. 
0075 That is, a feature is a computable function that is 
conditioned upon context and observation, that may be 
thought of firing or becoming active for a specific context/ 
observation and a specific prediction, for example, W. 
0076. It should be appreciated that the weight of the func 
tion C. may be equal to 1 or 0, or may be real-valued. For 
example, in an exemplary embodiment, the weight C. may be 
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related to the confidence of whether the property was detected 
in the speech signal, or the importance of that property. 
0077. In accordance with various exemplary aspects of 

this invention, the lattice output from the decoder 322 may 
consist of more than one score. For example, scores may be 
obtained of the top predetermined number of matches. In 
addition, other data may be used by the search device 3226, 
including such information as the hidden Markov model 
scores obtained from a hidden Markov model decoder and 
scores for different match levels of Dynamic Time Warping, 
such as word vs syllable vs allophone. 
0078. An exemplary method of combining the different 
scores is to use a log-linear model and then train the param 
eters of the log-linear model. 
007.9 For example, the log-linear model for the posterior 
probability of a path H, may be given by the exponent of the 
sum of a linear combination of the different scores: 

we Hi i 

0080 where: 
(0081 F, is the j" score feature for the segment spanned 
by word w.for example, if the top 10 Dynamic Time Warping 
scores and the hidden Markov score obtained by various well 
known Dynamic Time Warping and hidden Markov model 
technologies (not explicitly shown in the figures) are 
returned, then there will be 11 score features for each word in 
the lattice. 
0082 Z is the normalization constant Zgiven by the sum 
over all paths (H) of the exponential term: 

that is needed to ensure that Equation (4) is a true probability, 
that is, Sum to 1. 
0083. For the lattice generated on training data, the param 
eters C, may be estimated by maximizing the likelihood of the 
correct path, that is, maximizing the probability of the 
hypothesis over all the training data. 
0084. It should be appreciated that the above embodiment 

is merely an exemplary embodiment, and that the above equa 
tion (4) may be revised by adding syllable and allophone 
features since a hierarchical segmentation is available. The 
weight parameters C, can be have dependencies themselves. 
For example they could be a function of the length of the word 
or of the number of training samples for that word/syllable/ 
phone/the like. 
0085. It should further be appreciated that equation (4) 
may further be generalized to having an exponent which is a 
weighted Sum of general features, each of which is a function 
of the path H, and the acoustic observation sequence of. 
I0086. Further, it should be appreciated that other features 
representing “non-verbal information' (such as whether test 
and training sequences are from the same gender, same 
speaker, same noise condition, same phonetic context, etc.) 
may also be included in this framework, and that the various 
exemplary aspects of this invention are not limited to the 
above described embodiments. 
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I0087. In other exemplary embodiments, the individual 
word scores F may themselves be taken to be posterior word 
probabilities from a log-linear model. The log-linear models 
may be calculated quite tractably even using lots of features. 
Examples of features are Dynamic Time Warping, hidden 
Markov model, and the like. 
I0088. In accordance with the exemplary aspects of the 
present invention, log-linear models are used to make the best 
use of any given set of detected features, without the use of 
assumptions about features that are not present. That is, in 
contrast in contrast to other models such as the hidden 
Markov models which require using the same set of features 
in training and testing operations, the log-linear models make 
no assumptions about unobserved features, so that were some 
feature not observable due to noise masking, for example, the 
log-linear model will make the best use of the other available 
features. 
I0089. In accordance with the exemplary aspects of this 
invention, the speech recognition system may make full use 
of the known models by training the known models with the 
log linear model, to obtain the first lattice, alignment, or 
decoding using the known models to combine with the log 
linear model of this invention. 
0090. In accordance with various exemplary embodi 
ments of this invention, log-linear model is provided that 
utilizes among many possible features, the identities of the 
Gaussians that are the best match to traditional short time 
spectral features, in a traditional Gaussian mixture model 
comprising weighted combinations of Gaussian distributions 
of spectral features such as mel cepstra features, widely used 
in hidden Markov models, and matching of speech segments 
to a large corpus of training data. 
0091. In accordance with the various exemplary aspects of 
this invention, advantages such as not necessitating all fea 
tures used in training to appear in testing/recognition opera 
tions, may be obtained. That is, with models other than log 
linear models, if features used for training does not appear in 
testing, a “mismatched condition' is obtained and perfor 
mance is poor. Accordingly, usage of models other than a log 
linear model often results in failure if some features used in 
training are obscured by noise and are not present in the test 
data. 

0092 FIG. 5 shows a flowchart of a method for data train 
ing according to the various exemplary aspects of the present 
invention. Beginning at step 5000, control proceeds to step 
5100, where training data and meta-data are input to the 
decoder. This data contains the speech data typically col 
lected and stored beforehand in the training storage, including 
the truth stored. It should be appreciated that metadata may 
include Such information as speaker gender or identity, 
recording channel, personal profile of speaker, and the like. 
The truth may generally consist of the true word sequence 
transcription created by human transcribers. Next, in step 
5200, a model is input to the decoder. This model is a general 
model stored beforehand in the model storage. Then in step 
5300, a prestored lattice is input. Control then proceeds to 
step 5400. 
(0093. In step 5400, a multitude of features are extracted 
and a search is performed. These features include those 
derived from traditional spectral features such as mel cepstra 
and time derivatives, acoustic phonetic or articulatory distinc 
tive features such as voicing, place of articulation, and the 
like, scores from dynamic time warping match to speech 
segments, higher level information extracted from a particu 



US 2008/0312921 A1 

lar word sequence hypothesis, for example, from a semantic 
or syntactic parse tree, the pragmatic or semantic coherence, 
and the like, speaking rate and channel condition, and the like. 
It should also be appreciated that some of the features 
extracted in this step may include log-linear or other models 
which will be updated in this process. 
0094. In this step, lattice with scores, objective functions 
and auxiliary statistics are determined using a log-linear func 
tion according to the various exemplary embodiments of this 
invention. It should be appreciated that a plurality of objective 
functions are calculated in this step due to the fact that a 
plurality of models are being trained in this process, that is, 
the log linear model giving the overall score as well as any 
other models used for feature extraction. The top level objec 
tive function is total posterior likelihood, which is to be maxi 
mized. It should be appreciated that there may be a plurality 
of types of objective functions for feature extractors. In vari 
ous exemplary embodiments, these types of object functions 
include posterior likelihood, direct likelihood, distance, and 
the like. 
0095. In this step, different unit sequence hypotheses con 
sistent with the true word sequence transcription, along with 
their corresponding time alignments are explored and the 
probabilities of partial and whole sequences are determined. 
The pruned combined results determine an updated lattice 
with scores. 
0096. It should be appreciated that, in accordance with the 
various exemplary aspects of this invention, the auxiliary 
statistics calculated in this step may include gradient func 
tions, and other statistics required for optimization using an 
auxiliary function technique. 
0097. Next, in step 5500, it is determined if the objective 
functions are close enough to optimal. It should be appreci 
ated that there are a plurality of tests for optimality, including 
thresholds on increase of objective functions or gradients. If 
optimality has not been reached, control continues to step 
5600, where the models are updated and then control returns 
to step 5200. In step 5600, the models are updated using the 
auxiliary statistics. It is to be appreciated that there are a 
plurality of methods for updating the models, including but 
not limited to quasi-Newton gradient search, generalized 
iterative Scaling, and extended Baum-Welch, and expectation 
maximization. 
0098. It should be also appreciated that efficient imple 
mentations may only update a Subset of parameters in an 
iteration, and thus, in step 5400, only a restricted calculation 
need be performed. This restriction may include only updat 
ing a single feature extractor. 
0099. If optimality has been reached, control continues to 
step 5700, where the model parameters are output. Then, in 
step 5800, the process ends. 
0100 FIG. 6 shows a flowchart of a method for speech 
recognition according to the various exemplary aspects of the 
present invention. Beginning at step 6000, control proceeds to 
step 6100, where test data is input to the decoder. In accor 
dance with the various exemplary embodiments of this inven 
tion, this test data is received from a user at a remote terminal 
via a telephone or data network orata voice input device. This 
data may also include meta data Such as speaker gender or 
identity, recording channel, personal profile of speaker, and 
the like. Next, in step 6200, the model is input. This model is 
stored in the model storage 327 during the training operation. 
Then, in step 6300, a prestored hypothesis lattice is input. 
Control then continues to step 6400. 
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0101. In step 6400, a multitude of features are extracted 
and a search is performed using a log linear model of these 
features. These features include those derived from tradi 
tional spectral features. It should also be appreciated that 
some of the features extracted in this step may be determined 
using log-linear or other models. 
0102. In this step, different unit sequence hypotheses 
along with their corresponding time alignments are explored 
and the probabilities of partial and whole sequences are deter 
mined. It should be appreciated that this search in this step is 
constrained by the previous input lattice. The pruned com 
bined results determine an updated lattice with scores. It 
should be appreciated that a particular embodiment of this 
updated lattice may be a single best most likely hypothesis. 
(0103) Next, in step 6500, it is determined whether another 
pass is needed. If another pass is needed, then control returns 
to step 6200. It should be appreciated that the features and 
models used in Subsequent passes may vary. The lattice out 
put in step 6400 may be used as the input lattice in step 6300. 
Else, no additional pass is needed, and control continues to 
step 6600, where the optimal word sequence is output. That is, 
the word sequence corresponding to the hypothesis in the 
lattice having the highest score is output. It should be appre 
ciated that in an alternative embodiment, the lattice is output. 
Control then continues to step 6700, where the process ends. 
0104. The foregoing description of the invention has been 
presented for purposes of illustration and description. It is not 
intended to be exhaustive or to limit the invention to the 
precise form disclosed, and other modifications and varia 
tions may be possible in light of the above teachings. Thus, 
the embodiments disclosed were chosen and described in 
order to best explain the principles of the invention and its 
practical application to enable others skilled in the art to best 
utilize the invention in various embodiments and modifica 
tions as are Suited to the particular use. It is intended that the 
appended claims be construed to include other alternative 
embodiments of the invention except insofar as limited by the 
prior art. 

1. A speech recognition system, comprising: 
a features extractor that extracts a multitude of speech 

features directly from input speech; 
a log-linear function that receives the multitude of speech 

features obtained from the input speech and determines 
a posterior probability of each of a plurality of hypoth 
esized linguistic units unit given the extracted multitude 
of speech features, and 

a search device that analyzes the posterior probabilities 
determined by the log-linear function to determine a 
recognized output of unknown utterances. 

2. The speech recognition system of claim 1, wherein the 
log linear function models the posterior probability using a 
log linear model. 

3. The speech recognition system of claim 1, wherein the 
speech features comprise at least one of asynchronous, over 
lapping, and statistically non-independent speech features. 

4. The speech recognition system of claim 1, wherein at 
least one of the speech features extracted is derived from 
incomplete data. 

5. The speech recognition system of claim 1, further com 
prising a loopback. 

6. The speech recognition system of claim 1, wherein the 
features are extracted using direct matching between test data 
and training data. 
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7. The speech recognition system of claim 1, wherein the 
features are extracted using Gaussian model identities at each 
time frame. 

8. A speech recognition method, comprising: 
extracting a multitude of speech features directly from 

input speech; 
using a log linear function for determining a posterior 

probability of each of a plurality of hypothesized lin 
guistic units given the extracted multitude of speech 
features, and 

determining a recognized output of unknown utterances 
using the posterior probabilities. 

9. The speech recognition method of claim 8, wherein the 
log linear function models the posterior probability using a 
log linear model. 

10. The speech recognition method of claim 8, wherein the 
speech features comprise at least one of asynchronous, over 
lapping, and statistically non-independent speech features. 

11. The speech recognition method of claim 8, wherein at 
least one of the speech features extracted is derived from 
incomplete data. 

Dec. 18, 2008 

12. The speech recognition method of claim 8, further 
comprising a step of loopback. 

13. The speech recognition method of claim 8, wherein the 
features are extracted using direct matching between test data 
and training data. 

14. The speech recognition method of claim 8, wherein the 
extracting of a multitude of speech features comprises using 
Gaussian model identities at each time frame to identify and 
extract features. 

15. A program storage device storing a program of instruc 
tions executable by a machine for performing a method of 
speech recognition, the method comprising: 

extracting a multitude of speech features directly from 
input speech; 

using a log linear function for determining a posterior 
probability of each of a plurality of hypothesized lin 
guistic units given the extracted multitude of speech 
features, and 

determining a recognized output of unknown utterances 
using the posterior probabilities. 
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