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CATASTROPHC DATALOSS AVODANCE 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. applica 
tion Ser. No. 14/209,792, filed on Mar. 13, 2014, issued as 
U.S. Pat. No. 9,367,253, which is hereby incorporated by 
reference. 

FIELD OF THE INVENTION 

0002. The various embodiments described herein relate 
to distributed replication and erasure coding used to provide 
for the recovery of data in the event of storage device failure 
or other system failures. In particular, embodiments 
described herein relate to the selection of storage devices to 
respectively store different portions of replicated or erasure 
coded data. 

BACKGROUND OF THE INVENTION 

0003 Providers of massive online storage must balance 
the heavy demands of availability, performance, reliability, 
and cost. Distributed replication and erasure coding are used 
to provide for the recovery of data in the event of storage 
device failure or other system failures. Erasure coding is a 
method of data protection in which data is broken into 
fragments, expanded and encoded with redundant data 
pieces and stored across a set of different locations, e.g., 
storage devices in different geographic locations. Erasure 
coding creates a mathematical function (e.g., polynomial 
interpolation or oversampling) to describe a set of numbers 
so they can be checked for accuracy and recovered if one is 
lost. Erasure coding can be represented in simple form by 
the following equation: n-k+m. The variable “k” is the 
original number of portions of data. The variable “m” stands 
for extra or redundant portions of data that are added to 
provide protection from failures. The variable “n” is the total 
number of portions of data created after the erasure coding 
process. For example, in a 10 of 16 configuration, 6 extra 
portions of data (m) are added to the 10 base portions (k). 
The 16 data portions (n) are distributed across 16 storage 
devices. In the event of data loss or a lost connection to one 
or more storage devices, the original data can be recon 
structed using any 10 of the 16 fragments. 
0004. Despite the use of these techniques, there still have 
been cases of catastrophic data loss. Catastrophic data 
includes a loss of data that cannot be recovered despite the 
use of erasure coding. Such data loss can lead to liability 
costs and significant consequences to the brand of the online 
storage provider. As the amount of data stored by each 
device grows, so does the catastrophic nature of the data 
loss. This catastrophic data loss typically involves coinci 
dent storage device failures. Coincident failures are often 
attributable to commonalities in storage device origin and 
usage and overreliance upon the reported mean time to 
failure (MTTF) for each storage device. For example, a 
massive online storage provider may establish multiple data 
centers using storage devices purchased at the same time 
from the same manufacturer. While these storage devices are 
operated in different geographic locations, they may be 
Subject to similar manufacturing defects and/or common 
wear-out characteristics that lead to coincident failures. 
Even with improvements to manufacturing and general 
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longevity of storage devices, it is safe to assume that all 
devices will eventually fail and when they will fail is 
unknown. 

SUMMARY OF THE INVENTION 

0005 Exemplary methods, apparatuses, and systems 
divide data into a plurality of portions such that the data is 
recoverable using a subset of the plurality of portions. For 
each portion of the data, a storage device different than 
storage devices storing all other portions of the data is 
selected. The selecting of storage devices includes distrib 
uting the portions of databased upon diversity of geographic 
locations of storage devices and diversity of storage device 
characteristics. The storage device characteristics include at 
least one of hardware characteristics, Software characteris 
tics, and operating history characteristics. Each portion of 
the data is stored on a corresponding selected storage device. 
0006. In one embodiment, the distribution of the portions 
of data based upon diversity of geographic locations of 
storage devices and diversity of storage device characteris 
tics includes generating a spatial representation of a plurality 
of storage devices. The generated spatial representation is 
defined by the combination of geographic locations of the 
storage devices and storage device characteristics. Addition 
ally, the spatial representation includes each of the plurality 
of storage devices as a set of one or more coordinates within 
the spatial representation. Storage devices are selected to 
maximize distances between the set of coordinates for each 
selected storage device and the sets of coordinates for all 
other selected storage devices. For example, home position 
coordinates within the spatial representation that maximize 
distances from one another may be determined and a storage 
device with a set of coordinates near each determined home 
position is selected. If the storage device characteristics for 
a first selected Storage device change, causing the set of 
coordinates for the storage device to change Such that the 
updated set of coordinates is beyond a threshold distance 
from a corresponding home position, a second storage 
device with a set of coordinates near that home position is 
selected. The portion of data stored on the first selected 
storage device is transferred to the second storage device in 
response to the selection of the second storage device. 
0007. In one embodiment, in response to detecting a 
failure of a first selected storage device storing a first portion 
of the data, each portion of the data from remaining selected 
storage devices is copied to one or more back up storage 
devices. Once the remaining portions have begun the back 
up process or have been backed up, the first portion of the 
data is recovered using a corresponding Subset of the plu 
rality of portions. 
0008. Other features and advantages will be apparent 
from the accompanying drawings and from the detailed 
description. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0009. The present invention is illustrated by way of 
example and not limitation in the figures of the accompa 
nying drawings, in which like references indicate similar 
elements, and in which: 
0010 FIG. 1 illustrates, in block diagram form, an exem 
plary network of data centers including one or more storage 
management servers implementing the selection of diverse 
storage devices to store erasure coded data; 
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0011 FIG. 2 is a flow chart illustrating an exemplary 
method of distributing erasure coded data among diverse 
storage devices; 
0012 FIG. 3 is a flow chart illustrating an exemplary 
method of selecting and maintaining the diversity of storage 
devices as device characteristics change; 
0013 FIG. 4 is a flow chart illustrating an exemplary 
method of backing up erasure coded data in response to data 
loss and prior to recovering the lost data; and 
0014 FIG. 5 illustrates, in block diagram form, an exem 
plary processing system to implement the selection of 
diverse storage devices to store erasure coded data. 

DETAILED DESCRIPTION 

00.15 Embodiments described herein distribute portions 
of erasure coded or replicated data based upon diversity of 
geographic locations of storage devices and diversity of 
storage device characteristics. As a result, catastrophic data 
loss caused by coincident failures are reduced. In one 
embodiment, home positions in a spatial representation are 
used to guide the selection of diverse storage devices. As 
storage device location or characteristics change, one or 
more portions of the erasure coded or replicated data are 
redistributed to storage devices in closer proximity to the 
home positions. As a result, the diversity of storage devices 
storing the erasure coded or replicated data is maintained 
over time. Additionally, data recovery can take a significant 
amount of time (especially with larger amounts of data) 
during which remaining portions of erasure coded or repli 
cated data may be at risk. Given the stakes of catastrophic 
data loss, embodiments described herein copy each remain 
ing portion of the erasure coded or replicated data to one or 
more back up storage devices in response to detecting data 
loss, resulting in a rapid reduction of risk of further loss 
during the potentially lengthy process of recovery. 
0016 FIG. 1 illustrates, in block diagram form, data 
centers 105-120 including one or more storage management 
servers 125-140 implementing the selection of diverse stor 
age devices to store erasure coded data described herein. In 
one embodiment, each of data centers 105-120 represents a 
data center within a different city or within a different 
geographic location within the same city as another data 
center. Each of data centers 105-120 includes, respectively, 
one or more storage devices 145-160. Exemplary storage 
devices include tape drives, disk drives, optical drives, flash 
drives, etc. Each of storage devices 145-160 may be orga 
nized within a geographic location hierarchy based upon and 
described by one or more of the following location desig 
nations: city, data center, nearest router, nearest Switch, 
network hops from a network device, rack, drive bay, and 
slot. One or more of these location designations may serve 
as a geographic location for a storage device. Additionally, 
each of storage devices 145-160 is described by storage 
device characteristics. Exemplary storage device character 
istics include hardware characteristics, Software character 
istics, and operating history characteristics. Exemplary hard 
ware characteristics include the manufacturer of the storage 
device, date of manufacture of the storage device, brand 
name of the storage device, model identifier of the storage 
device, Supplier of one or more components or materials of 
the storage device, and specific materials used in the manu 
facture of data dependent components of the storage device 
(e.g., drive coatings, helium containment, etc.). Exemplary 
software characteristics include the firmware identifier or 
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version running on the storage device, operating system 
identifier or version running on the storage device, software 
identifier or version of Software running on the storage 
device. Exemplary operating history characteristics include 
the date of first use of the storage device, length of use of the 
storage device, operating temperature history of the storage 
device, seismic events experienced by the storage device, 
storage capacity of the storage device, history of utilization 
of the storage capacity of the storage device, and history of 
errors/failures for the storage device. In one embodiment, 
each storage device 145-160 stores its respective geographic 
location and storage device characteristic data. Alterna 
tively, the geographic location and storage device charac 
teristic data for one or more storage devices 145-160 are 
stored centrally within/external to one of data centers 105 
120. 

0017. In one embodiment, storage management servers 
125-140 manage, respectively, the storage of data on storage 
devices 145-160. For example, storage management server 
125 may allocate one or more of storage device(s) 145, or a 
portion thereof, for use by client devices, web servers, 
databases, etc. (not shown). Additionally, storage manage 
ment servers 125-140 implement catastrophic data loss 
avoidance. For example, storage management server 125 
may use erasure coding to protect data stored on one or more 
of storage device(s) 145. In doing so, storage management 
server 125 divides the data into portions, creates any redun 
dant/oversampled portions to facilitate recovery, and distrib 
utes the portions to other storage devices 145-160 using the 
corresponding geographic location and storage device char 
acteristic data as described herein. Embodiments are 
described herein with reference to erasure coded data for 
ease of explanation. Other forms of data protection, such as 
partial or complete replication of data to multiple storage 
devices, may also utilize the embodiments described herein. 
In one embodiment, storage management server 125 
requests, receives, or otherwise accesses geographic loca 
tion and storage device characteristic data for storage 
devices 145-160 to select a diverse set of storage devices to 
store the portions of data. Alternatively, another storage 
management server 130-40 or other storage management 
device implements the dividing of data, creation of redun 
dant/oversampled portions, and/or selection of Storage 
devices 145-160. 

(0018. Additionally, each of data centers 105-120 is 
coupled to one or more network(s) 165 (e.g., a local area 
network or other private or publically accessible wide area 
network, Such as the Internet, or combination thereof). 
Network(s) 165 facilitate communication between storage 
management servers 125-140 and storage devices 145-160, 
thereby enabling the transfer of the aforementioned erasure 
coded data portions, geographic location and storage device 
characteristic data, and notices of data/network errors and 
failures. 
0019 FIG. 2 is a flow chart illustrating an exemplary 
method 200 of distributing erasure coded data among 
diverse storage devices. At block 205, a storage management 
server divides data to be protected into portions and creates 
any redundant/oversampled portions to facilitate recovery. 
For example, the storage management server may utilize 
Reed-Solomon codes, Tornado codes, or another erasure 
coding algorithm. 
0020. At block 210, the storage management server 
selects a storage device for each portion of the erasure coded 
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data. The storage management server selects storage devices 
based upon a diversity of geographic location and a diversity 
of storage device characteristics. For example, distributing 
portions of the erasure coded data across diverse geographic 
locations reduces the likelihood of losing multiple portions 
due to a single cause that is likely to affect all or a portion 
of a data center, such as power failure, failure to maintain an 
operating temperature, network failure, earthquake, meteor 
strike, flood, act of terror/war, or other event that may erase 
or corrupt the portions of data or otherwise prevent access to 
the portions data. Distributing portions of the erasure coded 
data across storage devices with diverse storage device 
characteristics reduces the likelihood of losing multiple 
portions due to coincident failures, such as common manu 
facturing defects, firmware/software defects, prior exposure 
to hazardous environmental conditions that may expedite 
failure, etc. These coincident failures may occur in multiple 
geographic locations within the same time frame, e.g., as a 
result of a group of storage devices each having the same or 
highly similar components, firmware, Software, etc. 
0021. In one embodiment, selecting storage devices 
based upon a diversity of geographic location and a diversity 
of storage device characteristics includes the storage man 
agement server receiving or otherwise accessing geographic 
location and storage device characteristic data for storage 
devices available to store portions of the erasure coded data. 
It should be noted that, in one embodiment, the storage 
management server is not centralized and its duties are 
performed in decentralized, distributed fashion. The storage 
management server uses the geographic location and storage 
device characteristic data to determine the similarity/differ 
ence distance between the storage devices. For example, the 
distance between geographic locations may be measured in 
physical distance (e.g., difference in physical locations) or 
network distance (e.g., network hops). In one embodiment, 
the distance between geographic locations includes a dis 
tance corresponding to slots within the same drive bay or 
rack, between racks within the same data center, between 
data centers within the same city, etc. In one embodiment, 
the distance between geographic locations includes a dis 
tance corresponding to network/connectivity infrastructure. 
For example, the geographic location distance may represent 
whether or not two storage devices are dependent (either 
directly or indirectly) upon the same network infrastructure 
for connectivity to the greater network of Storage devices. 
The distance between versions of software/firmware may be 
measured in a number of shared lines of code. The distance 
between models may be measured in dates of manufacture, 
number of different components, number of different Sup 
pliers, etc. Additionally, distances may be assigned defined 
values corresponding to a scale from dissimilar to similar/ 
same. In one embodiment, the geographic location and a 
diversity of storage device characteristics are weighted to 
give greater or lesser impact to the geographic location 
and/or individual or groups of storage device characteristics. 
0022. In one embodiment, the storage management 
server generates a spatial representation of the storage 
devices using the geographic location. A separate spatial 
representation may, for example, be created using storage 
device characteristic data. In these spatial representations, 
the storage management server treats each storage device as 
a point or vector within an n-dimensional space. For 
example, a cumulative value representing the geographic 
location and storage device characteristic data for each 
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storage device may be mapped to a single dimension (e.g., 
a point on a line represented by a single coordinate value) or 
to a point in multiple dimensions (e.g., a point represented 
by a set of multiple coordinate values). With the storage 
devices represented in an n-dimensional space of this 
example, a cost matrix can be generated which expresses the 
relative distances of the devices represented therein. Such a 
cost matrix can be solved for an optimal or near optimal 
“tour of the devices contained therein, resulting in a cyclic 
tour of the represented devices such that similar devices are 
clustered. Persons of skill in the art will recognize that 
Solvers for the travelling salesman problem, for example, 
can be applied to produce Such a tour using a cost matrix as 
input. Since there are multiple ways in which the devices can 
be clustered, e.g. geographically and by device characteris 
tic, this clustering operation can be performed according to 
each of these various types of clustering. Once completed, 
the tours represent a concise and clustered representation of 
the storage devices that were previously represented in the 
multidimensional space(s). In certain embodiments, each 
device is represented on each of the tours. The position of a 
given device on each of the tours may be used to produce 
coordinates to position the device in a new clustered space 
in which devices which are similar with respect to one or 
more kinds of similarity, e.g. geographic or by device 
characteristic, are grouped generally together. 
0023. In one embodiment, the storage management 
server stores the coordinate?vector values for each storage 
device in a data structure to easily represent and sort spatial 
relationships between storage devices. For the various 
embodiments pertaining to multidimensional spaces, the 
storage management server may use quad-trees, k-d trees or 
the like to store the coordinate?vector values. In one embodi 
ment, the storage management server maps a value repre 
senting the geographic location to a first dimension and 
maps a value representing storage device characteristics to a 
second dimension that is orthogonal to the first dimension. 
These coordinate values may be obtained, for example, from 
their positions in the cyclic tours corresponding to the 
orthogonal dimensions. In yet another embodiment, these 
two orthogonal dimensions are mapped to a surface of a 
three-dimensional object. Exemplary spatial representations 
are further described with reference to FIG. 3. 

0024 Based upon the defined spatial representation, the 
storage management server is able to calculate a distance 
between any two storage devices. With the calculated dis 
tances, the storage management server, when assigning 
storage devices to store portions of original and erasure 
coding data blocks, selects a set of multiple storage devices 
to maximize the distances between selected storage devices. 
For example, the storage management server may perform a 
brute force algorithm and calculate distances between all 
storage devices. Alternatively, the storage management 
server creates clusters of storage devices based upon coor 
dinate values and calculates distances between the clusters. 
For example, the storage management server may perform a 
centroidal Voronoi tessellation algorithm, such as k-means/ 
Lloyd's algorithm for clustering, to define regions/clusters 
of storage devices. In some embodiments, the Voronoi 
tessellation is weighted such that the resultant tessellation is 
comprised of regions that are proportional in area to a 
chosen characteristic. For example, the amount of currently 
available storage on the various devices could be used to 
determine the relative area of corresponding regions of the 
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tessellation. In some embodiments, the initial positions of 
the centroids corresponding to the devices are selected based 
on their positions in the cyclic tours. The storage manage 
ment server selects a position within each region/cluster, 
e.g., the centroid, to act as a home position for that region/ 
cluster. In one embodiment, the storage management server 
selects clusters to maximize the distance between clusters 
and selects a storage device within each selected cluster, 
e.g., a storage device nearest to the home position. Exem 
plary methods of maximizing the distances between selected 
storage devices are further described with reference to FIG. 
3 

0025. At block 215, the storage management server 
stores each portion of the erasure coded data on a corre 
sponding selected storage device. For example, the storage 
management server transmits the portions or instructs the 
storage device(s) to transmit the portions to the selected 
storage devices or storage management servers managing 
the selected storage devices. As a result, the erasure coded 
data is stored on a diverse set of storage devices, thereby 
minimizing catastrophic data loss. 
0026. The geographic location or storage device charac 

teristics of each storage device may change over time. For 
example, Software/firmware updates and operating history 
events are likely to create changes to the overall storage 
device characteristics for a storage device. Additionally, an 
initial determination of Storage device diversity (e.g., based 
upon a spatial representation of geographic location and 
storage device characteristics) may only include a subset of 
all storage device characteristics for the storage devices. In 
one embodiment, in response to a determination that an 
excluded storage device characteristic is significant (e.g., 
lead to an error, failure, or data loss), the Subset of Storage 
device characteristics is updated to include the previously 
excluded storage device characteristic. Such changes equate 
to different coordinate values for storage devices in the 
spatial representation and, therefore, different distances 
between storage devices. At block 220, the storage manage 
ment server optionally monitors these changes and deter 
mines if the selection of storage devices is to be updated. If 
an updated set of one or more coordinate values for a 
selected Storage management value has changed by a thresh 
old amount, method 200 returns to block 210 to reselect one 
or more storage devices. For example, if the storage man 
agement server determines a selected storage device has 
moved towards another selected storage device in the spatial 
representation by a threshold value, the selected Storage 
device has moved outside of a cluster or position within a 
cluster by a threshold value, or the selected storage device 
is now within a threshold distance from another selected 
storage device, the storage management server determines 
one or more portions of erasure coded data are to be 
transferred to newly selected Storage devices. 
0027. If the geographic location or storage device char 
acteristics of a selected Storage device has not changed by a 
threshold amount, or if such changes are not monitored, at 
block 225, the storage management server determines if the 
erasure coded data has changed by a threshold amount. If 
not, method 200 returns to block 220 or, alternatively, to 225 
to continue monitoring for changes. 
0028. If the erasure coded data has changed by the 
threshold amount, at block 230, the storage management 
server divides the updated data into portions and creates any 
redundant/oversampled portions, e.g., as described with 
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reference to block 205. Method 200 then returns to 215 to 
distribute the new portions of erasure coded data to the 
selected Storage devices. Additionally, in response, the 
selected storage devices may delete or overwrite the previ 
ously stored portions of erasure coded data. Alternatively, 
method 200 returns to block 210 to reselect storage devices 
to store the portions of erasure coded data. For example, the 
updated data may be divided into a different number of 
portions or the storage management server may use the 
update of data as an opportunity to address any movement 
of storage devices within the spatial representation. 
0029 FIG. 3 is a flow chart illustrating exemplary 
method 300 of selecting and maintaining the diversity of 
storage devices as device characteristics change. In one 
embodiment, method 300 is performed as a part of block 210 
described above. 
0030. At block 305, the storage management servergen 
erates a spatial representation of storage devices based upon 
geographic location and storage device characteristics. As 
described above, the spatial representation may be in n-di 
mensions for any positive number n. In one embodiment, the 
generation of the spatial representation includes calculating 
an n-dimensional representation of the storage device char 
acteristics (without geographic location). The storage man 
agement server assigns one or more characteristics to each 
dimension and determines, for each storage device, a set of 
one or more coordinates in the n-dimensional space as a 
representation of the storage device (e.g., using values 
associated with each characteristic as described above). The 
storage management server determines a cyclic tour of all 
representations of the storage devices, e.g., using an algo 
rithm that solves the travelling salesman problem. The 
distance values of the cyclic tour are in turn used to 
determine relative coordinate positions of each storage 
device in one dimension of the overall spatial representation. 
Likewise, this embodiment of the generation of the spatial 
representation includes calculating an n-dimensional repre 
sentation of the geographic location of each storage device 
(without storage device characteristics). The storage man 
agement server determines a cyclic tour of all representa 
tions of the storage devices, e.g., using an algorithm that 
solves the travelling salesman problem. Alternatively, the 
storage management server performs a depth first traversal 
of a tree-based data structure representing storage device 
characteristics or relative geographic locations of the storage 
devices to generate one or both of the cyclic tours. The 
storage management server uses the distance values of the 
cyclic tour to determine coordinate positions of each storage 
device in an orthogonal dimension of the overall spatial 
representation. For example, the storage management server 
may use the two cyclic tours to determine radial values of 
orthogonal dimensions of torus to represent the storage 
devices as points on the Surface of the torus. 
0031. At block 310, the storage management server 
determines whether or not to set or update home positions 
for the stored portions of the erasure coded data. For 
example, the first selection or updated selection of Storage 
devices described above may trigger the storage manage 
ment server to set or update home positions. Alternatively, 
home positions may be updated periodically, in response to 
an administrator command, based upon the amount of avail 
able storage space within a region/cluster, in response to a 
threshold number of storage devices being added or 
removed from the network, in response to another change to 
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the network infrastructure, or in response to a threshold 
change in device characteristics. 
0032. If the storage management server determines to set 
or update home positions, at block 315, the storage man 
agement server determines potential home position coordi 
nates within the spatial representation for each portion of the 
erasure coded data. In one embodiment, as described above, 
the storage management server utilizes a centroidal Voronoi 
tessellation algorithm to define regions/clusters of storage 
devices. For example, the storage management server may 
define regions/clusters on the surface of the torus. The 
storage management server selects a position within each 
region/cluster, e.g., the centroid, to act as a home position for 
that region/cluster. 
0033. If the storage management server determines that 
existing home positions are not to be updated or after 
setting/updating the home positions, at block 320, the stor 
age management server selects a storage device with coor 
dinates near each home position. Selecting storage devices 
with coordinates near each home position includes selecting 
new storage devices to store one or more portions of erasure 
coded data, confirming previously selected storage devices 
to continue storing one or more portions of erasure coded 
data, or a combination thereof. 
0034. As described above, introduction or removal of 
storage devices, changes in geographic location, or storage 
device characteristics result in changes to the coordinates of 
storage devices within the updated spatial representation. As 
a result, a storage device may drift away from a home 
position. Utilizing method 300, the storage management 
server maintains a set of selected storage devices, e.g., 
within a threshold distance of determined home positions. 
0035 FIG. 4 is a flow chart illustrating exemplary 
method 400 of backing up erasure coded data in response to 
data loss. At block 405, the storage management server 
monitors the network of storage devices for a storage device 
failure, network failure, or other indication of loss of a 
portion of the erasure coded data. For example, multiple 
storage management servers may provide one another with 
a heartbeat signal and/or notifications of data loss or cor 
ruption. If the storage management server determines that a 
threshold number of portions of the erasure coded data have 
not been lost, method 400 returns to/stays at block 405 and 
the storage management server continues to monitor the 
network of storage devices for failures. 
0036. In response to the storage management server 
determining that a threshold number of portions of the 
erasure coded data have been lost, at block 410, the storage 
management server copies remaining portions of the erasure 
coded data to back up storage devices. For example, the 
storage management server may initiate the copying of the 
remaining portion from each selected storage devices to one 
or more of the other selected storage devices, one or more 
unselected Storage devices, or to portable storage devices or 
other designated back up storage devices locally within the 
respective data center. 
0037. At block 415, in response to copying the remaining 
portions of erasure coded data (e.g., initiating the copying, 
copying a threshold amount, or competing the copying), the 
storage management server recovers the lost portions of the 
erasure coded data according to the erasure coding algo 
rithm. 
0038 FIG. 5 illustrates, in block diagram form, an exem 
plary processing system to implement the selection of 
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diverse storage devices to store erasure coded data. Data 
processing system 500 includes one or more microproces 
sors 505 and connected system components (e.g., multiple 
connected chips). Alternatively, data processing system 500 
is a system on a chip. 
0039 Data processing system 500 includes memory 510, 
which is coupled to microprocessor(s) 505. Memory 510 
may be used for storing data, metadata, and programs for 
execution by the microprocessor(s) 505. Memory 510 may 
include one or more of Volatile and non-volatile memories, 
such as Random Access Memory (“RAM), Read Only 
Memory (“ROM), a solid state disk (“SSD), Flash, Phase 
Change Memory (PCM), or other types of data storage. 
Memory 510 may be internal or distributed memory. 
0040 Data processing system 500 includes network and 
port interfaces 515, such as a port, connector for a dock, or 
a connector for a USB interface, FireWire, Thunderbolt, 
Ethernet, Fibre Channel, etc. to connect the system 500 with 
another device, external component, or a network. Exem 
plary network and port interfaces 515 also include wireless 
transceivers, such as an IEEE 802.11 transceiver, an infrared 
transceiver, a Bluetooth transceiver, a wireless cellular tele 
phony transceiver (e.g., 2G, 3G, 4G, etc.), or another wire 
less protocol to connect data processing system 500 with 
another device, external component, or a network and 
receive stored instructions, data, tokens, etc. 
0041) Data processing system 500 also includes display 
controller and display device 520 and one or more input or 
output (“I/O”) devices and interfaces 525. Display controller 
and display device 520 provides a visual user interface for 
the user. I/O devices 525 allow a user to provide input to, 
receive output from, and otherwise transfer data to and from 
the system. I/O devices 525 may include a mouse, keypad or 
a keyboard, a touch panel or a multi-touch input panel, 
camera, optical scanner, audio input/output (e.g., micro 
phone and/or a speaker), other known I/O devices or a 
combination of such I/O devices. 
0042. It will be appreciated that one or more buses, may 
be used to interconnect the various components shown in 
FIG.S. 
0043 Data processing system 500 is an exemplary rep 
resentation of one or more of storage management servers 
125-140 and storage devices 145-160 described above. Data 
processing system 500 may be a personal computer, tablet 
style device, a personal digital assistant (PDA), a cellular 
telephone with PDA-like functionality, a Wi-Fi based tele 
phone, a handheld computer which includes a cellular tele 
phone, a media player, an entertainment system, or devices 
which combine aspects or functions of these devices, such as 
a media player combined with a PDA and a cellular tele 
phone in one device. In other embodiments, data processing 
system 500 may be a network computer, server, or an 
embedded processing device within another device or con 
Sumer electronic product. As used herein, the terms com 
puter, device, System, processing system, processing device, 
and "apparatus comprising a processing device' may be 
used interchangeably with data processing system 500 and 
include the above-listed exemplary embodiments. 
0044. It will be appreciated that additional components, 
not shown, may also be part of data processing system 500, 
and, in certain embodiments, fewer components than that 
shown in FIG. 5 may also be used in data processing system 
500. It will be apparent from this description that aspects of 
the inventions may be embodied, at least in part, in Software. 
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That is, the computer-implemented methods 200, 300, and 
400 may be carried out in a computer system or other data 
processing system 500 in response to its processor or 
processing system 505 executing sequences of instructions 
contained in a memory, such as memory 510 or other 
non-transitory machine-readable storage medium. The Soft 
ware may further be transmitted or received over a network 
(not shown) via network interface device 515. In various 
embodiments, hardwired circuitry may be used in combina 
tion with the software instructions to implement the present 
embodiments. Thus, the techniques are not limited to any 
specific combination of hardware circuitry and Software, or 
to any particular source for the instructions executed by data 
processing system 500. 
0045 An article of manufacture may be used to store 
program code providing at least Some of the functionality of 
the embodiments described above. Additionally, an article of 
manufacture may be used to store program code created 
using at least Some of the functionality of the embodiments 
described above. An article of manufacture that stores pro 
gram code may be embodied as, but is not limited to, one or 
more memories (e.g., one or more flash memories, random 
access memories—static, dynamic, or other), optical disks, 
CD-ROMs, DVD-ROMs, EPROMs, EEPROMs, magnetic 
or optical cards or other type of non-transitory machine 
readable media Suitable for storing electronic instructions. 
Additionally, embodiments of the invention may be imple 
mented in, but not limited to, hardware or firmware utilizing 
an FPGA, ASIC, a processor, a computer, or a computer 
system including a network. Modules and components of 
hardware or software implementations can be divided or 
combined without significantly altering embodiments of the 
invention. 

0046. In the foregoing specification, the invention has 
been described with reference to specific exemplary embodi 
ments thereof. As used herein, the term “exemplary” refers 
to embodiments that serve as simply an example or illus 
tration. The use of exemplary should not be construed as an 
indication of preferred examples. Various embodiments and 
aspects of the invention(s) are described with reference to 
details discussed herein, and the accompanying drawings 
illustrate the various embodiments. The description above 
and drawings are illustrative of the invention and are not to 
be construed as limiting the invention. References in the 
specification to “one embodiment,” “an embodiment,” “an 
exemplary embodiment,” etc., indicate that the embodiment 
described may include a particular feature, structure, or 
characteristic, but not every embodiment may necessarily 
include the particular feature, structure, or characteristic. 
Moreover, Such phrases are not necessarily referring to the 
same embodiment. Furthermore, when a particular feature, 
structure, or characteristic is described in connection with an 
embodiment, Such feature, structure, or characteristic may 
be implemented in connection with other embodiments 
whether or not explicitly described. Blocks with dashed 
borders (e.g., large dashes, Small dashes, dot-dash, dots) are 
used herein to illustrate optional operations that add addi 
tional features to embodiments of the invention. However, 
Such notation should not be taken to mean that these are the 
only options or optional operations, and/or that blocks with 
solid borders are not optional in certain embodiments of the 
invention. Numerous specific details are described to pro 
vide a thorough understanding of various embodiments of 
the present invention. However, in certain instances, well 
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known or conventional details are not described in order to 
provide a concise discussion of embodiments of the present 
inventions. 
0047. It will be appreciated that the embodiments 
described herein will inherently handle various situations 
that arise in an operational system. For example, the prob 
lem of network congestion is addressed in part by the wide 
distribution of data blocks. The input/output operations 
needed to retrieve the blocks are distributed throughout the 
available infrastructure, and are performed concurrently. 
0048. It will be evident that various modifications may be 
made thereto without departing from the broader spirit and 
Scope of the invention as set forth in the following claims. 
For example, the methods described herein may be per 
formed with fewer or more features/blocks or the features/ 
blocks may be performed in differing orders. Additionally, 
the methods described herein may be repeated or performed 
in parallel with one another or in parallel with different 
instances of the same or similar methods. 
What is claimed is: 
1. A computer-implemented method for recovering data 

that has been divided into a plurality of portions, the method 
comprising: 

detecting an indication of a loss of at least one portion of 
the plurality of portions of the data, wherein the data is 
recoverable using a subset of the plurality of portions of 
the data stored in multiple storage devices; 

copying remaining portions of the data not indicated as 
being lost to backup storage devices; and 

after the copying of the remaining portions of the data is 
initiated, recovering the data using the remaining por 
tions of the data, 

wherein the copying of the remaining portions of the data 
to the backup storage devices results in a risk reduction 
of further loss of the portions of the data. 

2. The computer-implemented method of claim 1, 
wherein detecting the indication of a loss of at least one 
portion of the plurality of portions of the data includes 
detecting at least one of a storage device failure and a 
network failure. 

3. The computer-implemented method of claim 1, 
wherein detecting the indication of a loss of at least one 
portion of the plurality of portions of the data includes using 
at least one of heartbeat signals and notifications of data loss 
to detect the indication of a loss of at least one portion of the 
plurality of portions of the data. 

4. The computer-implemented method of claim 1, 
wherein copying of the remaining portions of the data not 
indicated as being lost to the backup storage devices is only 
executed when a threshold number of the portions of the data 
is indicated as being lost. 

5. The computer-implemented method of claim 1, 
wherein copying of the remaining portions of the data not 
indicated as being lost to the backup storage devices 
includes copying each of the remaining portions of the data 
from a storage device within a data center to a backup 
storage device within the same data center. 

6. The computer-implemented method of claim 1, 
wherein recovering the data using the remaining portions of 
the data is executed after a threshold amount of the remain 
ing portions of the data has been copied to the backup 
storage devices or after all the remaining portions of the data 
has been copied to the backup storage devices. 
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7. The computer-implemented method of claim 1, further 
comprising selecting the multiple storage devices to store 
the portions of the databased upon diversity of geographic 
locations of the storage devices and diversity of Storage 
device characteristics, the storage device characteristics 
including at least one of hardware characteristics, Software 
characteristics, and operating history characteristics. 

8. A non-transitory computer-readable medium storing 
instructions, which when executed by a processing device, 
cause the processing device to perform a method for recov 
ering data that has been divided into a plurality of portions, 
the method comprising: 

detecting an indication of a loss of at least one portion of 
the plurality of portions of the data, wherein the data is 
recoverable using a subset of the plurality of portions of 
the data stored in multiple storage devices; 

copying remaining portions of the data not indicated as 
being lost to backup storage devices; and 

after the copying of the remaining portions of the data is 
initiated, recovering the data using the remaining por 
tions of the data, 

wherein the copying of the remaining portions of the data 
to the backup storage devices results in a risk reduction 
of further loss of the portions of the data. 

9. The non-transitory computer-readable medium of claim 
8, wherein detecting the indication of a loss of at least one 
portion of the plurality of portions of the data includes 
detecting at least one of a storage device failure and a 
network failure. 

10. The non-transitory computer-readable medium of 
claim 8, wherein detecting the indication of a loss of at least 
one portion of the plurality of portions of the data includes 
using at least one of heartbeat signals and notifications of 
data loss to detect the indication of a loss of at least one 
portion of the plurality of portions of the data. 

11. The non-transitory computer-readable medium of 
claim 8, wherein copying of the remaining portions of the 
data not indicated as being lost to the backup storage devices 
is only executed when a threshold number of the portions of 
the data is indicated as being lost. 

12. The non-transitory computer-readable medium of 
claim 8, wherein copying of the remaining portions of the 
data not indicated as being lost to the backup storage devices 
includes copying each of the remaining portions of the data 
from a storage device within a data center to a backup 
storage device within the same data center. 

13. The non-transitory computer-readable medium of 
claim 8, wherein recovering the data using the remaining 
portions of the data is executed after a threshold amount of 
the remaining portions of the data has been copied to the 
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backup storage devices or after all the remaining portions of 
the data has been copied to the backup storage devices. 

14. The non-transitory computer-readable medium of 
claim 8, wherein the method further comprises selecting the 
multiple storage devices to store the portions of the data 
based upon diversity of geographic locations of the storage 
devices and diversity of storage device characteristics, the 
storage device characteristics including at least one of 
hardware characteristics, software characteristics, and oper 
ating history characteristics. 

15. An apparatus for recovering data that has been divided 
into portions, the apparatus comprising: 
memory; and 
a processor configured to: 

monitor a network of storage devices with the portions 
of the data stored therein to detect loss of any portion 
of the data, wherein the data is recoverable using a 
subset of the portions of the data stored in the storage 
devices; 

initiate copying of remaining portions of the data that 
have not been lost to backup storage devices; and 

after the copying of the remaining portions of the data 
is initiated, initiate recovery of the data using the 
remaining portions of the data, 

wherein the copying of the remaining portions of the data 
to the backup storage devices results in a risk reduction 
of further loss of the portions of the data. 

16. The apparatus of claim 15, wherein the processor is 
configured to detect at least one of a storage device failure 
and a network failure to detect the loss of any portion of the 
data. 

17. The apparatus of claim 15, wherein the processor is 
configured to detect the loss of any portion of the data using 
at least one of heartbeat signals and notifications of data loss. 

18. The apparatus of claim 15, wherein the processor is 
configured to initiate the copying of the remaining portions 
of the data only when a threshold number of the portions of 
the data is lost. 

19. The apparatus of claim 15, wherein the processor is 
configured to initiate copying of each of the remaining 
portions of the data from a storage device within a data 
center to a backup storage device within the same data 
Center. 

20. The apparatus of claim 15, wherein the processor is 
configured to select the storage devices to store the portions 
of the databased upon diversity of geographic locations of 
the storage devices and diversity of storage device charac 
teristics, the storage device characteristics including at least 
one of hardware characteristics, software characteristics, 
and operating history characteristics. 

k k k k k 


