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FILE SWITCH AND SWITCHED FILE 
SYSTEM 

0001. This application claims priority from U.S. Provi 
sional Patent Application No. 60/261,153, entitled FILE 
SWITCH AND SWITCHED FILE SYSTEM and filed Jan. 
11, 2001, the disclosure of which is incorporated herein by 
reference. 

BACKGROUND OF THE INVENTION 

0002 1. Field of the Invention 
0003. The present invention relates generally to the field of 
storage networks, and more specifically to file Switching and 
switched file systems. 
0004 2. Description of the Related Art 
0005 Since the birth of computer networking, access to 
storage has remained among the most important network 
applications. The reason is simple: the purpose of networks 
was and is to share data and content, and most of the data 
worth sharing resides on Some form of storage. 
0006. Despite the importance of storage applications in 
networks, their usefulness has, until recently, been greatly 
limited by the insufficient bandwidth provided by networks. 
Even at 100 Megabits/second (Mbps) (the most common 
maximum speed in existing local area networks, also known 
as Fast Ethernet), accessing data through a network is several 
times slower than reading it from a hard disk attached locally 
to a computer. For this reason, historically most of the data 
accessed by a networked computer (workstation or applica 
tion server—often referred to as a "client”) has resided on 
local storage and only data that has to be shared has resided on 
network servers. 
0007. The introduction of Gigabit network technology, 
however, is changing the rules of the game. A single Gigabit 
Ethernet or FibreChannel connection is capable of transport 
ing data at aggregate rates of up to 240 Megabytes/second 
(MB/s), which is much greater than the performance of most 
locally attached storage devices. This means that in Gigabit 
networks, data can be accessed through the network much 
faster than from local storage. As a result, we have now 
reached the beginning of a fundamental trend in which the 
majority of useful data is being moved to the network. 

Storage Networks 

0008. The ability to store terabytes of data on the network 
and make that data accessible to tens and hundreds of thou 
sands of users is extremely attractive. At the same time, cre 
ating storage and network systems capable of adequately 
handling Such amounts of information and usage loads is not 
a simple task. As a result, storage networking the discipline 
that deals with designing, building and managing Such sys 
tems—is rapidly becoming recognized as a separate, special 
ized field of computer networking. 
0009 Introduction to the field of storage networking can 
be found in “Introducing Storage Area Networks, Michael 
Peterson, in February 1998 issue of InfoStor magazine, Pen 
nWell Corp., and in “Building Storage Networks', Marc Far 
ley, January 2000, McGraw-Hill, ISBN 0072120509. For an 
excellent overview of storage network architectures, please 
see Auspex Storage Architecture Guide'. Second Edition, 
2001, Auspex Systems, Inc. For a thorough background on 
the field and its business implications, as well as for a com 
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parative analysis of current technologies, see "System Area 
Networks: The Next Generation of Scale in the Data Center, 
Robert M. Montague, et al., Jul. 26, 2001, Dain Rauscher 
Wessels Equity Capital Markets. 
0010. The key promise of storage networking is in deliv 
ering network systems that enable the sharing of huge 
amounts of information and content among geographically 
dispersed users. To deliver on this promise, the storage net 
work systems have to be extremely scalable while providing 
a high degree of availability comparable to that of the public 
telephone system. In addition, any system of this scale has to 
be designed so that it can be managed effectively. 
0011. In general there are two distinct ways of providing 
storage services to the network: “network disk” and “network 
file'. In the first approach, network clients are given access to 
"raw storage resources generally addressable as arrays of 
fixed-size data blocks. In the second approach, clients are 
provided with a protocol, such as NFS and CIFS, for access 
ing file system services. The NFS protocol is described in 
“NFSVersion 3 Protocol Specification” (RFC 1813), B. Cal 
laghan, et al., June 1995, The Internet Engineering Task Force 
(IETF). The CIFS protocol is described in “CIFS Protocol 
Version CIFS-Spec 0.9", Jim Norton, et al., March 2001, 
Storage Networking Industry Association (SNIA). These pro 
tocols typically provide security, hierarchical directories, the 
ability to create, open and close individual named files, and 
access to data within Such files. In most systems, clients can 
view each file as a separate, extensible array of bytes. File 
access protocols also provide the ability to mediate concur 
rent access to the same file by multiple clients. 
0012. The “network disk’ approach is the foundation of 
the storage networking architecture commonly known as 
SAN (Storage Area Networks), while the “network file' 
approach is in the core of several architectures, including 
NAS (Network Attached Storage) and distributed file sys 
temS. 

0013 Currently, none of the available architectures is 
capable of adequately delivering on the promise of Storage 
networking. Storage area networks scale relatively well; how 
ever, sharing data in SAN remains extremely difficult for 
reasons described below. NAS and distributed file systems, 
also discussed further below, are excellent in sharing data but 
have proven very difficult to scale in terms of performance 
and bandwidth. Because of these limitations, both types of 
systems are very cumbersome to manage. As a result, today a 
single storage administrator faces a challenge in managing 
only 80 gigabytes of data, and the cost and the cost and 
complexity of managing terabyte systems is astronomical. 
0014 Early applications of storage networking were 
focused on database storage such as on-line transaction pro 
cessing, data mining, customer data, etc. In these applica 
tions, SAN remains the most common architecture. Today's 
applications, such as e-mail, document repositories, CAD/ 
CAM, digital still images and digital video production, 
streaming high-resolution (HDTV) video, XML-based “soft 
structured data, and many others, are increasingly file-based. 
As a result, high-performance, high-availability network file 
services are becoming increasingly important. 

Available Approaches to Scaling File Systems 
0015 The primary function of every file system is to 
enable shared access to storage resources. In fact, file systems 
were originally created to facilitate sharing of then-expensive 
storage between multiple applications and multiple users. As 
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a result, when exposed as a network service, file systems 
provide a complete and mature solution to the problem of 
sharing data. 
0016. The flip side is that file systems are complex and 
very processing-intensive, which increases Substantially the 
performance requirements to any computer that provides file 
services over a fast network. To serve files to hundreds and 
thousands of users simultaneously requires tremendous 
amounts of processing power, memory and bus bandwidth. 
0017. Because of the importance and magnitude of the 
problem, over the last fifteen years a number of different 
approaches have been tried. An excellent overview of the key 
issues associated with building network file systems and the 
various file system architectures can be found in “The Zebra 
Striped Network File System”, John Henry Hartman, 1994, 
Ph.D. dissertation submitted in the Graduate Division of the 
University of California at Berkeley. The known available 
approaches generally each fall into one of three broad catego 
ries: single box solutions, cluster file systems and distributed 
file systems. 
0018 FIG. 17 illustrates a typical application of presently 
available, commonly used network file systems. The system 
consists of a local area network 1700, which connects a large 
number of client workstations 1701 and a number of appli 
cation servers 1702, connected to various file servers. The file 
servers typically include standalone servers such as 1703 and 
1704, as well as file servers, such as 1705 and 1706, config 
ured as a cluster 1710 with shared storage 1707. The servers 
1705 and 1706 are connected together through a high-speed, 
low-latency intra-cluster connection 1709, and are also con 
nected to the shared storage 1707 through a SAN, typically 
using optical (FibreChannel) interconnect, such as 1708. In 
addition, clients 1701, application servers 1702 and file serv 
ers 1703 through 1706 may be configured to be part of a 
distributed file system with the appropriate software services 
installed on all of those machines. 

Single Box Solutions 
0019. Single box solutions provide a simple and straight 
forward approach to the problem of increasing the perfor 
mance of file servers. Traditionally, the fastest available com 
puters were used to serve files; when even these became 
insufficient, specialized architectures were built to extend the 
capabilities of the server. Where one processor was not 
enough, more processors were added; where the bandwidth of 
a standard bus was not sufficient, additional busses or even 
custom-designed wider busses were introduced, and so on. 
0020. The result of this approach is that high-end file serv 
ers are essentially massively multiprocessing Supercomput 
ers, with all the associated costs and complexity. Examples of 
single box solutions are the EMC Celera/Symmetrix, SGI 
Origin, HP Superdome, Intel Paragon and IBM SP, the trade 
marks of which are hereby acknowledged. 
0021 However, high-performance multiprocessing file 
servers quickly run into the performance limits of their stor 
age Subsystems. The approach to resolving this bottleneck is 
to spread the load among multiple hard disks and data paths 
operating in parallel. RAID and parallel file systems such as 
Cray T3E I/O system and PVFS are the results of this 
approach. RAID is described in “A case for redundant arrays 
of inexpensive disks (RAID). D. Patterson, et al., in Proceed 
ings of ACM SIGMOD conference on the Management of 
Data, pp. 109-116, Chicago, Ill., Jun. 1-3, 1998, Association 
for Computing Machinery, Inc. The Cray T3E I/O system is 
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described in “NERSCTutorials: I/O on the Cray T3E', chap 
ter 8, "Disk Striping, National Energy Research Scientific 
Computing Center (NERSC). The PVFS is described in 
“PVFS: A Parallel File System for Linux Clusters”, Philip H. 
Cams, et al., in Proceedings of the 4th Annual Linux Show 
case and Conference, pages 317-327, Atlanta, Ga., October 
2000, USENIX Association. 
0022. Single-box solutions are subject to several serious 
problems. First, because of the extremely high complexity 
and the need to develop custom silicon in order to satisfy 
performance requirements, single box solutions are hid 
eously expensive. Worse, their development cycles are 
exceedingly long, virtually guaranteeing that they will be 
"behind the curve' in many important aspects, such as Soft 
ware technologies, protocols, etc., by the time they are gen 
erally commercially available. Since storage requirements 
effectively double every year or so, these boxes often become 
obsolete long before the customers manage to depreciate their 
high cost. 

Cluster File Systems 
0023. An alternative to scaling the server architecture 
within the box is to put together multiple servers accessing the 
same pool of storage over a fast interconnect such as HIPPI or 
FibreChannel. The result is a “cluster of computers that acts 
in many aspects similarly to a multiprocessing Supercom 
puter but can be assembled from generally available compo 
nentS. 

0024. Since all computers in a cluster access the same set 
of hard disks, the file system software in each of them has to 
cooperate with the other members of the cluster in coordinat 
ing the access and allocation of the storage space. The sim 
plest way to approach this problem is to section the storage 
pool and divide it among the different computers in the clus 
ter; this approach is implemented in Windows clustering 
described in “Windows Clustering Technologies—An Over 
view”, November 2000, Microsoft Corp. More sophisticated 
approaches result in specialized cluster file systems, such as 
PVFS see Carns, et al. above), Tigershark, GFS, VERITAS 
SANPoint Foundation, XFS, and Frangipani. Tigershark is 
described in “The Tiger Shark File System'. Roger L. Haskin, 
Frank B. Schmuck, in Proceedings of IEEE 1996, Spring 
COMPCON, Santa Clara, Calif., February 1996. GFS is 
described in “The Global File System', Steven Soltis, et al., in 
Proceedings of the Fifth NASA Goddard Space Flight Center 
Conference on Mass Storage Systems and Technologies, Sep. 
17-19, 1996, College Park, Md., and “The Design and Per 
formance of a Shared Disk File System for IRIX, Steve 
Soltis, et al., in Sixth NASA Goddard Space Flight Center 
Conference on Mass Storage and Technologies in coopera 
tion with the Fifteenth IEEE Symposium on Mass Storage 
Systems, Mar. 23-26, 1998. VERITAS SANPoint Foundation 
is described in “VERITAS SANPoint Foundation SuiteTM 
and SANPoint FoundationTM Suite HA: New VERITAS Vol 
ume Management and File System Technology for Cluster 
Environments', September 2001, VERITAS Software Corp. 
XFS is described in “Serverless Network File System', Tho 
mas E. Anderson, et al., in the 15th Symposium on Operating 
Systems Principles, December 1995, Association for Com 
puting Machinery, Inc. Frangipani is described in "Frangi 
pani: A Scalable Distributed File System”, Chandramohan A. 
Thekkath, et al., in Proceedings of the 16th ACM Symposium 
on Operating Systems Principles, October 1997, Association 
for Computing Machinery, Inc. The benefits of cluster file 
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systems, as well as their key problems and approaches to 
solving them are described in “Scalability and Failure Recov 
ery in a Linux Cluster File System”. Kenneth W. Preslan, et 
al., in Proceedings of the 4th Annual Linux Showcase & 
Conference, Atlanta, Ga., Oct. 10-14, 2000, in "Benefits of 
SAN-based file system sharing, Chris Stakutis, in July 2000 
issue of InfoStor magazine, PennWell Corp., and in “Design 
ing SSI Clusters with Hierarchical Checkpointing and Single 
I/O Space'. Kai Hwang, et al., IEEE Concurrency, pp. 60-69, 
January-March 1999. 
0025. The main challenge in all of the above-mentioned 

file systems comes from the need to frequently synchronize 
and coordinate access to the storage among all members of 
the cluster. This requires a centralized lock manager and/or a 
file manager that controls the allocation of disk space to 
different files and other shared metadata (data describing 
data). These components quickly become the major bottle 
neck that prevents scaling of the cluster file systems beyond 
16 or so nodes. 
0026. To relieve this problem, several designs move sub 
stantial portions of the file manager functionality either into 
the storage Subsystem or into the client Software. Examples of 
this approach are Zebra see Hartman, above, Swift, and 
NASD. Swift is described in “Swift: A Storage Architecture 
for Large Objects”. Luis-Felipe Cabrera, Darrell D. E. Long, 
In Proceedings of the Eleventh IEEE Symposium on Mass 
Storage Systems, pages 123-128, October 1991, and in 
“Swift/RAID: A distributed RAID system”, D. D. E. Long, et 
al., Computing Systems, vol. 7, pp. 333-359, Summer 1994. 
NASD is described in “NASD Scalable Storage Systems', 
Garth A. Gibson, et al., June 1999, USENIX99, Extreme 
LinuxWorkshop, Monterey, Calif., and in “File Server Scal 
ing with Network-Attached Secure Disks'. Garth A. Gibson, 
et al., in Proceedings of the ACM International Conference on 
Measurement and Modeling of Computer Systems (Sigmet 
rics 97), 1997, Association for Computing Machinery, Inc. 
Although none of these approaches has been Successfully 
commercialized as of the time of this writing, the available 
data Suggests that they would scale better than the traditional 
cluster file systems. 
0027. The reliance on centralized resource coordination is 
the primary weak point of the cluster file systems that limits 
severely their scalability. Solutions that partially relieve this 
problem introduce other problems, including custom func 
tionality in storage Subsystems and specialized client-side 
Software. If any of these approaches is commercialized, the 
requirement for using proprietary storage Subsystems will 
have substantial negative effect on both adoption and price, 
while the need to rely on proprietary client-side software that 
has to be installed in every client accessing the system make 
the system fragile, prone to security breaches and hard to 
deploy and Support. 

Distributed File Systems 
0028 Both single box solutions and cluster file systems 
are tightly coupled systems that exhibit serious Scalability 
limitations. Creating distributed file systems is an approach 
attempting to combine hundreds of file servers in a unified 
system that can be accessed and managed as a single file 
system. Examples of distributed file systems are the Andrew 
File System, and its derivatives AFS and Coda, Tricord, as 
well as the Microsoft Distributed File System DFS. AFS and 
Coda are described in “The AFS File System in Distributed 
Computing Environment, May 1, 1996, Transarc Corp., and 
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in AFS-3 Programmer's Reference: Architectural Over 
view, Edward R. Zayas, Transarc Corp., version 1.0 of Sep. 
2, 1991, doc. number FS-00-D160. Tricord is described in 
U.S. Pat. No. 6,029,168 to Frey, issued Feb. 22, 2000, and 
entitled “Decentralized file mapping in a striped network file 
system in a distributed computing environment. The 
Microsoft DFS is described in “Distributed File System A 
Logical View of Physical Storage: White Paper”, 1999, 
Microsoft Corp. 
0029 Distributed file systems are loosely coupled collec 
tions offile servers that can be located in diverse geographical 
locations. They provide a unified view of the file namespace, 
allowing clients to access files without regard to where in the 
system those files reside. In addition, the system administra 
tor can move files from one server to another in a transparent 
fashion and replicate files across multiple servers for 
increased availability in case of partial system failure. 
0030) Distributed file systems exhibit excellent scalability 
in terms of storage capacity. It is easy to add new servers to an 
existing system without bringing it off-line. In addition, dis 
tributed file systems make it possible to connect storage resid 
ing in different geographical locations into a single cohesive 
system. 
0031. The main problem with available distributed file 
systems is that they do not scale in performance nearly as well 
as they scale in storage capacity. No matter how large the 
number of servers in the system, each individual file resides 
on exactly one server. Thus, the performance the distributed 
file system can deliver to a single client (workstation or appli 
cation server) is limited by the performance of the utilized 
individual file servers, which, considering the large number 
of servers involved, is not likely to be a very high performance 
machine. 
0032. Another problem that has great impact in commer 
cial environments is the fact that most distributed file systems 
require specialized client-side software that has to be 
installed and configured properly on each and every client 
that is to access the file system. This tends to create massive 
versioning and Support problems. 
0033 Moreover, distributed file systems are very prone to 
“hotspotting. Hotspotting occurs when the demand for an 
individual file or a small set of files residing on a single server 
increases dramatically over short period of time, resulting in 
severe degradation of performance experienced by a large 
number of users. 
0034. Yet another problem with distributed file systems is 
in their low manageability. Although most aspects of the 
distributed file systems can be managed while the system is 
on-line, the heterogeneous and distributed nature of these 
systems effectively precludes any serious automation of the 
management tasks. As a result, managing distributed file sys 
tems requires large amount of highly qualified labor. 

Summary 
0035 Although many approaches to scaling network file 
systems have been taken over the last 15 years, none has 
Succeeded in delivering on the high performance, high Scal 
ability and simple management promise of storage network 
ing. Analysis of the systems described above shows that all of 
their limitations can be traced to a small set of fundamental 
flaws, namely, all available systems suffer from at least one of 
the following problems: 
1. One file, one server. The inability to utilize multiple file 
servers in handling requests for a single file limits severely the 
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throughput available to any single client and does not allow 
the system to balance the load across all available processing 
SOUCS. 

2. Centralized arbitration and metadata management. The 
need to arbitrate access to storage and the shared data struc 
tures used to manage it creates a bottleneck that severely 
limits the scalability of the system. 
3. Proprietary client-side software. The need to buy, install, 
configure and Support a non-trivial piece of Software across 
all client machines running multiple different operating sys 
tems creates serious barrier for adoption. 

Layer 7 Switching 

0036. In IP networks, scalability problems are typically 
Solved through Switching. In recent years, intelligent layer 7 
switches have been used extremely successfully to solve scal 
ability issues in another network service, namely, web sites. 
In particular. Alteon WebSystems pioneered the concept of 
web switches, as described in “Scaling Next Generation Web 
Infrastructure with Content-Intelligent Switching: White 
Paper”, April 2000, Alteon WebSystems, Inc. Web switches 
are used to Scale high traffic web sites by aggregating hun 
dreds of commodity HTTP servers into a single, high-perfor 
mance virtual web server. 
0037 Web switches operate by tracking and switching 
TCP connections and whole HTTP protocol transactions on 
these connections, distinguishing them from Ethernet and IP 
switches, which operate on network layers 2 and 3 and switch 
individual network packets. By identifying and switching 
HTTP transactions, web switches distribute the load among 
multiple HTTP servers while ensuring the continuity of the 
individual client's session and the state associated with it, 
Such as shopping carts, access to e-mail accounts through 
HTTP interface, etc. 
0038. The use of web switches results in network systems 
that have proven to be extremely scalable. By way of 
example, www.hotmail.com serves over 60 million active 
users with a system built from hundreds of commodity PC 
based web servers combined together in an IP network. 
0039. Unfortunately, because of several fundamental limi 
tations in the available technology, web Switches cannot be 
used to scale network file systems. First, web switches direct 
each individual protocol transaction to a single server, which 
precludes the use of multiple servers in parallel to deliver high 
aggregate performance and/or availability to an individual 
client. Second, HTTP transactions can be directed to any 
available server while file protocol transactions have to be 
routed to a specific server on which the file resides. Third, 
unlike HTTP transactions, file protocols generally use mul 
tiple levels of nested transactions (e.g., connection, login, 
mount, file open, lock) that have to be tracked and switched in 
a coordinated fashion. Finally, unlike HTTP which is atomic 
with respect to the objects it manipulates, the semantics of file 
protocols require ability to access and modify various aspects 
of directories, file objects and data independently and con 
currently by multiple users. 

Conclusions 

0040. With the mass adoption of gigabit network infra 
structure, Storage networking is rapidly becoming key to 
delivering and managing content on the network. To achieve 
this, storage networks have to facilitate sharing of data among 
hundreds of thousands of users, be able to Scale in storage 
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capacity, performance and access bandwidth extremely well, 
provide very high degree of availability, and be easy to man 
age. Increasingly, new applications, such as e-mail, streaming 
Video content, document repositories, and other soft-struc 
tured data, require these characteristics to be achieved by a 
network service that provides access to files. 
0041. The existing approaches to scaling network file sys 
tems are successful in solving one or another aspect of these 
requirements. However, there is no currently available system 
that can deliver all characteristics needed for storage net 
working to achieve its promise. 

SUMMARY OF THE INVENTION 

0042. In a network, it is therefore advantageous to 
decouple the client from the server, by placing a network 
node, also termed file switch, file switch computer or file 
aggregator, in between the client and the server. Usage of such 
a file switch allows various aspects of the present invention to 
be advantageously implemented. 
0043. One aspect of the present invention is a network 
node that switches network protocol traffic by receiving the 
first network frame of a multiframe file protocol request, 
examining the file protocol header of that request, determin 
ing how or where the remaining frames of the request are to be 
forwarded and then forwarding each of those frames as it is 
received based on this determination. 
0044 Another aspect of the present invention is a network 
node that switches network file protocol transactions initiated 
by a network client by receiving the protocol requests, exam 
ining the file protocol headers and forwarding those requests 
to multiple independent file servers based on the information 
found in those headers. 
0045 Another aspect of the present invention is a network 
node that aggregates network file protocol transactions initi 
ated by a network client by receiving the protocol requests, 
examining the file protocol headers and initiating multiple file 
protocol transactions with different independent file servers, 
aggregating the responses from those servers, and completing 
the client transaction using the aggregated result. 
0046. Another aspect of the present invention is a network 
node that Switches network file protocol transactions by act 
ing as a server within said network file protocol while inter 
acting with clients, Switching the requests received from 
those clients among multiple file servers based on informa 
tion contained in the respective file protocol headers, and 
acting as a client within said network file protocol while 
interacting with said servers. 
0047 Another aspect of the present invention is a network 
node that aggregates multiple files that reside on different and 
independent file servers and presents them as a single file to 
network clients by receiving network file protocol requests 
from said clients and Switching or aggregating among said file 
servers, as the case may be, the transactions that these 
requests initiate. 
0048. Another aspect of the present invention is a network 
node that aggregates multiple files that reside on different and 
independent file servers and presents them as a single file to 
network clients by receiving and initiating network file pro 
tocol requests. 
0049. Another aspect of the present invention is a network 
node that aggregates directories residing on different inde 
pendent file servers and presents them as a single directory to 
network clients by Switching directory enumeration transac 
tions of a network file protocol initiated by said clients, 
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among said servers, to achieve concatenation of their direc 
tory contents; and selecting on which of said servers an indi 
vidual file that belongs to the aggregated directory must 
reside using only data available within said network node at 
the time said selection is being made. 
0050. Another aspect of the present invention is a network 
node that aggregates the namespaces of multiple independent 
file servers and presents them as a single, unambiguous 
namespace to network clients by Switching file protocol 
transactions initiated by said clients among said servers using 
only file system paths contained in said transactions and 
information available within said network node at the time the 
Switching decision is being made. 
0051. Another aspect of the present invention is a network 
node that achieves atomic behavior of aggregated network file 
protocol transactions with respect to other network file pro 
tocol transactions that target the same file system entity by 
aggregating in a deterministic way the results of the aggre 
gated transactions so that only one of the multiple concurrent 
transactions attempted on the same entity may succeed. 
0052 Another aspect of the present invention is a network 
node that aggregates the performance and storage capacity of 
multiple independent file servers by Switching and aggregat 
ing network file protocol transactions that are initiated by a 
network client, targeting the same file. 
0053 Another aspect of the present invention is a network 
node that increases the availability of a network file service by 
aggregating file write transactions initiated by a network cli 
ent so that the file data carried by said transactions is repli 
cated on a set of independent file servers; and, Switching file 
read transactions initiated by said client to an available file 
server from said set. 
0054 Another aspect of the present invention is a network 
node that aggregates multiple independent file systems and 
presents them to a network client as a single network file 
system, in which the content of a file presented to the client as 
a single file is distributed among multiple independent file 
SWCS. 

0055 Another aspect of the present invention is a network 
node that aggregates multiple independent file systems and 
presents them to the network clients as a single network file 
system by distributing individual files among said file sys 
tems based only on information available within said node at 
the time the distribution decision is made. 
0056. Another aspect of the present invention is a network 
node that aggregates multiple files residing on different inde 
pendent file servers and presents them to a network client as 
a single file where the specific aggregation parameters are 
determined from rules and policies selected from a predefined 
set of rules and policies at the time the creation of the file is 
requested. 
0057 Another aspect of the present invention is a method 
for aggregating network file protocol transactions in a net 
work system, the method comprising the steps of receiving a 
first frame of a first message belonging to a first transaction, 
the first frame containing a first file protocol header and a first 
data, the first transaction initiated by a first client computer; 
based on information in the first file protocol header, selecting 
a first set of file servers to participate in handling the first 
transaction; sending a second frame to a first server from the 
first set of file servers, the second frame containing a second 
file protocol header and a portion of the first data, the second 
file protocol header being derived from the first file protocol 
header. 
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0.058 Still another aspect of the present invention is a 
method for aggregating network file protocol transactions in 
a network system, the method comprising the steps of receiv 
ing a first frame of a first message belonging to a first trans 
action, the first frame containing a first file protocol header 
and a first data, the first transaction initiated by a first client 
computer; based on information in the first file protocol 
header, selecting a first set of file servers to participate in 
handling the first transaction; sending a second frame to a first 
server from the first set of file servers, the second frame 
containing a second file protocol header and a portion of the 
first data, the second file protocol header being derived from 
the first file protocol header; receiving a third frame of the first 
message, the third frame containing a second data; sending a 
fourth frame to a second server from the first set of file 
servers, the fourth frame containing a third file protocol 
header and a portion of the second data. 
0059 Still another aspect of the invention is a method for 
aggregating network file protocol transactions in a network 
system, the method comprising the steps of receiving a first 
frame belonging to a first transaction, the first frame contain 
ing a first file protocol header, the first transaction initiated by 
a first client computer, based on information in the first file 
protocol header, selecting a first set of file servers to partici 
pate in handling the first transaction, sending a second frame 
to a first server from the first set of file servers, the second 
frame containing a modified first file protocol header, sending 
a third frame to a second server from the first set of file 
servers, the second frame containing a modified first file 
protocol header, 
0060 Yet another aspect of the present invention is a 
method for aggregating file systems by Switching and aggre 
gating network file protocol transactions. 
0061 Another aspect of the present invention is a method 
for aggregating file systems, the method comprising the steps 
of aggregating the namespace of multiple file systems and 
presenting them as a single namespace; aggregating directo 
ries of multiple file systems by presenting them as a single 
directory; aggregating file objects of multiple file systems by 
presenting them as a single file object; aggregating the file 
data of files in multiple file systems by presenting it as data of 
a single file. 
0062 Still another aspect of the invention is a method for 
storing files in a network storage system, the method com 
prising the steps of aggregating the namespace of multiple file 
Systems and presenting them as a single namespace; aggre 
gating directories of multiple file systems by presenting them 
as a single directory; aggregating file objects of multiple file 
systems by presenting them as a single file object; and aggre 
gating the file data of files in multiple file systems by present 
ing it as data of a single file. 
0063 Another aspect of the invention is a method for 
Scaling Switches that Switch client-server protocols, the 
method comprising the steps of implementing the Switch So 
that it appears as a client to servers; implementing the Switch 
so that it appears as a server to clients; and using the ability of 
servers to arbitrate between multiple clients in order to arbi 
trate between the Switches. 

0064. Yet another aspect of the invention is a method for 
Scaling a storage network functioning under a client-server 
network protocol, the network comprising clients and serv 
ers, the network protocol providing an ability of the servers to 
arbitrate requests from multiple concurrent clients, the serv 
ers implementing the server side of the network protocol, the 
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clients implementing the clients side of the network protocol, 
the method comprising the steps of inserting a plurality of 
switches between the clients and the servers, each of the 
switches providing the server side of the network protocol 
when communicating with clients, and each of the Switches 
providing the client side of the network protocol when inter 
acting with servers; using the ability of servers to arbitrate 
between multiple concurrent clients in order to arbitrate 
between the switches. 
0065. Yet another aspect of the invention is, in a computer 
network that includes a plurality of client computers and a 
plurality of server computers, an apparatus for Switching and 
aggregating files, the apparatus being interconnected among 
at least one of the plurality of client computers and at least one 
of the plurality of server computers, wherein the file switch 
computer: receives a message that includes data and a file 
protocol header in a first message frame; determines, in a 
manner based upon the file protocol header and independent 
of the message data, to which at least one network node the 
message is to be forwarded; derives a modified file protocol 
header in a manner based upon the determination; and for 
wards the modified file protocol header and the message data. 
In the alternative, when a plurality of concurrent messages are 
received by the file switch computer, only one of the concur 
rent messages can result in a Successful request. 
0066. Another aspect of the invention is, in a computer 
network including a plurality of client computers and a plu 
rality of server computers, an apparatus providing file Switch 
ing and file aggregating functionality among at least one 
client computer and at least one server computer, the appara 
tus appearing as a client computer to the at least one server 
computer and as a server computer to the at least one client 
computer. 
0067. Another aspect of the invention is a switched file 
system for handling networked file data, the system compris 
ing: a plurality of client computers; a plurality of server 
computers; at least one file switch, the file switch being 
capable of Switching file messages from a client computer to 
a plurality of server computers. 
0068. Still another aspect of the invention is a switched file 
system for handling networked file data, the system compris 
ing: a plurality of client computers; a plurality of server 
computers; at least one file switch, the file switch being 
capable of aggregating file messages from a plurality of serv 
ers to a client computer. 
0069. Another aspect of the invention is, in a computer 
network including a plurality of servers, a file Switch, and a 
plurality of clients, a file directory created and maintained 
among the plurality of servers according to a process com 
prising: a first file Switch receiving a file protocol message 
from a client, the message including a file header in a first 
packet of the message; the first file Switch analyzing the file 
header; and the first file Switch determining, according to a 
plurality of message handling rules, how to divide the mes 
sage among the plurality of servers. In the alternative, the 
network can further include a plurality of switches, the mes 
sage handling rules can be shared by a second file Switch, or 
the plurality of message handling rules can be updated in the 
first and second file Switch through file messages received 
from at least one file server. 
0070 Yet another aspect of the invention is an apparatus 
providing network use data, the apparatus comprising, in a 
computer network including a plurality of client computers 
and a plurality of server computers, an apparatus for aggre 
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gating files among the client computers and the server com 
puters, the apparatus collecting the use data while Switching 
file messages among client and server computers. In the alter 
native, a plurality of rules for aggregating files can be derived 
from the use data, or the apparatus can include a plurality of 
rules for aggregating files, and at least one change to the 
plurality of rules can be derived from the use data. In still 
another alternative, the at least one change can be reflected in 
a second aggregating apparatus in the network. 
0071 Another aspect of the invention provides, in a net 
work including a plurality of file aggregators, each aggregator 
aggregating files according to a plurality of rules, a method 
for changing the rules within the plurality of file aggregators, 
the method comprising: changing the rules in a first aggrega 
tor; the first aggregator forwarding the rule changes to the 
remaining plurality of file aggregators; updating the rules in 
the remaining plurality of file aggregators. 
0072 Still another aspect of the inventionis, in a computer 
network comprising a plurality of network participants, the 
participants comprising servers and clients, wherein file 
transactions flow among the network participants, an appara 
tus providing Switching and aggregating of a single transac 
tion among multiple network participants. 
0073 Yet another aspect of the invention is, in a computer 
network comprising a plurality of network nodes, the nodes 
exchanging transactions having headers, a network node that 
Switches file protocol transactions among other network 
nodes in a manner based upon information contained within 
transaction headers. 
0074 Still another aspect of the invention is an apparatus 
for aggregating multiple servers in a network, the apparatus 
comprising means for aggregating network protocol transac 
tions. 
0075 Yet another aspect of the invention is an apparatus 
for connecting a network client to a plurality of network 
servers, the apparatus comprising means for Switching net 
work file. 
0076. In addition, the following advantageous combina 
tions of features and layouts of the inventive system are pro 
vided herein: an architecture including multiple file switches 
all identified under a single server name within a network; a 
method and system providing load balancing through a com 
bination of a name resolution mechanism and a group con 
troller mechanism; a method and system providing network 
function failover through a combination of a name resolution 
mechanism and a group controller mechanism; a network file 
system comprising a file Switch and a plurality of file servers; 
a system, comprising a plurality of file Switches and a plural 
ity of file servers, in which the file switches synchronize 
access to the file servers using only synchronization mecha 
nisms and protocol provided by the file servers; a switched 
file system in which a Switch provides a caching function for 
either clients or servers; a switched file system in a network in 
which only commercially available software is required for 
member clients and servers to function; a switched file system 
administered as a single file server, a Switched file system in 
which capacity and bandwidth can be scaled independently; a 
method and system providing opportunistic locking function 
ality and keeping a file open while maintaining a local copy of 
the file as cache in a gateway topology. 
0077 Still other advantageous applications of the inven 
tion include: usage tracking functionality, Such as billing and 
Quality of Service (QoS); adaptive storage management; 
secure remote storage, enabling encryption and secure public 
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storage applications; advanced storage capabilities such as 
triple mirror and online Snapshots, journaling backup, requir 
ing no backup window and reliable, step-by-step failure 
recovery, inexpensive global storage. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0078. The aforementioned features and advantages of the 
invention as well as additional features and advantages 
thereof will be more clearly understood hereinafter as a result 
of a detailed description of a preferred embodiment of the 
invention when taken in conjunction with the following draw 
ings in which, 
007.9 FIG. 1 illustrates a file switch in a computer net 
work; 
0080 FIG. 2 illustrates a transaction in a network file 
protocol; 
0081 FIG.3 illustrates message switching in a file switch; 
0082 FIG. 4 illustrates transaction switching by a file 
switch; 
0083 FIG. 5 illustrates transaction aggregation by a file 
switch; 
0084 FIG. 6 illustrates namespace aggregation by a file 
switch; 
0085 FIG. 7 illustrates directory aggregation by a file 
switch; 
I0086 FIG. 8 illustrates file object aggregation by a file 
switch; 
0087 FIG. 9 illustrates a method for handling concurrency 
in file aggregation; 
0088 FIG. 10 illustrates data aggregation through mirror 
ing: 
0089 FIG. 11 illustrates data aggregation through strip 
ing: 
0090 FIG. 12 illustrates data aggregation through spill 
over; 
0091 FIG. 13 illustrates data aggregation rules: 
0092 FIG. 14 illustrates aggregation of file switches: 
0093 FIG. 15 illustrates a switched file system: 
0094 FIG.16 illustrates the client’s view of a switched file 
system; 
0095 FIG. 17 illustrates a prior art storage network 
including a distributed file system and a clustered file system; 
0096 FIG. 18 illustrates global storage using file 
Switches; 
0097 FIG. 19 illustrates concurrent access in an aggre 
gated file system; 
0098 FIG. 20 is a block diagram illustrating the preferred 

file switch architecture; 
0099 FIG. 21 illustrates general-purpose computer hard 
ware architecture for a file switch; 
0100 FIG.22 illustrates general-purpose switch hardware 
architecture for a file switch. 

DETAILED DESCRIPTION 

0101 The following description is provided to enable any 
person skilled in the art to which the invention pertains make 
and use the invention and sets forth the best modes presently 
contemplated by the inventor for carrying out the invention. 
Various modifications, however, will remain readily apparent 
to those skilled in the art, since the basic principles of the 
present invention have been defined herein specifically to 
provide a file switch, a switched file system and their mecha 
nisms of operation. Any and all such modifications, equiva 
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lents and alternatives are intended to fall within the spirit and 
Scope of the presently claimed invention. 

Introduction 

0102. In the background section, we identified three major 
problems with available systems that limit severely their scal 
ability and manageability. The genesis of all three of these 
problems can be traced to the fact that, without exception, 
available systems are based on the client-server architecture. 
Despite varying topologies, in all of these systems clients 
interact directly with servers during actual file access. As a 
result, any specialized functionality required by available 
systems must be implemented either on the client side or on 
the server side. In most systems, this results in proprietary 
software being required on both client and server sides of the 
system, causing numerous maintenance and adoption prob 
lems. 
0103 Moreover, because the available system includes 
many clients and many servers, the system requires special 
functionality to arbitrate the interactions between them, spe 
cifically in handling metadata, directories and locking. Such 
functionality ends up residing on a separate server or requir 
ing tight coupling between a group of servers, as is the case 
with clustering; in both cases, arbitration becomes a major 
bottleneck and limits the scalability of the system. 
0104. The present invention eliminates all of the above 
problems by implementing a three-tiered architecture instead 
of the traditional client-server model. In this architecture, 
which we call a switched file system, an intermediate node, 
called a file switch, is introduced into the system between the 
network file clients and the network file servers. 
0105. The introduction of a file switch into the system 
allows us to decouple clients and servers, thereby eliminating 
the one-to-one connections between them. As a result, clients 
are no longer aware which particular server handles a given 
file or even whether the file is handled by a single server or is 
distributed among multiple servers. This has major impact on 
the architecture and capabilities of the system. 
0106 First, it makes it possible to aggregate the storage 
capacity of multiple servers in a manner transparent to clients. 
Second, it makes it possible to aggregate the performance of 
those servers by both distributing files among them and by 
striping individual files onto a plurality of servers that can 
perform in parallel. Third, it makes it possible to mirror 
individual files synchronously on multiple servers thereby 
increasing the availability of the data, again transparently to 
the clients. Fourth, by effectively aggregating the file servers 
in the system into a single virtual network file system, the file 
Switch greatly simplifies the management of the whole sys 
tem to the point where it can be managed almost as easily as 
a single file server can. 
0107 Moreover, since in a switched file system, the clients 
are effectively isolated from the particular process in which 
files, directories and data are distributed among file servers, it 
is possible to change that process at any time while the 
Switched file system is operating. This is extremely impor 
tant, since it constitutes a foundation for building adaptive, 
self-tuning network file systems that are capable of tracking 
the usage patterns and adjusting the distribution of data to 
optimize storage, performance and access. 
0.108 Finally, the file switch can operate using standard 
network file and other protocols that are already Supported on 
both clients and servers. This fact has profound practical 
advantages in commercial systems, making it possible to use 
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a wide range of already available file servers, NAS appliances 
and clients to build a new generation of highly scalable, 
available and easy-to-manage file systems. 
File Switch 

0109. A file switch is a computing device with at least one 
network interface, at least one CPU and memory. The hard 
ware architecture of the file switch is preferably optimized for 
handling high volumes of network traffic with minimal laten 
cies. The switch is preferably equipped with multiple high 
speed network interfaces, such as gigabit or higher Ethernet 
interfaces. 
0110 Since most popular network file protocols are based 
on the IP standard, the file switch preferably supports TCP 
and UDP IP network protocols, as well as other protocols of 
the IP stack (e.g., ARP), as appropriate. The file switch pref 
erably Supports multiple industry standard network file pro 
tocols, such as NFS and CIFS. 
0111 FIG. 1 illustrates an inventive network configuration 
including a file Switch. In this configuration, the file Switch 
100 is implemented with two different network interfaces: 
one for connecting to the client network 111 through connec 
tion 109, and the other for connecting to a file server network 
through connections 110, 114 and other similar connections 
as shown. For simplicity, the file switch is illustrated con 
nected directly to each of the file servers 101 through 107, in 
practice, one or more commonly available layer 2 Switches 
are preferably used to implement these connections.1 
0112 Clients, such as PCs or workstations 112, and appli 
cation servers 113 request file services by communicating to 
the file switch 100 using the NFS or CIFS protocols. Switch 
100 preferably implements the server side of the appropriate 
network file protocol on the connection 109. The switch fur 
ther interacts with the file servers 101 through 107 by imple 
menting the client side of preferably the same network file 
protocol. The presence offile switch 100 is thereby preferably 
transparent to both the clients and the servers. 
0113. Additionally, the file switch may implement other 
IP protocols, such as DHCP. DNS or WINS, either as a client 
or as a server for purposes such as discovering and configur 
ing file servers 1001 through 107, self-configuration of the 
switch, and others such as will be described herein. 
0114. The fact that the file switch implements industry 
standard protocols both on the client side 109 and on the 
serverside 10 and 114, allows it to function in an environment 
where the file servers 101 through 107 are standard, commer 
cially available file servers or NAS appliances, and clients 
112 and 113 are standard commercially available computers. 
In this manner, the benefits of the file switch can be utilized 
without requiring any proprietary Software to be installed and 
maintained on any other network node. 
0115 The primary functionality of the file switch can be 
divided into three broad categories: transaction handling (inc. 
transaction Switching and transaction aggregation), file sys 
tem aggregation (inc. aggregating file System objects and file 
data), and Switch aggregation which includes various mecha 
nisms for combining multiple file Switches together (incl., 
load balancing, configuration sharing, failover and manage 
ment aggregation). 
0116. The functionality of the file switch may be imple 
mented in Software, in hardware or any combination of Soft 
ware and hardware, as appropriate. 
Transaction Handling 
0117 The typical operation of the file switch involves 
receiving file protocol requests, such as login, tree connect/ 
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mount, file open, file read/write, etc., from clients 112 and 
113 and forwarding, or Switching these requests to one or 
more of the file servers 101 through 107. 
0118 Network file protocols are typically based on trans 
actions. FIG. 2 illustrates a typical file write transaction in a 
network file protocol. The transaction 208 consists of two 
messages: a write request 205 and a write response 206. The 
write request 205 consists of multiple network frames 201 
through 204 and includes a header 200 located in the begin 
ning of the first network frame 201, which header specifies 
the various parameters of the request, Such as file handle, 
offset, etc.; and the user data, often called payload, which is to 
be written to the file. In our example, the payload spans the 
multiple frames 201 through 204. 
0119 The transaction 208 typically proceeds as follows: a 
client is connected to a server through a protocol such as TCP 
and uses that connection to issue the request 205 by sending 
the protocol header 200 and the payload. The TCP protocol 
stack divides the request into multiple network frames 201 
through 204, prefixes each of them with address information 
and transmits them in sequence to the server. 
0.120. The TCP protocol stack on the server receives 
frames 201 through 204 as they arrive. The server waits until 
it has received the whole message 205 and then interprets the 
contents of the header 200, and executes the required opera 
tion, in this case a file write, by writing the data payload to the 
proper file. Upon completion, the server forms a response 
header 207 indicating the results of the requested operation 
and submits it to its local TCP protocol stack for transmission 
to the client. In response, the TCP protocol stack forms a 
network frame 206 containing the header 207 and sends it to 
the client. The client receives the header 207 and checks the 
result of the transaction. The transaction is now completed. 

Message Switching 

0121 Unlike an available file server, the inventive file 
Switch is an intermediate node with respect to most file pro 
tocol transactions. This means that the Switch does not handle 
those transactions internally but, instead, examines the 
requests such as 205, optionally modifies request headers 
such as 200, and forwards the message to a file server. 
Because of this, the file switch preferably does not wait to 
receive all frames of a message such as 205 before forwarding 
it to the server. This allows the file switch to avoid introducing 
unacceptable latency on multi-frame file protocol transac 
tions, such as 208. 
0.122 FIG. 3 illustrates a way in which the file switch 
handles multi-frame transaction messages such as the write 
request 205. Upon receipt of the first frame 201, which con 
tains the request header 200, the switch 100 recognizes that 
this frame signifies the beginning of a new message, examines 
the header 200 and decides to which of the file servers to 
forward the whole message. The file switch then replaces the 
header 200 with the new header 300 containing modified 
request information as expected by the target file server and 
forwards the frame 201 with header 300 to the chosen file 
SeVe. 

I0123. The remaining frames 202 through 204 from the 
message 205 continue to arrive at the switch one by one. As 
each frame such as 203 arrives, the switch recognizes the fact 
that this frame belongs to the message 205 and uses the 
decision made while processing frame 201 to forward it. The 
process of forwarding may require modifying lower-level 
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protocol headers traveling with the frame with the appropriate 
address and other information. 
0124 Since most of the work of the switch is related to the 
making of the forwarding decision and happens only once per 
message, when the first frame 201 is received, the remaining 
frames of the message can be easily handled at wire speed and 
at the same time as the file server is receiving previous frames, 
thereby avoiding large latencies. 

Transaction Switching 
0125 FIG. 4 illustrates the preferred way in which the file 
Switch Switches a complete file protocol transaction within 
the environment illustrated in FIG.1. A client (not shown) is 
connected to the file switch 100, preferably through TCP, and 
in fact views the file switch 100 as a file server. The client 
initiates a write transaction by issuing a request message 205 
addressed to the file switch. Upon receipt of the first frame 
201 of this message, the file switch has all information iden 
tifying the request, the file handle to which it pertains, and all 
other parameters of the request except for the payload. 
0126 The switch is now in a position to decide which file 
server has the appropriate file and therefore should be han 
dling the client's request. In our example, the Switch deter 
mines that the file server on the right side of connection 114 
(not shown) is the correct file server. The switch has previ 
ously established a connection to that file server, and in fact 
the server believes that the Switch is a bona-fide client. The 
switch now determines how to modify the parameters of the 
request so that the file server can successfully execute the 
request. The Switch then updates its state in a manner Suffi 
cient to handle the rest of the transaction as described herein, 
and forwards frame 201 with a modified header 300 to the file 
server through connection 114 and proceeds to switch the rest 
of the request message as described above. 
0127. Upon receipt of the complete request 205, the file 
server executes the action that the client connected through 
connection 109 originally requested from the file switch, 
forms a transaction response 206 containing response header 
400, and sends the response back to the file switch 100 which 
the file server believes to be the originator of the request 205. 
0128. The file switch receives the transaction response 206 
and recognizes that it belongs to the same transaction as the 
previously switched request 205. The switch then examines 
the transaction reply header 400 and determines how to 
modify that header so that the client on connection 109 would 
accept the modified result as a valid response to the original 
request 205. 
0129. Finally, the switch transmits the modified response 
206 with the modified header 207 to the original client. The 
client receives the response and believes that the switch 100 
has served the request 205 for it by executing the requested 
file system operation. 
0130. The mechanism described herein allows the file 
Switch to delegate file protocol transactions to one or more of 
the file servers connected to it in a manner transparent to the 
clients. A limitation of this inventive mechanism is that, 
although it allows the switch to direct different transactions 
coming from the same client to different file servers, each 
individual transaction can only be delegated to a single file 
SeVe. 

Transaction Aggregation 
0131 FIG. 5 illustrates the preferred process by which a 

file Switch can delegate a single transaction received from a 
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client to more than one file server and therefore aggregate the 
behavior of those servers in handling the transaction, pre 
sented to the original client as the result of the behavior of a 
single file server. 
I0132 Consider the case in which the switch 100 stripes the 
data of a file among file server 101, connected to the switch 
through connection 114, and file server 107, connected to the 
switch through connection 110, in order to deliver higher 
aggregate performance to clients by making these two file 
servers handle requests in parallel. 
0.133 As in the example in FIG. 4, a client is connected to 
switch 100 through connection 109, has established prefer 
ably a TCP connection to the switch, and believes the switch 
to be a file server. The client, therefore, initiates a file write 
transaction by issuing request message 205 to the Switch. As 
in the previous example, the switch receives the first frame 
201 of message 205 and is in a position to decide how to 
handle the transaction. 
I0134. Unlike the previous example, the switch handles the 
transaction by splitting it into two transactions targeted to two 
separate file servers (such as 101 and 107 in FIG. 23). Upon 
examining the request header 200, the switch updates its state 
in a manner Sufficient to accomplish the goal, replaces the 
header 200 with a modified header 500 and forwards the 
frame 201 to the file server 101. Upon receipt of frame 202, 
the switch forwards that frame to the same server 101, effec 
tively creating a new request 501 to that server which carries 
only a portion of the data payload of the original client request 
205. 

I0135 Upon receipt of the next frame 203, the switch form 
a new request header 504, inserts it into frame 203 and for 
wards that frame to the file server 107. Upon receipt of the last 
frame of the original request 204, the switchforwards it to the 
file server 107 as well, effectively creating a new request 505 
to that server, which request carries the remainder of the data 
payload of the original client request 205. 
0.136. The two file servers 101 and 107 have now received 
separate file write request, each for its appropriate file and 
each with the appropriate portion of the data to be written. The 
servers now execute the requested write operations in parallel 
and submit their respective responses 502 and 506 to the 
switch, which switch they believe to be the originator of the 
requests 501 and 505. It should be noted that this inventive 
process does not require in any way that servers 101 and 107 
interact with one another or even be aware of the other's 
existence. Upon receipt of responses 502 and 506 from file 
servers 101 and 107, respectively, file switch 100 knows the 
results of both write requests submitted by it and is, therefore, 
in a position to form a response 206 to the original client 
containing the aggregate result of the transaction. The Switch 
achieves this by forming a response header 207 using the data 
contained in headers 503 and 507 and sending header 207 to 
the original client in frame 206. The client receives the 
response 206 containing the result of its original request 205. 
The transaction is now complete. 
0.137 The mechanism described above enables two inno 
Vative results. First, the file Switch can aggregate a set of file 
system entities, such as files or directories that reside on 
different file servers and present this set to the clients as a 
single cohesive entity, thereby forming the foundation for 
aggregating complete file Systems. 
0.138. Second, this mechanism allows the switch to split or 
replicate individual read and write network file transactions 
among multiple file servers, which can execute the requested 
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operations in parallel. In this manner, the present invention 
sets the foundation for forming the equivalent of a parallel file 
system on a network including file Switches and file servers, 
with the ability to deliver aggregate performance to each 
client that is many times higher than the performance of the 
individual file servers available to it. 
0.139. Those skilled in the art to which the invention per 
tains will easily recognize that the operation of the mecha 
nism described herein may also require that it may be advan 
tageous to split a network frame to which a header is added, 
Such as 202, into multiple frames, each carrying a portion of 
the data. Such frame splits, joins and other reassembly may be 
required in other places for optimal operation of the file 
Switch and do not in any way change the logic of operation of 
the present invention. 
0140. It should be noted that derivation of the header may 
comprise any of the following: modifying the path or file 
name that is in the header; changing the identification infor 
mation, such as the connection ID or the file handle (TID and 
FID fields as defined in the CIFS protocol, respectively), so 
that the other side find the identification info it expects (the 
file switch will give one file handle to the client, while it will 
receive multiple different handles, one per member file); 
changing the length of the payload (e.g., when striping, a 
portion of the payload may go to one server, the rest to 
another, so the Switch will need to inform each of the servers 
that the switch will be reading/writing only the respective 
portion). 
0141 Moreover, where two frames are aggregated, deri 
vation of the header may further involve: adding up the num 
ber of bytes read/written by each of the servers that 
responded, and sending back to the client the Sum thereof 
(because the switch will send all the data received from the 
servers), aggregating the status (this technique may also be 
used in concurrency handling and non-data transactions, 
described elsewhere herein): determining the status the file 
Switch needs to send to the client in a manner based upon the 
status returned by each of the servers. 

Aggregating Network File Systems 

0142. One objective of the file switch is to aggregate file 
system services provided by conventional file servers and 
present them to network clients as a single, large, very high 
performance network file system, the availability of which is 
many times higher than the availability of each individual file 
SeVe. 

0143 To achieve this objective, the file switch preferably 
aggregates all operations of one or more network file proto 
cols in such a way that clients connected to the switch will not 
be able to distinguish its operation from the operation of a 
single network file server. This requires the Switch to aggre 
gate all entities exposed by a typical network file protocol, in 
particular, the file system namespace, directories, file objects 
and the data contained in files. 

Rule-Based Aggregation 

0144. The mechanisms that the file switch uses to achieve 
file system aggregation are preferably implemented Such that 
they can be driven from a set of rules and policies defined on 
the switch. 

0145 There are several reasons that make rule-based 
aggregation desirable. First, it allows a storage administrator 
to specify different ways of aggregation for different sets 
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and/or types of files, thereby easily tuning the characteristics 
of the system to the intended use and the specific access 
patterns for different data. Second, it allows the file switch to 
operate with more deterministic timing by eliminating the 
need to consult external devices during normal operation. 
0146 In addition, rule-based operation allows multiple 

file Switches to aggregate and be put in front of the same set of 
servers without the switches having to interact with each 
other except to synchronize the set of rules and policies when 
ever it changes. This loose coupling between Switches that 
aggregate the same set of file servers makes it possible to scale 
access bandwidth by orders of magnitude, simply by adding 
switches whenever needed. 
0147 Finally, since file switches are in an excellent posi 
tion to track usage patterns internally, they can adjust the 
aggregation rules automatically in accordance with policies 
specified by the system administrator and observed usage 
patterns. As a result, the file Switch can optimize in wide 
margins the distribution of files and data among the servers it 
aggregates to achieve Smooth and adaptive behavior of the 
network storage system as a whole. 

Namespace Aggregation 

0.148. The inventive file switch can be configured to aggre 
gate multiple file servers under a common file system 
namespace. 
014.9 FIG. 6 illustrates rule-based namespace aggregation 
by the inventive file Switch. The rules for namespace aggre 
gation are preferably defined as a table of path correspon 
dences. The first column specifies the names visible to the 
clients, the second column specifies the name of the server 
and, optionally a share or a mount point on that server, in 
which the files actually reside. File switch 100 is connected to 
three file servers 608, 609 and 610. Loaded within (or other 
wise accessible by) the file switch is rule table 604 that speci 
fies three rules 605, 606 and 607. The path names 601, 602 
and 603 of incoming file requests, such as file open, initiated 
by a network client are compared to the name-mapping rules 
in the first column (preferably the comparison is done longest 
matching prefix first, so that overlapping pathnames can be 
specified). If a match is found, the matching portion of the file 
base path is replaced with the name from the second column 
and the request is forwarded to the new path for processing. 
Once a file is open on the target server, all further transactions 
related to this file are switched to that server. 
0150. For example, rule 605 specifies that the \ENG sub 
tree of the common namespace is to be mapped to the server 
608. File 601 will match this rule and therefore will be 
switched to the server 608 where it will arrive with a modified 
path. However, rule 606 specifies that a subtree within the 
\ENG subtree, namely \ENG\SW, is to be mapped to a differ 
ent server, server 609. File 602 satisfies this rule and will 
therefore be switched to server 609, where it will arrive with 
a modified path. In addition, rule 607 specifies that the \ACCT 
subtree is to be mapped to server 610. This rule will drive the 
switching of file 603 even though this file resides in a subdi 
rectory of the \ACCT subtree (because of the prefix match). 
0151. In addition to base path, other namespace mapping 
rules are contemplated. For example, a rule may specify that 
all files with a given extension (and, optionally also under a 
given Subtree) are Switched to a specific server. For example, 
a rule (*.mpeg->\\Srv3\diró) will cause all MPEG files to be 
sent to the subdirectory diró on server 610, no matter where in 
the logical namespace these files reside. 
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0152. Note that the mapping is configured and performed 
on the file switch. The clients don't need to know, and in fact 
have no way of knowing, the mapping and do not need to be 
reconfigured if the mapping is changed. 
0153. By aggregating the namespace of multiple file serv 
ers into a common namespace, the file Switch achieves a 
function similar to what available distributed file systems do 
without requiring any proprietary client-side software. 

Directory Aggregation 

0154 Namespace aggregation as described in the previous 
section is an easy way to distribute files among different 
servers, and also to add a new server to an existing system. 
However, this technique alone may not be sufficient to aggre 
gate seamlessly the storage capacity of multiple file servers. 
For example, with namespace aggregation alone it may not be 
possible to tell how much free disk space is available on the 
aggregated file system. 
0155 Since different directories are mapped to different 
servers, a file that may not be possible to store under the \ENG 
subtree for lack of room may be successfully stored under the 
\ENGASW subtree, which resides on a different server. Thus, 
even when the system as a whole has plenty of available 
storage space, particular file operations in particular places in 
the namespace may not be able to execute successfully with 
out extensive human intervention. 
0156 Directory aggregation resolves the above issues by 
making it possible to distribute files that reside in the same 
aggregated directory among different servers. This ensures 
that the files from all directories of the combined namespace 
can share all of the available free disk space. 
0157 FIG. 7 illustrates directory aggregation by a file 
switch. The Switch 100 is connected to three file servers, 704, 
705 and 706 and is configured to aggregate directories on 
those servers. When a transaction to create a new file is 
initiated by a client, the switch decides on which of the servers 
to create the specific file, and then Switches the transaction 
and all other transactions related to this file to that server. 
Whenever a request to open an existing file is initiated by a 
client, the switch determines on which of the servers the file 
resides and Switches that transaction and all other transac 
tions related to this file to the appropriate server. In our 
example, the file 701 ends up on server 704; the file 702, 
which resides in the same directory ENG as file 701, ends up 
on server 705; and the file 703, which also resides in that same 
directory, ends up on server 706. 
0158. The directory aggregation mechanism described 
herein assumes that any directory on which it operates exists 
on all servers. One way to ensure this is to have the file switch 
create any intermediate directories whenever a first request to 
create a file in a given directory on that server is received; 
another way to ensure this same result is to have the switch 
replicate directories (but not files) among all servers. Yet 
another way to achieve the same result is to have the switch 
aggregate directory create transactions to all servers, ensuring 
that whenever a client requests that a directory be created it is 
created on all servers simultaneously. One skilled in the art 
can easily recognize other ways to achieve the same result. 
0159. Whenever a client initiates a transaction to enumer 
ate the files in an aggregated directory, the file Switch aggre 
gates that transaction, effectively causing the corresponding 
member directories on the different relevant file servers to be 
enumerated in parallel. The Switch then concatenates the 
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results of the enumeration, eliminates duplicate names (such 
as Subdirectories that exist in multiple places) and Submits the 
results back to the client. 
0160 An important part of the mechanism described 
herein is the specific way in which the switch chooses the 
target file server for each file that resides in the aggregated 
directory. One inventive technique that can achieve this result 
is as follows: when a new file is to be created, the file switch 
selects the target file server either randomly or based on the 
amount of disk space available on that server and Switches the 
file create transaction to that server. When a transaction to 
open an existing file is initiated, the file Switch aggregates the 
transaction by Submitting open requests for this file to all 
servers in parallel, and selecting the server which Succeeds in 
opening the file. 
0.161 Another way to achieve the same result is to select 
the file server based on a computational algorithm, Such as 
hashing, that uses information available within the file open 
and file create requests. For example, a hashing algorithm can 
be used to select a server from a finite set based on the name 
of the file, which name will always be unique. This method 
has an advantage of operating the same way when creating 
new files and when opening existing files, and not creating 
unnecessary load on the servers when Submitting file open 
requests. 
0162 Yet another possible mechanism is described below. 
0163 Directory aggregation may be performed for part of 
the file system, as defined by namespace aggregation. For 
example, the following rule: 

specifies that files under the marketing\art directory will be 
stored on \\Srv1 first. When \\Srv1 fills up, new files will be 
stored on \\Srv2. When it fills up, new files will be stored on 
\\Srv3, and so on. When \\Srv3 fills up, the administrator can 
add more file servers. 
0164. A possible implementation of this mechanism is to 
maintain state data for each file server included in the rule. 
The possible states are: filled-up (F), active (A) and new (N). 
0.165. In this example, only one server is in the active state 
at any given time (\\Srv1 in the table above). New files are 
created on that server. When the active server fills up (pref 
erably within 10% of capacity), that server is moved to filled 
up state and another server is moved from new to active state. 
When the administrator adds a new, empty server, it is put in 
the new state. 

(0166 The file switch makes the state transitions automati 
cally. After some time, the above rule may look as follows: 

0167. When a file open request arrives, the file switch may 
first try to open the file on the currently active device (because 
recently created files are likely to be accessed more fre 
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quently). If the file is not there, it can Submit the open request 
to all servers (in parallel) to find an older file. The file will 
reside only on one of the devices; the switch will forward 
further operations with this file to that device. 
0168 Those skilled in the relevant art will recognize that 
numerous other mechanisms can be utilized to achieve unam 
biguous selection of a target file server in directory aggrega 
tion. 

File Aggregation 
0169. In order to be able to stripe and/or mirror the con 
tents of a file among multiple file servers, the file switch has 
to be able to aggregate multiple files residing on different 
servers and present them to the client as a single file. This 
section describes how the file Switch aggregates file objects, 
as opposed to how it aggregates the data residing inside the 
files. Data aggregation is covered elsewhere herein. 
(0170 FIG. 8 illustrates the inventive technique of file 
object aggregation by a file switch. File switch 100 receives a 
file open request 801 from a client connected through con 
nection 109. The Switch determines the subset of file servers 
on which instances of the aggregated file are to reside; in this 
example, servers 101, 102, 103 and 104, collectively identi 
fied as the file array 800. The switch then submits appropri 
ately modified file open requests 802, 803, 804 and 805 to 
servers of the file array 800, in parallel. The servers 101 
through 104 receive their respective file open requests 802 
through 805, execute them in parallel and respond according 
to protocol back to the switch, each believing that the Switch 
is its client for the individual file that resides on that server. 
The switch collects all responses from the file servers, 
updates its state with information regarding the member files 
that comprise the aggregated file, each residing on one of the 
servers 101 through 104 of the file array 800, aggregates the 
transaction result and Submits it back to the original client. 
0171 As a result, the client can now initiate various file 
transactions on the file (in this example, FILE1), as if it were 
a real file residing on a single file server. The Switch aggre 
gates different transactions differently. Its operation on the 
read and write transactions is described elsewhere herein. The 
operation of the file switch with respect to concurrency-re 
lated requests and issues is described in the following section. 
0172. In most commercial file systems, file objects are 
named entities that have a rich set of attributes, such as cre 
ation date, last modification date, size, disk usage, access 
controllists (ACL), Security descriptors, backup/archive indi 
cators, and even user-defined properties. To properly aggre 
gate the file object, the file switch has to apply different ways 
of aggregation to the different attributes. For this reason, the 
inventive technique for aggregation of the file object will be 
described generally without limiting the description to a spe 
cific file system and implementation of a network file proto 
col, from which description one of ordinary skill will be able 
to apply the description to a specific network file protocol. 
0173. In general, the preferred way of handling attribute 
related transactions in the file Switch is to apply any requested 
modifications of attributes to all files in the set of member files 
that comprises the aggregated file, and read the values of 
those attributes from as few of the member files as possible 
when requested. The actual way in which specific attributes 
are aggregated varies depending on the semantics of the par 
ticular attribute. 
0174 For example, the creation date of the aggregate may 
be the creation date of the first stored instance of this file; the 
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last modification date may be the latest date/time on which at 
least one of the instances of the file has been modified. The 
algorithm for determining the aggregate file size is preferably 
based on how the file is being striped and/or mirrored; for 
example, for a file that is striped but not mirrored, the file size 
can be defined as the sum of the sizes of all member files; for 
a file that is both striped and mirrored, the file size can be 
defined as the sum of only the member files from a single 
mirror image. As a further example, the disk usage for Such 
file can be defined as the sum of the disk usage attribute of all 
stripe and mirror member files. 
0.175 One skilled in the art can recognize that these and 
other file attributes can be aggregated in many different, 
unambiguous ways, all of which may work well in the inven 
tive file switch. 

Aggregation of Concurrency Mechanisms 

0176 Since file servers and network file protocols are 
designed to be accessed by multiple clients simultaneously, 
they typically provide excellent Support for concurrency han 
dling. For example, the CIFS network file protocol provides 
the ability to request an exclusive file open, meaning that if 
two clients request open at the same time, only one of the 
requests is going to Succeed. 
0177. In the case of a single file server, this support is often 
implemented inside the file server by using operating system 
synchronization objects. This works well for a single server in 
which access from multiple clients can be serialized within 
the same computer. However, as the background discussion 
explains, extending this approach to multiple servers in a 
clustered configuration creates a bottleneck. For this reason, 
the present invention preferably uses a different mechanism 
for handling concurrency. 

Concurrency Problem; an Example: 

0.178 FIG. 19 illustrates concurrent access in an inventive 
aggregated file system. The system 1908 consists of two file 
switches 100 and 1906, file servers 101 through 106, and a 
layer 2 switch 1907, which is used to connect the file servers 
and the file switches. 
0179. In this example, two clients send requests for an 
exclusive file open simultaneously. A first client, client A is 
connected to file switch 100 and sends its exclusive file open 
request 801 to it; a second client, client B is connected to the 
file switch 1906 and sends its exclusive file open request 1901 
to it. In this example, the requested file is aggregated from 
four files, each residing on one of the servers 101 through 104 
(the four servers forming the file array 800 for this file). 
0180 Both file switches process the request at the same 
time and try to process it by Switching the incoming requests 
801 and 1901 to each of the four servers of the file array 800. 
File switch 100 sends requests 802 through 805 to the file 
servers 101 through 104, respectively. File switch 1906 sends 
requests 1902 through 1905 to the file servers 101 through 
104, respectively. While the two switches may have issued the 
requests at the same time, the requests arrive at each of the file 
servers in some order. In this example, the file servers 101, 
103 and 104 receives the requests 802, 804 and 805, respec 
tively, before they receive the corresponding requests from 
the file switch 1906, namely the requests 1902, 1904 and 
1905. The file server 102 receives the request 1903 from the 
file switch 1906 before it receives the request 803 from the file 
switch 100. One skilled in the art will easily recognize that 
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other orders are apparent, as well as similar situations with 
more than two clients, more than two Switches and another 
number of file servers. 
0181 Based on the above-described order of arrival of 
requests, the file servers 101, 103 and 104 satisfy the open 
requests 802, 804 and 805 coming from file switch 100 and 
refuse the requests 1902, 1904 and 1905 from the file switch 
1906. The file server 102 satisfies the request 1903 from the 
file switch 1906 and refuses the request 803 from the file 
switch 100. As a result, from the standpoint of a file switch, 
both aggregated transactions will fail, since neither of them 
would succeed in opening all four of the member files, and 
will fail the respective client requests 801 and 1901. This 
scenario is clearly in violation of the semantics of the exclu 
sive open request, which semantics state that one client 
should succeed and all others should fail. 
0182 One skilled in the art will recognize that this situa 
tion is a classic deadlock problem, in which although the 
resource for which the clients compete (i.e., the aggregated 
file) is available and can be granted to one of the clients easily, 
none of the clients is able to acquire it (i.e., open the file). 

Algorithm for Handling Concurrent Access 
0183 The present invention achieves in such cases a 
proper semantic behavior of aggregated network file protocol 
transactions, such as 801, with respect to other network file 
protocol transactions, such as 1901, that target the same 
aggregated file. It does this by aggregating in a deterministic 
way the results of each of the transactions so that only one of 
the multiple concurrent transactions attempted on the same 
file or other file system entity may succeed. 
0184 FIG. 9 illustrates an algorithm for achieving this 

result. In the first step 901 of the algorithm, the file switch 
issues the requests of the aggregated transaction to all target 
servers and collects their responses. In step 902, the switch 
checks whether all responses indicate Success; if yes, the 
algorithm completes successfully (e.g., the file is open suc 
cessfully). 
0185. If at least one of the responses indicates failure, the 
algorithm proceeds to step 903 in which the file switch checks 
if all of the responses have failed; if yes, the algorithm com 
pletes with the file Switch failing the aggregated transaction 
(i.e., the file cannot be opened at this time). If at least one of 
the responses indicates success (i.e., the Switch was able to 
open the file Successfully on at least one of the target servers), 
the algorithm proceeds to step 904. In this step the switch 
checks whether the result of the transaction of the first server 
(in our example, server 101) indicates Success. If no, the 
switch proceeds to step 907, in which it revokes all member 
transactions that have succeeded (i.e., closes member files) 
and fails the aggregated transaction. 
0186. If step 904 takes the YES branch (i.e., the switch has 
successfully opened the member file on the first server 101), 
then the algorithm proceeds to step 905 and 906, in which the 
switch retries all failed member transactions, until they all 
Succeed, at which point it completes the aggregated transac 
tion Successfully. 
0187. When applied on all of the concurrent transactions, 
the algorithm illustrated in FIG.9 guarantees that one of these 
transactions will succeed and all others will fail, therefore 
achieving the proper atomic behavior. Note that each of the 
file switches can decide whether to retry or revoke the trans 
action based on the results that it received from that transac 
tion, without information about the specific results received 
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by transactions targeting the same file from other Switches. 
One skilled in the art will easily recognize that this algorithm 
extends to any number of switches and any number of clients. 
Additionally, a single file Switch can preferably use the same 
algorithm to arbitrate competing requests from two of its own 
clients, thus avoiding the need for other internal Synchroni 
Zation with respect to this type of operation. 
0188 The present invention thus defines one possible 
mechanism for Supporting concurrency in an aggregated file 
system by the following steps and mechanisms: 

0189 1. Switching the incoming transactions as 
described herein; 

0.190 2. Using the concurrency resolution mechanisms 
provided by the network file protocols implemented in 
each of the file servers 

0191 3. Providing an algorithm, such as illustrated in 
FIG.9, that is capable of producing a deterministic reac 
tion for all the competing transactions (i.e., only one of 
the competing transaction Succeeds) while each Switch 
takes action based on Such algorithm and the results of 
its own transaction, without requiring the results from 
the other competing transactions. 

0.192 One skilled in the art will easily recognize that this 
aspect of the invention is easily adaptable to any number of 
file Switches, including that a single file Switch can use the 
same in order to ensure the proper handling of competing 
requests from clients connected to that same Switch. In addi 
tion, one skilled in the art will easily recognize that algo 
rithms other than the algorithm illustrated in FIG. 9 can be 
used to achieve this result, while remaining in the spirit of the 
present invention. 

Implicit Locking 

(0193 Network file protocols typically provide file-level 
locking and byte-range locking in order to synchronize mul 
tiple clients that try to write to the same file and the same area 
within a file. When locking is used consistently by all clients, 
there is no need for additional synchronization in order to 
avoid inconsistent data being written to different mirrors of 
the same file; however, not all file client applications use the 
locking mechanism consistently. 
0194 Amechanism that further ensures consistency of the 

file data written to multiple file servers by multiple file clients 
simultaneously, and ensure that all mirror copies of the same 
file contain the same data is the following. When the file 
Switch receives a file write request, it checks if the requesting 
client has acquired either a fill file lock (exclusive writer oran 
exclusive oplock) or a byte-range lock for the requested 
region. If not, the file Switch issues a byte-range lock for the 
region of the file which the client requested to write to, then 
performs the write operation, then unlocks the region and 
completes the file write transaction to the client. 
0.195. When this mechanism is consistently used by the 

file Switch, and in the case of multiple file Switches accessing 
the same set of file servers by all file switches, it ensures 
consistency of the file data at a level comparable to that 
maintained by any single file server. 

Reservation Files 

0196. Yet another mechanism, frequently deployed in 
conjunction with network protocols that don’t support lock 
ing, is to create a “reservation file on a file server. With this 
mechanism, if two or more clients try to perform a desired 
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transaction on a given file A (such that should be executed by 
only one client at a time), each client will first try to create a 
“reservation file with a well known name and location (e.g., 
file LOCK in the same directory as file A). They attempt to 
Create the reservation file using a file create request with 
exclusive semantics, i.e., a request that will have Succeeded if 
it created the file and fail if the file already existed. 
0.197 So, if both clients try to execute the desired transac 

tion, each will first try to create the reservation file. One of the 
clients will succeed and will proceed with the desired trans 
action. The other client will fail to create the reservation file, 
because it already exists, and will not execute the desired 
transaction. Instead, it periodically tries to create the reserva 
tion file; as long as the reservation file exists, these attempts 
will fail. When the first client completes the desired transac 
tion, it will delete the reservation file. Then the next attempt of 
the other client to create the reservation file will succeed, and 
then proceed with the desired transaction. 
0198 The file switch can use the same mechanism of 
creating reservation files when it is necessary to execute an 
operation that cannot be easily backed out using only the 
algorithm illustrated in FIG. 9. Note that the lock file can be 
created in the same directory where the member files reside, 
and have a file name that is a derivative of the file targeted by 
the competing transactions. This way, there is no centralized 
“locking’ or synchronizing authority, as the synchronization 
is distributed among the multiple file servers. 
0199. One skilled in the art will easily recognize that the 
reservation files mechanism is a further development of the 
algorithm provided in FIG. 9, in keeping within the spirit of 
the invention, and that other modifications and extensions of 
that algorithm can be advantageously used with the file 
switch. 

Aggregation of Opportunistic Locks (“Oplocks”) 
0200 Another mechanism frequently deployed with net 
work protocols is opportunistic locks (oplocks; also known as 
callbacks). Since oplocks allow client-side caching (while 
preserving data integrity, consistency and timeliness), using 
oplocks typically increases the performance experienced by 
clients. 
0201 The file switch preferably aggregates oplocks for 
the member files and provides oplocking for the aggregated 
file it presents to the clients. To do this, the file switch requests 
an oplock for each of the member files; if all oplocks are 
granted (i.e., the file switch holds oplocks for all member 
files), the file switch grants the oplock to the client. If one of 
the member file servers breaks the oplock it granted to the file 
switch, the file switch breaks the oplock it granted to the 
client. (If the client had not requested an oplock, then the 
Switch can simply note in its state that it no longer holds an 
oplock for the specific file, so it will reject subsequent client's 
requests for such oplock.) The switch then preferably waits 
for the client to acknowledge that it has completed all actions 
required to break the oplock (such as writing back and dis 
carding any cached data for this file) and acknowledges the 
oplock break completion to the file server that first broke the 
oplock. The manner in which the file switch responds to the 
oplock break request from a server is preferably the same as 
the way the client responded to the Switch (e.g., oplock bro 
ken OK or file closed). 
0202) If, while the client is processing the oplock break 
request from the switch, another file server attempts to break 
the oplock it granted for the same file, the file switch retains in 
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memory that this happened. When the client completes the 
oplockbreak, the Switch responds to all servers that requested 
that the oplock they granted be broken. The file switch notes 
in its state that an oplock for this file is no longer granted; if 
other file servers try to break the oplock on the same file, the 
file Switch can immediately acknowledge the oplock break, 
since its client no longer holds the oplock (and, consequently 
should not have cached any data or range locks). 
0203 As will be clear to those skilled in the relevant art, 
the above-described mechanism can be used to handle the 
various types of oplocks defined by network file protocols, as 
well as to fully break or only downgrade oplocks (such as a 
downgrade request from exclusive to level II oplock in the 
CIFS protocol). 
0204 One skilled in the art will also recognize that this 
mechanism further enables the simultaneous operation of 
multiple file switches with the same set of file servers. 
Summary of Aggregation of Concurrency Mechanisms 
0205 One skilled in the art will recognize that other algo 
rithms may be employed to achieve the same results and 
ensure consistent and atomic behavior for aggregated trans 
actions. Similarly, one skilled in the art will easily recognize 
that the same approaches may be applied to other file trans 
action types, such as locking, creation, etc. 
0206. In effect, the present invention aggregates the exist 
ing synchronization mechanisms provided by network file 
protocols to implement synchronization between the clients 
of multiple independent file switches without requiring direct 
interaction and communication, and therefore, coupling, 
between the file switches themselves. In addition, each indi 
vidual file switch can further use these mechanisms in order to 
synchronize transactions requested by multiple clients that 
are connected to that Switch. 

Data Aggregation 
0207. The ability to aggregate file objects among multiple 
servers and do so safely in a concurrent environment enables 
the file switch to distribute the data of the aggregated file on 
multiple servers, thereby achieving both parallel operation 
and high availability. The same process can be viewed as the 
file Switch aggregating the contents of the member files into a 
single file that it presents to its network clients. 
0208 Most network file protocols represent file data as 
contiguous arrays of bytes. This means that the techniques 
required to distribute the data for each individual file are not 
different from the techniques required to distribute the data 
for an array of hard disks. One skilled in the art will recognize 
that all methods for doing so, as described in the background 
art section, including striping, mirroring and all other varia 
tions of RAID, can be inventively applied to distributing data 
of individual files as well. 
(0209 FIGS. 10-12, described hereinafter, respectively 
illustrate mirroring, striping, and spillover as implemented by 
the present invention. As these mechanisms exist convention 
ally, a representation of the clients and servers is not believed 
necessary. It is noted, however, that these mechanisms are 
performed by the present invention based on switching file 
protocol transactions that take place in the file Switch (repre 
sented by the arrow in each of these figures), rather than API 
functions that take place on a local machine, typically the 
client. 

Mirroring 
0210 FIG. 10 illustrates data aggregation through mirror 
ing in a Switched file system. In this example, the file Switch 
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(not shown) aggregates member files 1001, 1002, 1003 and 
1004, all preferably residing on different file servers, into a 
single aggregated file 1000, presented to the clients. The 
member files 1001 through 1004 contain identical data, which 
the switch presents as contents of the aggregated file 1000. 
0211 When the client initiates a file open transaction, the 
Switch aggregates that transaction (as shown in FIG. 8) and 
preferably opens all member files 1001 through 1004. When 
the client initiates a file read transaction, the file switch 
selects, preferably randomly, one of the file servers on which 
the member files resides and Switches the read transaction to 
it. That server executes the read transaction and returns the 
response to the switch; the switchforwards the response to the 
client, thus completing the read transaction requested by the 
client. With this mechanism, if multiple clients try to read the 
same file 1000, the Switch will direct their transactions to 
different member serversatrandom. The switch thus balances 
the load among these file servers; in addition, the clients can 
experience up to four times (in this example) increase in 
performance compared to a situation where the file 1000 is 
stored on a single server. 
0212. When a client initiates a file write transaction, the 
Switch aggregates the transaction by replicating the user data 
into all of the member transactions. As a result, all member 
files 1001 through 1004 are updated synchronously with the 
same data. Since all member transactions execute in parallel, 
this does not significantly degrade the performance of the 
aggregated file on write comparing to a file stored on a single 
SV. 

0213 Finally, when a client initiates a close transaction, 
the Switch aggregates it in a manner similar to the open 
transaction and closes all member files. 
0214. One other significant advantage of file mirroring is 
that the above transactions can be completed Successfully 
even if one or more of the member file servers become 
unavailable. Open, write and close transactions will be 
switched to all available servers; read transactions will be 
Switched to any one of the available servers. This way, as long 
as at least one of the member files is online, the file system as 
a whole and the aggregated file 1000 in particular remain 
available to all clients. 

Striping 

0215 FIG. 11 illustrates data aggregation in a switched 
file system through striping by a file Switch. In this example, 
the file switch (not shown) aggregates member files 1101, 
1102, 1103 and 1104, all preferably residing on different file 
servers, into a single aggregated file 1100, presented to the 
clients. The member files 1101 through 1104 in this case 
contain different, non-overlapping stripes, which the Switch 
presents as a contiguous aggregated file 1100. 
0216. When the client initiates a file open transaction, the 
Switch aggregates that transaction (as shown in FIG. 8) and 
opens the member files 1101 through 1104. When the client 
initiates a file read transaction, the Switch aggregates this 
transaction by executing the following steps. First, determin 
ing based on the stripe size and the requested Starting offset 
and the requested transaction size, which of the member 
servers will be involved in the transaction, and at what starting 
offset and what amount of data each of them must read. The 
switch then issues the member transactions to the selected 
servers and aggregates the results by ensuring that data arrives 
at the client in the right reconstructed order. The client 
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receives the aggregated header for the response, followed by 
all of the data requested, in the correct order. 
0217. One skilled in the art will recognize that the write 
transaction in this case is executed in a manner similar to the 
read transaction described above, except that the data is dis 
tributed as illustrated in FIG. 5 instead of being assembled as 
was the case with the read transaction. 
0218 Finally, when a client initiates a close transaction, 
the Switch aggregates it in a manner similar to the open 
transaction and closes all member files. 
0219. In the case of data aggregation through striping both 
read and write transactions are aggregated by Submitting 
corresponding read and write transactions for Smaller 
amounts of data to multiple member servers in parallel. This 
results in a respective increase of performance, which the file 
switch can deliver to each individual client, as well as to an 
excellent load balancing in the case of multiple clients access 
ing the same file. In addition, as multiple studies have shown, 
striping tends to resolve the problem of hotspotting. 

Spillover 
0220 FIG. 12 illustrates data aggregation through spill 
over. The spillover mechanism is preferably used to aggregate 
storage capacity, preferably in conjunction with one or more 
of the other mechanisms described herein. The spillover is 
especially useful in cases where one or more of the member 
servers for an aggregated file unexpectedly run out of disk 
space while the file is open. The figure illustrates an aggre 
gated file 1200, comprising two member files 1201 and 1202, 
preferably residing on different file servers. As seen from the 
figure, sections 1,2,3, and 4 of the aggregated file 1200 reside 
in member file 1201, while the remaining sections 5 and 6 
reside in member file 1202. 
0221) Spillover happens when the file switch, in the pro 
cess of writing data into a file unexpectedly discovers that the 
target file server is about to run or has run out of disk space. In 
Such case, rather than failing the write transaction, the Switch 
may elect to open a new member file on another server and 
continue writing into it. The contents of the two files are 
concatenated to present a common contiguous byte array in 
an obvious way. One skilled in the art will recognize that the 
spillover mechanism can be applied to the second file as well, 
creating an arbitrarily long chain of member files, so that all 
disk capacity in the system can be fully utilized if needed. 
0222. The file switch switches file transactions to spilled 
over files as follows. For open and close transactions, it pref 
erably switches the transaction to all servers on which mem 
ber files (i.e. containing any portions of the data of file 1200), 
so that all member files are opened or closed, respectively. For 
read and write transactions, the file Switch looks at the starting 
offset and the length of the payload to be read/written and 
Switches the transactions as follows: 

0223 (a) if the payload fits completely within the first 
member file (e.g., segments 1 and 2 from file 1200), the 
file switch switches the transaction to the first server. 

0224 (b) if the payload fits completely within one of the 
spillover (second and further) member files (e.g., seg 
ment 5 from file 1200, which is stored in the beginning 
of the member file 1202), the file switch switches the 
transaction to the server on which that member file 
resides. The switch also modifies the parameters of the 
transaction by Subtracting from the starting offset for the 
transaction the starting offset of the member file within 
the aggregated file. In our example, segment 5 is at offset 
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0 in file 1202, so 4 segments should be subtracted from 
the request, resulting in a request to read the first seg 
ment from file 1202. 

0225 (c) if the payload spans multiple member files 
(e.g., segments 4 and 5 from file 1200), the file switch 
replicates the transaction to all servers on which portions 
of the request reside, modifying the starting offset and 
length of each transaction. Upon receiving the 
responses, the file Switch reconstructs the data in the 
correct order (similar to the way this is done for Striping) 
and sends it back to the client. 

0226. In order for the spillover mechanism to function, the 
file switch preferably has to be able to tell, after opening the 
member file 1201 that (a) a member file 1202 exists, (b) the 
target server on which the file 1202 resides, and (c) whether 
there are any other member files in the spillover chain for this 
file. One way to accomplish this is through using extra meta 
data stored with each of the member files. With this approach, 
the file switch reserves a small, fixed size data block in the 
beginning of each and every member file upon file creation 
and makes that block invisible to clients. When a file needs to 
spill over, this metadata block can be used to store the name 
and the server on which the next member file resides, as well 
as the total number of the files in the spillover chain. 
0227. If the above mechanism is implemented, the same 
metadata block can be used to optimize access to striped and 
mirrored sets of member files by storing information that will 
help the switch locate members more conveniently. 
0228. Alternatively, if the underlying member file servers 
Support other mechanisms for associating custom data with 
files (e.g., streams or extended attributes), the metadata block 
can be stored using one of those mechanisms instead. 
0229. For the purpose of the above description, file meta 
data can be defined as a data structure containing information 
about how the contents of a given file is stored on the file 
servers. For example, the data structure can include the num 
ber of spillover segments, the size of each segment and the 
identification (such as name) of the file server on which each 
segment resides. As another example, the data structure may 
also contain the aggregation parameters used for aggregating 
the given file, such as number of stripes, stripe size, number of 
mirrors, etc. 

Summary of Data Aggregation 

0230. One skilled in the art will easily recognize that the 
mechanisms described in this section can be beneficially 
applied simultaneously to the same file. For example, mirror 
ing and striping can be combined to increase both perfor 
mance and availability of a single file; further, spillover can be 
added to the same file in case some of the file servers run out 
of storage space. Moreover, one skilled in the art will recog 
nize that other data aggregation techniques, for example 
RAID4 and RAID5, can be implemented in a file switch in 
addition to or instead of the mechanisms described herein. 

Failure of a File Server 

0231. The ability to keep the contents of a file distributed 
and/or replicated to multiple file servers allows the present 
invention to provide high availability of the data in case of a 
failure of a file server. 

0232. The failure is discovered by (a) a file server not 
responding to a heartbeat that the file switch periodically 
sends to the server, (b) a file server connection dropped, or (c) 
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an operation requested by the file switch from the file server 
times out. Preferably, the switch discovering the failure can 
notify any other switches connected to the same file server 
that the particular server is no longer available and no requests 
should be sent to it. 

0233. As long as all files stored in the set of file servers 
have at least one mirror copy, there is no loss of the stored file 
data. All file Switches simply start reading the file using its 
mirror copy. Operation continues, with possibly degraded 
performance and with degraded redundancy until the file 
server is restored. If M is the number of mirror copies con 
figured in the rules by the administrator, up to M-1 file servers 
can fail with no loss of file data. 
0234. When a previously failed file server is restored to 
operational state and returned to the set of servers, the file 
Switch initiates a file system synchronization on it; once the 
file system on the new server is fully synchronized with the 
rest of the servers, the file server resumes normal operation. 
0235. The synchronization may be complete (starting 
from a newly initialized file system) or incremental (starting 
from the previous state based on file dates and sizes). The 
synchronization is performed without making the file system 
unavailable to clients; the load that the Synchronization pro 
cess puts on the file servers and the Switch may be config 
urable by the administrator so that the network file system 
remains sufficiently available to clients. 

Aggregation Rules 

0236. One advantage of the present invention comes from 
the fact that the file Switch aggregates file data on a file-per 
file basis, such that different files can be aggregated in differ 
ent ways using different combinations of striping, mirroring 
and other data aggregation techniques to achieve optimal 
balance between performance, storage utilization and the 
desired level of data availability. 
0237. It is well known that the effectiveness of striping, 
mirroring and other data aggregation techniques when 
applied to block devices, such as in RAID or parallel file 
systems, can be greatly diminished by the fact that no single 
Solution can fit all types of files and access patterns. By way 
of example, streaming video can be striped very effectively 
over a large number of devices, since streaming data is usually 
being read in large segments. On the opposite side of the 
spectrum, HTML files are typically only a few kilobytes large 
and not a good target for striping. 
0238. The present invention utilizes aggregation rules to 
configure the file Switch with different data aggregation 
parameters for different types and/or sets of files. 
0239 FIG. 13 illustrates the syntax of data aggregation 
rules and provides examples of such rules. The preferred 
Syntax 1300 defines a set of aggregation parameters, namely, 
number of mirrors, number of stripes and stripe size, which 
are selected for a given set of files based on each file's path 
(location in the aggregated namespace) and type (recognized 
by the file extension/suffix). 
0240 Rule 1301 shows typical parameters for MPEG files 
located anywhere in the file system. The rule is selected for 
any file path and only for files whose filename extension is 
MPEG, and it defines mirroring by 2, striping by 32 and a 
stripe size of 16 KB. With this rule, any MPEG file will be 
mirrored once (two copies of the data will exist in the system) 
and striped across 32 file servers, with a file stripe of 16 
kilobytes. 
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0241 Rule 1302 shows typical parameters for HTML files 
located anywhere in the file system. The rule is selected for 
any file path and only for files whose filename extension is 
HTML, and it defines mirroring by 64 and no striping. With 
this rule, any HTML file will be mirrored on 64 file servers 
which allows load balancing when read by large number of 
clients simultaneously (which is the typical access pattern for 
HTML files on a HTTP server). 
0242 Rule 1303 shows typical parameters for Microsoft 
Word document files located anywhere in the file system. The 
rule is selected for any file path and only for files whose 
filename extension is DOC, and it defines mirroring by 3, 
striping by 8 and a stripe size of 8 KB. With this rule, any 
document file will be mirrored twice (three copies of the data 
will exist in the system for higher availability) and striped 
across 8 file servers, with a file stripe of 8 kilobytes. Since 
most such documents typically have file sizes between 32 KB 
and 100 KB, this rule provides moderate (e.g., 4x) improve 
ment in performance for each individual client, lowers the 
probability of hotspotting significantly since each file is 
spread across a total of 24 file servers without wasting too 
much storage space. 
0243 Rule 1304 shows a desired set of aggregation 
parameters for Software source code files that contain valu 
able intellectual property while being each small in size. The 
rule applies to any file in the \CODEBASE subtree of the 
aggregated namespace, and defines mirroring by 4 and no 
striping. This provides moderate performance increase (e.g., 
4x) during program compilation and build, which is the usage 
pattern where hundreds of files are being read in a batch 
process and provides excellent protection from data loss due 
to server failure. 
0244 Finally, rule 1305 is a modification of rule 1304 that 
optimizes the use of storage space in the \CODEBASE sub 
tree. This rule recognizes the fact that source code directories 
often contain intermediate object code files (with file exten 
sion of OBJ) which are a byproduct of the compilation pro 
cess and can easily be reconstructed if lost. The rule defines an 
exception from rule 1304, namely that any file in the \CODE 
BASE subtree that has a filename extension of OBJ will be 
neither mirrored nor striped. When used together, rules 1304 
and 1305 can easily provide optimal storage characteristics 
for a software engineering department. 
0245. This section has described the various mechanisms, 
algorithms and other elements of the present invention used to 
achieve the desired behavior of the file switch, namely the 
ability to aggregate multiple independent file servers into a 
single, highly scalable Switched file system. 
0246 While many of the descriptions above used as 
example the open and the write file transaction requests, one 
skilled in the art will easily recognize that these descriptions 
apply and can be easily adapted to other network file protocol 
transactions while remaining within the spirit of the present 
invention. 
0247 For example, transaction aggregation techniques 
described for file write transaction can be easily adapted for 
file read transactions, while recognizing that for file read 
transactions, the request message is usually a single frame, 
while the transaction response message usually contains mul 
tiple frames. The file switch preferably processes the request 
by determining to which file servers the read transaction 
needs to be switched and then sending the requests to those 
servers (including modified header for each). The file switch 
preferably processes the response from each file server by 
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first interpreting the response headers found in the first frame 
received from each of the file servers to which the transaction 
was Switched. Then the file Switch prepares an aggregated 
response header and sends it back to the client, preferably 
with a portion of the data. Further data frames are sent by the 
file switch to the client, as the file switch receives more data 
frames from the file servers; the file switch ensures the correct 
order of the data it sends to the client. It is also important to 
recognize that while the file switch switches most of the file 
protocol transactions, there may be client-initiated transac 
tions that the file switch processes fully by itself. For 
example, such transactions may include the CIFS SMB 
ECHO and SMB NEGOTIATE PROTOCOL transactions, 
which may not necessitate immediate interactions with the 
file servers. In addition, the file switch may generate its own 
transactions (not necessarily in response to a client-requested 
transaction) and Submit them to the file servers; such trans 
actions may include the CIFS SMB ECHO request and oth 
ers. Moreover, the file switch may initiate file protocol trans 
actions with the file servers in order to perform file operations 
(such as read/write) without having a client request for them; 
one such example would be moving (i.e., reading and then 
writing to a new location) files when the number offile servers 
on which the file switch stores files change. 

Aggregating File Switches 
0248. As more and more clients are connected to the same 
file Switch and request network file services, a single file 
switch can become a bottleneck, limiting the access to the file 
servers. One particularly valuable aspect of the present inven 
tion is the ability to aggregate file Switches in order to increase 
the aggregate bandwidth available for accessing the file serv 
CS. 

0249 FIG. 14 illustrates a network application in which 
additional file switches 1400 and 1401 are added and aggre 
gated with the file switch 100. The file switches 100, 1400 and 
1401 are preferably connected with each other through sepa 
rate “uplink” network ports using a layer 2 switch 1402, 
forming an aggregated Switch 1403 with multiple input and 
output ports. Alternatively the switches 100, 1400 and 1401 
can communicate with each other through their front-side 
connections 109, 1404 and 1405, or through their server-side 
connections 114. Each of the file switches is connected to 
each of the servers 101 through 107; these connections are 
preferably facilitated through layer 2 switches (not shown). 
0250. The aggregated file switch 1403, together with the 

file servers 100 through 107, form a virtual file server 108. 
The client workstations 112 and client application servers 113 
are connected to the virtual file server 108 through the net 
work 111, and one or more of the connections 109, 1404 and 
1405. From the standpoint of clients 112 and application 
servers 113, the virtual file server 108 has multiple network 
ports accessible through the connections 109, 1404 and 1405. 
One skilled in the art will recognize that other file switch 
aggregation configurations are possible, including but not 
limited to configurations with different numbers of file 
switches, files servers and file clients. 
(0251 All file switches 100, 1400, 1401, present the same 
files to their clients. A client 112 can be connected to any of 
the file switches and will have access to the same files. Since 
the file switches appear as clients to the file servers 101 
through 107, the synchronization mechanisms that file serv 
ers provide for directly connected clients do function to syn 
chronize access among the multiple Switches. 
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0252 All switches from group 1403 are connected to the 
same set of file servers. From the standpoint of each file 
server, each file switch is a separate client that complies fully 
with the network file protocol file sharing and locking rules. 
As a result, there is no need to have any interaction or syn 
chronization between the file switches with respect to the file 
transactions being Switched. 
0253) The synchronization is performed between each of 
the Switches and each of the servers, without requiring inter 
actions directly between the switches in the process of han 
dling network file transactions requested by Switches clients. 
This allows an unlimited number of Switches to share the set 
offile servers without creating a bottleneck similar to the ones 
observed in cluster file systems. One skilled in the art will 
recognize that mechanisms such as sharing, locking, oppor 
tunistic locks, etc., continue to work in this three-tiered archi 
tecture. 

Configuration Sharing 

0254. One mechanism that is preferably employed when 
multiple switches access the same set of file servers and the 
same set of file systems presented by them is configuration 
sharing. In order to ensure data integrity and proper operation, 
all switches 100, 1400 and 1401 in the aggregated switch 
1403 maintain synchronization of their configurations: they 
all know the same set of file servers, in the same order, using 
the same aggregation rules and perform file system aggrega 
tion the same way. The file Switches exchange such configu 
ration information during their startup and/or only when the 
configuration changes. As this operation is not performed in 
the course of execution of client-requested transactions, it 
does not create a bottleneck. 

0255 One way to arrange Such sharing in the aggregate 
switch 1403 is to designate one of the switches, in our 
example the Switch 1401, as a group controller. Configuration 
changes. Such as those performed by a system administrator, 
are preferably performed only on the group controller switch 
1401; the group controller distributes the configuration to the 
remaining switches 100 and 1400. The switches 100 and 1400 
may further request configuration information from the group 
controller 1401, when they start up or periodically. One 
skilled in the art will readily recognize that numerous other 
ways to share the configuration among all Switches in the 
group are possible. 

Load Balancing 

0256 Another advantageous mechanism provided by the 
present invention is load balancing. Since all file Switches 
within an aggregated file Switch provide access to the same 
set of files, any client may be connected to any of the Switches. 
This allows clients to be distributed among the switches so 
that not all clients are connected to the same Switch. This can 
be achieved by manually configuring each client to use a 
particular file switch or by automatically distributing the cli 
ents when they try to connect to the aggregated file Switch 
1403. 

0257 The selection of which particular switch is going to 
serve a given client happens when the client connects to the 
Switch. This association preferably does not change for the 
duration of the client connection. 

0258. The load distribution is preferably done through a 
name resolution service, such as DNS or WINS, that provides 
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a mapping between a name (configured as server name for the 
clients) and the IP address of a particular file switch. 
0259 One possible mechanism is to have the group 1403 
be assigned a separate DNS subdomain (e.g., ZX1.Zforce. 
com). File Switch 1401, which is configured as a group con 
troller also acts as a DNS server for that subdomain. The 
Subdomain preferably contains two host names: admin. ZX1. 
Z-force.com and ZX1.Z-force.com. The name admrin. ZX1.Z- 
force.com is used for management, the host name ZX1.Z- 
force.com is used for file serving (i.e., this is the name clients 
connect to). The group controller always resolves the admin. 
ZX1.Z-force.com host to itself. Every time it is asked, it 
resolves the ZX1.Z-force.com host name to a different switch 
from the group, so that different clients end up on different 
switches. The distribution may be random or round-robin; the 
distribution can also be based on the current number of con 
nected users and/or recent load on each Switch (as the file 
Switches may report their load factor periodically to the group 
controller 1401). Each of the switches may also have its 
unique name in the Subdomain (e.g., Switch3.ZX1.Z-force. 
com). 
0260 Another mechanism for load balancing is for each 

file switch to have a different server name and IP address. The 
system administrator can configure different groups of clients 
to connect to different file Switches (e.g., based on company 
structure), or use a third-party load balancer or round-robin 
DNS Such as RRDNS. 
0261 Yet another mechanism that can be used by the file 
Switches belonging to the same group is to configure the 
switches with the same server name (e.g., the CIFS server 
name), and have that name registered as a group name instead 
of a individual host name. When a client tries to establish a 
connection to that name, the first switchable to respond will 
get the client connection. Since typically this will be the 
least-loaded Switch, this mechanism can also be used for load 
balancing. 
0262 One skilled in the art will recognize that other 
mechanisms can be used to achieve load balancing. One 
skilled in the art will also recognize that combining a load 
balanced front end with independent connections on the back 
end of the file switch allows practically unlimited scaling up 
of the bandwidth of the network file system, simply by adding 
file Switches to the group 1403. In Such case, one may also 
increase the number of file servers to which the file switches 
connect as needed to achieve the desired aggregate perfor 
aCC. 

Failover 

0263. Another mechanism provided by the present inven 
tion is failover between the file switches participating in 
group 1403. 
0264. The group controller 1401 monitors all switches in 
the group by sending a heartbeat signal to each of them 
periodically. If a Switch does not respond after a given number 
of timed out retries, the group controller considers that switch 
failed. The group controller then preferably assigns the IP 
address of the failed switch to another switch in the group, so 
that clients that were interacting with the failed switch will be 
able to reach a working Switch instead. 
0265. With this failover mechanism, in the case of a switch 
failure, all connections between the clients and the failed 
Switch will be lost, as will be any pending transactions. How 
ever, the clients will receive a proper indication of this con 
dition (usually timeout of the pending commands and/or TCP 
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connection reset upon attempt to send data). Most client 
operating systems will reconnect to the newly assigned 
switch with minimal or no user intervention. 
0266 For aggregated Switches in which a group controller 
performs load balancing by the method described in the load 
balancing section above, the clients of the failed switch will 
reconnect to different Switches, keeping the load on the group 
even. When an external load balancing method is used, all 
clients will reconnect to the switch that the group controller 
chooses to take the IP address (and host name) of the failed 
switch. 
0267. When a switch is returned to the group, it is prefer 
ably assigned a new IP address (because current connections 
may exist to its old IP address on the takeover switch). The 
group controller directs new client connections to it until the 
group is balanced. Additionally, the group controller may 
request that other Switches in the group drop some of their 
inactive client connections (if any), so that those users can 
reconnect to the newly recovered switch whenever they 
become active. 
0268. In case the group controller switch fails, another 
Switch may be previously designated as a backup group con 
troller (or be elected as such), and will then detect this con 
dition, and take over the group controller role. The backup 
group controller will then preferably notify all other switches 
in the group, so that they can start requesting group manage 
ment functions from it. It may also assign another Switch in 
the group (if one exists) the role of a backup group controller. 
The group controller role is returned to the original switch 
once it is restored to operation. 
0269. Another possible failure is a failure of a cable or a 
layer 2 switch such as 1402. To handle such a failure, the 
network infrastructure in the switched file system layer 2 
(L2) Switches and cabling—can be made redundant using the 
standard mesh methods for IP networks. File switches pref 
erably have redundant ports to allow fully redundant wiring 
configurations. 
0270. Failure of a L2 switch or cable to a file server, if the 
connection is not redundant, is equivalent to failure of that file 
server; otherwise it can be ignored (except that an adminis 
trative alert is sent if so configured). Failure of a L2 switch, or 
a cable, to clients (LAN side), is similar to a failure of a file 
switch because clients cannot reach the file switch. Failure of 
a L2 switch 1402 or cable on the uplink between file switches 
is not considered a failure as long as communication between 
switches can be obtained through either the front or the back 
side ports. 
0271. One skilled in the art will recognize that the combi 
nation of bandwidth aggregation, load balancing and failover 
enables high-performance, high-availability network file sys 
tems 

File Switch Architecture 

(0272 FIG. 20 illustrates the preferred architecture for a 
file switch. The architecture of the file switch 2000 is prefer 
ably divided in three planes: the data plane 2001, the control 
plane 2002, and the applications and services plane 2003. 
0273. The data plane 2001 includes a front-side network 
interface 2002, a back-side network interface 2003, a front 
side TCP/IP protocol stack 2004, a back-side TCP/IP proto 
col stack 2005, and a fast path handler 2006. The control plane 
2002 includes the network protocol server side handler 2007, 
the network protocol client side handler 2008 and the file 
system aggregator 2009. The applications and services plane 
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2003 includes various handlers 2010 for advanced services 
(such as usage tracking, and adaptive storage management, to 
name a few). 
0274 Requests for file protocol transactions coming from 
client computers are received on the network interface 2002. 
The TCP stack 2004 handles the TCP/IP protocol, ensuring 
the reliable connection with the client and proper order of 
data. The request may be further processed by the fast path 
handler 2006 which performs transaction switching for net 
work file protocol transactions that can be designated as fast 
path transactions (such as read and write). Alternatively, for 
transactions that can be designated as slow-path transactions 
(such as deleting a file), the request may be further processed 
by the server-side handler 2007, which handles the serverside 
of the network file protocol and forwards the request to the file 
system aggregator 2009. 
0275 Fast-path transactions are switched by the fast path 
handler 2006, which sends further the transaction messages 
through the back-side TCP protocol stack 2005. The latter 
ensures that the servers receive all parts of any messages 
destined to them in proper order and without lost or dupli 
cated data. The back-side TCP protocol stack 2005 transmits 
frames to the file servers through the back-side network inter 
face 2003. The fast path handler 2006 may need to understand 
and implement portions of the network file protocol being 
switched. It preferably processes each frame received from 
any of the TCP stacks immediately, without waiting for the 
full transaction message to arrive. 
(0276. The network protocol requests for slow-path trans 
actions are decoded by the server-side handler 2007, which 
preferably implements the server side of the network file 
protocol (i.e., understands requests that are ordinarily sent to 
CIFS, NFS or similar servers). The requests are further pro 
cessed by the file system aggregator 2009, which performs 
transaction Switching and aggregation. It then sends requests 
to the file servers using the client-side handler 2008, which 
implements the client side of the network file protocol (i.e., 
issues network file protocol requests typically issued by net 
work file clients). One of the benefits of this method of pro 
cessing slow-path transactions is that the file system aggre 
gator can be to a large degree independent of the particular 
network file protocols (and their specific versions) being 
switched; most of the specifics can be handled by the server 
side handler 2007 and the client-side handler 2008. 
0277 Network protocol responses from the servers are 
processed in the reverse order of the order described above. 
0278 Advanced functions, such as management, synchro 
nization of configuration between Switches, data migration 
and others, are preferably implemented as separate handlers 
2010 in the application and services plane 2003. 
0279. One skilled in the relevant art will easily recognize 
that various modifications of this architecture can work well 
for the inventive file switch while preserving the spirit of the 
present invention. For example, more network interfaces 
2002 and 2003 can be added, and the two network interfaces 
can be replaced by a single network interface wherein the 
client traffic and the server traffic can be separated by the TCP 
protocol stack. The TCP protocol stack 2004 and 2005 can be 
merged together (in many conventional computer architec 
tures there is a single TCP/IP protocol stack that handles 
multiple network adapters). 
0280. In addition, multiple server-side handlers 2007 can 
be added in order to process multiple network file protocols or 
different versions thereof. Similarly, multiple client-side han 
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dlers 2008 can be added in order to support multiple network 
protocols or their multiple versions in interacting with the file 
SWCS. 

0281 Various other services, such as DHCP. DNS, load 
balancing, command-line and/or web-based management, 
SNMP, etc., can be added to the architecture described above. 
The implementation of the architecture described above can 
be arranged in many possible ways. For example, the network 
interfaces may be implemented in hardware, while the rest of 
the data plane and the two remaining planes are fully imple 
mented in software. Alternatively, the data plane may be 
implemented in hardware (e.g., by using Field-Program 
mable Gate Arrays, Application-Specific Integrated Circuits, 
switch fabrics, network processors, etc.), while the control 
plane and the applications plane may be implemented in 
software. In addition, the control plane may be further imple 
mented or accelerated in hardware. Moreover, it may be 
advantageous to implement portions of a certain plane (e.g., 
the data plane or the control plane) by providing accelerated 
functions in hardware while maintaining the rest of the 
plane's functionality (Such as setup, initialization and other 
slow functions) in software. 
0282 FIG. 21 illustrates a first possible hardware archi 
tecture for implementing a file switch. In this example, the file 
Switch implementation is based on general-purpose computer 
hardware. The file switch 2100 preferably includes a proces 
sor 2101, a memory 2102, a peripheral interconnect bus 2104 
and one or more network interface cards 2103. 
0283 FIG.22 illustrates another possible hardware archi 
tecture for implementing a file switch. In this example, the file 
switch implementation is based on the hardware architecture 
typical of network switches. The switch 2200 preferably 
includes a processor 2201, a memory 2202, a switch fabric 
2203, multiple front-side network interfaces 2204 and mul 
tiple back-side network interfaces 2205. 
0284. One skilled in the art will easily recognize that vari 
ous other architectures for implementing a file Switch are 
possible. In addition, while most of the particular choices 
made in implementing the file Switch (such as those described 
above) are preferably driven by the performance and cost 
targets of the file switch, all various implementations fall 
within the spirit of the present invention. 

Switched File System 
0285 Another aspect of the present invention is a switched 

file system. A Switched file system can be simply defined as a 
network including one or more file Switches and one or more 
file servers. 
0286 The switched file system is a file system since it 
exposes files as a method for sharing disk storage. The 
Switched file system is a network file system, since it provides 
network file system services through a network file proto 
col—the file switches act as network file servers and the 
group of file Switches may appear as a single file server. 
0287. The switched file system is a distributed file system 
as it aggregates the namespaces of multiple file servers. It is 
also a parallel file system, as it can utilize multiple file servers 
in parallel to satisfy the request of a single network file client. 
0288 Therefore, the switched file system is a new type of 
distributed, parallel network file system. 
0289 FIG. 15 illustrates a switched file system, including 
many of its configurations and applications. The example 
switched file system consists of the following elements: File 
switches 1508 aggregated in a group 1509, connected to two 
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arrays of file servers (also called NAS arrays) 1510 and 1511: 
also connected to a legacy file server 1513, typically contain 
ing archive and other pre-file Switch content, which it aggre 
gates only by namespace (does not perform file aggregation). 
The file switch group 1509 also aggregates the namespace of 
another switched file system provided by the file switch group 
1514 connected to NAS array 1515 and connected to the 
group 1509 through a layer 2 switch 1512. 
0290. The services of the group 1509 are provided to the 
network 1505 consisting of clients 1506, a management 
workstation 1507 and a connection to a metro-area network 
1504. The metro-area network 1504 provides the remote 
LAN 1500 and its clients 1501 with file services made avail 
able by group 1509. In order to improve the access to these 
services, the remote LAN 1500 also includes a file switch 
1502, which acts as a gateway to the group 1509 and caches 
files locally to the NAS array 1503. 

Topologies 
0291. The switched file system provides many combina 
tions offile system aggregation and Supports different topolo 
g1eS. 
0292. One of the available topologies is virtualization. In 
virtualization, the Switched file system aggregates the 
namespace exposed by a single file server 1513 without fur 
ther aggregating its files on other servers. One of the mecha 
nisms available for this is the namespace aggregation tech 
nique described herein. The virtualization allows pre-existing 
file servers to be made available to clients of the Switched file 
system and included in its logical namespace. This eases the 
adoption of the switched file system (SFS) and provides an 
incremental approach to adoption. 
0293 Another available topology is NAS array. The 
switched file system can have a set of file servers 1510, 
preferably with similar capacity and performance character 
istics, designated as a NAS array. The file switches partici 
pating in the SFS distribute files across the file servers in the 
NAS array, by using the directory, file object and data aggre 
gation mechanisms described herein. NAS arrays provide 
high performance and high availability. Multiple NAS arrays 
can be configured in the same SFS, and their namespaces can 
be aggregated with virtualized file servers to present a unified 
namespace. 
0294. Yet another available topology is cascading. In a 
cascaded configuration, one or more Switched file systems 
can be connected within another switched file system, effec 
tively playing the role of a file server in that other switched file 
system. In our example, the file switches 1514 and the NAS 
array 1515 comprise a small switched file system, which is 
aggregated in the namespace of the Switched file system 
presented by the group 1509. Since the file switches 1514 
appear as a file server to the file switches 1509, the latter can 
aggregate the namespace provided by the former the same 
way as the virtualized server 1513. One skilled in the art will 
easily recognize that multiple instances of the Switched file 
system comprising the switches 1514 and the NAS array 1515 
may exist, and may be aggregated by the Switches in the group 
1509 in any and all ways in which the latter may aggregate 
regular file servers, including data aggregation, directory 
aggregation, etc. 
0295 One other topology is gateway. A file switch 1502, 
preferably having its own NAS array 1503, acts as a gateway 
to clients locally connected to it, and provides access to the 
file services made available by group 1509. An advantage of 
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this topology is that the connection between 1509 and 1502, 
such as the MAN 1504, may have lower bandwidth than the 
local networks 1500 and 1505. The gateway topology allows 
the gateway switch 1502 to cache locally on the NAS array 
1503 files normally residing on the file system exposed by the 
group 1509. Since the switch 1502 appears as just another 
client to 1509, all locking, oplocks and other client semantics 
are available to the switch 1502 to provide caching. 
0296 For example, when a client 1501 requests a file open 
transaction from the file switch 1502, the latter forwards the 
transaction to one of the file switches 1508 in the group 1509. 
If the transaction is completed successfully, the switch 1502 
may obtain an exclusive lock or opportunistic lock on the 
requested file and copy the file to its local NAS array 1503. 
Even if the client 1501 closes the file, the switch 1502 may 
still keep the file open on the group 1509, so as to maintain the 
lock. If the client 1501 (or another client on the 1500 LAN) 
requests an open on the same file, the switch 1502 can satisfy 
the request without interacting with the group 1509 (and 
without any communications through the slower network 
1504). As long as 1502 maintains the cached file, any further 
read and write requests can be satisfied locally, on the NAS 
array 1503 without accessing the slower network 1504 and 
the group 1509. 
0297 Ifa client 1506then requests open over the same file, 
the group 1509 may attempt to break the opportunistic lock 
maintained by the switch 1502; in such case, the latter will 
write back to 1509 all cached changes and stop caching the 
file locally. One skilled in the art will recognize other mecha 
nisms are also possible to maintain cache coherency while 
providing optimal access to file systems and file data. The 
gateway topology enables access to remote storage. Such as 
storage utilities provided by Storage Service Provider (SSP) 
companies and reducing the bandwidth requirements to the 
interconnect, while maintaining high performance data 
access. This topology also allows globally distributed file 
systems with local caching. 

Client's View of the Switched File System 
0298 From the standpoint of a network file client, such as 
1506, the switched file system appears as a single file server 
with multiple network interfaces. FIG.16 illustrates the simi 
larity between a switched file system and a single file server. 
Network clients connect to the switched file system 1600 
through the interfaces 1602 as they would connect to the 
single file server 1601 though its interfaces 1603. 
0299. The switched file system preferably provides a 
single namespace. It allows network file clients to use stan 
dard client software using widely standardized network file 
protocols for accessing file servers, such as the CIFS and NFS 
protocols. The ability of standard file client software to access 
the switched file system simplifies adoption and also allows 
changes to the Switched file system mechanisms and topolo 
gies to be performed transparently to all clients 

Administrator's View of the Switched File System 

0300. An administrator's view of the switched file system 
is to a degree similar to the client's view. For most operations, 
the administrator views the switched file system 1600 as if it 
were a single, high-capacity, high-performance, and highly 
available file server 1601. For the purposes of management 
and reconfiguration it preferably appears as a single file 
server. The file switches preferably support the same file 
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server management protocols (Such as MSRAP) as single 
CIFS or NFS file servers do. The switched file system can be 
configured to expose shares/mount points in the aggregated 
namespace to their clients. 
0301 Administrators can add individual file servers (us 
ing the virtualization topology), new NAS arrays, as well as 
add or remove multiple file servers to or from existing NAS 
arrays. In case the administrator adds one or more file servers 
to an existing NAS array, the file switches can discover the 
newly added servers, and, preferably on administrator's 
request, redistribute the files and their data across all servers, 
including the newly added ones, thus extending both the 
capacity and the performance of the file system. In case the 
administrator wishes to remove one or more file servers from 
a NAS array, he or she can request that a file switch free up the 
specified servers (by redistributing the files to the file servers 
that remain in the NAS array). Upon completion of that pro 
cess, the file switches notifies the administrator that the 
selected file servers are free and can be removed without data 
loss. 
0302) The switched file system provides high availability 
by distributing the work among many file Switches and file 
servers. Failure of a file server or a file switch typically does 
not cause loss of data or loss of access. The administrator can 
be notified of the failure and replace or repair the failed 
component. 
0303. The switched file system preferably tracks the 
access patterns and can report statistical information to the 
administrator. Based on this information, the administrator 
can tune up the performance and storage capacity utilization 
of the switched file system, by adding or reconfiguring NAS 
arrays, file Switches and by changing aggregation rules on the 
file switches. 

Scaling in SFS 

0304 Unlike prior art solutions, the switched file system 
scales independently in multiple directions without inherent 
limitations. 

0305 The SFS scales capacity and performance by adding 
more file servers to a NAS array and distributing files across 
all. It scales access bandwidth by adding more file switches to 
a connected group and accesses the same set of file servers, 
providing wider access path (multiple network connections). 
0306 The SFS also scales in geographical distribution by 
adding cascaded file Switches (or Switched file system) and 
gateway file Switches. 

Availability Issues 

0307 The switched file system provides highly available 
file services to its network clients. Failures of file servers and 
of file switches without data and access loss have been 
described herein. 

0308 Another mechanism for high availability is remote 
asynchronous mirroring. A file Switch (or group of file 
Switches), upon receiving and processing file transactions, 
can also queue and send those transactions that modify the file 
system (such as file creation, writing, deletion, etc.) asyn 
chronously to a remote location, where another switched file 
system, or regular file server, can keep a mirror of the 
switched file system (or portion thereof). The fact that the 
transactions are sentasynchronously to the remote site allows 
local clients to continue operation without delay, while the 
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file system is being synchronized with a remote copy so as to 
minimize data loss in case of catastrophic network site fail 
le. 

Advanced Capabilities 

Usage Tracking 

0309 The file switch processes all file protocol transac 
tions between the file clients and file servers. As a result of its 
middle position in the three-tiered architecture, the file switch 
is in a position to collect various file usage information. 
Examples of Such information include: (a) login and logout 
times and time logged in; (b) number of files accessed; (c) 
amount of data read and amount of data written; (d) number of 
network file protocol transactions, preferably broken down 
by transaction types, (e) areas or subtrees accessed by a given 
user, (f) number of accesses to a given file and directory from 
a given user, group of users or all users. 
0310. The file switch collects this information and makes 

it available to the network administrator, to a user or to some 
form of automated computing systems. 
0311. One aspect of the present invention is a file services 
billing system in which one or more file switches collect 
usage information and send this information to a billing sys 
tem. The collection of information preferably includes the 
following steps: 

0312 1. Each of the file switches in a group collects 
usage information and periodically reports it to the file 
Switch that acts as a group controller. 

0313 2. The group controller periodically sends (either 
automatically or upon request) this information to a 
billing application 

0314 3. The billing application uses part or all of this 
information to prepare a statement and, if desired, bill 
for a given period of time. The statement preferably 
provides the number of users that have accessed file 
services, the number of files accessed, the number of 
read, write and other transactions performed, the num 
ber of bytes read and/or written. The statement can also 
be prepared in a form similar to telephone bills, stating 
the specific file accesses made, the time at which they 
were made and the amount of data transferred. 

0315. Another aspect of the present invention is a system 
that provides guaranteed quality of service to network file 
clients, as well priority between different network clients. 
The system preferably comprises: 

0316 1. Configuration data preferably residing in the 
memory of a file Switch. The configuration data specifies 
network access limits (in transactions per second and/or 
amount of data exchanged per second) that are to be 
applied to users, group of users, files and/or group of 
files. The configuration data preferably specifies further 
the priority that will be applied among network clients 
that request operations on behalf of the specified users; 
each user or group of users is preferably assigned a 
priority level. The configuration data may be reside 
within in the memory of the file switch, or it may be 
obtained from an external service, such as Active Direc 
tory or LDAP. 

0317 2. During handling of network file protocol trans 
actions, the file Switch gives preference to clients that 
request transactions on behalf of users with higher pri 
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ority level, such as with the same mechanism whereby 
higher priority transactions are executed before those of 
lower priority. 

0318. 3. The file switch additionally measures the num 
ber of transactions per second and the amount of data 
read/written per second from each client. If a client 
exceeds the limit specified in the configuration data (for 
this client or the user on whose behalf the transaction is 
requested), the file switch delays the execution of the 
transaction so that the rate of transactions and data 
exchange fits within the specified limits. Thus, if the 
configuration data is properly specified in Such as way 
that the sum of limits for each of the connected clients 
doesn't exceed the capacity of the Switch (or group of 
Switches) and file servers connected to them, it is pos 
sible to ensure that each client can get a guaranteed 
minimum transaction or data exchange rate. 

0319 4. A modification of this mechanism is for the file 
switch to startenforcing the limits only if the load on the 
switch and/or the file servers approaches the limitations 
of the system 

0320 5. Yet another modification is to limit the number 
of users that can log in to the file system. If the sum of 
limits configured for each of the logged in users exceeds 
the capacity of the file system (file switches and file 
servers), new users will be refused connection/log in. 

0321 One skilled in the art will recognize that other 
advantageous applications of the usage tracking information 
exist and are easily derived from those described herein. 

Adaptive Storage Management 

0322 The file switch also may collect information about 
the access to individual files and groups of files. The infor 
mation collected may include the latest date a file is accessed 
for reading, the latest date on which a file has been modified, 
number of network clients simultaneously accessing the file, 
type and frequency of file operations requested on the file, 
predominant access pattern (such as sequential, random, ran 
dom with some sequential, etc.). The information may be 
further aggregated per file type (or extension) and/or per root 
path in the file system. 
0323 Based on this information, a subsystem in the file 
switch may determine a different way in which a given file or 
set of files should be distributed on the file servers. The 
determination may be for a specific file, or by deriving an 
aggregation rule (such as the ones described herein) or a 
modification of the aggregation parameters of an existing 
aggregation rule. The file Switch can use the new rule only for 
newly created files and it can redistribute existing files 
according to the new rules. 
0324. The operation of determination of the new rule 
based on the collected access information may be performed 
on the Switch, by an administrator acting upon this informa 
tion, or by a physically separate automated system which 
performs analysis over the collected access information and 
determines the new rules. 

0325. This feature of the file switch improves the effi 
ciency of the storage network. It allows old and rarely used 
files to be kept with a fewer number of copies and with an 
aggregation mechanism that optimizes the capacity used by 
such files. It allows new and frequently accessed files to be 
distributed among more file servers, have large number of 
copies that can be accessed in parallel, and have aggregation 
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parameters that optimize the load on the file servers and 
improve the access performance for clients. 
0326. This feature also allows different sets of files to be 
optimized with the best applicable aggregation rules depend 
ing on the access patterns collected for this set of files. For 
example, database files may be frequently open for exclusive 
access (i.e., by a single network client) and be accessed at 
random locations; a low number of mirrors (e.g. 2) and a low 
number of stripes with a large Stripe size may be optimal for 
this file type. For video streaming files, such as MPEG mov 
ies, the typical access pattern may be multiple concurrent 
readers, reading sequentially from different areas of the file 
simultaneously; for Such files, a better aggregation parameter 
set may include a high number of mirror copies, a high num 
ber of stripes and a relatively small stripe size. 
0327. In addition, the current utilization of the storage 
capacity of the file servers and their relative load can be 
included in the information collected. This information may 
be used by the file switch to change the distribution of files 
among the file servers, so as to achieve better utilization of the 
storage capacity and more even load on the file servers. 
0328. Unlike existing hierarchical storage management 
systems, this system keeps the old and infrequently accessed 
files on the same type of storage as new and frequently 
accessed files, while still reducing the cost of storing the 
former and optimizing the access bandwidth to the latter. 
0329. Key elements of this feature are the automated col 
lection of access data, the making of the decision to change 
the way files are stored and the execution of this decision. As 
a set, they allow the file switch and the switched file system to 
provide a storage network with optimum or near optimum 
utilization while lowering the management costs of the sys 
tem. All these benefits can be obtained without the necessity 
to install and maintain additional Software on the network 
clients or on the network servers. 

Secure Remote Storage 

0330. Another benefit of having the file switch on the data 
path between network clients and network servers is that the 
file switch can modify the data being read and written to files 
in advantageous ways. 
0331. For example, the file switch 1502 in FIG. 15 can be 
configured with one or more encryption keys. As clients 1501 
request file write transactions, the file switch 1502 encrypts 
the payload of the transaction, so that the data will end up 
being stored encrypted on the NAS array 1510 (note that the 
transaction payload for read and write request is the data that 
represents the contents of the file). As clients 1501 request file 
read transactions and upon receiving the response data for 
each transaction, the file switch 1502 decrypts the payload of 
the transactions before forwarding the payload back to the 
client 1501 that requested the transaction. The preferred 
encryption technology is a symmetric-key encryption, Such 
as the Data Encryption Standard (DES). 
0332. As a result, the client can access the file system as if 

it accesses a file system on a single file server attached locally 
to the network 1500, while the data is actually being stored 
encrypted on the NAS array. Note that this is done transpar 
ently to the client 1501, the file switches 1508 and the NAS 
array 1510. 
0333) One advantage of this method of encryption and the 
devices and systems that provide it is that organizations (e.g., 
enterprises) can outsource the storage to other organizations 
(e.g., storage service providers or storage utilities). The abil 
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ity to encrypt the file contents allows greater security of the 
privacy of the data belonging to the enterprise and can facili 
tate the adoption of storage utilities. Note that the encryption 
key is preferably configured only in the file switch 1502, 
which preferably resides on the enterprise's premises and 
only the enterprise has physical access to it; as a result, the 
security of the encryption key can be ensured. At the same 
time, since the logical structure of the file system is intact, the 
storage utility can manage, backup and restore the data with 
out hindrance. 
0334. In addition, the file switch can encrypt the names of 
files and directories, using the same or different encryption 
key. This will add furthersecurity, since the names of files and 
directories may contain secret information, such as customer 
aCS. 

0335) It is possible for the file switch 1502 to contain and 
use multiple encryption keys (such as different keys for dif 
ferent user groups), as well as having multiple Switches (a 
group of file switches) in place of the file switch 1502, all 
preferably configured with the same encryption keys. In addi 
tion, the file switches may utilize specialized hardware that 
accelerates the encryption and decryption of data. One skilled 
in the art will recognize that other topologies and encryption 
algorithms are possible without modifying the spirit of the 
present invention. 
Snapshots 
0336 Snapshots are views of a given file, portion of a file 
system or whole file system as of a given moment of time. 
Snapshots can be used as a source for backups (thus allowing 
to backup from a steady, non-changing copy of the data rather 
than the live data), as backups that provide the ability to 
obtain data that has been removed or altered since the Snap 
shot is made, and many other uses. 
0337 The present invention also provides a mechanism 
for creating snapshots of the files in the switched file system. 
One way to achieve this is to have an additional mirror for all 
files. For simplicity, letus assume that all files in the switched 
file system are not striped and are mirrored in three copies. To 
take Snapshot, the file Switch has to internally change the 
aggregation rule, so that now all files will be considered 
mirrored in only two copies, leaving the third copy intact 
(frozen). Clients that request reading or modifying the files 
will be given access to the two copies only. Clients that 
request reading the Snapshot, will be given access to the third 
copy. This way, even though clients can keep modifying the 
files (the first two copies), the third copy remains as of the 
time the rule was changed. 
0338 Before changing the rule as described above, the 
Switch preferably waits to complete any currently pending 
transactions and queues up (without executing) any newly 
requested transactions. Once all pending transactions com 
plete, the file Switch changes the rule and starts executing the 
queued up transactions. This mechanism further ensures the 
consistency of the shapshot (i.e., that all files in the Snapshot 
will have their version as of the same exact time). 
0339 Multiple file switches in a group can synchronize 
the moment of modifying the rules so that, even in the case of 
multiple file switches connected to the same set of servers and 
being accessed by multiple clients, the shapshot can be made 
consistent. 

Journaling Backup 
0340 Another aspect of the present invention is a system 
for backing up file system data through journaling. The jour 
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naling backup is performed by a journaling file Switch, which 
in addition to the file servers to which it distributes the file 
system files (primary file servers) is also connected to a sec 
ondary file server (or to another switched files system). 
0341 The journaling file switch distinguishes between 
destructive transactions, which modify the file system (such 
as creation of files, writing data to files, deleting directories, 
etc.), and non-destructive transactions, which do not alter the 
file system (such as file read, enumeration of directory, open 
ing and existing file, etc.). 
0342. When a file client requests a destructive transaction, 
the journaling file switch switches the transaction to the set of 
primary file servers (as non-journaling file Switches do), and 
in addition, sends the transaction to the secondary file server. 
When the journaling file switch receives the transaction 
responses from the primary servers, it completes the client's 
transaction; the transaction with the secondary file server may 
complete later. When a file client requests a non-destructive 
transaction, the journaling file Switch Switches the transaction 
only to the set of primary file servers, without involving the 
secondary file server. 
0343. The result is that all operations that change the file 
system are sent to the secondary file server, so that the file 
system on the secondary file server mirrors the file system 
stored on the set of primary servers. This provides increased 
redundancy of the data in case of catastrophic failure (such as 
physical destruction of the whole set of primary servers), 
especially if the secondary server is physically stored in a 
remote location. 
0344) Note that the performance available to clients is not 
affected, since although the secondary server may be slower 
and be connected to the file switch through a lower-band 
width, higher-latency network, the file switch does not delay 
the completion of the transactions to the clients until the 
secondary server has completed the transaction. As only a 
Small portion of file system transactions are actually destruc 
tive, most of the transactions do not load the secondary server. 
In case higher bandwidth is needed for the secondary server, 
it can be replaced with a cascaded Switched file system (as 
described herein). 
0345 Alternatively, the journaling file switch (or a sepa 
rate device inserted between the journaling file switch and the 
secondary server) can store the destructive transactions in a 
log file, instead of executing them on the secondary server. 
Each transaction is logged onto the secondary file server with 
its time, full set of transaction parameters (such as file name) 
and payload. This log can be used to determine the cause of a 
failure (such as an application writing wrong data or to the 
wrong file), and to restore the file system or obtain a view of 
the file system as of a given moment in time. For example, 
specialized software may be used to specify the desired 
moment in time and present to regular file clients a view of the 
file system as of the specified time. 

Global Storage 
0346. The gateway topology for file switches illustrated in 
FIG. 15 by the file switch 1502, its clients 1501 and its 
attached file servers 1503 can be expanded to enable a glo 
bally distributed storage system. To do this, the file switch 
1502 will preferably not only cache remote files obtained 
from the group 1509 but it will also store other files on the 
NAS array 1503 or on a separate NAS array. 
(0347 FIG. 18 illustrates a globally distributed switched 
file system. The sites 1810, 1820 and 1830 are connected 
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through a wide area network 1800. Each of the sites has its 
own network 1812, 1822 and 1832, respectively. Each site 
network also has local switched file systems comprised of the 
file switches 1811, 1821 and 1831, and of the file server arrays 
1813, 1823 and 1833, respectively. The file switches 1811, 
1821 and 1831 preferably have the gateway capabilities 
described for the file Switch 1502. 
0348 For file clients, each of the file switches provides 
access to the file system stored on its respective file server 
array. Occasionally, a file client 1814 may request a remote 
file, which is not located on the file server array 1813 attached 
directly to the client's file switch 1811. In this case, the switch 
1811 acts as a gateway and forwards the transaction to the file 
switch 1821 on the site that contains the requested file. The 
switch 1821 performs the requested transaction as if it was 
requested by a file client attached to that switch's local net 
work 1822. The originating file switch 1811 receives the 
response and returns it to the requesting client 1814. 
(0349 The file switch 1811 will preferably cache the file 
obtained from the file switch 1821 in order to increase the 
access bandwidth and reduce the access latency of clients 
from the network 1812 to that file. Upon closing of the file or 
at a later time, or upon request from the switch 1821, the 
switch 1811 will update the changes cached locally. To do so, 
it will generate write file transactions to the switch 1821 and 
close the file, so that the file array 1823 will now have the most 
recent version of the file as it may be modified by the client 
1814. Note that the switch 1821 may request such update 
upon request from its local client 1824 to open the same file. 
0350. This caching and update request mechanism is pref 
erably implemented by using opportunistic lock (oplock) 
semantics such as the ones found in the CIFS file protocol. 
Oplock semantics should be already supported by the file 
switch 1821 in order to allow client-side caching on the 
network 1822, so that no special protocols for inter-switch 
caching and update are necessary. The same file (e.g., a file 
residing on the file array 1823) can be open simultaneously 
from multiple clients from all sites, although it may not be 
cached by any of the multiple clients. 
0351. Depending on the type of sites, their geographical 
location and the amount of traffic, the sites 1810, 1820 and 
1830 can be connected through a wide area network such as 
1800, through a metro-area network, X.25, or a dedicated 
connection. Multiple connections may be available between 
any two of the sites. The topology can be expanded to any 
topology supported by IP networks. More or fewer sites can 
participate in the global storage system. 
0352. Note that the remote file is provided transparently to 
the client 1814, without requiring the installation and main 
tenance of special software on that client, which software 
needs to be capable of locating the file and providing it to the 
client. The client 1814 requests and interprets its result the 
same way as it would have if it had requested a file that was 
stored on the same site 1810. 
0353 Although various preferred embodiments have been 
described in detail above, those skilled in the art will readily 
appreciate that many modifications of the exemplary embodi 
ment are possible without materially departing from the novel 
teachings and advantages of this invention. For example, the 
file Switch/aggregator of the present invention may be imple 
mented in an integral manner with a file server, comprising a 
network interface unit within the server's physical architec 
ture. In addition, the inventive form of file aggregation may be 
accomplished by installing the functionality on the client and 
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server members of a network in the form of a software driver 
compatible with the network node's operating system. These 
and other modifications are intended to be included in the 
definition of the invention, which invention should be limited 
only by the following claims. 

1. A method for aggregating network file protocol transac 
tions in a network system, the method comprising the steps 
of: 

receiving a first frame of a first message belonging to a first 
transaction, the first frame containing a first file protocol 
header and a first data, the first transaction initiated by a 
first client computer, 

based on information in the first file protocol header, select 
ing a first set of file servers to participate in handling the 
first transaction; 

sending a second frame to a first server from the first set of 
file servers, the second frame containing a second file 
protocol header and a portion of the first data, the second 
file protocol header being derived from the first file 
protocol header. 

2. The method in claim 1 further comprising the steps of: 
receiving a third frame from said first server, the third 

frame containing a third file protocol header; 
sending a fourth frame to the first client computer, the 

fourth frame containing a fourth file protocol header, the 
fourth file protocol header being derived from the third 
file protocol header. 

3. The method in claim 1 further comprising the step of 
sending a third frame to a second server from the first set of 
file servers, the third frame containing a third file protocol 
header and a portion of the first data, the third file protocol 
header being derived from the first file protocol header. 

4. The method in claim 3 further comprising the steps of: 
receiving a fourth frame from said first server, the fourth 

frame containing a fourth file protocol header; 
receiving a fifth frame from said second server, the fifth 

frame containing a fifth file protocol header; 
creating a response file protocol header, derived from the 

fourth file protocol header and from the fifth file protocol 
header; 

sending a sixth frame to the first client computer, the sixth 
frame containing the response file protocol header. 

5. A method for aggregating network file protocol transac 
tions in a network system, the method comprising the steps 
of: 

receiving a first frame of a first message belonging to a first 
transaction, the first frame containing a first file protocol 
header and a first data, the first transaction initiated by a 
first client computer, 
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based on information in the first file protocol header, select 
ing a first set of file servers to participate in handling the 
first transaction; 

sending a second frame to a first server from the first set of 
file servers, the second frame containing a second file 
protocol header and a portion of the first data, the second 
file protocol header being derived from the first file 
protocol header; 

receiving a third frame of the first message, the third frame 
containing a second data; 

sending a fourth frame to a second server from the first set 
of file servers, the fourth frame containing a third file 
protocol header and a portion of the second data. 

6. The method of claim 5 further comprising the steps of: 
receiving a fifth frame from said first server, the fifth frame 

containing a fourth file protocol header; 
receiving a sixth frame from said second server, the sixth 

frame containing a fifth file protocol header; 
sending a seventh frame to the first client computer, the 

seventh frame containing a sixth file protocol header, the 
sixth file protocol header being derived from the fourth 
file protocol header and from the fifth file protocol 
header. 

7. The method of claim 5 further comprising the steps of: 
sending a fifth frame to a third server from the first set offile 

servers, the fifth frame containing a modified first file 
protocol header and a portion of the first data, 

sending a sixth frame to a fourth server from the first set of 
file servers, the sixth frame containing a file protocol 
header and a portion of the second data. 

8. A method for aggregating network file protocol transac 
tions in a network system, the method comprising the steps 
of: 

receiving a first frame belonging to a first transaction, the 
first frame containing a first file protocol header, the first 
transaction initiated by a first client computer, 

based on information in the first file protocol header, select 
ing a first set of file servers to participate in handling the 
first transaction; 

sending a second frame to a first server from the first set of 
file servers, the second frame containing a modified first 
file protocol header; 

sending a third frame to a second server from the first set of 
file servers, the second frame containing a modified first 
file protocol header. 

9-33. (canceled) 


