SYSTEM, METHOD AND APPARATUS FOR ASSEMBLING AND MINING LIFE SCIENCE DATA

Inventors: D. Navin Chandra, Framingham, MA (US); Dexter R. Pratt, Reading, MA (US); Eric K. Neumann, Lexington, MA (US); Keith O. Elliston, Gaithersburg, MD (US); Justin Sun, Norwood, MA (US); Ted M. Slater, Stow, MA (US)

Assignee: SELVENTA, INC. (F/K/A GENSTRUCT, INC.), Cambridge, MA (US)

Appl. No.: 12/982,651
Filed: Dec. 30, 2010

Related U.S. Application Data
Division of application No. 10/644,582, filed on Aug. 20, 2003, now Pat. No. 7,865,534.

ABSTRACT
Method and system for managing and evaluating life science data. Life Science data is placed in a knowledge base, that may be used for a variety of analysis tasks. Creating a knowledge base from the life science data involves generating two or more nodes indicative of life science data, assigning to one or more pairs of nodes a representation descriptor that corresponds to a relationship between the nodes, and assembling the nodes and the relationship descriptor into a database, such that at least one of the nodes is joined to another node by a representation descriptor. In some embodiments, the representation descriptor includes a case frame that describes the relationships between elements of life science data.
FIG. 3A


Proteins

Diseases

FIG. 8

1. Select Knowledge Source
2. Determine Type of Knowledge
3. Select Appropriate Case Frame
4. Instantiate Case Frame
5. Add Attribution Information and/or Other Metadata

FIG. 8
D-Glucose (extracellular) → α-D-Glucose-6P → β-D-Fructose-6P → β-D-Fructose-1,6P² → S → P → E

(Reaction r (Substrat ?s) (Product ?p))
(Enzymatic-action (Enzyme ?e) (Reaction ?r))

FIG. 4B
FIG. 6

FIG. 7A
**FIG. 7D**

- Binding
- Nucleic Acid Binding
  - DNA Binding
  - RNA Binding
    - DNA-Transcription Factor Binding
    - RNA-Transcription Factor Binding

**FIG. 7G**

- X
  - bindingInput
  - Binding of X and Y
  - competesWith
  - geneProduct
  - Inhibition of Expression of Z by Z
- Y
  - bindingInput
  - Binding of Y and Z
  - geneProduct
- Z
  - upregulatedBy
  - Gene Expression of Z

Image information: The document contains two diagrams labeled FIG. 7D and FIG. 7G. The diagrams illustrate various biological processes involving binding and expression of genes and transcription factors.
FIG 7E

C/EBP Protein (Mus musculus)

DNA Binding Site CEBP:CONS_03

bindingInput

bindingOutput

DNA Transcription Factor Binding

subsetOf

Molecular Complex

FIG 7F

TP53 Protein

Phosphorylation of TP53 at AA 4 by casein kinase 1, delta

catalyzed by

phosphorylated

reactant

product
### Genstruct Biopathway Knowledge Assembler

The Knowledge Assembly Company

<table>
<thead>
<tr>
<th>Name</th>
<th>Search Terms</th>
</tr>
</thead>
<tbody>
<tr>
<td>pyruvate oxidation</td>
<td>pyruvate, transport, phosphoenolpyruvate, pyruvate dehydrogenase complex, pyruvate dehydrogenase complex phosphorylated, catalytic activity, pyruvate dehydrogenase complex Hs, pyruvate dehydrogenase complex Mm, pyruvate dehydrogenase complex Rn, catalytic activity of pyruvate dehydrogenase complex phosphorylated by serum glucose, pyruvate dehydrogenase complex Mm -&gt; pyruvate dehydrogenase complex Mm phosphorylated, activation of pyruvate oxidation by kinase activity of AMP-activated protein kinase complex, pyruvate:propanoic acid, pyruvate:thioctic acid</td>
</tr>
</tbody>
</table>

![FIG. 9](image)
SYSTEM, METHOD AND APPARATUS FOR ASSEMBLING AND MINING LIFE SCIENCE DATA

RELATED APPLICATIONS

[0001] This application claims the benefit of U.S. provisional application No. 60/414,637, entitled "System, Method and Apparatus for Assembling and Mining Life Science Data," filed Sep. 30, 2002, the disclosure of which is incorporated by reference herein.

TECHNICAL FIELD

[0002] The invention relates to the field of data management and evaluation. In particular, the invention relates to the processing and organization of life science data.

BACKGROUND

[0003] Life science information is information relevant to the understanding of the structures, behaviors, operations, maladies, and processes of plant and animal life, and includes the nature of the work that generated it, the identity of the people who generated it, and assessments of its significance and context within the encyclopedic, ever growing life science knowledge-base of mankind.

[0004] Traditional methods of discerning and understanding the meaning of life science information are breaking down due to the large amount of material that must be absorbed and combined. New and old information are presented and stored in public, publicly accessible, proprietary, and private databases of different structures, printed or electronic journals, scholarly theses, patents, medical records, master files, books, clinical trial files, government data compilations, etc. These information sources exist in different formats, different languages, different data structures, conflicting vocabulary and ontology, and often are presented based on inconsistent and competing theories. The accessibility of these data for study and knowledge mining ranges from completely inaccessible trade secret data, to data available only by subscription, to current data generated by a colleague but not yet communicated, to obscure observations in a language foreign to the reader, to free public information a few clicks away. To form an effective understanding of a biological system, a life science researcher must synthesize information from many of these sources.

[0005] Understanding biological systems is made more difficult by the interdisciplinary nature of the life sciences. Forming an understanding of a system may require in-depth knowledge of genetics, cell biology, biochemistry, medicine, and many other fields. The literature in these fields often are addressed to specialists who do not frequently communicate outside their specialties: the protein chemist may not talk to and does not read the literature of the epidemiologist; the synthetic chemist may relate poorly to the molecular biologist.

[0006] Understanding a biological system may require that information of many different types be combined. Life science information may include material on basic chemistry, proteins, cells, tissues, and effects on organisms or populations—all of which may be interrelated. These interrelations may be complex, poorly understood, or hidden.

[0007] Knowledge useful in the development of human therapies and the like is gained by inspired individuals seeking out and combining disparate data and then reasoning from it. Currently, progress is made as scientists locate and access diverse data sources, pose questions, seek other data in an attempt to refine or eliminate a hypothesis or make a connection, and devise and conduct new experiments. The scientist then publishes or otherwise records his new data, exposing it for review, criticism, and use by others. As knowledge increases, it become apparent that no person can possibly access, much less assimilate, all the available data in any field. Furthermore, the amount of data generated in the life sciences is increasing dramatically, with no end in sight. Those seeking new insights and new knowledge are presented with the ever more difficult task of connecting the right data from mountains of information gleaned from vastly different sources. Thus, to the extent our current system of generating and recording life science data has been developed to permit knowledge mining, it is clearly far from optimal, and significant new efficiencies should be available.

[0008] What is needed is a way to assemble and store vast amounts of life science information, and to make that information available in a manner that enhances understanding of the interrelationships within the information. It would be desirable to provide a system and methods that allow researchers to assemble life science data and mine information in a comprehensive manner that facilitates the understanding and revelation of the possibly hidden interactions of a biological system.

SUMMARY OF THE INVENTION

[0009] The present invention proposes and enables a new paradigm for the recollection, organization, access, and application of life science data. The method and program enables establishment and ongoing development of a systematic, ontologically consistent, flexible, optimally accessible, evolving, organic, life science knowledge base. A knowledge base according to embodiments of the invention represents and stores biological information of many different types, from many different sources. The knowledge base represents and stores information on many types of relationships within the life science information.

[0010] A knowledge base according to embodiments of the invention places life science information into a form that exposes the relationships within the information, facilitates efficient knowledge mining, and makes the information more readily comprehensible and available. Such a life science knowledge base can be used in a manner similar to a library, providing a way for researchers, physicians, students, drug discovery companies, and many others to access life science information in a way that enhances the understanding of the information.

[0011] The knowledge base may be continuously built up and refined, to provide a complete electronic paradigm for harmonizing the vast array of life science information. It is envisioned that a knowledge base according to an embodiment of the invention could eventually incorporate the entirety of human life science knowledge from its finest detail to its global effect.

[0012] In one aspect, the invention provides a method of assembling a life science knowledge base by generating two or more nodes indicative of life science data using a life science taxonomy, assigning to one or more pairs of nodes a representation descriptor that corresponds to a relationship between a pair of nodes, and assembling two or more nodes and one or more representation descriptors into an electronic database, such that at least one of the nodes is joined to
another node by a representation descriptor. In some embodiments, the representations descriptors are themselves nodes, and can be joined to other nodes by representation descriptors.

[0013] In some embodiments, the method includes the step of receiving life science data, and generating the two or more nodes is based at least in part on the received life science data. In certain such embodiments, receiving life science data includes collecting life science data using a software agent. In some embodiments, receiving life science data further includes receiving one or more of metadata and context data.

[0014] In some embodiments, the life science data includes information representative of a molecule, biological structure, physiological condition, trait, or phenotype. In some embodiments, the life science data includes a descriptor of the condition, location, amount, or substructure of a molecule, biological structure, physiological condition, trait, or phenotype.

[0015] In some embodiments the step of generating two or more nodes includes reformatting at least a portion of the life science data.

[0016] In some embodiments, one or more of the representation descriptors include a case frame.

[0017] Some embodiments include a step of providing an ontology for use with the representation descriptors, and the step of assigning a representation descriptor to one or more pairs of nodes is based on the ontology.

[0018] In some embodiments, the step of segregating the electronic database into two or more sectors, such that access may be restricted to one or more selected sectors.

[0019] In another aspect, the invention provides an article of manufacture having a computer-readable program carrier with computer-readable instructions embodied thereon for performing the methods described above.

[0020] In another aspect, the invention provides a system for assembling a life science knowledge base. The system includes a data collector configured to receive life science data and to generate nodes based on the life science data. The system also includes a relationship generator configured to assign a relationship descriptor to a pair of nodes, the representation descriptor corresponding to a relationship between a pair of nodes. The system further includes a knowledge assembler configured to assemble two or more nodes and one or more representation descriptors assigned to one or more pairs of the two or more nodes into an electronic database such that each of the two or more nodes are joined to another node by a representation descriptor.

[0021] In some embodiments, the system also includes a graphical user interface configured to permit a user to query the electronic database at least on the relationship between at least two nodes.

[0022] In some embodiments, the system includes a data input interface configured to permit a user to submit life science data to the data collector. In some such embodiments, the data input interface is further configured to permit a user to assign a representation descriptor to a pair of nodes in the electronic database. In some embodiments, the data input interface may be configured to permit a user to create, replace, update, and delete nodes and representation descriptors.

[0023] In some embodiments, the system also includes an access manager configured to restrict access of a user to one or more portions of the electronic database.

[0024] In some embodiments, the system further includes a software agent in electronic communication with the data collector, wherein the software agent is configured to collect life science data.

[0025] In some embodiments, the life science data includes information representative of a molecule, biological structure, physiological condition, trait, or phenotype. In some embodiments, the life science data includes a descriptor of the condition, location, amount, or substructure of a molecule, biological structure, physiological condition trait or phenotype.

[0026] In some embodiments, the system also includes a library of machine-readable representation descriptors in electronic communication with the relationship generator. The relationship descriptors in some embodiments correspond to an epistemological relationship between a pair of nodes. In some embodiments, one or more of the representation descriptors includes a case frame.

[0027] In another aspect, the invention provides a computer program product that includes an electronic database storing a plurality of case statements, each case statement comprising an object identifier, a relationship connector, and a biological object identifier, wherein the relationship connector is based on a life science ontology.

[0028] In some embodiments, a set of the case statements define a biological function. In some such embodiments, the biological function involves a chemical reaction. In some embodiments, the biological function involves transport. In some embodiments, the biological function involves digestion of a biomolecule.

[0029] In some embodiments, the biological object identifier identifies a biomolecule. In some embodiments, the biological object identifier identifies a biological function.

[0030] In some embodiments, the relationship connector represents an identity relationship. In some embodiments, the relationship connector represents a product relationship. In some embodiments, the relationship connector represents a substrate relationship. In some embodiments, the relationship connector represents an enzymatic relationship.

[0031] In some embodiments, the product also includes a graphical user interface configured to permit a user to query the database at least on the relationship between biological object identifiers.

[0032] In some embodiments, the product further includes a data input interface configured to permit a user to create case statements.

[0033] In another aspect, the invention provides an article of manufacture where the functionality of one or more of the methods of the invention are embodied on a computer-readable program means, such as, but not limited to, a floppy disk, a hard disk, an optical disk, an EPROM, CD-ROM, or DVD-ROM.

[0034] In a further aspect, the invention provides a method of representing life science knowledge using case frames. The case frames include a first object identifier, a relationship connector, and a second object identifier. The relationship connector is based on a life science ontology. These case frames may be used to represent a wide variety of life science information.

[0035] The foregoing and other features and advantages of the invention, as well as the invention itself, will be more fully understood from the description, drawings, and claims which follow.

BRIEF DESCRIPTION OF THE DRAWINGS

[0036] In the drawings, like reference characters generally refer to the same parts throughout the different views. The
drawings are not necessarily to scale, emphasis instead generally being placed upon illustrating the principles of the invention. In the following description, various embodiments of the invention are described with reference to the following drawings, in which:

[0037] FIG. 1 is a diagrammatic overview of a biological system illustrating the complexity and some of the relationships between the components of the system;

[0038] FIG. 2 is a schematic illustration of an embodiment of a graphical structure according to the present invention for representing life science knowledge;

[0039] FIGS. 3A-3B are schematic illustrations of an embodiment of a knowledge base according to the present invention, in which multiple datasets are inter-connected by relationships to form the knowledge base;

[0040] FIG. 4 is a schematic illustration of an embodiment of generating nodes and assigning representation descriptors according to the present invention showing using case frames;

[0041] FIG. 5 is a schematic illustration of a case frame according to an embodiment of the present invention;

[0042] FIG. 6 is a schematic illustration of a case frame representing an enzymatic reaction according to an embodiment of the invention;

[0043] FIGS. 7A-7G are schematic illustrations showing various case frames and relations between them according to illustrative embodiments of the invention.

[0044] FIG. 8 is a flowchart illustrating an embodiment of a method for creating a case frame according to the present invention;

[0045] FIG. 9 shows an example of a search screen according to an embodiment of the invention;

[0046] FIG. 10 shows an example of a screen in which a relationship type is selected and information is added to a case frame according to an embodiment of the invention;

[0047] FIG. 11 shows an example of a screen in which two terms used in a life science ontology are merged according to an embodiment of the invention;

[0048] FIG. 12 shows a screen illustrating use of a knowledge base to find paths according to an embodiment of the invention;

[0049] FIG. 13 shows a screen that displays a graphical representation of paths according to an embodiment of the invention;

[0050] FIG. 14 is a block diagram showing the structure of a life science discovery system according to an embodiment of the present invention; and

[0051] FIG. 15 is a block diagram showing access restrictions on proprietary portions of a knowledge base according to an embodiment of the invention.

DESCRIPTION

[0052] In accordance with the invention, biological and other Life Sciences knowledge can be represented and manipulated in a computer environment so that the knowledge can be stored and shared. Such Life Sciences knowledge can be reasoned upon by algorithms that are designed to derive new knowledge and make novel conclusions relevant to furthering the understanding of biological systems and underlying mechanisms in Life Sciences. Providing such a knowledge base permits harmonization of numerous types of life science information from numerous sources.

[0053] FIG. 1 is a diagram showing an example biological system. As can be seen, the system includes various entities, including molecular entities, and numerous relationships between them. To reason about the system shown in FIG. 1 as a whole requires knowledge of the entire system. A change or problem at any point in the system could have effects throughout the entire system.

[0054] In accordance with one embodiment of the invention, a system such as that shown in FIG. 1 may be represented as a graph, such as is shown in FIG. 2. The graph shown in FIG. 2 includes nodes 202 and edges 204. The nodes 202 represent entities within a biological system, such as compounds, genes, proteins, cells, and tissues. The edges 204 represent relationships between the nodes 202.

[0055] In the example shown in FIG. 2, various types of nodes are represented by different shapes. For example, a diamond-shaped node, such as the node 206, represents a cell or tissue. A triangle-shaped node, such as the node 208, represents a compound. A circle-shaped node, such as the node 210, represents a gene or protein. Thus, the life science data represented by the nodes may be based on a life science taxonomy, in which each particular entity is represented by a node in the graph that is classified according to its type.

[0056] The edges in the graph represent various relationships between the nodes, as shown in FIG. 2. For example, edges may represent a “binds to” relation 212, an “is expressed in” relation 214, an “are co-regulated based on expression profile” relation 216, an “inhibits” relation 218, a “co-occurs in a manuscript” relation 220, or a “share structural element” relation 222. These types of relationships between the nodes may be referred to as “representation descriptors.” Generally, a representation descriptor describes a relationship between a pair of nodes. These relationships may be referred to as epistemological relationships between nodes, since they represent knowledge about the relation of one entity to another.

[0057] In accordance with an embodiment of the invention, the nodes in the graph may also represent relationships between nodes. Thus, it is possible to represent relationships between relationships, or relationships between a relationship and another type of life science entity represented in the graph. For example a relationship between two nodes that represent chemicals may represent a reaction. This reaction may be a node in a relationship between the reaction and a chemical that inhibits the reaction.

[0058] In accordance with an embodiment of the invention, the entities and relationships (i.e., the nodes and edges) that make up a graph, such as the graph shown in FIG. 2, may be stored as a web of interrelated nodes in a knowledge base. Various algorithms may be applied to such graphs to provide automated reasoning capabilities, for knowledge assembly and mining.

[0059] The knowledge represented within the life science knowledge base may be of various different types, drawn from different sources. For example, FIG. 3A shows three separate sets of data, representing different types of life sciences information. A dataset 302 is a genomic database, including information on genes, and relations between them. For example, a node 304 may represent an oncogene, while a node 306 represents a gene that inhibits the gene represented by the node 304.

[0060] A dataset 308 represents proteins, and relations between them. Thus, a node 310 in dataset 308 may represent a specific protein. Similarly, a dataset 312 represents diseases and their interrelations, and nodes in dataset 308 may represent various disease states.

[0061] Each of the datasets 302, 308, and 312 could be a knowledge base in its own right, as each contains a representa-
tation of knowledge on a particular topic of relevance to the life sciences. However, as shown in FIG. 3A, a greater knowledge base may be formed by creating connections between the datasets 302, 308, and 312, based on knowledge of the relations between genes, proteins, and diseases.

For example, relations, such as a relation 316, may represent the knowledge that a particular gene codes for or produces a particular protein. A lack or abundance of a particular protein or set of proteins may be associated with particular diseases. For example, a relation 320 may indicate that an abundance of the protein represented by the node 310 in the protein dataset 308 causes the disease (e.g., cancer) represented by the node 322 in the disease dataset 312.

Relations can be created between any members of any datasets. For example, a gene represented by the node 306 in the gene dataset 302 may be directly linked to a disease represented by a node 318 in the disease dataset 312 by a relation 324.

As can be seen in FIG. 3B, there are many different types of life science data that can be combined in a knowledge base. Knowledge base 350 includes a web of relations between nodes representing knowledge in a gene dataset 352, an mRNA dataset 354, a protein dataset 356, a cell dataset 358, a tissue dataset 360, an organ dataset 362, a medical dataset 364, an epidemiology dataset 366, a chemistry dataset 368, a toxicology dataset 370, and a patient dataset 372. All of these datasets contain nodes that represent life science information, and the nodes in each of the datasets may be related to nodes in the same dataset, or in other datasets.

Knowledge base 350 contains a wide variety of life science information, across many fields. The information in knowledge base 350 ranges from genetic information, in gene dataset 352, to medical information, in medical dataset 364, to information on individual patients in patient dataset 372, and on entire populations, in epidemiology dataset 366.

In addition to the various datasets that are shown in FIG. 3B, there may be many other datasets, or types of life science information that may be included in a knowledge base in accordance with an embodiment of the invention. For example, a knowledge base could further include medical record data, structure/activity relationship data, information on infectious pathology, information on clinical trials, and any other type of life science information. By interconnecting information of numerous types and from a variety of fields, as shown in FIG. 3B, a knowledge base according to an embodiment of the invention may harmonize and combine many types of life science information, and provide researchers with the ability to find and understand the many relationships between life science information.

In one embodiment, the nodes and representation descriptors that represent life sciences information are built up in a knowledge base using case frames. A case frame provides a representational formalism for life sciences knowledge and data. As will be more fully described below, each case frame corresponds to a specific concept in the life sciences and consists of two or more nodes indicative of life science data, with one or more relationship descriptors between and among the nodes.

These case frames may be made available in a library, from which they may be selected and instantiated to form a knowledge base. The case frames in the library can be viewed as templates, because specific information has not been specified for each node and relationship. During instantiation, these "blanks" are filled in, to form an instance of the case frame in a knowledge base. As case frames are instantiated, those that share common nodes and/or relationships may be clustered to form a network of connected case frames.

Alternatively, nodes and relationships can be built up and represented in a relational database, an object-oriented environment, a logic-based environment, or in other database or programming paradigms.

Referring to FIG. 4, construction of case frames from life sciences information is illustrated. In this example, a reaction 406, shown in a portion 404 of a metabolic pathway 402 is to be added to the knowledge base. Reaction 406 is an enzymatic reaction in which a substrate 408 is transformed into a product 410 (in this case, α-D-Glucose-6P) through the action of an enzyme 412.

A case frame 414 is used to represent the transformation. In this instance, the case frame 414 represents the substrate 408 being transformed to the product 410 through a reaction involving enzyme 412. The information may then be transformed into a computer-readable representation 416, for storage in a knowledge base, and manipulation by automated reasoning algorithms.

Knowledge from the metabolic pathway 402 may be placed in a knowledge base using numerous case frames, such as case frame 406.

Referring to FIG. 5, a general example of a case frame for representing particular life sciences knowledge is described. The case frame 502 of FIG. 5 includes an entry A 504 and an entry B 506. The entries A 504 and B 506 are related by a relation R 508. Each of the entries A 504 and B 506 represent objects of relevance in the life sciences, such as proteins, enzymes, genes, cells, tissues, compounds, molecules, or other life science-related objects.

Each of the entries A 504, B 506, and the relation R 508 may be associated with various attributes, and may be connected to entries or relations (not shown). Using a collection of case frames, such as case frame 502, large networks of life science knowledge may be built.

FIG. 6 shows an instance of a case frame 602, which is somewhat more complex than the case frame 502 of FIG. 5. The central relation R 604 of the case frame 602 represents an enzymatic reaction. The enzymatic reaction shown in the case frame 602 has reactants Pyruvate 606 and CoA 608, and produces Acetyl-CoA 610. The enzymatic reaction has a coenzyme cofactor 612, is catalyzed by an enzyme 614, and is inhibited by a protein X 616 (the arrow for inhibition is shown in FIG. 6 as being different than the other arrows).

The case frame 602 can be converted into a pseudocode form. For example, known languages, such as XML or Java may be used to represent a case frame, such as the case frame 602. Although the syntax of the pseudocode may vary, the types of objects, attributes, and relations will be the same. An example of pseudocode representing the case frame 602 is:

Create Relation Called R1
R1 has reaction CoA
R1 has reactant Pyruvate
R1 is catalyzed by Enzyme
R1 has product Acetyl-CoA
R1 is-a enzymatic reaction
R1 has_coenzyme cofactor
Protein X inhibits R1
Generic forms of case frames may be produced. For example, a generic or empty case frame for an enzymatic reaction could be represented as:

Create Relation Called (R1)
R1 has reactant ______
R1 has reactant ______

... (repeat for all substrates)
R1 is catalyzed by ________
... (repeat for all catalysts)
R1 has product ______
R1 has product ______
... (repeat for all products)
R1 is an enzymatic reaction
R1 has _coenzyme ______
R1 has _coenzyme ______
... (repeat for all cofactors)
R1 occurs in tissue ______ (repeat for all tissues)
R1 occurs in compartment ______ (repeat for all subcellular compartments)
R1 occurs in species ______ (repeat for all species)
R1 is inhibited by ______ (repeat for all)

This empty or generic case frame may be used to represent any enzymatic reaction in any known organism or tissue. This type of representation of a case frame permits any aspect of a reaction to be represented. Additionally, other aspects may be added, such as energy levels, species data and other supporting data as it becomes available.

A library of such empty or generic case frames can be built to represent substantially all of the known atomic concepts in life sciences. By creating such a library of empty case frames, complex concepts in life sciences can be represented by filling in the blanks in the appropriate set of case frames from the generic or empty case frames.

The empty or generic case frame shown above represents an enzymatic reaction. This same case frame can be generalized to show various reactions, such as a protein binding or an activation of transcription. The statement in the example shown above that says that relation R1 is an enzymatic reaction can be replaced by one of many terms such as:

R1 is a protein binding relation
R1 is an activation relation
R1 is an inhibition relation
R1 is an auto-phosphorylation relation
R1 is a co-factor relation
R1 is a related-patent relation

Generally, case frames can be built using terms that represent objects, classes of objects, events, or classes of events. Some of these terms represent relationships between terms, such as one term being a subset of another. In one embodiment, case frames are based on terms that specify individuals (i.e., individual objects or events), classes (i.e., classes of individuals), relationships (i.e., relationships between other terms), and metaclasses (i.e., classes of classes).

Examples of classes include types of life science objects, such as chemicals, organisms, reactions, processes, etc., as well as types of objects that are used for bookkeeping or other uses, such as databases and documents. Similarly, relations may include life science relations, such as "catalyzed by", "activates", and "inhibits", as well as other types of relations, such as "keggMapID", which is a relation used to specify that an object is referenced with a specific ID in the KEGG database, or "subset of", which specifies that one term is a subset of another. An example of a metaclass is "species", in which instances are classes of organism which are designated as species in a standard classification scheme, and "basic term type."

FIG. 7A shows relationships between classes of case frames that are used in one embodiment of the present invention for representing chemicals. The arrows in the diagram represent a "subset of" relationship. Thus, for example, an enzyme class 702 is a subset of a chemical class 700, and an RNA class 706 is a subset of a Nucleic Acid class 704.

The structure of the subset relations shown in FIG. 7A is useful for facilitating reasoning about the various classes of chemical. In this example, a "chemical" is defined as any chemical entity, from macromolecules to hydrogen ions. A "molecule" (i.e., molecule class 708) is defined as a chemical in which the atoms are primarily covalently linked. The enzyme class 702 is a subset of the chemical class 700, rather than a protein class 710 or the molecule class 708, since enzymatic reactions may be catalyzed by ribozymes or molecular complexes.

Case frames are also used for representing interactions. In one embodiment, such interactions are a class (which is a subset of a "physical process" class) of events where chemicals and/or cellular components affect each other. Examples of such interactions include a reaction class, a binding class, a gene expression class, and increase class, a decrease class, a translocation class, an activation class, and an inhibition class.

FIG. 7B shows an example instance of an enzymatic reaction, which is a subset of a reaction. As can be seen, an enzymatic reaction 720 is characterized by assertions using various relationships. An "X catalyzedBy Y" relationship 722 represents a relationship in which reactions of type X (in this instance, Reaction R02347) are catalyzed by enzyme molecules of type Y (in this instance, Estradiol 17 alpha-dedydrogenase). Similarly, an "X reactant Y" relationship, such as relationships 724 and 726, represents that reactions of type X consume chemicals of type Y. An "X product Y" relationship, such as relationships 727 and 728, which represents that reactions of type X produce chemicals of type Y.

In addition to the relations shown in FIG. 7B, a case frame representing an enzymatic reaction may include other relationships. For example, an "X cofactor Y" relationship (not shown) may be used to represent that the chemical with the name Y binds to the enzyme as a necessary cofactor in reactions of type X. Note that this implies that an "X reactant Y" relationship. An "X effector Y" relationship (not shown) may be used to represent that interactions of type X are effected by chemicals whose name is Y. An "X inhibiting Chemical Y" relationship (not shown) represents that interactions of type X are inhibited by chemicals whose name is Y.

In one embodiment, some classes of EnzymaticReaction correspond exactly to a particular EC number. These classes are instances of the metaclass "ECClass," and represent classes of reaction that cross species boundaries, and have been grouped by EC on the basis of function.

Case frames are used in some embodiments of the invention to represent genes, proteins, and RNA, and relationships between them. For example, structural protein relationships may be represented by an "X has ProteinBindingDo-
main Y” that indicates that proteins of type X have a protein domain of type Y. Functional protein relationships may also be represented.

[0090] FIG. 7C shows an example case frame for representing gene expression. In the example shown in FIG. 7C, gene expression for the human p53 gene is shown. An “expressesGene” relationship 730 indicates that the TP53 gene expression 731 expresses the TP53 gene 733. A “geneProduct” relationship 732 indicates that the TP53 protein 735 is produced by the TP53 gene expression 731. A “transcribedToRNA” relationship 734 indicates that TP53 RNA 736 is the RNA transcript of the TP53 gene expression 731. The TP53 gene 733 has an “isTranscribedToRNA” relationship with the TP53 RNA 736, which has an “isTranslatedToProtein” relationship with the TP53 protein 735.

[0091] Generally, a GeneExpression is characterized by assertions using the following relationships:

<table>
<thead>
<tr>
<th>Relationship</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>X expressesGene Y</td>
<td>Gene Y is expressed by GeneExpression X</td>
</tr>
<tr>
<td>X geneProduct Y</td>
<td>Chemical Y is produced by GeneExpression X</td>
</tr>
<tr>
<td>X upregulatedBy Y</td>
<td>GeneExpressions of type X are upregulated by things of type Y</td>
</tr>
<tr>
<td>X downregulatedBy Y</td>
<td>GeneExpressions of type X are downregulated by things of type Y</td>
</tr>
<tr>
<td>X regulatedBy Y</td>
<td>GeneExpressions of type X are affected by things of type Y</td>
</tr>
</tbody>
</table>

[0092] Additionally, genes, proteins, and RNA may be further characterized by the following relationships in a case frame:

<table>
<thead>
<tr>
<th>Relationship</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>X translatesRNA Y</td>
<td>RNA of type Y is translated as part of GeneExpression of type X</td>
</tr>
<tr>
<td>X homologousGene Y</td>
<td>Gene X is homologous to gene Y</td>
</tr>
<tr>
<td>X isTranscribedToRNA Y</td>
<td>There exists gene expression such that gene X is transcribed to RNA Y</td>
</tr>
<tr>
<td>X isTranslatedToProtein Y</td>
<td>There exists gene expression such that RNA X is translated to Protein Y</td>
</tr>
<tr>
<td>X transcriptionModulationSite Y</td>
<td>Y is a binding site that affects the transcription of gene X</td>
</tr>
<tr>
<td>X cytosolicPosition Y</td>
<td>Y is the location of gene X within its chromosome</td>
</tr>
<tr>
<td>X onChromosomeNumber Y</td>
<td>The species-specific number of the chromosome on which a gene is located</td>
</tr>
<tr>
<td>X syntheticallyLethalWith Y</td>
<td>Either gene X or gene Y is sufficient for the organism to survive, but at least one is required</td>
</tr>
</tbody>
</table>

[0093] Referring to FIG. 7D, the relationship between various case frames that are used in some embodiments of the invention to represent binding is shown. A “NucleicAcidBinding” class 752 is a subset of a general “binding” class 750. A “DNABinding” class 754 and an “RNABinding” class 756 are subsets of the “NucleicAcidBinding” class 752. A “DNA-TranscriptionFactorBinding” class 757 is a subset of the “DNABinding” class 754, and an “RNA-TranscriptionFactorBinding” class 758 is a subset of the “RNABinding” class 756. In some embodiments, certain of the classes that define bindings correspond to GO terms.

[0094] Additional classes related to binding include an “Unbinding” class (not shown), and a “MolecularComplex” class (not shown). A “MolecularComplex” is a class of chemical characterized by assertions that use an “X complex-Component Y” relationship, which represents that complexes of type X include molecules or molecular complexes of type Y.

[0095] A binding interaction is a class of process that is characterized by assertions using the following relationships:

<table>
<thead>
<tr>
<th>Relationship</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>X bindingInput Y</td>
<td>Bindings of type X involve molecules or molecular complexes of type Y</td>
</tr>
<tr>
<td>X bindingOutput Z</td>
<td>Bindings of type X produce complexes of type Z</td>
</tr>
</tbody>
</table>

[0096] An example of the use of such relations is shown in FIG. 7E, in which “bindingInput” relationships 760 and 761, and a “bindingOutput” relationship 762 are used to specify the inputs and output of a binding process. Other relationships, such as “subsetOf” relationships 764 and 766 are used to specify that the binding process is a subset of a DNA-transcription factor binding (relationship 764), and that the output of the binding is a subset of a molecular complex (relationship 766).

[0097] In some embodiments, molecular complexes are represented by a class of chemical characterized by assertions using a “complexComponent” relationship. The “X complexComponent Y” relationship indicates that complexes of type X include molecules or molecular complexes of type Y. In some embodiments, the “complexComponent” relationship may include a numeric literal that specifies the number of molecules or molecular complexes of a given class. Thus, a “X complexComponent Y N” relationship specifies that complexes of type X include N molecules or molecular complexes of type Y. This type of relationships can be used to represent homodimers, homotrimers, homotetramers, etc.

[0098] In some embodiments, case frames are used to represent modifications of polymers. For linear polymers, such case frames are characterized by a relationships or assertions that indicate the type and position of the modification. Included in such modifications of polymers are case frames for representing post-translational modifications of proteins. This may include case frames that represent phosphorylation, acetylation, peptide-bond cleavage, glycosylation, lipidation (including fatty-acylation and prenylation), methylation, metallation, cross-linking, hydroxylation, sulfation ADP-ribosylation, and covalent attachment of prosthetic groups such as flavin and heme. This may be accomplished by relationships specific to each type of modification, such as the following:

<table>
<thead>
<tr>
<th>Relationship</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>X phosphorylatedAt N</td>
<td>Proteins of type X are phosphorylated at position N</td>
</tr>
<tr>
<td>X acetylatedAt N</td>
<td>Polymers of type X are acetylated at position N</td>
</tr>
<tr>
<td>X ribosylatedAt N</td>
<td>Polymers of type X are ribosylated at position N</td>
</tr>
<tr>
<td>X cleavedAt N</td>
<td>Polymers of type X are the remainder after cleavage at position N</td>
</tr>
<tr>
<td>X glycosylatedAt N</td>
<td>Polymers of type X are glycosylated at position N</td>
</tr>
<tr>
<td>X methylatedAt N</td>
<td>Polymers of type X are methylated at position N</td>
</tr>
<tr>
<td>X lipidatedAt N</td>
<td>Polymers of type X are lipidated at position N</td>
</tr>
<tr>
<td>X fattyAcylatedAt N</td>
<td>Polymers of type X are fatty-acylated at position N</td>
</tr>
</tbody>
</table>
continued

<table>
<thead>
<tr>
<th>X metallatedAt N</th>
<th>Polymers of type X are metallated at position N</th>
</tr>
</thead>
<tbody>
<tr>
<td>X hydroxylatedAt N</td>
<td>Polymers of type X are hydroxylated at position N</td>
</tr>
<tr>
<td>X sulfatedAt N</td>
<td>Polymers of type X are sulfated at position N</td>
</tr>
</tbody>
</table>

[0099] FIG. 7F shows an example of a phosphorylation reaction 771, which may be represented as an enzymatic reaction in which the reactant 770 is a protein, and the product 772 is a modified subclass of protein. The kinase 774 that performs the phosphorylation is the catalyst for the reaction. The “phosphorylatedAt” relationship 775 is used to indicate the position at which the product 772 is phosphorylated. Other post-translational modifications may be handled in the same manner as phosphorylations.

[0100] In some embodiments, if there are multiple kinases that may produce the same phosphorylation, each reaction is represented as a separate class of process, all of which share a common product. This feature of the representation permits the product to be used in other relationships, such as inhibitions and activations, rather than starting a separate relationship for each reaction that produces the product.

[0101] The removal of modifications, such as deacetylations, may be represented as negated assertions on the products. In such cases, the modified product class is the subset of polymer that is explicitly known to not be modified at a given position.

[0102] In some embodiments, case frames are used to represent causal relationships, such as activation and inhibition, also referred to as “increase” and “decrease” or “upregulated” or “downregulated”. Activation and inhibition are subsets of modification, which is a subset of a process class. Generally, activation and inhibition connect a cause—the “inhibitor” or “activator”—with a process that is affected by the activation or inhibition. They can also connect a cause with a biological entity, indicating that the cause modulates the abundance of the entity. Note that since activation and inhibition are a subset of process, it is possible to represent an activation or inhibition being activated or inhibited.

[0103] Direct activation and indirect inhibition are subsets of activation and inhibition, respectively. They indicate that instances of a class directly affect instances of a process. Regular activation and inhibition do not necessarily imply such an immediate causal relationship. The cause of a regular activation or inhibition may be many steps removed, or may not be known.

[0104] In some embodiments, activations are connected to other classes by the relationships “activates” and “activator”. The “X activates Y” relationship indicates that things of type Y are activated by activations of type X. The “X activator Y” relationship indicates that activations of type X are caused by things of type Y.

[0105] Similarly, inhibitions are connected to other classes by the relationships “inhibits” and “inhibitor”. The “X inhibits Y” relationship indicates that things of type Y are inhibited in inhibitions of type X. The “X inhibitor Y” relationship indicates that inhibitions of type X are caused by things of type Y.

[0106] In some embodiments, case frames are used to represent competition between processes. An “X competesWith Y” relationship indicates that processes of type X compete with processes of type Y. While such competition can frequently be inferred, the “competesWith” relationship permits it to be explicitly stated as a case frame.

[0107] In some embodiments, case frames are used to represent the requirements of processes. An “X requires Y” relationship indicates that processes of type X require the presence of objects or processes of type Y. Note that although a “requires” relationship indicates a dependency, the nature of the dependency is not known. The “requires” relationship does not imply that increases in the required objects or processes will increase the process, but does imply that decreases in the required objects or processes will decrease the process.

[0108] In some embodiments, case frames are used to represent translocations. Such translocations are processes that represent change in location for classes of objects. The relationships for a translocation indicate the type of object and type of locations.

[0109] Translocations may be directional translocations, in which the objects are transported from one type of location to another type, but not the reverse. There are also translocations that connect two locations, indicating that the objects may move in both directions. This is a common case where molecules able to pass a barrier, such as a membrane, are in equilibrium across the barrier, such that a net flow of molecules is due to their creation, destruction, or other removal on one side of the barrier.

[0110] The relationships that characterize a translocation are listed in the following table:

<table>
<thead>
<tr>
<th>X translocates Y</th>
<th>Things of type Y change location in translocations of type X.</th>
</tr>
</thead>
<tbody>
<tr>
<td>X translocatedFrom Y</td>
<td>In translocations of type X, the objects that change location are initially at locations of type Y.</td>
</tr>
<tr>
<td>X translocatedTo Y</td>
<td>In translocations of type X, the objects that change location move to locations of type Y.</td>
</tr>
<tr>
<td>X translocatedBy Y</td>
<td>In translocations of type X the translocation is accomplished or affected by the biological entity or process Y.</td>
</tr>
</tbody>
</table>

[0111] The following table provides a list of case frames, including classes, metaclasses, and relationships, that are used to represent life-sciences information related to molecular biology:
Instances are Classes of Organism which are genetically distinguished and which are more specific than Species.

Instances are Classes of Organism which distinguish morphological forms of a species, such as an asexual form of a fungal species. Should be a subset of a species and has the same genome as the species.

Instances are Chemicals in which the atoms are primarily covalently linked.

A linear polymeric molecule or a sub-region of a linear polymeric molecule. The sequence of units of the extent may or may not be known.

Nucleic Acid molecule or a sub-region of a Nucleic Acid molecule, such as a binding site or gene. The sequence of the extent may or may not be known.

An artificially created Nucleic Acid molecule with a specified sequence.

DNA molecule or a sub-region of a DNA molecule, such as a binding site or gene. The sequence of the extent may or may not be known.

DNA molecule or a subsequence of a DNA molecule - i.e., a binding site is also DNA.

RNA molecule or a subregion of a RNA molecule, such as a binding site or gene. The sequence of the extent may or may not be known.

RNA molecule or a subsequence of an RNA molecule.

Sequence of Nucleic Acid identified by its ability to participate in a binding interaction with a molecule or molecular complex.

Sequence of DNA identified by its ability to participate in a binding interaction with a molecule or molecular complex.

Sequence of RNA identified by its ability to participate in a binding interaction with a molecule or molecular complex.

DNA BindingSite which acts as a promoter for the Gene when it is bound.

DNA BindingSite which acts as an enhancer for the Gene when it is bound.

Molecules typically smaller than proteins and other macromolecules.

Protein molecule or a sub-region of a Protein molecule, such as a Protein Domain. The sequence of the extent may or may not be known.

A polypeptide sequence

A region of a protein. Typically a region which has biologically significant binding activity.

A Chemical which catalyzes specific reactions. A portion of DNA (or in some cases RNA) which can be expressed into gene products by an Organism

Events or Processes

Processes or Events involving physical objects and actions

Organism

Viruses

cellular organisms

Instances are Classes which form the standard classification scheme for enzymatic reactions

Instances are Classes related to gene expression and protein function at the level of families of protein function and structure.

Instances are Classes related to gene expression and protein function at the species-specific Chromosome Location level. More general than SpliceVariantLevel, more specific
Instances are Classes related to gene expression and protein function at the level of specific splice variants

X keggMapID Y
X enNumber Y
X genbankAC Y
X genbankID Y
X unigeneAC Y
X locuslinkID Y
X locuslinkName Y
X refseqID Y
X pfamID Y
X swissProtID Y
X smartID Y
X casID Y
X keggCompoundID Y
X keggReactionDesc Y
X keggReactionID Y
X keggOrganismID Y
X transfacAC
X transfacID
X pirID
X pirAC
X swissProtAC
X pubmedID
X embID
X transfacOrganismName
X geneName Y
X geneSymbol Y
X aliasGeneSymbol Y
X goAnnotation Y

Class: Interaction
Class: Reaction
Class: EnzymaticReaction
Class: Binding
Class: Unbinding
Class: NucleicAcidBinding
Class: DNA Binding
Class: DNA-TranscriptionFactor Binding
Class: RNA-TranscriptionFactor Binding
Class: GeneExpression
X catalyzedBy Y
X reactant Y
X product Y
X cofactor Y
X effector Y
X inhibitingChemical Y
-continued

X chemicalFormula Y: chemical type X has the formula Y.
X hasProteinBindingDomain Y: proteins of type X have a ProteinDomain of type Y.
X expresses Gene Y: X is a type of GeneExpression that expresses Gene Y.
X geneProduct Y: indicates that Chemical Y is produced by GeneExpression of type X.
X upregulatedBy Y: GeneExpressions of type X are upregulated by Things of type Y.
X downregulatedBy Y: GeneExpressions of type X are downregulated by Things of type Y.
X regulatedBy Y: GeneExpressions of type X are affected by Things of type Y.
X translated rRNA Y: RNA of type Y is translated as part of GeneExpression of type X.
X isTranscribedTo mRNA Y: Gene X is homologous to Gene Y.
X isTranslatedTo Protein Y: there exists gene expression such that Gene X is translated to Protein Y.
X transcriptionModulationSite Y: Y is a binding site that affects the transcription of Gene X.
X cytogeneticPosition Y: Y is the location of gene X within its chromosome.
X chromosomeNumber Y: the number of the chromosome on which a gene is located. Only makes sense if the gene is species-specific.
X isSyntheticallyLethalWith Y: either Gene X or Gene Y is sufficient for the organism to survive, but at least one is required.
X location Y: things of type Y may be found at, on, or in physical objects of type X.
X bindingOutput Z: bindings of type X involve molecules or molecular complexes of type Y.
X bindingInput Y: bindings of type X produce complexes of type Z.
Class: MolecularComplex subsetOf Chemical
X complexComponent Y: complexes of type X include molecules or molecular complexes of type Y.
X complexComponent Y N: complexes of type X include N molecules or molecular complexes of type Y.
X phosphorylatedAt N: Polymers of type X are phosphorylated at position N.
X acetylatedAt N: Polymers of type X are acetylated at position N.
X ribosylatedAt N: Polymers of type X are ribosylated at position N.
X cleavedAt N: Polymers of type X are the remainder after cleavage at position N.
X glycosylatedAt N: Polymers of type X are glycosylated at position N.
X methylatedAt N: Proteins of type X are methylated at position N.
X lipidatedAt N: Proteins of type X are lipidated at position N.
X fattyAcylatedAt N: Proteins of type X are fatty-Acylated at position N.
X metabolizedAt N: Proteins of type X are metabolized at position N.
X hydroxylatedAt N: Proteins of type X are hydroxylated at position N.
X sulfatedAt N: Proteins of type X are sulfated at position N.
Class: ProteinDegradation subsetOf EnzymaticReaction
Class: ProteinDegradation subsetOf EnzymaticReaction
Class: Modulation subsetOf Process
Class: Activation subsetOf Modulation
Class: Inhibition subsetOf Modulation
Class: DirectActivation subsetOf Activation
Class: DirectInhibition subsetOf Inhibition
Class: Translocation subsetOf Process
Class: Translocation subsetOf Process
X activates Y: Things of type Y are activated by Activations of type X.
X activator Y: Activations of type X are caused by Things of Type Y.
X inhibits Y: Things of type Y are inhibited in Inhibitions of type X.
X inhibitor Y: Inhibitions of type X are caused by Things of Type Y.
X competesWith Y: Processes of type X compete with Processes of type Y.
X requires Y: Processes of type X require the presence of objects or processes of type Y.
In Translocations of type X, the objects that change location are initially at locations of type Y.

X toLocation Y

In Translocations of type X, the objects that change location move to locations of type Y.

X connectedLocation Y

In Translocations of type X, the objects that change location may start or end at locations of type Y.

Class: Dimer
Class: Trimer
Class: Dimerization
Class: Trimerization
Class: Tetramerization
Class: Exposure to Ionizing Radiation
Class: Centromere DNA
Class: Single-Stranded DNA
Class: Double-Stranded DNA
Class: DNA Lesion
Class: Double-Stranded DNA terminus
Class: Single-Stranded DNA break
Class: Secreted Protein

[0111] It will be understood that in addition to the material listed in the table, a variety of other classes, primarily used for book-keeping, or to provide a place for objects in a unified class structure may be used in an actual implementation. For example, a high-level term, such as “Thing” may be used as the root for all classes, metaclases and relationships. Additionally, relationships such as “X documentation Y” may be used to represent system information, such as documentation, in a knowledge base made up of case frames.

[0112] As seen in FIG. 7G, case frames can be combined and interconnected to represent complex biological information, such as pathways. FIG. 7G shows a pathway, that includes binding.

[0113] Referring now to FIG. 8, the process of creating a case frame is described. In step 802, the knowledge source is selected. In an exemplary embodiment, the knowledge for case frames can come from text, from a human, or from a database.

[0114] Once the knowledge source is identified, in step 804, the type of knowledge is determined. This is done by determining the type of entities being described (e.g. genes) and the types of relationships being imposed on the entities by the knowledge. For example, an entry for literature references of Genes represents a different type of knowledge than information about intra Gene activation and inhibition.

[0115] Next, at step 806, an appropriate case frame is chosen to represent the knowledge. Based on the type of knowledge to be represented, an appropriate set of case frames can be chosen from a library of generic case frames. In some instances, an appropriate case frame may not be available. When this occurs, it may be desirable to edit an existing case frame, or to add a new case frame.

[0116] When the case frames in the library are incomplete, or inadequate for representing the knowledge, it may be desirable to edit an existing case frame. For example, a case frame for representing a protein binding may not have in its template a field for entering the energy level of the binding. If this is the case, a new field may be added using a user interface. In some embodiments, an expert review may be required before a permanent change or addition is made to a case frame.

[0117] If a needed case frame does not exist, a new type of relation may be created and its attributes described in a new type of case frame. A user interface may be used to add a new type of case frame to the library of generic or empty case frames. In some embodiments, an expert review may be required before a new case frame is added to a library.

[0118] In step 808, the selected case frames are instantiated. Generally, instantiating a case frame involves filling in the blanks in the generic or empty template of the case frame. This is typically done through use of a user interface. Typically, a user reads each piece of knowledge from the original source, and fills in the fields in the Case Frame template to represent the knowledge. Once instantiated, the case frame is stored in a knowledge base for future use.

[0119] In step 810, metadata, such as attributes are added to the knowledge represented in a case frame. Each piece of knowledge (i.e., each line in the case frame) has an associated attribution. An attribution is a number or code that indicates when and where the data came from: the source, the person entering it, the date, time and experimental conditions from which the piece of knowledge was derived. Other metadata or context data (e.g. from which database the knowledge was derived, what type of information is represented by the knowledge, etc.) also may be added to the knowledge represented by a case frame.

[0120] Many of the steps described above may be performed by a user, through a user interface. In one embodiment, the user interface for entering knowledge is designed to be fool proof and enforces an ontology. The system is preloaded with an ontology of relevant biological terms and relations. Through a series of searches and pull-down menus, the user selects the entities he/she wants to relate (e.g. genes, proteins, metabolites), and then selects the relation (from the case frame library) and fills in the fields. Because the user can only relate terms that are already in the ontology, the user is kept from filling in unknown terms or incorrect spellings. If a new item or term is needed, then the new item or term may be entered into the ontology by an expert administrator of the system.

[0121] The ontology generally provides a kind of life science “markup”, that adds meaning to life science information
stored in the knowledge base, and facilitates the interconnection of pieces of information stored in the knowledge base. In accordance with an embodiment of the invention, the knowledge base provides a harmonization of life taxonomies, ontologies, and ways to make relationships.

[0123] In addition to permitting users to enter knowledge, knowledge may be extracted from databases. In many embodiments, the bulk of the knowledge in the knowledge base is loaded automatically. Generally, knowledge may be automatically loaded from structured databases and unstructured text sources. The databases are loaded using special purpose translation programs or software agents that translate the source format to a format compatible with the case frames. For example the source format may be a relational database or a XML file.

[0124] Text mining techniques are used to automatically extract knowledge from text documents. The extracted knowledge is then converted to case frames, and is loaded into the knowledge base. In some embodiments, known text mining tools, such as the products of Clear/forest corporation, of New York, N.Y., the products of X-Mine Inc., of Brisbane, Calif., or text mining tools provided by Professor James Pustejovsky, of Brandeis University, of Waltham, Mass. may be used to extract relations between entities of interest.

[0125] As knowledge is added to the knowledge base through use of case frames, connections between the various pieces of knowledge may be formed. In some embodiments, these connections are implicit, and arise as the result of the same entity being used in multiple relationships. A knowledge base for use in the life sciences may contain well over a million pieces of knowledge, and millions of connections between those pieces of knowledge.

[0126] FIGS. 9-11 show example screens of a user interface used in one embodiment of the invention for creating case frames. FIG. 9 shows a screen 850 of a user interface for searching and viewing the case frames associated with a particular chemical. In the example shown in the screen 850, a search area 852 is used to specify a search for case frames associated with pyruvate. The results of the search are shown in a case frame list area 854.

[0127] Generally, the search area 852 may be used to enter various queries on the knowledge base, permitting a user to browse through all the knowledge associated with a particular entity and all related entities.

[0128] In FIG. 10, a screen 900 is shown, in which a drop down menu 902 is used to permit a user to select a relationship type. An area 904 allows the user to determine terms in the ontology that may legally be entered in various parts of the relationship selected in the drop down menu 902.

[0129] FIG. 11 shows a screen 1000 in which two terms in the ontology are being merged. Using a merge area 1002, a user may specify that two terms in the ontology have the same meaning, enter a new name for the two merged terms, and view all case frames using either or both of the terms.

[0130] In addition to a user interface similar to the examples shown in FIGS. 9-11, other tools may be used to create case frames. For example, known tools for creating graph representations of knowledge, such as Knowledge Editor, available from the Genomic Sciences Center of RIKEN (the institute of physical and chemical research) Yokohama Institute, in Japan, can be used to create case frames. The output from such tools may be processed using data manipulation software, such as Perl, to generate case frames based on the output from such tools.

[0131] Once the knowledge base of instantiated case frames is constructed, a variety of algorithms may be applied to reason using the knowledge. Such reasoning algorithms are typically research and purpose specific. For example, reasoning algorithms may include algorithms that find the shortest path between two entities, find the shortest path between two entities that goes through a third entity, find a molecule that controls numerous other molecules (or is upstream of a process of interest), determine which enzymes and metabolites will be impacted if an enzyme is inhibited, determine what will happen if a gene is knocked out, or determine the results if multiple entities are knocked out.

[0132] As discussed above with reference to FIG. 2, the knowledge base may be viewed as a graph, containing nodes which represent entities, and edges which represent relations between the entities. By using algorithms that traverse, manipulate, or search this graph, the system is able to effectively reason about the knowledge contained in the knowledge base. One application of such algorithms is shown above, in FIG. 9, in which a user is able to query the knowledge base, and browse through knowledge associated with an entity and all related entities. FIGS. 12 and 13 show another example application of such algorithms, in which the system reasons about pathways.

[0133] FIG. 12 shows a screen 1200, in which a graph theory-based search algorithm is used to look for all the pathways between two metabolites. In a selection area 1202, the user selects the two metabolites—Zymosterol and Ergosterol, in this example. In a pathway results area 1204, the system displays a list of possible pathways, based on a graph theory-based search of the knowledge base.

[0134] Once these pathways have been found in the graph, a graphical representation of the pathways may be generated. In FIG. 13, screen 1300 shows such a graphical representation of the pathways between two metabolites. This graphical representation may be automatically generated by the system, an may be used by scientists to understand the pathways and the mechanism of action of any perturbations being made to the system and the resulting experimental results.

[0135] Referring now to FIG. 14, an overview of one embodiment of a system according to the invention that combines these knowledge acquisition and manipulation capabilities is described. The system 1400 includes one or more knowledge bases 1404, a discovery environment 1406, an inference engine 1408, and a data harmonization and transformation module 1410.

[0136] The knowledge bases 1404 contain life science knowledge that is created, stored, and organized as described hereinabove. In some embodiments, the knowledge bases may be multi-tiered. A user 1414 may have a personal knowledge base (also referred to as a “sandbox”), which incorporates specialized pieces of knowledge that the user has entered. The user 1414 may also access a group knowledge base, a departmental knowledge base, a company knowledge base, etc.

[0137] Each level in this multi-tiered access scheme may include access to other levels. Thus, when accessing a personal knowledge base, the user 1414 may access knowledge (and implicit connections between knowledge items) in the personal knowledge base, combined with the knowledge in the group knowledge base, the departmental knowledge base, and so on.
In addition to storing knowledge, the knowledge base 1404 may store agents definitions, the ontology, and other data that is used by the system 1400.

The discovery environment 1406 provides a user interface through which the user 1414 may access knowledge in the knowledge bases 1404, and other knowledge bases accessible through the system 1400. Additionally, the discovery environment 1406 may include discovery tools, that may be used to automatically reason about information contained in the knowledge bases 1404. For example, a tool for automatically discovering and displaying pathways, such as is shown above with reference to FIGS. 13 and 14 may be a part of the discovery environment 1406. Alternatively, some tools for reasoning about the knowledge stored in the knowledge bases 1404 may be included in the inference engine 1408.

The inference engine 1408 manages the life sciences ontology that is used, for example, when new entries are added to the knowledge bases 1404. Additionally the inference engine 1408 manages knowledge agents, that automatically create connections or relationships between entries in the knowledge bases 1404, based on rules.

The data harmonization and transformation module 1410 manages data integration agents, which keep the knowledge bases 1404 up to date from various legacy and public sources. Such data integration agents may periodically access various sources of life sciences data, and translate such data into a form that may be integrated into the knowledge bases 1404. Integration of such data into the knowledge bases 1404 may involve automatically generating appropriate relations within the data that is being integrated, and between the data that is being integrated and other data and entities in the knowledge bases 1404. This task may be handled by the knowledge agents of the inference engine 1408.

In addition to providing access to knowledge stored in the knowledge bases 1404, the system 1400 may provide access to various external knowledge bases 1412. The external knowledge bases 1412 may include knowledge bases assembled by universities, other researchers, companies, and so on. Additionally, such external knowledge bases may include agent definitions, ontologies, and other data that may be used by the system 400.

Access to any particular external knowledge base may be controlled through a managed account interface 1413. The managed account interface 1413 may be used to restrict access to various external knowledge bases, or to permit only selected portions of such knowledge bases to be accessed externally. For example, the managed account interface 1413 may be used to permit external access to a knowledge base only to a set of subscribers. Additionally, managed account interface 1413 may manage a directory, log files log, and update history information.

In some embodiments, Discovery Environment 1406 may include a managed account interface (not shown) similar to managed account interface 1413. Such an interface can be used to identify users, restrict access, keep logs, manage updates, manage a directory, and other similar administrative tasks.

As discussed above, in some embodiments, the knowledge base may be multi-tiered, and may include access restrictions. As shown in FIG. 15, portions of the knowledge base may be proprietary. These proprietary portions may only be accessed by the owner of the proprietary information. Information in the proprietary sections of the knowledge base may be linked to other information within the knowledge base.

Knowledge base 1500 includes a public knowledge base 1502, a subscriber knowledge base 1504, and proprietary knowledge bases 1506 and 1508. The public knowledge base 1502 contains life science information that may be accessed by members of the public 1510. Subscribers 1512 may access everything in the public knowledge base 1502, as well as the information in the subscriber knowledge base 1504. Information in the subscriber knowledge base 1504 may have greater commercial value than the information in the public knowledge base 1502.

The proprietary knowledge base 1506 may add information to the knowledge base 1500 that is owned by a particular individual or company. A user 1514 who has legitimate access to the proprietary knowledge base 1506 is able to access all of the information in the proprietary knowledge base 1506, the subscriber knowledge base 1504, and the public knowledge base 1502. All of this information will appear to the user 1514 to be interrelated, to form a seamless whole. The information stored in the proprietary knowledge base 1506, and the relationships between that information and information stored in other portions of knowledge base 1500 will only be visible to users, such as the user 1514, who have access to the proprietary knowledge base 1506.

Similarly, the proprietary knowledge base 1508 may only be accessed by users, such as the user 1516, who have legitimate access to the proprietary knowledge base 1508. The user 1516 does not have access to the proprietary knowledge base 1506, and is unable to access any of the information or relations with information in the proprietary knowledge base 1506. The user 1514 does not have access to the proprietary knowledge base 1508, and is therefore unable to access to any of the information or relations with information in the proprietary knowledge base 1508. Similarly, subscribers 1512, and the public 1510 are unable to access information or relations to information in either of the proprietary knowledge bases 1506 or 1508. Access to information in these proprietary knowledge bases is blocked by security measures 1518.

In accordance with the invention, case frames relating life sciences information may be used to represent all aspects of the functioning and structure of biological systems and their components. Thus, while the majority of this specification speaks in terms of biochemical data at the physiologic level, case frames may be used to represent interactions at the levels of ions and atoms, nucleic acid, protein, and metabolite biochemistry, organelles, subcellular compartments, cells, tissue compartments, tissues, organs, organ systems, individuals, populations, diet, diseased states, clinical trials, epidemiology, predator prey interactions, and parasite-host interactions.

Examples of biological systems in the human context include, but are not limited to, the integument, skeletal, muscular, nervous, endocrine, cardiovascular, immune, circulatory, respiratory, digestive, urinary, and reproductive systems. In one particular example, case frames could be used to represent the functioning and structure of skeletal muscle fibers in the muscular system. In another example, case frames could be used to represent the functioning and control of muscle fiber contraction in the skeletal system. In further examples, case frames could be used to represent the functioning and structure of pathways for visceral motor out-
put or the functioning of synaptic communication in neural tissue in the nervous system. In other examples, case frames could be used to represent the functioning and structure of cardiac cycle and control of heart rate in the cardiovascular system. In yet other examples, case frames could be used to represent the functioning and structure of lymphocytes and immune response in the lymphatic system.

Examples of cells modeled using case frame technology include, but are not limited to, epithelial cells, nerve cells, blood cells, connective tissue cells, smooth muscle cells, skeletal muscle cells, fat cells, ovum cells, sperm cells, and stem cells. Examples of cell functions include, but are not limited to, cell division, cell regulation, control of cellular activity by the nucleus, and cell-to-cell signaling. Case frames may be used to represent the functioning and structure of cellular components. Components of cellular components include, but are not limited to, the cytoplasm, cytoskeleton, ribosomes, mitochondria, nucleus, endoplasmic reticulum (ER), Golgi apparatus, and lysosomes.

In a further embodiment, case frames may be used to represent the structure, function and synthesis of proteins. In addition, case frames could be used to represent components of proteins, including, but not limited to, amino acid sequence, secondary and tertiary structure, configuration data. Furthermore, case frames could be used to represent molecules associated with proteins, including, but not limited to, enzymes.

In another embodiment, case frames from life sciences information are used to represent the structure, function and synthesis of nucleic acids. Nucleic acids are not limited to any particular type of nucleic acid and include, but are not limited to, total genome DNA, cDNA RNA, mRNA, tRNA, and rRNA. In another embodiment, case frames from life sciences information are used to represent the structure and function of DNA replication, DNA repair, and DNA recombination. In a further embodiment of the invention, case frames identify, for example, a single nucleotide polymorphism (SNP), a splice variant, microRNA, double-stranded RNA (dsRNA), small interfering RNA (also known as short interfering RNA or siRNA), RNA interference (RNAi), a chromosome, a chromosomal modification or a silenced gene.

In yet another embodiment, case frames from life sciences information are used to represent cancer pathways, including, but not limited to, the functioning of oncogenes and tumor suppressor genes. For example, gene expression of the human p53 tumor suppressor gene is shown as multiple case frames in FIG. 7C. In another embodiment of the invention, case frames may be used to represent the pathways for various types of cancer, including, but not limited to, cancers of the blood, stomach, lung, liver, pancreas, prostate, kidney, testes, bladder, uterus, colon and rectum.

In a further embodiment, case frames from life sciences information are used to represent the pathways for various types of diseases, including, but not limited to, the functioning of molecular mechanisms underlying diseases. Examples of diseases include, but are not limited to, cardiovascular, coronary, pulmonary, respiratory, hematologic, neurological, psychiatric, neuropysychological, neuromuscular, musculoskeletal, ophthalmological, gastrointestinal, gynaecological, endocrinological, dermatological, inflammatory, metabolic, pathogenic, and infectious diseases.

In another embodiment of the invention, case frames include patient data. Patient data may include data of phenotypic or genotypic nature. For example, patient data could include, but is not limited to, LDL level, cholesterol level, and white blood cell level. In other examples, patient data includes, but is not limited to, diagnosis of congestive heart failure (CHF) and diagnosis of end stage renal disease (ESRD). In a further example, genotypic patient data includes, but is not limited to, detection of single nucleotide polymorphisms (SNPs).

In one embodiment of the invention, case frames from life sciences information identify a product relationship. Examples of such relationships include, but are not limited to, the following: drug X inhibits a specific function of molecule Y; chemical X acts as a drug; chemical X is in a published patent; chemical X is used to treat disease Y; chemical X inhibits the activity of entity Y; and chemical X activates the ABC activity of entity Y.

In yet another embodiment, case frames can identify experiments that are linked to characteristics and parameters. For example, a case frame could identify an experiment that links a result file or a protocol file from the experiment. In another example, a case frame could identify that an experiment was conducted by a particular person or facility. In a further example, a case frame could identify that an experiment has one or more sub-experiments or mini-experiments. In another embodiment of the invention, case frames could identify and relate data from an animal experiment or tissue type used in an experiment.

In another embodiment, case frames may be used to represent the functioning and structure of infectious agents. Examples of such infectious agents include, but are not limited to, viruses, bacteria, yeasts fungi, or other microorganisms such as parasites. In yet another embodiment, case frames identify a pathogen such as a virus, bacteria, fungus or prion, with relationship connectors representing implications in specific diseases and other characteristics. In other embodiments of the invention, case frames identify that a particular measurable entity is a biomarker for a disease state, drug efficacy, or patient stratification, identify the relationship between model organisms, tissues or other biological models of disease, and the relevant disease(s), or an epidemic and its characteristics.

In another embodiment, case frames identify a disease that links to characteristics, biomarkers, mechanisms, or genes. For example, a case frame could link breast cancer with the BRCA-1 gene. As another example, a case frame could link chronic lymphocytic leukemia (CLL) with the Bcl2 gene. In a further embodiment, case frames identify a population with relationship connectors representing characteristics. For example, a case frame could identify a certain population as having a high incidence of sickle cell anemia or breast cancer. In another embodiment of the invention, case frames identify a xenograft model. In a further embodiment of the invention, case frames identify a cell line and its characteristics. For example, a case frame could identify a cell line having a mutant k-Ras gene and a normal p53 gene.

Although case frames of the invention have been described with reference to specific embodiments, it should be understood by those skilled in the art that various changes in form and detail may be made therein without departing from the spirit and scope of the invention. In accordance with the invention, case frames may be used to represent any life-sciences information.

In some embodiments, the functionality of the systems and methods described above may be implemented as
software on a general purpose computer. In such an embodiment, the program may be written in any one of a number of high-level languages, such as FORTRAN, PASCAL, C, C++, LISP, JAVA, or BASIC. Further, the program may be written in a script, macro, or functionality embedded in commercially available software, such as EXCEL or VISUAL BASIC. Additionally, the software could be implemented in an assembly language directed to a microprocessor resident on a computer. For example, the software could be implemented in Intel 80x86 assembly language if it were configured to run on an IBM PC or PC clone. The software may be embodied on an article of manufacture including, but not limited to, a “computer-readable medium” such as a floppy disk, a hard disk, an optical disk, a magnetic tape, a PROM, an EPROM, or CD-ROM.

[0163] While the invention has been particularly shown and described with reference to specific embodiments, it should be understood by those skilled in the art that various changes in form and detail may be made therein without departing from the spirit and scope of the invention as defined by the appended claims. The scope of the invention is thus indicated by the appended claims and all changes which come within the meaning and range of equivalency of the claims are therefore intended to be embraced.

1. A method of assembling a life science knowledge base comprising the steps of:
   (a) generating two or more nodes indicative of life science data using a life science taxonomy;
   (b) assigning to one or more pairs of nodes a representation descriptor, the representation descriptor corresponding to a relationship between a pair of nodes;
   (c) assembling two or more nodes and one or more representation descriptors assigned to one or more pairs of said two or more nodes into an electronic database such that at least one of said two or more nodes is joined to a another node by a representation descriptor.

2. The method of claim 1 further comprising the step of receiving life science data, wherein the step of generating two or more nodes is based at least in part on said received life science data.

3. The method of claim 2, wherein the step of receiving life science data further comprises receiving one or more of metadata and context data.

4. The method of claim 2, wherein the step of receiving life science data comprises collecting said life science data using a software agent.

5. The method of claim 1, wherein said life science data comprises information representative of a molecule, biological structure, physiological condition, trait, phenotype, biological process, clinical data, medical data, or disease data and chemistry.

6. The method of claim 1, wherein said life science data comprises a descriptor of the condition, location, amount, or substructure of a molecule, biological structure, physiological condition, trait, phenotype, biological process, clinical data, medical data, or disease data and chemistry.

7. The method of claim 1, wherein the step of generating two or more nodes comprises reformatting at least a portion of said life science data.

8. The method of claim 1, wherein one or more of the representation descriptors correspond to a epistemological relationship between a pair of nodes.

9. The method of claim 1, wherein one or more of the representation descriptors comprise a case frame.

10. The method of claim 1 further comprising the step of providing an ontology for use with representation descriptors, wherein the step of assigning to one or more pairs of nodes a representation descriptor is based on said ontology.

11. The method of claim 1, further comprising the step of segregating said electronic database into two or more sectors such that access may be restricted to one or more selected sectors.

12. The method of claim 1, wherein at least one of the two or more nodes itself represents a representation descriptor.

13. An article of manufacture having a computer-readable program carrier with computer-readable instructions embodied thereon for performing the method of claim 1.

14. A system for assembling a life science knowledge base comprising:
   (a) a data collector configured to receive life science data and to generate nodes based on said life science data;
   (b) a relationship generator configured to assign a relationship descriptor to a pair of nodes, the representation descriptor corresponding to a relationship between a pair of nodes; and
   (c) a knowledge assembler configured to assemble two or more nodes and one or more representation descriptors assigned to one or more pairs of said two or more nodes into an electronic database such that at least one of said two or more nodes is joined to another node by a representation descriptor.

15. The system of claim 14 further comprising a graphical user interface configured to permit a user to query the electronic database at least on the relationship between at least two nodes.

16. The system of claim 14 further comprising a data input interface configured to permit a user to submit life science data to the data collector.

17. The system of claim 16, wherein the data input interface is further configured to permit a user to assign a representation descriptor to a pair of nodes in the electronic database.

18. The system of claim 14 further comprising an access manager configured to restrict access of a user to one or more portions of the electronic database.

19. The system of claim 14 further comprising a software agent in electronic communication with the data collector, wherein the software agent is configured to collect life science data.

20. The system of claim 14, wherein said life science data comprises information representative of a molecule, biological structure, physiological condition, trait, phenotype, biological process, clinical data, medical data, or disease data and chemistry.

21. The system of claim 14, wherein said life science data comprises a descriptor of the condition, location, amount, or substructure of a molecule, biological structure, physiological condition, trait, phenotype, biological process, clinical data, medical data, or disease data and chemistry.

22. The system of claim 14 further comprising a library of machine readable representation descriptors in electronic communication with the relationship generator.
23. The system of claim 14, wherein one or more of the representation descriptors correspond to a epistemological relationship between a pair of nodes.

24. The system of claim 14, wherein one or more of the representation descriptors comprise a case frame.

25. The system of claim 14, wherein one or more of the nodes represents a representation descriptor.

26-91. (canceled)