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(57) ABSTRACT 

An API is provided to feed multiple data objects, wherever 
originated or located at the time of operation, to a 3D 
graphics chip simultaneously or in parallel. Multiple con 
tainers may be fed to a 3D graphics chip memory at the same 
time. In the case where data is being transmitted to a 
graphics chip memory, wherein the data includes the same 
spatial position of pixel(s), but only the orientation or color 
is changing, the data may be loaded into two separate 
containers, with a header description understood by the 
graphics chip and implemented by the graphics API. 
whereby a single copy of the position data can be loaded into 
one container, and the changing color or orientation data 
may be loaded into a second container. Thus, when received 
by the graphics chip, the data is loaded correctly into register 
space and processed according to the header description. 
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METHOD AND SYSTEM FOR PROVIDING DATA 
TO A GRAPHICS CHIPIN A GRAPHCS DISPLAY 

SYSTEM 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. applica 
tion Ser. No. 09/796,899, filed Mar. 1, 2001, which is hereby 
incorporated by reference in its entirety. 

TECHNICAL FIELD 

0002 The present invention provides a new and 
improved software interface as a layer between application 
developers and the graphics pipeline that renders and pro 
cesses the graphics data. 

BACKGROUND 

0003 For the vast majority of applications, application 
programmers rely on or utilize some form of software 
interface to interact with a computer and its associated 
devices. For graphics applications, developers or program 
mers typically utilize a graphics Software interface. Such as 
a 3D graphics application programming interface (API), to 
facilitate the interaction with constituent parts of a graphics 
system. Programmers typically rely on Software interfaces to 
peripherals and devices so that they can focus on the 
specifics of their application rather than on the specifics of 
controlling a particular device and so that their efforts are not 
duplicated from application to application. However, even 
after generations of Software interfaces, there are certain 
aspects of today’s software interfaces that do not provide the 
level of performance desired and thus can be improved. 
0004 There are several reasons why previous generation 
graphics Software interfaces do not meet the needs of 
today's graphics applications and systems. One type of 
resource contention issue that sometimes occurs is due to the 
demands of multiple devices and applications requiring 
graphics system resources simultaneously. For example, if 
multiple applications running simultaneously are maintain 
ing connections to multiple surfaces from various objects of 
the graphics system, sometimes these connections to Sur 
faces can become severed or disconnected. When multiple 
applications have connections between Surfaces and objects, 
more system resources, such as memory space, are utilized 
resulting in an increased likelihood of a disconnection. For 
instance, while a user may generally toggle back and forth 
between executing applications, if the connection to Surface 
memory for any one application is severed, a user may have 
to restart the application or begin certain portions of the 
0005 application again in order to recreate a proper 
connection. Today’s 3D graphics APIs check for severing of 
connections in a redundant fashion, wasting computing 
resources, and consequently there is a need for an improved 
technique for checking for the persistence of connections 
between object space and Surface space. 
0006 Another reason why previous generation graphics 
Software interfaces are inadequate is that versioning itself 
can create problems when each version is not rewritten from 
scratch, as is often the case. As any software developer has 
encountered, the Subsequent versioning of a software prod 
uct to meet the ad hoc needs of an evolving operating 
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environment produces a scenario where once separate or 
merely related modules may be more efficiently placed 
together, rewritten or merged. A software interface between 
graphics application developers and rapidly evolving hard 
ware is no less a product. For example, graphics APIs have 
undergone multiple evolutions to arrive at the current state 
of the art of graphical Software interfacing. In some cases, 
this in turn has caused current versions of the API code to 
become unwieldy to developers. For example, the 3D graph 
ics world has grown exponentially in the last decade, while 
the procedures for 2D applications have largely stayed the 
same. Initially, there was only an API that helped developers 
render 2D images, and while at its inception, the API was a 
revolutionary innovation freeing developers to create games 
and other 2D graphics applications, the algorithms for the 
creation, processing and rendering of pixels and polygons in 
2D space have been largely static in recent years. On the 
other hand, the algorithms for the creation, processing and 
rendering of 3D objects on a 2D display space have grown 
considerably. While the creation, processing and rendering 
of 3D objects by a 3D API utilizes algorithms and function 
calls of the 2D API, a single set of APIs does not exist for 
the purpose of creating both 2D and 3D objects. There are 
thus typically multiple choices for a developer to make, 
when creating, processing or rendering an object, because 
there are multiple roads to the same result depending upon 
which API function calls are utilized to achieve the result. 

0007 For yet another example, there are three ways for 
a developer to perform a texture download depending upon 
the hardware involved, wherein data is transferred from the 
system memory Surface to the display memory Surface. It 
would be desirable to provide a single fast texture download. 
There are thus situations where the number of mappings 
from an application to various API objects is diverse, 
whereby multiple commands perform the same or similar 
actions. In essence, there is an overlapping of functionality 
among API objects that is not exploited. It would thus be 
desirable to centralize this diversity and provide a unified 
singular command structure, thereby reducing the number of 
diverse, and potentially redundant, mappings to API objects. 

0008. In addition, there are a number of instances in 
which existing 3D graphics APIs inconvenience the devel 
oper by requiring the developer to write Substantially more 
complex code than is necessary in view of today's comput 
ing environments. For example, currently it requires at least 
five programming steps to effect a resolution change, incon 
veniencing the developer each time a resolution change is 
desired. While coding five steps is still better than interfac 
ing directly with graphics system components, it would still 
be desirable to provide a single command to effect a reso 
lution change. Thus, there are a variety of instances in which 
it would be desirable to unify existing API command struc 
tures into concrete, atomic algorithmic elements that ease 
the task of development. 
0009 Since graphics peripherals and other specialized 
graphics hardware and integrated circuits (ICs) are generally 
designed for specific tasks, they are much better than the 
host processor at performing certain types of functions. For 
example, a video card may have special purpose hardware 
that can copy or process pixels much faster than the CPU. A 
high level interface using a multi-purpose processor may not 
take advantage of the specialized functionality and may also 
include additional lines of code that in the long run can 
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consume valuable computer resources, especially when 
repeated over and over as can be the case with graphics 
applications. Thus, one of the problems with current 3D 
graphics architectures is an over-reliance on general host 
computing resources. This over-reliance on general process 
ing has led to major advances in specialized graphics chips 
designed primarily for the purpose of improving the perfor 
mance of graphics applications. 
0010. Other failings in today’s graphical software inter 
faces are due to advances in hardware technology that have 
enabled the ability to move functionality previously imple 
mented in Software into specialized hardware. An example 
of this is the way in which graphics rendering and processing 
functionality has been merged or pushed into specialized 
graphics hardware that can operate, on average, at orders of 
magnitude faster than previous generations. In the last two 
years, graphics hardware has been matching or beating the 
expectations of Moore's law, creating a whole new universe 
of high performance devices and 3D graphics chips that can 
perform specialized tasks at previously unheard of rates and 
efficiency. This in turn has left pre-existing software inter 
faces lagging behind the functionality of the hardware 
devices and the graphics community, and in certain cases, 
the Software interfaces are currently limiting this increased 
hardware functionality. This can be the case, for example, 
when the execution of the commands of the software inter 
face becomes the rate determining step of a graphics opera 
tion that could otherwise be performed more efficiently with 
hardware. Thus, in addition to the problems identified above, 
it would be desirable to address with software solutions the 
increased functionality of today's graphics hardware at 
various points between developers, the 3D graphics API and 
the new hardware. 

0011 For example, in the past, when a developer 
Switched graphics data from one memory location to 
another, the developer had to deal with switching the data 
i.e., by destroying and recreating the data. In this regard, 
there are two types of containers that today’s graphics APIs 
present to a developer for use: one for pixels and one for 
polygons. Essentially, by passing arguments to the graphics 
API (placing data into the containers), the developers can 
manipulate and render various chunks of data. Once these 
containers are filled with data, there are various places, such 
as system memory or on a 3D card or chip, where this data 
may be stored for further manipulation. The filling and 
placement of the containers is achieved via various compo 
nents or function calls of the graphics API. The decision as 
to where to place this data is generally a performance issue. 
Data for which fast access is not necessary can be stored in 
system memory, whereas data for which speed of access is 
more important may be stored on a graphics chip designed 
for ultra fast access. 

0012. As mentioned, it is sometimes desirable for a 
developerto Switch data or chunks of data from one memory 
location to another memory location at different stages of 
processing. In the past, when a developer desired to Switch 
data from one memory location to another, the developer had 
to deal with Switching the data i.e., destroying the data in the 
old location and recreating the data in the new location. 
Previously, this may not have caused a performance 
decrease because, relative to today, the bandwidth for high 
performance processing on a graphics board or chip was 
low. This may have actually given the developer more 

Jun. 15, 2006 

flexibility to place data in an environment in which it would 
be processed most efficiently. With limited options, this task 
was not overly burdensome even though the developer had 
to custom code the Switching of data for each application. 
0013 Given the complexity and high performance 
rewards of using today’s hardware, which may have their 
own memory on board or on chip, it would be advantageous 
to be able to automatically transition data objects between 
memory types to enable the seamless Switching of data. It 
would in theory be desirable to keep all data on the faster 
hardware chip memory to process data. However, in reality, 
there is little room for Such on chip graphics data, sometimes 
as few as a hundred (high speed) registers. Thus, typically a 
cache managing algorithm optimizes the tradeoff between 
host system memory and video memory on the 3D card or 
chip so as to keep a maximum amount of data for processing 
in graphics hardware memory without causing overflow. 
Previously, a developer would have to write such a cache 
managing algorithm for every application and the cache 
managing algorithm would have to be individually tailored 
to the programming task at hand. Thus, it would be desirable 
to enable the software interface to hide the optimal cache 
managing algorithm from the developer so that the devel 
oper need not be concerned with the optimal tradeoff of 
system resources, and so that efficient Switching of data can 
take place behind the scenes, thereby simplifying the devel 
oper's task. 

0014. Another area in which such a software solution is 
desirable in view of today’s graphics devices lies in the 
transmission of graphics data to specialized graphics ICs and 
other specialized devices. For example, as mentioned, there 
are two types of data containers, pixel and polygon, that a 
developer may fill with data objects for further operation and 
processing. These containers correspond to data structures 
or formats that graphics modules, ICs and devices have 
come to expect for the processing and storage of graphics 
data, such as pixels and polygons. Currently, when a devel 
oper goes about specifying multiple data objects to fill 
multiple containers, these data objects are fed to a 3D chip 
one by one, or in a serial fashion. Thus, currently, developers 
are not able to feed graphics data objects in parallel to a 3D 
chip for processing and yet today’s 3D graphics chips have 
evolved to function upon and/or store multiple data objects 
simultaneously. 

0015. Another area in the graphics world that has rapidly 
evolved is in the area of procedural shading. Vertex and pixel 
shaders, which may be implemented with software or hard 
ware or with a combination of both, have specialized func 
tionality that enables the processing of pixels or vertices, so 
as to perform lighting operations, and other transformations 
upon graphics data. Vertex and pixel shaders are two types 
of procedural shaders that are currently implemented in 
specialized graphics ICs. 

0016. With current 3D APIs, the API does not provide 
packaged operations to be performed in connection with 
procedural shaders, such as vertex and pixel shaders. Invari 
ably, a developer designs these procedural shader algorithms 
from scratch for each application. While there may be some 
crossover from application to application, the bottom line is 
that a developer has to implement these algorithms each 
time for a new application. Thus, while the core commands 
for use with the procedural shaders are available to the 



US 2006/O125823 A1 

developer, the effective or efficient combination of those 
commands is left to the developer. Consequently, algorithms 
that are unique, common and useful in connection with 
typical 3D graphics processes, such as algorithms that are 
typically used in connection with procedural shaders, are 
designed from the ground up for each application. Concep 
tually, these elements for acting on procedural shaders have 
been customized by necessity and thus provided above the 
API. With present procedural shader hardware designs, for 
example, a specialized set of assembly language instructions 
has been developed, which in part replaces or duplicates 
Some of the custom coding currently implemented by the 
developer. However, there is no mechanism that exposes to 
the developer unique algorithmic elements for use with 
procedural shaders via a mechanism that is conceptually 
below or inside the software interface. 

0017. As is apparent from the above, advances in hard 
ware and graphics algorithms have been revolutionizing the 
way graphics platforms operate. Generally speaking, how 
ever, current 3D graphics chips on the market are rigid in 
design and have very little flexibility in terms of their 
operation diversity. For example, while they provide high 
performance for certain operations, current chips do not 
necessarily have the flexibility to alter their operation via 
software. While EEPROM technology and the like has 
existed for sometime where the operation of a chip can be 
programmably reset, the logic of graphics chips has been 
typically preset at the factory. However, there are innumer 
able circumstances where it is desirable to take operations 
previously customized by a developer for an application, 
and make these operations downloadable to a 3D chip for 
improved performance characteristics. As cutting edge 3D 
graphics chips, still being designed in some cases, have 
begun to handle Such programmable functionality, by 
including flexible on chip processing and limited on chip 
memory, to remove custom graphics code from the process 
ing of the host processor and to place Such programmable 
and downloadable functionality in a graphics chip would be 
of key importance in future graphics platforms. Thus, there 
is a need for an API that provides this ability to have a 
programmable 3D chip, wherein programming or algorith 
mic elements written by the developer can be downloaded to 
the chip, thereby programming the chip to perform those 
algorithms at improved performance levels. Related to this 
case where a developer may write a routine downloadable to 
the 3D chip, there are also a set of algorithmic elements that 
are provided in connection with the 3D API (routines that are 
not written by the developer, but which have already been 
programmed for the developer). Similarly, it would be 
desirable to be able to download these API algorithms to a 
programmable 3D chip for improved performance. It would 
thus be advantageous to have the ability to download 3D 
algorithmic elements to provide improved performance, 
greater control as well as development ease. 
0018 While 3D graphics chips are currently undergoing 
improvements, there are also improvements taking place on 
the display side of the API i.e., once data has been processed, 
the API facilitates the transfer of graphics data to the 
rasterizer. The rasterizer is a specialized display processor 
chip that, among other things, converts digital pixel data into 
an analog form appropriate for a display device, such as a 
monitor. While direct video memory access was previously 
a possibility, it is no longer a possibility, due to faster 
techniques employing specialized hardware. Currently, spe 
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cialized or private drivers and Surface formats are used in 
connection with very fast graphics accelerators. With direct 
rasterizer/processor access to display memory Surfaces, 
"chunks' of Surfaces can be moved around according to the 
specialized surface format, and pulled for processing as 
efficiency dictates. Thus, the pipeline between display 
memory Surface space and the display itself has been made 
more efficient, but there currently is no mechanism that 
makes these direct rasterizer/processor memory access tech 
niques seamless to the application developers via a graphics 
API whose applications ultimately benefit from the efficien 
cies of display Surface data chunk manipulation. 
0019. Thus, as a consequence, the graphics APIs used as 
the layer that insulates game developers from the details of 
these changes also need to be changed to be in line with the 
changes in hardware. When implemented efficiently, these 
changes can create noticeable differences in the ease and 
robustness with which APIs may be used by game or other 
graphics developers. Additionally, the advances in hardware 
create an opportunity to simplify some processes by increas 
ing maintainability, decreasing memory consumption and 
providing greater usability of the 3D rendering and process 
ing pipeline. 
0020. It would be advantageous to provide an optimiza 
tion that allows a developer coding an application to specify 
the transmission of multiple data objects, wherever origi 
nated or located at the time of operation, to a 3D chip 
simultaneously or in parallel. Because graphics ICs have 
evolved to possess functionality wherein data objects can be 
processed in parallel, it would be desirable to expose this 
functionality to developers, thereby allowing developers to 
specify multiple data objects upon which operations are to 
be performed simultaneously. 
0021. In view of the above problems, it would be ben 
eficial to prevent the severance of connections between 
Surfaces and objects when multiple applications maintain 
connections to Surface memory space. It would be desirable 
to unify existing API command structures into concrete, 
atomic algorithmic elements to enable greater development 
ease. It would be advantageous to be able to automatically 
transition data objects between memory types to enable the 
seamless switching of data. It would be further beneficial to 
be able to feed graphics data objects in parallel to a 3D chip 
for processing. It would be further advantageous to have the 
ability to download 3D algorithmic elements to a 3D graph 
ics chip. It would be still further beneficial to make today's 
direct rasterizer/processor memory access techniques seam 
less to the application developers via a graphics API. It 
would be yet further advantageous to leverage the algorith 
mic components used for procedural shader operations pro 
vided by today's procedural shaders by exposing the com 
ponents to the developer via the software interface. 

SUMMARY 

0022. In view of the foregoing, the present invention 
provides a method and system for controlling the algorith 
mic elements in 3D graphics systems via an improved 3D 
graphics API. More particularly, the invention feeds graph 
ics objects in parallel to a 3D chip for processing. 
0023. According to aspects of the invention, a developer 
coding an application may specify that multiple of these data 
objects wherever originated or located at the time of opera 
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tion, may be fed to the 3D chip simultaneously or in parallel. 
Multiple containers may be fed to a 3D graphics chip 
memory at the same time. In the case where data is being 
transmitted to a graphics chip memory, wherein the data 
includes the same spatial position of pixel(s), but only the 
orientation or color is changing, the data may be loaded into 
two separate containers, with a header description under 
stood by the graphics chip and implemented by the graphics 
API, whereby a single copy of the position data can be 
loaded into one container, and the changing color or orien 
tation data may be loaded into a second container. Thus, 
when received by the graphics chip, the data is loaded 
correctly into register space and processed according to the 
header description. 
0024. In an exemplary implementation, up to eight data 
objects may be fed in parallel to the graphics chip. In Such 
a configuration, the exploitation of redundancies may be 
performed in connection with any of the eight values utilized 
to represent a pixel’s location, orientation, etc. The present 
invention thus Supplements previous systems in which data 
could only be fed serially to a graphics chip with parallel 
feeding of graphics data. 
0025. Other features of the present invention are 
described below. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0026. The system and methods for controlling the 3D 
algorithmic elements in a 3D computer graphics system are 
further described with reference to the accompanying draw 
ings in which: 
0027 FIG. 1 is a block diagram representing a suitable 
computing system environment in which the present inven 
tion may be implemented; 
0028 FIG. 2 is a block diagram representing an exem 
plary network environment in which the present invention 
may be implemented; 
0029 FIG. 3A is a block diagram illustrating various 
connections between Surfaces and objects in a graphics 
system running multiple applications simultaneously, 
wherein a connection may be lost; 
0030 FIG. 3B is a block diagram illustrating various 
connections between Surfaces and objects in a graphics 
system running multiple applications simultaneously 
wherein the connections are preserved according to the 
present invention; 
0031 FIG. 4A illustrates the unification of 2D and 3D 
graphics APIs in accordance with the present invention; 
0032 FIG. 4B illustrates various ways in which appli 
cations could perform a texture download in accordance 
with prior 3D graphics APIs: 
0033 FIG. 4C illustrates a single way in which applica 
tions perform a texture download in accordance with the 3D 
graphics API of the present invention; 
0034 FIG. 4D illustrates various ways in which appli 
cations could perform a resolution change in accordance 
with prior 3D graphics APIs: 
0035 FIG. 4E illustrates a single function by which 
applications perform a resolution change in accordance with 
the 3D graphics API of the present invention; 
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0036 FIG. 5 illustrates the downloading of specialized 
graphics functions to a 3D graphics chip in accordance with 
the 3D graphics API of the present invention; 
0037 FIG. 6A illustrates prior art techniques of interact 
ing with procedural shaders; 
0038 FIG. 6B illustrates techniques of communicating 
with procedural shaders in accordance with the 3D graphics 
API of the present invention; 
0.039 FIG. 7A illustrates a private driving format in 
connection with which the 3D graphics API of the present 
invention may be implemented; 
0040 FIG. 7B illustrates the 3D graphics API of the 
present invention that operates seamlessly with respect to 
the private driving format of FIG. 7A: 
0041 FIG. 8A illustrates a prior art technique of switch 
ing data among memory types with previous graphics APIs: 

0042 FIG. 8B illustrates the automatic switching of data 
among memory types in a graphics system in accordance 
with a cache managing algorithm of the 3D graphics API of 
the present invention; 
0043 FIG. 9A illustrates a prior art technique whereby 
data is transmitted to a graphics chip serially; and 
0044 FIG.9B illustrates a technique in accordance with 
the 3D graphics API of the present invention whereby data 
is transmitted to a graphics chip in parallel. 

DETAILED DESCRIPTION OF ILLUSTRATIVE 
EMBODIMENTS 

Overview 

0045. The present invention provides a new and 
improved API as a layer between application developers and 
the current state of the art of graphics hardware and the 
pipeline that renders and processes the graphics data. An API 
is provided to feed multiple data objects, wherever origi 
nated or located at the time of operation, to a 3D graphics 
chip simultaneously or in parallel. Multiple containers may 
be fed to a 3D graphics chip memory at the same time. In the 
case where data is being transmitted to a graphics chip 
memory, wherein the data includes the same spatial position 
of pixel(s), but only the orientation or color is changing, the 
data may be loaded into two separate containers, with a 
header description understood by the graphics chip and 
implemented by the graphics API, whereby a single copy of 
the position data can be loaded into one container, and the 
changing color or orientation data may be loaded into a 
second container. Thus, when received by the graphics chip, 
the data is loaded correctly into register space and processed 
according to the header description. 
Exemplary Computer and Network Environments 
0046 FIG. 1 and the following discussion are intended to 
provide a brief general description of a Suitable computing 
environment in which the invention may be implemented. 
Although not required, the invention will be described in the 
general context of computer executable instructions, such as 
program modules, being executed by one or more comput 
ers. Such as client workstations, servers or other devices. 
Generally, program modules include routines, programs, 
objects, components, data structures and the like that per 
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form particular tasks or implement particular abstract data 
types. Typically, the functionality of the program modules 
may be combined or distributed as desired in various 
embodiments. Moreover, those skilled in the art will appre 
ciate that the invention may be practiced with other com 
puter system configurations. Other well known computing 
systems, environments, and/or configurations that may be 
suitable for use with the invention include, but are not 
limited to, personal computers (PCs), server computers, 
hand held or laptop devices, multiprocessor Systems, micro 
processor based systems, programmable consumer electron 
ics, network PCs, minicomputers, mainframe computers, 
gaming platforms and the like. The invention may also be 
practiced in distributed computing environments where 
tasks are performed by remote processing devices that are 
linked through a communications network or other data 
transmission medium. In a distributed computing environ 
ment, program modules may be located in both local and 
remote computer storage media including memory storage 
devices. 

0047 FIG. 1 illustrates an example of a suitable com 
puting system environment 100 in which the invention may 
be implemented. The computing system environment 100 is 
only one example of a suitable computing environment and 
is not intended to suggest any limitation as to the scope of 
use or functionality of the invention. For example, graphics 
application programming interfaces may be useful in a wide 
range of platforms. Neither should the computing environ 
ment 100 be interpreted as having any dependency or 
requirement relating to any one or combination of compo 
nents illustrated in the exemplary operating environment 
1OO. 

0.048. With reference to FIG. 1, an exemplary system for 
implementing the invention includes a general purpose 
computing device in the form of a computer 110. Compo 
nents of computer 110 may include, but are not limited to, 
a processing unit 120, a system memory 130, and a system 
bus 121 that couples various system components including 
the system memory to the processing unit 120. The system 
bus 121 may be any of several types of bus structures 
including a memory bus or memory controller, a peripheral 
bus, and a local bus using any of a variety of bus architec 
tures. By way of example, and not limitation, such archi 
tectures include Industry Standard Architecture (ISA) bus, 
Micro Channel Architecture (MCA) bus, Enhanced ISA 
(EISA) bus, Video Electronics Standards Association 
(VESA) local bus, and Peripheral Component Interconnect 
(PCI) bus (also known as Mezzanine bus). 
0049 Computer 110 typically includes a variety of com 
puter readable media. Computer readable media can be any 
available media that can be accessed by computer 110 and 
includes both volatile and nonvolatile media, removable and 
non-removable media. By way of example, and not limita 
tion, computer readable media may comprise computer 
storage media and communication media. Computer storage 
media includes both volatile and nonvolatile, removable and 
non-removable media implemented in any method or tech 
nology for storage of information Such as computer readable 
instructions, data structures, program modules or other data. 
Computer storage media includes, but is not limited to, 
RAM, ROM, EEPROM, flash memory or other memory 
technology, CDROM, digital versatile disks (DVD) or other 
optical disk storage, magnetic cassettes, magnetic tape, 
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magnetic disk storage or other magnetic storage devices, or 
any other medium which can be used to store the desired 
information and which can accessed by computer 110. 
Communication media typically embodies computer read 
able instructions, data structures, program modules or other 
data in a modulated data signal Such as a carrier wave or 
other transport mechanism and includes any information 
delivery media. The term “modulated data signal” means a 
signal that has one or more of its characteristics set or 
changed in Such a manner as to encode information in the 
signal. By way of example, and not limitation, communi 
cation media includes wired media Such as a wired network 
or direct-wired connection, and wireless media Such as 
acoustic, RF, infrared and other wireless media. Combina 
tions of any of the above should also be included within the 
Scope of computer readable media. 
0050. The system memory 130 includes computer stor 
age media in the form of volatile and/or nonvolatile memory 
such as read only memory (ROM) 131 and random access 
memory (RAM) 132. A basic input/output system 133 
(BIOS), containing the basic routines that help to transfer 
information between elements within computer 110, such as 
during start-up, is typically stored in ROM 131. RAM 132 
typically contains data and/or program modules that are 
immediately accessible to and/or presently being operated 
on by processing unit 120. By way of example, and not 
limitation, FIG. 1 illustrates operating system 134, applica 
tion programs 135, other program modules 136, and pro 
gram data 137. 
0051. The computer 110 may also include other remov 
able/non-removable, Volatile/nonvolatile computer storage 
media. By way of example only, FIG. 1 illustrates a hard 
disk drive 141 that reads from or writes to non-removable, 
nonvolatile magnetic media, a magnetic disk drive 151 that 
reads from or writes to a removable, nonvolatile magnetic 
disk 152, and an optical disk drive 155 that reads from or 
writes to a removable, nonvolatile optical disk 156, such as 
a CD ROM or other optical media. Other removable/non 
removable, Volatile/nonvolatile computer storage media that 
can be used in the exemplary operating environment 
include, but are not limited to, magnetic tape cassettes, flash 
memory cards, digital versatile disks, digital video tape, 
solid state RAM, solid state ROM, and the like. The hard 
disk drive 141 is typically connected to the system bus 121 
through an non-removable memory interface Such as inter 
face 140, and magnetic disk drive 151 and optical disk drive 
155 are typically connected to the system bus 121 by a 
removable memory interface, such as interface 150. 
0052 The drives and their associated computer storage 
media discussed above and illustrated in FIG. 1, provide 
storage of computer readable instructions, data structures, 
program modules and other data for the computer 110. In 
FIG. 1, for example, hard disk drive 141 is illustrated as 
storing operating system 144, application programs 145. 
other program modules 146, and program data 147. Note 
that these components can either be the same as or different 
from operating system 134, application programs 135, other 
program modules 136, and program data 137. Operating 
system 144, application programs 145, other program mod 
ules 146, and program data 147 are given different numbers 
here to illustrate that, at a minimum, they are different 
copies. A user may enter commands and information into the 
computer 110 through input devices such as a keyboard 162 
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and pointing device 161, commonly referred to as a mouse, 
trackball or touchpad. Other input devices (not shown) may 
include a microphone, joystick, game pad, satellite dish, 
scanner, or the like. These and other input devices are often 
connected to the processing unit 120 through a user input 
interface 160 that is coupled to the system bus 121, but may 
be connected by other interface and bus structures, such as 
a parallel port, game port or a universal serial bus (USB). A 
monitor 191 or other type of display device is also connected 
to the system bus 121 via an interface. Such as a video 
interface 190. In addition to the monitor, computers may 
also include other peripheral output devices such as speakers 
197 and printer 196, which may be connected through an 
output peripheral interface 195. 
0053. The computer 110 may operate in a networked 
environment using logical connections to one or more 
remote computers, such as a remote computer 180. The 
remote computer 180 may be a personal computer, a server, 
a router, a network PC, a peer device or other common 
network node, and typically includes many or all of the 
elements described above relative to the computer 110. 
although only a memory storage device 181 has been 
illustrated in FIG. 1. The logical connections depicted in 
FIG. 1 include a local area network (LAN) 171 and a wide 
area network (WAN) 173, but may also include other 
networks. Such networking environments are commonplace 
in offices, enterprise-wide computer networks, intranets and 
the Internet. 

0054 When used in a LAN networking environment, the 
computer 110 is connected to the LAN 171 through a 
network interface or adapter 170. When used in a WAN 
networking environment, the computer 110 typically 
includes a modem 172 or other means for establishing 
communications over the WAN 173, such as the Internet. 
The modem 172, which may be internal or external, may be 
connected to the system bus 121 via the user input interface 
160, or other appropriate mechanism. In a networked envi 
ronment, program modules depicted relative to the computer 
110, or portions thereof, may be stored in the remote 
memory storage device. By way of example, and not limi 
tation, FIG. 1 illustrates remote application programs 185 as 
residing on memory device 181. It will be appreciated that 
the network connections shown are exemplary and other 
means of establishing a communications link between the 
computers may be used. 
0.055 As mentioned, a computer, such as described 
above, can be deployed as part of a computer network. 
Further, the present invention pertains to any computer 
system having any number of memory or storage units, and 
any number of applications and processes occurring across 
any number of Storage units or Volumes. Thus, the present 
invention may apply to both server computers and client 
computers deployed in a network environment, having 
remote or local storage. More and more, graphics applica 
tions are becoming deployed in network environments. FIG. 
2 thus illustrates an exemplary network environment, with a 
server in communication with client computers via a net 
work, in which the present invention may be employed. As 
shown, a number of servers 10a, 10b, etc., are intercon 
nected via a communications network 14 (which may be a 
LAN, WAN, intranet or the Internet) with a number of client 
computers 110a, 110b, 110c, etc. In a network environment 
in which the communications network 14 is the Internet, for 
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example, servers 10 can be Web servers with which the 
clients 110a, 110b, etc. communicate via any of a number of 
known protocols such as hypertext transfer protocol 
(HTTP). The invention may also leverage peer to peer 
networking techniques. Each client computer 110 and server 
computer 10 may be equipped with various application 
program modules 135, other program modules 136 and 
program data 137, and with connections or access to various 
types of storage elements or objects, across which files may 
be stored or to which portion(s) of files may be downloaded 
or migrated. Each client computer 110 and server computer 
10 may also be connected to additional storage elements 20, 
Such as a database. Thus, the present invention can be 
utilized in a computer network environment having client 
computers for accessing and interacting with a network and 
server computers 10a, 10b, etc. for interacting with client 
computers. 

Maintenance of Connection Between Surfaces and Objects 

0056. As mentioned in the background, a resource con 
tention issue sometimes occurs due to the demands of 
multiple devices and applications requiring graphics system 
resources simultaneously. Current 3D graphics APIs some 
times improperly manage resources such that if multiple 
applications running simultaneously are maintaining con 
nections to multiple surfaces from various objects of the 
graphics system, sometimes these connections to Surfaces 
can become severed or disconnected. If the connection to 
Surface memory for any one application is severed, a user 
may have to restart the application or begin certain portions 
of the application again in order to recreate a proper con 
nection. 

0057 FIG. 3A illustrates some elementary components 
of a 3D graphics system. A rasterizer 310 processes graphics 
data from surface memory 320 in preparation for its trans 
mission to a display device having display memory 300. Any 
number of objects 330a, 330b to 330m may be created 
through graphics API 340 when applications 350a and 350b 
or more are running. Objects 330a, 330b to 330m may be part 
of the graphics API 340 or may be provided separately for 
use with the graphics system. As FIG. 3A illustrates, a 
connection between Surface space 320 and, for example, 
object 330b may become severed due to improper mainte 
nance of system resources when performing thousands of 
high speed operations for multiple applications. For 
example, Some objects are responsible for building and 
moving frames to surface space. Over the course of opera 
tion of a graphics application, thousands and thousands of 
Such build and move operations may take place. Presently, 
there is only one point in the API code that performs a 
check to see if the connection is properly maintained to 
achieve Such operations. Previously, during the course of 
building, processing and presenting frame data, multiple 
checks were performed, essentially each time any operation 
occurred with respect to the data. This, however, is wasteful 
of computing resources in the event that a connection is lost 
since each check consumes computing resources on its own. 

0058. In accordance with the present invention, by per 
forming a check and monitoring connections and system 
resources each time a frame is presented, the consumption of 
valuable resources between present operations according to 
various operations is avoided. As shown in FIG. 3B, the 
connection between surface 320b and object 330b is treated 
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as if it persists between present operations in accordance 
with the present invention, even where the connection has 
been lost. For example, where a typical check for the 
persistence of the connection between Surfaces and objects 
includes returning a flag. Such as true or false, depending 
upon the whether the connection persists, these operations 
may be skipped or spoofed such that between present 
operations, the flag continues to indicate that the connection 
persists, even if it has been lost, thus avoiding multiple, 
redundant checks for the persistence of the connection. As a 
result, operations are streamlined between present calls Such 
that checks are made when expedient to do so. Thus, the 
present invention prevents wasteful consumption of com 
puting resources due to the loss of connection between 
Surfaces and objects when multiple devices and applications 
demand premium system resources simultaneously. 

0059. In an exemplary embodiment, the present invention 
provides a solution by unifying the command structure that 
previously checked for lost connections to surfaces. Previ 
ously, there were innumerable places where the application 
checked for and handled resource issues between present 
calls. This distributed the checkpoints and created multiple, 
if not hundreds or thousands of places throughout the 
application where checks occurred between present calls, 
creating inefficiencies and further opportunities for error due 
to wasteful devotion of computing resources. In accordance 
with the present invention, each time data is presented to 
the Surface memory space 320 according to a present 
function call, the 3D API of the invention checks for these 
resource contention issues. Thus, instead of having many 
different cases occurring at different times for which the API 
might determine that a connection has been lost, the 3D API 
of the invention checks each time a present function call is 
made, thereby providing a single case for a lost connection 
Such that resources may be newly allocated according to the 
same unified procedure. This check may be performed 
before or after the present call, or included therein. It can be 
appreciated that any call. Such as a present function call, that 
is cyclical and occurs once per frame e.g., at a typical 30 or 
60 frames per second, or other recurring event may also be 
utilized to achieve the above goals. 
Unification of Previous API Command Structure into Con 
crete Algorithmic Elements 
0060. The subsequent versioning of a software product to 
meet the needs of an evolving operating environment some 
times results in inefficiencies wherein once separate or 
merely related modules may be more efficiently placed 
together, rewritten or merged. Thus, the present invention 
unifies existing API command structures into concrete, 
atomic algorithmic elements that ease the task of develop 
ment. 

0061 For example, while the creation, processing and 
rendering of 3D objects by a 3D API utilizes algorithms and 
function calls of the 2D API, a single set of APIs does not 
exist for the purpose of creating both 2D and 3D objects. 
There are thus typically multiple choices for a developer to 
make, when creating, processing or rendering an object, 
which makes the developer's work more complex. For 
example, with reference to FIG. 4A, there are numerous 
instances where the current 2D graphics API shares func 
tionality with the current 3D graphics API, because, for 
example, both include the same function calls. There are also 
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instances wherein to perform a function 410a with the 3D 
graphics API 410 may involve a function call to function 
400a of the 2D graphics API, and vice versa. While the 
overlap in the figure is illustrated simply with dashed lines, 
the reality of current interoperation is far from simple, and 
leaves the developer with too many choices. The present 
invention thus provides a single 2D and 3D graphics API, 
providing a unified programming body with which devel 
opers may work. 
0062 Currently, there are no 3D graphics APIs that unify 
2D and 3D graphics data types. Historically, due to the 
evolution of 2D and 3D graphics processing, with modem 
2D graphics applications beginning as early as the 1970s and 
with 3D graphics applications developing in parallel fashion 
at a later time, 2D and 3D data types have simply been 
treated differently by different applications i.e., memory 
allocation, memory structures and memory management 
have been different as between 2D and 3D data types. Thus, 
because the present invention unifies data types and choices 
with respect to 2D and 3D data types, memory management 
techniques have been unified in accordance with the present 
invention, eliminating ad hoc memory management based 
on whether the data was a 2D data type or a 3D data type. 
Due to the unification of 2D and 3D data formatting, the 
definition of data is simplified from the perspective of the 
developer. Thus, a long felt need in the art for a unified 2D 
and 3D API is addressed by the present invention. 
0063. In the above scenario, there is an overlapping of 
functionality among API objects that is not exploited. There 
are also other instances in which the number of choices 
available to developers for the same or similar functionality 
can both complicate the development process and create a 
source of inefficiency. For instance, there are three ways for 
a developer to perform a texture download depending upon 
the hardware involved, wherein data is transferred from a 
system memory Surface to a 3D display memory Surface. 
Textures are rectangular arrays of colored pixels, which tend 
to be square in graphics applications, and when processed in 
quantity, represent a lot of data. A texture download, in this 
regard, is important because ultimately slow texture down 
loading can become a bottleneck in graphics data process 
ing. Different texture downloads, depending upon the hard 
ware used incident thereto, have different data transfer rates 
associated therewith and thus the choice of texture download 
made by the developer can affect the overall system perfor 
mance. The optimization of this data transfer rate, if required 
of the developer, can involve considerable time, effort and 
skill. 

0064. As illustrated in FIG. 4B, three different functions 
or ways 340a, 340b and 340c of graphics API 340 are 
currently available to a developer for use in connection with 
a texture download depending upon which hardware 430a, 
430b. . . 430n is involved. When multiple hardware 430a, 
430b. . . 430n is present, and a developer has three choices 
to make regarding texture downloading data from a system 
memory surface 440a, 440b. . . 440n to 3D display memory 
Surface 450, the decision is undesirably time-consuming, 
complex and requires an understanding of the underlying 
hardware in order to make efficient decisions. The present 
invention thus provides a single fast texture download. 
Instead of having a plurality of mappings from an applica 
tion to API objects, and multiple commands that perform the 
same or similar actions, the present invention provides a 
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single mapping. The present invention thus centralizes the 
diversity of current texture downloads and provides a unified 
singular command structure, thereby reducing the number of 
diverse, and redundant, mappings to API texture downloads. 
Instead of choosing among API objects 340a, 340b or 340c 
of FIG. 4B, or a combination thereof, or having to write an 
optimization routine that optimizes the use of 340a, 340b or 
340c, the present invention provides a single texture down 
load object 340 td for use by the developer, as shown in 
FG. 4C. 

0065 Optimization of graphics components used inci 
dent to a texture download, such as hardware 430a, 430b, . 
. . 430n, is thus performed by the API object 340 td in 
accordance with the present invention, thereby freeing the 
developer to be concerned with other aspects of the graphics 
application. For example, according to one optimization, the 
number of times used and order of hardware components 
430a, 430b, etc. utilized in connection with a texture down 
load is hidden from the developer. For example, in one 
embodiment, object 340 td keeps track of how well the 
hardware objects 430a, 430b, etc. are keeping up in terms of 
free memory (capacity) and speed of data processing and 
transfer. This may be configured Staticly beforehand, so as to 
control the number and order of hardware components 430a, 
430b, etc. that may be used and in connection with a texture 
download, or this may be performed dynamically based 
upon an evaluation of the performance of texture download 
ing, with feedback from the hardware components 430a, 
430b, etc. 

0066. In addition, there are a number of instances in 
which existing 3D graphics APIs inconvenience the devel 
oper by requiring the developer to write Substantially more 
complex code than is necessary in view of today's comput 
ing environments. For example, currently it requires at least 
five programming steps to effect a resolution change, incon 
veniencing the developer each time a resolution change is 
desired. While coding five steps is still better than interfac 
ing directly with graphics system components, the present 
invention unifies the command structure of a resolution 
change, allowing a developer to effect a resolution change 
with a single API command. The present invention thus 
provides a single command to effect a resolution change, 
insulating the developer from the detailed changes that are 
made in the graphics system in order to effect the change. 
This is yet another example where current graphics APIs 
require the developer to have an overly detailed understand 
ing of the underlying graphics hardware. As shown in FIG. 
4D, there are currently five steps or commands 340 rc1, 
340 rc2, 340 rc3,340 rc4 and 340 rc5 that a developer 
D1 must enter in order to effect a graphics system resolution 
change RC. Each of commands 340 rc1, 340 rc2, 340 
rc3, 340 rc4 and 340 rc5 has an independent bearing on 
the graphics system which can involve overlapping func 
tionality or redundant arguments. Thus, as FIG. 4E illus 
trates, the present invention provides a single efficient API 
object 340 rc to achieve a resolution change. Thus, in these 
and other instances, the present invention unifies existing 
API command structures into concrete, atomic algorithmic 
elements that ease the task of development for a developer. 

Downloading of 3D Algorithmic Elements to 3D Chip and 
Unique Algorithmic Elements for Use With Procedural 
Shaders 
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0067. The API of the present invention enables program 
mability of a 3D chip, wherein programming or algorithmic 
elements written by the developer can be downloaded to the 
chip, thereby programming the chip to perform those algo 
rithms. 

0068 Thus far, the functionality of 3D hardware chips or 
components has been relatively fixed from the Vantage point 
of the developer, leaving little flexibility at the developer end 
to perform efficient sets of operations that are tailored to an 
application or that allow the developer to control the algo 
rithmic elements that are performed by the 3D graphics chip. 
There are innumerable circumstances where the state of the 
art of graphics hardware has made it desirable to take 
operations previously customized by a developer for an 
application, and make these operations downloadable to a 
3D chip for improved performance characteristics. Since 3D 
graphics chips have evolved to be very high performance 
compared to host system processing space, it would be 
advantageous to allow a developer to download functional 
ity to the 3D chip. 

0069. Thus, by way of the API of the present invention, 
3D algorithmic elements written by a developer can be 
downloaded to the 3D chip for improved performance 
characteristics. FIG. 5 illustrates this process whereby a 
developer D1 writes a routine 500 that may be downloaded 
to 3D graphics chip 510. Similar to this case where a 
developer may write a routine 500 downloadable to the 3D 
chip 510, there are also a set of algorithmic elements that are 
provided in connection with the API of the present invention 
(routines that do not have to be written by developer D1, but 
which have already been programmed for the developer D1), 
that are downloadable to the programmable chip 510 for 
improved performance. As shown in FIG. 5, a developer D1 
may download preexisting API objects 340a, 340b, ... 340m 
to 3D graphics chip 510. While graphics applications gen 
erally involve a performance specification that includes fast 
processing and fast rendering, the ability to control 3D 
algorithmic elements in this fashion is very advantageous, 
because it allows a developer access to the fastest, highest 
performance portions of the graphics processing system, 
enabling the developer to download efficient algorithmic 
elements to the graphics chip 510 that are tailored to the 
application at hand. 

0070. In an exemplary embodiment, a developer adheres 
to a specific format for packing up an algorithmic element, 
or set of instructions, for implementation by a 3D graphics 
chip. The developer packs the instruction set into an array of 
numbers, by referring to a list of tokens understood by the 
3D graphics chip. This array of numbers in turn is mapped 
correctly to the 3D graphics chip for implementation of the 
algorithmic element by the 3D graphics chip. Further back 
ground, hereby incorporated by reference in its entirety, may 
be found in U.S. Patent Applin. entitled “API Communica 
tions For Vertex And Pixel Shaders' having inventors Boyd 
and Toelle (Attorney Docket No. MSFT-0238). 
0071. With respect to unique algorithmic elements for 
use with procedural shaders in accordance with the present 
invention, some general background is instructive: rendering 
and displaying three dimensional graphics typically involves 
many calculations and computations. For example, to render 
a three dimensional object, a set of coordinate points or 
vertices that define the object to be rendered must be formed. 
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Vertices can be joined to form polygons that define the 
surface of the object to be rendered and displayed. Once the 
vertices that define an object are formed, the vertices are 
transformed from an object or model frame of reference to 
a world frame of reference and finally to two dimensional 
coordinates that can be displayed on a flat display device. 
Along the way, vertices may be rotated, scaled, eliminated 
or clipped because they fall outside the viewable area, are lit 
by various lighting schemes, colorized, and so forth. Thus, 
the process of rendering and displaying a three dimensional 
object can be computationally intensive and may involve a 
large number of vertices. 
0072 A triangle has many helpful properties that make it 
ideal for use in rendering three dimensional Surfaces. A 
triangle is completely defined by three vertices and a triangle 
also uniquely defines a plane. Thus, many systems will use 
a plurality of triangles to render a three dimensional Surface. 
If each triangle is passed separately to the graphic Subsystem 
that renders the three dimensional object, then three vertices 
for each triangle must be passed and processed by the 
graphic subsystem. However, the number of vertices that 
must be passed and processed by the graphic Subsystem can 
be reduced through “vertex sharing.” Vertex sharing relies 
on a property of shared sides among triangles. Although it 
takes three vertices to define one triangle, it only takes four 
vertices to define two triangles if they share a common side. 
In order to take advantage of vertex sharing to reduce the 
number of vertices needed to render an object, pipelined 
systems have been developed that divide a three dimensional 
object into triangle strips that can then be processed and 
displayed efficiently. 

0.073 Indeed, specialized 3D software objects and/or 
hardware components such as procedural shaders have been 
created or designed for the purpose of carrying out special 
ized graphics functionality upon graphics data, in order to 
speed the process of rendering complex graphics objects. 
Procedural shaders, such as vertex and pixel shaders, have 
traditionally been used to perform such complex transfor 
mations on pixels and/or arrays of pixels or triangles. 

0074. However, the functionality of these procedural 
shading software objects or hardware components has been 
relatively fixed, leaving little flexibility at the developer end 
to perform efficient sets of operations that may be efficiently 
tailored to a particular graphics application or task. 

0075 Thus, with previous 3D APIs, the API did not 
provide the developer with flexibility as to operations that 
could be performed in connection with procedural shaders, 
Such as vertex and pixel shaders. Vertex and pixel shaders, 
which may be implemented with software or in hardware or 
with a combination of both, have specialized functionality. 
Currently, in order to utilize useful algorithmic elements of 
a procedural shader, or otherwise use fixed and limited 
functionality of the procedural shader, a developer has to 
invariably design software procedural shader algorithms 
from scratch for each application. While the core commands 
for use with the procedural shaders were available to the 
developer, the effective or efficient combination of these 
commands is left to the developer. Consequently, algorithms 
that are unique, common and useful in connection with 
typical 3D graphics processes, such as for typical use in 
connection with procedural shaders, are developed from the 
ground up for each application. Conceptually, these ele 
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ments for acting on procedural shaders have been custom 
ized by necessity for each application and thus provided 
above the API, programmed as part of the graphics appli 
cation itself. As shown in FIG. 6A, developer D1, with 
access to a specification for a procedural shader 610, pro 
grams an inflexible object 600 so as to work with or control 
the procedural shader 610. As FIG. 6A illustrates, developer 
D1 develops a shading algorithm with code. After customi 
zation by the developer D1, object 600 interacts with shad 
er(s) 610 via graphics API 340. 
0076. With present hardware designs of procedural shad 
ers, however, a specialized set of assembly language instruc 
tions has been developed creating flexibility of procedural 
shader use. The developer still has access to the specialized 
set of instructions as in the past. Advantageously, with the 
present invention, this specialized set of instructions, or list 
of tokens packed as an array of numbers, can be combined 
in Such ways as to create useful algorithmic elements. The 
present invention takes these useful combinations and 
exposes the algorithmic elements to the developer by way of 
the API 340. Conceptually, therefore, the present invention 
provides these useful algorithmic elements for acting on 
procedural shaders below or inside the API. As FIG. 6B 
illustrates, the present invention provides API objects 340 
ps 1,340 ps2, ... 340 psin, which are useful combinations 
of procedural shader 610's instruction set for acting upon 
shader 610. In this fashion, algorithmic elements for use 
with procedural shader 610 are exposed to the developer D1. 
0077. For more concrete examples of algorithmic ele 
ments that used to be customized by necessity above the 
API, which are now provided for use below are any of the 
following types of techniques, taken alone or in combina 
tion: lighting, colorizing, mapping, texturizing, Surfacing, 
shading, enhancing, and other image processing techniques. 
0078 Some exemplary code or definitional pseudocode 
for a procedural shader, such as a vertex shader, is provided 
below. The declaration portion of an exemplary procedural 
shader defines the static external interface of the procedural 
shader. The information in the declaration includes assign 
ments of vertex shader input registers to data streams. These 
assignments bind a specific vertex register to a single 
component within a vertex stream. A vertex stream element 
is identified by a byte offset within the stream and a type. 
The type specifies the arithmetic data type plus the dimen 
sionality (1, 2, 3, or 4 values). Stream data that is less than 
four values are preferably expanded out to four values with 
Zero or more 0.F values and one 1.F value. 

0079 The information in the declaration also includes 
assignment of vertex shader input registers to implicit data 
from the primitive tessellator. This controls the loading of 
vertex data which is not loaded from a stream, but rather is 
generated during primitive tessellation prior to the vertex 
shader. 

0080 Moreover, the information in the declaration also 
includes loading data into the constant memory at the time 
a procedural shader is set as the current procedural shader. 
Each token specifies values for one or more contiguous 4 
DWORD constant registers. This allows the procedural 
shader to update an arbitrary Subset of the constant memory, 
overwriting the device state (which contains the current 
values of the constant memory). Note that these values can 
be subsequently overwritten (between Drawprimitive calls) 
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during the time a procedural shader is bound to a device via 
the SetVertexShaderConstant method. 

0081 Declaration arrays are single-dimensional arrays of 
DWORDs composed of multiple tokens each of which is 
one or more DWORDs. The single DWORD token value 
0xFFFFFFFF is a special token used to indicate the end of 
the declaration array. The single DWORD token value 
0x00000000 is a NOP token with is ignored during the 
declaration parsing. Note that 0x00000000 is a valid value 
for DWORDs following the first DWORD for multiple word 
tokens. 

0082) 31:29 TokenType 
0083) 0x0 NOP (requires all DWORD bits to be 
Zero) 

0084 0x1—stream selector 
0085 0x2—stream data definition (map to vertex input 
memory) 

0086) 
0087 
0088) 
0089) 
0090) 
be 1) 

0091 NOP Token (single DWORD token) 
0092) 31:29 0x0 
0093) (28:00) 0x0 

0094 Stream Selector (single DWORD token) 
0095 (31:29 0x1 
0096 28 indicates whether this is a tessellator stream 
0097 27:04) 0x0 
0098) 03:00 stream selector (0.15) 

0099 Stream Data Definition (single DWORD token) 
0100 Vertex Input Register Load 

0101 31:29 0x2 
0102) 28 0x0 
0103 27:20 0x0 
0.104) 

0x3 vertex input memory from tessellator 
0x4—constant memory from shader 
0x5—extension 

0x6—reserved 

0x7—end-of-array (requires all DWORD bits to 

19:16 type (dimensionality and data type) 

0105) 15:04 0x0 
0106) 03:00 vertex register address (0.15) 

0107 Data Skip (no register load) 
0108) 31:29 0x2 
0109) 28 0x1 
0110) 27:20x0 
0111) 19:16 count of DWORDS to skip over (0.15) 
0112) 15:00 0x0 

0113 Vertex Input Memory from Tessellator Data (single 
DWORD token) 
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0114 
0115) 
0.116) 
0.117) 
0118 

31:29 0x3 
28 indicates whether data is normals or u?v 
27:24) 0x0 
23:20 vertex register address (0.15) 
19:16 type (dimensionality) 

0119) 15:04) 0x0 
0120 03:00 vertex register address (0.15) 

0121 Constant Memory from Shader (multiple DWORD 
token) 

0122) 31:29 0x4 
0123 28:25) count of 4*DWORD constants to load 
(0.15) 

0.124. 24:07 0x0 
0125 06:00 constant memory address (0.95) 

0126 Extension Token (single or multiple DWORD 
token) 

O127 (31:29 0x5 
0128 28:24 count of additional DWORDs in token 
(0.31) 

0.129) 23:00 extension-specific information 
0.130) End-of-array token (single DWORD token) 

0131 31:29 0x7 
0132) 28:00) 0x1 fffffff 

0.133 The stream selector token is desirably followed by 
a contiguous set of stream data definition tokens. This token 
sequence fully defines that stream, including the set of 
elements within the stream, the order in which the elements 
appear, the type of each element, and the vertex register into 
which to load an element. 

0.134 Streams are allowed to include data which is not 
loaded into a vertex register, thus allowing data which is not 
used for this shader to exist in the vertex stream. This 
skipped data is defined only by a count of DWORDs to skip 
over, since the type information is irrelevant. 
0.135 The token sequence: 
0.136) Stream Select: stream=0 

0137 Stream Data Definition (Load): type=FLOAT3: 
register=3 

0138 Stream Data Definition (Load): type=FLOAT3: 
register=4 

0139 Stream Data Definition (Skip): count=2 
0140 Stream Data Definition (Load): type=FLOAT2: 
register=7 

defines stream Zero to consist of four elements, three of 
which are loaded into registers and the fourth skipped 
over. Register 3 is loaded with the first three DWORDs 
in each vertex interpreted as FLOAT data. Register 4 is 
loaded with the fourth, fifth, and sixth DWORDs 
interpreted as FLOAT data. The next two DWORDs 
(seventh and eighth) are skipped over and not loaded 
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into any vertex input register. Register 7 is loaded with 
the ninth and tenth DWORDS interpreted as FLOAT 
data. 

0141 Placing of tokens other than NOPs between the 
Stream Selector and Stream Data Definition tokens is dis 
allowed. 

0142. While the above exemplary computer-executable 
instructions have been described in the context of a proce 
dural shader, these concepts and principles may be applied 
to any 3D hardware rendering device utilized in connection 
with a graphics display system. 

Improvements on the Display (Rasterizer) Side of the API 

0143. As mentioned above, while direct video memory 
access was once a possibility, it is no longer a possibility 
according to today’s currently utilized graphics architec 
tures. In accordance with today's graphics pipeline archi 
tecture, specialized or private drivers and Surface formats are 
used in connection with very fast graphics accelerators. With 
direct rasterizer/processor access to display memory Sur 
faces, "chunks' of Surfaces can be moved around according 
to the specialized surface format, and pulled for processing 
as efficiency dictates. Thus, the pipeline between display 
memory Surface space and the display itself has been made 
more efficient. With reference to FIG. 7A, an example of the 
type of modem chunk manipulation is illustrated at a 
microcosmic level i.e., only 4 squares or chunks of data are 
illustrated. Private driver 700 causes chunks 710a 1 through 
710a 4 to be grabbed as efficiency dictates and are subse 
quently manipulated with a rasterizer into an intermediate 
form 710b, wherein the original image may be unrecogniz 
able. Then, data is moved along the graphics pipeline to 
render the final image on display 710c, whereby band B 1 
of data may translate to band B 2 in the displayed image. 
These mathematical transformations, and timing thereof, 
have advanced algorithms for determining the efficiency of 
chunk grabbing and placement. In essence, many images 
involve redundant data, or data that can be exploited based 
upon temporal and spatial knowledge, and these algorithms 
exploit Such knowledge to create an extremely efficient and 
fast graphics data rendering pipeline. 

0144 Without the API of the present invention, however, 
display memory Surface space must be set up properly by the 
developer to work with this privatized format. FIG. 7B 
illustrates API 340 in accordance with the present invention. 
The API object 340 1 of the present invention hides the 
efficiencies gained from the privatized driver format and 
rasterizer operation as described above from applications 
and developers. As far as the developer D1 writing appli 
cation 350a is concerned, the display memory surface 710a 
receives a rectangular image that is then rendered upon the 
display 710c, when in fact many efficient operations and 
data manipulations take place behind the scenes. The present 
invention thus implements API object 340 1 such that it 
exposes more of these efficient pipeline operations to the 
developer D1 so that developer D1 need be less concerned 
with the performance of hidden operations, such as locking 
and unlocking the privatized formats pursuant to various 
commands and function calls over which the developer has 
no control. 

0145 Currently, when data is stored in hardware 
memory, the data is implemented in the privatized format 
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illustrated in FIG. 7A. When graphics data is stored in main 
memory, it is stored in the public, more easily understood 
format. The privatized driver performs this transition. How 
ever, previously when graphics data stored in the hardware 
memory was asked for pursuant to Some command or 
function call, the data was shuffled back to the public format, 
and then transmitted according to the private format for 
hardware purposes. Thus, upon an unlock command, the 
data was copied to system memory in the public format, and 
then the data was transformed to the privatized format where 
necessary. Unfortunately, a problem arises wherein the same 
data may be unlocked from hardware memory according to 
multiple function calls or commands, and consequently, 
multiple copies of the same data may be copied to the system 
memory. The present invention addresses this problem by 
only allowing data to be copied into System memory space 
when the developer specifically makes Such a request, and 
thus ensuring that only copies that the developer knows 
about are resident in the system. Reductions in performance 
as a result of multiple copies resident in main memory, when 
unnecessary, are thus avoided. In recognition that the data 
does not always need to be accessed from System memory 
space, the present invention thus allows the developer more 
freedom to command when data is copied to system memory 
when stored in the privatized format associated with hard 
ware memory. 

Optimal Switching of DataObjects Among Memory Loca 
tions 

0146). As described in the background, there are generally 
two types of containers or data structures that the API 
presents to a developer for use: one for pixels and one for 
polygons. Essentially, through passing arguments to the API 
(placing data into the containers), the developers can 
manipulate various graphics data structures. Once these 
containers are filled with data, there are various places, such 
as system memory or on a 3D card or chip, where this data 
may stored for further manipulation. The decision as to 
where to place this data is generally a performance issue. For 
instance, data for which fast access is not necessary can be 
stored in System memory, whereas data for which speed of 
access is the most important may be stored on a chip 
designed for ultra fast access. It is also sometimes the case 
that it is desirable to switch data or chunks of data from one 
memory location to another memory location at different 
stages of processing. 

0147 As illustrated in FIG. 8A, in the past, when a 
developer Switched data from one memory location to 
another, the developer had to code the Switching the data i.e., 
by destroying the data in the old location and recreating the 
data in the new location. Developer D1, after creating a data 
container 850 or deleting and recreating a data container 850 
via graphics API 340, has the decision to make regarding 
where to place the new data container 850. While a devel 
oper may choose into which of system memory 800, graph 
ics chip memory 810 and other memory 820 data container 
850 is placed, oftentimes, a developer D1 may write a 
custom cache managing algorithm for application 350a in an 
effort to efficiently manage resources. In theory, the cache 
managing algorithm would try to account for all of the 
system parameters and attempt to manage memory based 
upon data location, frequency of accessing or processing the 
data, and processing times associated with certain locations. 
However, this is a great inconvenience to developer D1 who 
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has to custom build each cache managing algorithm for each 
new application 350a, and who through oversight may not 
manage resources as efficiently as possible. 

0148. As shown in FIG. 8B, in accordance with the 
present invention, the switching of data containers 850 from 
one location to another is performed automatically by an 
API object 340 cm. Thus, polygon or pixel data objects 850 
are automatically transitioned between memory types such 
that the Switching is seamless. It appears as if the data 
chunks/containers 850 last forever to the developer, whereas 
in reality, the API hides the fact that the data is being 
transitioned to optimize system performance. For example, 
it would in theory be desirable to keep all data on the faster 
hardware chip memory to process data. However, in reality, 
there is little room for Such on chip data, Sometimes as few 
as a hundred registers. Thus, typically a cache managing 
algorithm optimizes the tradeoff between host system 
memory and video memory on the 3D card so as to keep a 
maximum amount of data for processing in graphics hard 
ware memory without causing overflow. As alluded to 
above, currently, a developer has to write Such a cache 
managing algorithm for every application that is individu 
ally tailored to the programming task at hand. The API 340 
of the present invention hides an optimal cache managing 
algorithm from developer D1 so that developer D1 need not 
be concerned with the optimal tradeoff of system resources, 
and so that efficient Switching of data can take place behind 
the scenes simplifying the developer's task. Data containers 
850 are thus efficiently placed in storage to maximize data 
processing rates, and storage space, whether a data container 
850 is newly created, or switched from one location to 
another. 

Parallel Feeding of DataObjects to 3D Chip for Processing 

014.9 There are also current issues with respect to the 
transmission of data containers 850, either pixel and poly 
gon, to a 3D chip. Currently, when a developer goes about 
specifying multiple data objects to fill multiple containers, 
these data objects are fed to the 3D chip one by one, or in 
a serial fashion. As illustrated in FIG. 9A, currently, to feed 
two data containers 850a and 850b to graphics chip memory 
810, developer D1 must feed the objects serially to memory 
810. In the figure, t1<t2. At til, container 850a is retrieved 
from wherever stored or is created and at t2, it is fed to 3D 
graphics chip memory 810. In a typical representation of a 
pixel with eight bits, x, y, z and w may be utilized for the 
spatial position of the pixel and four more ol, o2, o3 and o4 
may be utilized to represent the orientation of the surface, or 
color etc. at that position. When the position and location of 
graphics data is constantly changing, serial transmission or 
loading of graphics chip memory may not reduce perfor 
mance significantly. However, when there is redundancy of 
data e.g., when only the orientation of a pixel changes while 
the spatial position stays the same, opportunity to exploit the 
redundancy is lost. Thus, serialized data in container 850a is 
fed to 3D graphics chip memory 810 is fed to 3D graphics 
chip memory 810. As will become evident, Even when 
performed very fast, the serial transmission of data contain 
ers 850a and 850b is not as fast as a parallel transmission 
when there is some redundancy or other reason to transmit 
data in parallel. 

0150. Thus, an optimization in accordance with the 
present invention is that a developer coding an application 
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may specify that multiple of these data objects wherever 
originated or located at the time of operation, may be fed to 
the 3D chip simultaneously or in parallel. As illustrated in 
FIG.9B, both containers 850a and 850b may be fed to 3D 
graphics chip memory 810 at the same time. At til, the data 
containers 850a and 850b are retrieved or created, and at t2, 
containers 850a and 850b are fed to 3D graphics chip 
memory in parallel. While FIG.9B illustrates the parallel 
transmission of two data containers to 3D graphics chip 
memory 810, any number of data containers up to the 
maximum storage of 3D graphics chip memory 810 may be 
fed in parallel. Thus, in the case of the above example where 
data is being transmitted to 3D graphics chip memory 810, 
wherein the data includes the same spatial position of 
pixel(s), but only the orientation or color is changing, the 
data may be loaded into two separate containers 850a and 
850b, with a header description understood by the graphics 
chip and implemented by graphics API 340, whereby a 
single copy of the position data can be loaded into container 
850a, and the changing color or orientation data may be 
loaded into container 850b. Thus, when received by the 
graphics chip 810, the data is loaded correctly into register 
space and processed according to the header description. In 
an exemplary implementation, up to 8 data objects 850a, 
850b, etc. may be fed in parallel to the graphics chip 810. In 
Such a configuration, the exploitation of redundancies may 
be performed in connection with any of the 8 values utilized 
to represent a pixel’s location, orientation, temperature, etc. 
The present invention thus Supplements previous systems in 
which data could only be fed serially to a graphics chip with 
parallel feeding of graphics data. 
0151. The term graphics data as used herein is intended 
to cover not only video and/or audio data in any pre 
processed, processed or compressed form, but is additionally 
intended to cover communications of data of any kind along 
the graphics pipeline among the developer, the software 
interface of the present invention and various hardware 
and/or Software components utilized incident to the graphics 
system. 

0152 The various techniques described herein may be 
implemented with hardware or software or, where appropri 
ate, with a combination of both. Thus, the methods and 
apparatus of the present invention, or certain aspects or 
portions thereof, may take the form of program code (i.e., 
instructions) embodied in tangible media, Such as floppy 
diskettes, CD-ROMs, hard drives, or any other machine 
readable storage medium, wherein, when the program code 
is loaded into and executed by a machine, such as a 
computer, the machine becomes an apparatus for practicing 
the invention. In the case of program code execution on 
programmable computers, the computer will generally 
include a processor, a storage medium readable by the 
processor (including Volatile and non-volatile memory and/ 
or storage elements), at least one input device, and at least 
one output device. One or more programs are preferably 
implemented in a high level procedural or object oriented 
programming language to communicate with a computer 
system. However, the program(s) can be implemented in 
assembly or machine language, if desired. In any case, the 
language may be a compiled or interpreted language, and 
combined with hardware implementations. 
0153. The methods and apparatus of the present invention 
may also be embodied in the form of program code that is 
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transmitted over Some transmission medium, Such as over 
electrical wiring or cabling, through fiber optics, or via any 
other form of transmission, wherein, when the program code 
is received and loaded into and executed by a machine. Such 
as an EPROM, a gate array, a programmable logic device 
(PLD), a client computer, a video recorder or the like, the 
machine becomes an apparatus for practicing the invention. 
When implemented on a general-purpose processor, the 
program code combines with the processor to provide a 
unique apparatus that operates to perform the indexing 
functionality of the present invention. For example, the 
storage techniques used in connection with the present 
invention may invariably be a combination of hardware and 
software. 

0154 While the present invention has been described in 
connection with the preferred embodiments of the various 
figures, it is to be understood that other similar embodiments 
may be used or modifications and additions may be made to 
the described embodiment for performing the same function 
of the present invention without deviating therefrom. For 
example, while exemplary embodiments of the invention are 
described in the context of graphics data in a PC with a 
general operating system, one skilled in the art will recog 
nize that the present invention is not limited to the PC, and 
that a 3D graphics API may apply to any computing device, 
Such as a gaming console, handheld computer, portable 
computer, etc., whether wired or wireless, and may be 
applied to any number of Such computing devices connected 
via a communications network, and interacting across the 
network. Furthermore, it should be emphasized that a variety 
of computer platforms, including handheld device operating 
systems and other application specific operating systems are 
contemplated, especially as the number of wireless net 
worked devices continues to proliferate. Therefore, the 
present invention should not be limited to any single 
embodiment, but rather construed in breadth and scope in 
accordance with the appended claims. 
What is claimed: 

1. A computer readable medium bearing computer execut 
able instructions, comprising: 

means for receiving a plurality of graphics vertex data 
objects at a 3D graphics API; and 

means for providing the graphics vertex data objects in 
parallel to a 3D graphics chip using the 3D graphics 
API. 

2. The computer readable medium of claim 1, further 
comprising means for storing each graphics vertex data 
object in an associated data container of a plurality of data 
containers. 

3. The computer readable medium of claim 1, further 
comprising means for providing a header description for 
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each data object, and processing the data at the graphics chip 
responsive to the header description. 

4. A 3D graphics Software application programming inter 
face (API) as a layer between executing applications and a 
graphics pipeline that renders and processes the graphics 
data, wherein the 3D graphics API receives a plurality of 
graphics vertex data objects and provides the graphics vertex 
data objects in parallel to a 3D graphics chip. 

5. The 3D graphics API of claim 4, wherein each graphics 
vertex data object comprises a spatial position, an orienta 
tion, or a color. 

6. The 3D graphics API of claim 5, wherein the 3D 
graphics API loads the spatial position into a first data 
container and the orientation or the color into a second 
container. 

7. The 3D graphics API of claim 4, wherein the 3D 
graphics API stores each graphics vertex data object in an 
associated data container of a plurality of data containers. 

8. The 3D graphics API of claim 7, wherein the 3D 
graphics API stores similar graphics vertex data objects into 
the same container of the plurality of data containers. 

9. The 3D graphics API of claim 4, wherein a header 
description is provided for each data object, and the data at 
the graphics chip is processed responsive to the header 
description. 

10. A method for controlling graphics vertex data objects 
in a 3D graphics system by use of a 3D graphics application 
programming interface (API), comprising: 

providing, by the 3D graphics API, the graphics vertex 
data objects in parallel to a 3D graphics chip. 

11. The method of claim 10, wherein each graphics vertex 
data object comprises at least one of a spatial position, an 
orientation, and a color. 

12. The method of claim 10, further comprising loading 
the spatial position into a first data container and loading at 
least one of the orientation and the color into a second 
container. 

13. The method of claim 10, further comprising storing 
each graphics vertex data object in an associated data 
container of a plurality of data containers. 

14. The method of claim 13, further comprising storing 
similar graphics vertex data objects into the same container 
of the plurality of data containers. 

15. The method of claim 11, further comprising providing 
a header description for each graphics vertex data object, 
and processing the data at the graphics chip responsive to the 
header description. 

16. A graphics processing unit for receiving the graphics 
vertex data objects in parallel according to the method of 
claim 10. 


