woO 2025/006458 A1 | 0000 KA A0 00O 0 00 0 0

(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization
International Bureau

(43) International Publication Date

02 January 2025 (02.01.2025)

J

=

(10) International Publication Number

WIPO I PCT

WO 2025/0

06458 A1

(51) International Patent Classification:

GO6F 16/332 (2019.01)

(21) International Application Number:
PCT/US2024/035401

(22) International Filing Date:

(25) Filing Language:

GO6F 16/335 (2019.01)

25 June 2024 (25.06.2024)

(26) Publication Language:

(30) Priority Data:
18/344,698
18/344,707
18/344,747
18/344,756

29 June 2023 (29.06.2023)
29 June 2023 (29.06.2023)
29 June 2023 (29.06.2023)
29 June 2023 (29.06.2023)

English
English

Us
Us
Us
Us

(63) Related by continuation (CON) or continuation-in-part
(CIP) to earlier applications:

(71)

(72)

US
Filed on

US
Filed on

US
Filed on

US
Filed on

Applicant:

AMAZON TECHNOLOGIES,

18/344,698 (CON)
29 June 2023 (29.06.2023)

18/344,707 (CON)
29 June 2023 (29.06.2023)

18/344,747 (CON)
29 June 2023 (29.06.2023)

18/344,756 (CON)
29 June 2023 (29.06.2023)

INC.

[US/US], P.O. Box 81226, Seattle, Washington 98108-1226

(US).

Inventors: KHOSLA, Sopan, c/o Amazon Technolo-
gies, Inc., 410 Terry Avenue North, Seattle, Wash-
ington 98109-5210 (US). BANNIHATTI KUMAR,

(54) Title: PROCESSING NATURAL LANGUAGE QUERIES FOR NETWORK-BASED SERVICES

LN
Pr—
CUSTOMER 7 ONETWORK 3
COMPUTING DEVICES /(. gig 7
"‘""A“..T(—\—»v -

SEARCH SYSTEMS
124

NATURAL LANGUAGE QUESTION ANSWERING SERYICE

AGGREGATOR USER CONTEXT
COMPONENT COMPONENT
104 108

LLA VERIFIER
COMPONENT COMPONENT

k] 108
ATTRIBUTION WATERMARKING
COMPONENT COMPONENT

108

16

TRAINING DATASETS {

FIG. 1

(57) Abstract: Systems and methods are provided for a natural language question answering service to provide answers to natural
language questions regarding network-based services or computing domains. The natural language question answering service may
receive the natural language question from a customer computing device. An aggregator of the natural language question answering
service can retrieve passages from search systems based on the question and generate a prompt. A large language model (LLM) of
the natural language question answering service may receive the prompt and provide an answer. The answer may be verified by a
verifier of the natural language question answering service. Attribution may be applied to the answers and retrieved passages to produce
references, inline citations, and similar questions. A watermarking module of the natural language question answering service may
watermark the answer if it is verified.

[Continued on next page]



WO 2025/006458 A1 |10} 00 000000 00 00O

Vinayshekhar; c/o Amazon Technologies, Inc., 410 Ter-
ry Avenue North, Seattle, Washington 98109-5210 (US).
GANGADHARAIAH, Rashmi; ¢/o Amazon Technolo-
gies, Inc., 410 Terry Avenue North, Seattle, Washing-
ton 98109-5210 (US). NADIG, Deepak Seetharam; c/
o Amazon Technologies, Inc., 410 Terry Avenue North,
Seattle, Washington 98109-5210 (US). HORSLEY, James
William; c/o0 Amazon Technologies, Inc., 410 Terry
Avenue North, Seattle, Washington 98109-5210 (US).
BARDE, Abhijit S.; c/o Amazon Technologies, Inc., 410
Terry Avenue North, Seattle, Washington 98109-5210
(US). LUCKRIA, Brijesh; c/o Amazon Technologies, Inc.,
410 Terry Avenue North, Seattle, Washington 98109-5210
(US). ABBAS, Fawad; c/o Amazon Technologies, Inc.,
410 Terry Avenue North, Seattle, Washington 98109-5210
(US). RANGASWAMY, Bhaskar Hosahalli; c/o Amazon
Technologies, Inc., 410 Terry Avenue North, Seattle, Wash-
ington 98109-5210 (US). MILLER, Michael W.; c/o Ama-
zon Technologies, Inc., 410 Terry Avenue North, Seattle,
‘Washington 98109-5210 (US).

(74) Agent: URIBE, Mauricio A., Knobbe Martens Olson &
Bear LLP, 2040 Main Street, Fourteenth Floor, Irvine, Cal-
ifornia 92614 (US).

(81) Designated States (unless otherwise indicated, for every
kind of national protection available). AE, AG, AL, AM,
AO, AT, AU, AZ, BA, BB, BG, BH, BN, BR, BW, BY, BZ,
CA, CH, CL, CN, CO, CR, CU, CV, CZ, DE, DJ, DK, DM,
DO, DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT,
HN, HR,HU, ID, IL, IN, IQ, IR, IS, IT, M, JO, JP,KE, KG,
KH, KN, KP, KR, KW, KZ, LA, LC, LK, LR, LS, LU, LY,
MA, MD, MG, MK, MN, MU, MW, MX, MY, MZ, NA,
NG, NI, NO, NZ, OM, PA, PE, PG, PH, PL, PT, QA, RO,
RS, RU,RW, SA, SC, SD, SE, SG, SK, SL, ST, SV, SY, TH,
TJ, TM, TN, TR, TT, TZ, UA, UG, US, UZ, VC, VN, WS,
ZA,ZM,ZW.

(84) Designated States (unless otherwise indicated, for every
kind of regional protection available): ARIPO (BW, CV,
GH, GM, KE,LR,LS, MW, MZ NA,RW, SC, SD, SL, ST,
SZ, TZ, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ,
RU, TJ, TM), European (AL, AT, BE, BG, CH, CY, CZ,
DE, DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT, LT,
LU, LV, MC, ME, MK, MT, NL, NO, PL, PT, RO, RS, SE,
SI, SK, SM, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN,
GQ, GW, KM, ML, MR, NE, SN, TD, TG).

Published:

—  with international search report (Art. 21(3))

—  before the expiration of the time limit for amending the
claims and to be republished in the event of receipt of
amendments (Rule 48.2(h))



WO 2025/006458 PCT/US2024/035401

PROCESSING NATURAL LANGUAGE QUERIES FOR NETWORK-
BASED SERVICES

{0801] This apphication claims the benefit of U8 Patent Application No.
18/344.698, eniitled “PROCESSING NATURAL LANGUAGE QUERIES FOR
NETWORK-BASED SERVICES,” filed on June 29, 2023, U.S. Patent Application No.
18/344 707, entitled “PROCESSING NATURAL LANGUAGE QUERIES WITH
ATTRIBUTION ENRICHMENT,” filed on June 29, 2023, U.S. Patent Application No.
18/344.756, entitled “PROCESSING NATURAL LANGUAGE QUERIES WITH
VERIFICATION AND WATHERMARKING,” filed on June 29, 2023, and 1.8 Patent
Application No. 18/344,747, entitled “PROCESSING NATURAL LANGUAGE
QUERIES WITH API CALLS AND API EXECUTIONS” filed on June 29, 2023, the
disclosures of which are hereby incorporated by references in their entireties and for all

purposes.

BACKGROUND

[0002] Generally described, computing devices and communication networks
can be utilized to exchange data or information. In a common application, a computing
device can request content from another computing device via the communication
network, For example, a client having access to a computing device can utihize a
software application to request content from a server computing device via the network
{e.g., the Internet). In such embodiments, the client’s computing device can be referred
to as a chient computing device, and the server computing device can be referred to as a
content provider.

{6803] In some applications, the network service provider can instantiate
various network-based services that can process client requests for data. For example,
network-services related to query processing or question answering assistants {e.g.,
chatbots) can correspond to network-based services that mteract with humans to provide

information.
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BRIEF DESCRIPTION OF THE DRAWINGS

{0804] Embodiments of various mventive features will now be described with
reference to the following drawings. Throughout the drawings, reference numbers may
be re-used to indicate correspondence between referenced elements. The drawings are
provided to illustrate example embodiments described herein and are not intended to
fimit the scope of the disclosure. To easily 1dentify the discussion of any particular
element or act, the most significant digit(s}) in a reference number typically refers to the
figure number in which that element 1s first introduced.

[0885]  FIG. 1 depicts a block diagram of an environment for a natural language
question answering service that includes one or more customer computing devices and a
network service mncluding search systems component, an aggregator component, a user
context component, a large language model (LLM) component, a vertfier component, and
a watermarking component in accordance with aspects of the present application;

[6086]  FIG. 2A 15 a block diagram of illustrative architecture of an aggregator
component to retrieve passages and question and answer {A) paus from search systems
based on a natural language question in accordance with aspects of the present application;

[0847] FIG 2B 15 a block diagram of dlustrative architecture of a venfier
component to verify answers from a large language model (LLM) based on a natural
language question in accordance with aspects of the present application;

{0008} FIG. 3 1s a block diagram of the environment of FIG. 1 depicting an
iHlustrative interaction of different components of the natural language question answering
service based on analyzing a natural language guestion in accordance with aspects of the
present apphication; and

[0009] FIG. 415 a flow diagram 1Hustrative of a routine for the natural language
question answering Service answering a question in accordance with aspects of the present

application.

DETAILED DESCRIPTION
10010]  Aspects of the present disclosure relate to systems and methods for

providing a network-based service for natural language question processing. More
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specifically, one or more aspects of the present application can include a network-based
service for processing natural language queries (e.g., questions, prompts, commands,
etc.} provided by a computing device to supplement, optimize, or otherwise modify the
natural language query. One or more aspects of the present application can include a
network-based service for further processing natural language queries utilizing LLM-
based processing resources based on processed queries and processing result validation.

{0811] Generative artificial intelligence (Al} models (e g, large language
models (LLM), question answering assistanis, chatbots, etc.) while, at times may answer
a natural language question accurately {e.g, gives an answer to a guestion which
requires no follow up question), are known to have issues. For example, they tend to be
trained on a large amount of internet data extracted from a certain period {e.g., 2017-
2019). Therefore, models that are not trained on recent internet data lack the abiity to
answer questions regarding this recent internet data {e.g., who won the 2021 NBA
Finals?). Furthermore, since generative Al models are trained on public internet data,
they lack the ability to answer questions regarding private data (e.g., information
specific to, and regarding, a network-based storage service provider’s internal
troubleshooting guidelines, a systent’s internal frequently asked questions (FAQ), etc.).
Moreover, natural language questions themselves have their own 1ssues. For example,
regardless of how accurate a generative Al model 15, a vatural language guery may be
entered (e.g., words used, order of words, ete.} 1n a manner {e.g., faulty, not sufficiently
broad enough, etc.} such that a generative Al model generates an answer that 13 (3}
mcomplete or mcorrect in reference to the question or (1) fails to capture the intent of
the drafter of the question. This can result in mefficient use of resources of a generative
Al model {e.g., multiple question and answer turns not resulting o an answer agreeable
to the entity which entered the question). Additionally, even if the natural language
guestion 18 not faulty or too narrow, generative Al models may still generate an answer
that 1s determined to be in error or incorrect {e.g., did not really answer the question, the
answer 18 not justified by training data of the generative Al a generative Al model
generates an answer different from what is expected, etc), which is also called

“hallucination.” Answers generated in error can happen when questions about particular
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private network-based services are asked because the public internet does not have this
private information to train a generative Al model.

{0812] To address at least a portion of the above-described deficiencies, the
natural language question answer service can implement one or more modules to answer
natural language questions concerning specific network-based services and/or
computing domains. The natural language question answer service can provide detailed
answers {e.g., processing results) regarding network-based services and computing
domains by referencing search systems which have question and answer (QA)} pairs
specificaily generated for question answering services. Moreover, the natural language
question answer service may utilize stored information to rephrase a natural language
guestion such that an answer 1s generated to result in a more accurate answer than prior
to the rephrasing.

[0013] 1fHustratively, the natural language question answer service can uitlize
an aggregator to retrigve passages {and corresponding question answer pairs {QA pairs)
for those passages) based on the natural language question, to modify, update, or
supplement the natural language guestion, or the like, and produce a prompt. The
aggregator may analyze the natural language question and determine what search
systems to retrieve passages and QA paws from, to answer that question. The aggregator
may retrieve those passages (and related QA pairs) and use them, along with the
guestion, to formulate a prompt. For purposes of the present apphication, prompt can
correspond 1o a few selected passages (e.g., from all the passages retrieved) and the QA
pairs of the selected passages, along with the natural language question {e.g., or a form
of the question where question may be a prompt or a command}.

{0014] Insome embodiments, the natural language question answer service can
gtilize a tramed large language model (LLM) to use the prompt and generate an answer
to the natural language question. The LLM may be a trained machine learning model
gitlizing Retrieval Augmented Generation {RAG) techniques to generate answers using
semantics {e.g., in addition to or alternatively to lexical techmigues) to answer the
question. The LLM may be trained at least on QA pairs from search systems associated

with network-based service providers (e.g., regarding network-based storage service,
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network-based analytics, etc.} such that the LLM may generate answers that are specific
to those network-based service providers.

{0815] 1Hustratively, the natural language question answer service can utilize a
verifier to verify the answer generated by the LLM to ensure it was not generated in
error {e.g., hallucimated). The verifier may utilize one or more modules to ensure the
answer was not generated in error. A textual overlap module of the verifier can
determine how much overlap in text there 15 in the answer and the retrieved passages. A
textual natural language inference (NLI) module of the verifier may determine whether
the answer generated from the LLM contradicts the retrieved passages from the
aggregator by using a premise and hypothesis. A relational NLI module of the verifier
may determine whether the answer generated from the LLM is not generated in error in
relation to the natural language question by using head, tail, and relation triples. Also, a
membership inference attack module of the verifier may determine whether the guestion
is simtlar to a previous question and s in a training set of the LLM.

[8016] In some embodiments, the natural language question answer service can
uttlize a watermarking component to watermark a verified answer from the LLM. The
watermarking component may modify (e g, regenerate) the verified answers such that
the answers are proprietary to the natural language question answer service. In some
ernbodiments, the watermark may nclude a hidden pattern 1o the regenerated verified
answers that 13 imperceptible by humans while making the hidden pattern
algorithmically identifiable as synthetic by a system {e.g., the natural language question
answer servige).

{6817] Although aspects of the present disclosure will be described with regard
to 1Hustrative network components, interactions, and routines, one skitled in the relevant
art will appreciate that one or more aspects of the present disclosure may be
implemented 0 accordance with various environments, system architectures, customer
computing device architectures, and the like. Similarly, references to specific devices,
such as a customer computing device, ¢an be considered to be general references and
not intended to provide additional meaning or configurations for individual customer
computing devices. Additionally, the examples are intended to be illustrative in nature

and should not be construed as limiting.

LA
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{0818] FIG. 1 depicts a block diagram of an embodiment of the environment
100, The environment 100 can include a network 116, the network connecting a number
of customer computing devices 122 to one or more network-based services,
tllustratively, a natural language question answer service 102, Furthermore, the natural
language question answering service 102 can recerve natural language questions {e.g.,
about a certain network-based service) from the customer computing devices 122 and
can use an aggregator component 104, user context component 105, large language
model (LLM) component 106, verifier component 108, attribution component 109,
watermarking component 110, and training datasets 112 to answer the natural language
question. The natural language question answer service 102 illustratively includes {or
has access to) one or more search systems 124, Moreover, the various aspects associated
with the natural language question answering service 102 can be implemented as one or
more components that are associated with one or more functions, services, machine
learning models, among other components. The components may correspond to software
modules implemented or executed by one or more customer computing devices, which
may be separate stand-alone customer computing devices. Accordingly, the components
of the natural language question answering service 102 should be considered as a logical
representation of the service, not requiring any specific implernentation on one or more
customer computing devices.

{6818] Network 116, as depicted 1 FIG. 1, connecis the devices and modules
of the system. The network can connect any number of devices. The network 116 may
be a personal area network, local area network, wide area network, over-the-air
broadeast network {e.g., for radio or television), cable network, satellite network,
cellular telephone network, or combination thereof. As a further example, the network
116 may be a publicly accessible network of hinked networks, possibly operated by
various distinct parties, such as the Internet. In some embodiments, the network 116 may
be a private or semi-private network, such as a corporate or university intranet. The
network 116 may include one or more wireless networks, such as a Global System for
Mobile Communications {{35M} network, a Code Division Multiple Access (CDMA)
network, 8 Long-Term Evolution (LTE} network, or any other type of wireless network.

The network 116 can use protocols and components for communicating via the Internet

6
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or any of the other aforementioned types of networks. For example, the protocols used
by the network 116 may mnclude Hypertext Transfer Protocol (HTTP), HTTP Secure
(HTTPS), Message Queue Telemetry Transport (MQTT), Constrained Application
Protocol {(CoAP), and the like. Protocols and components for communicating via the
Internet or any of the other aforementioned types of communication networks are well
known to those skilled in the art and, thus, are not described in more detail herein.
10028] In some embodiments, the natural language question answering
service 102 generates processing results {e g, answers) in response o queries {e.g,
guestion, prompt, command, etc.) submitted by customer computing devices 122 via the
network 116, In other embodiments, the natural language question answering
service 102 retrieves passages from search systems via the network 116 to provide
answers to questions {e.g., which can be in a form of a natural language question,
prompt, command, etc }. The natural language question answering service 102 may
utitlize machine-learned algorithms, such as generative Al model algorithms, to provide
answers {e.g., information regarding a specific network-based service, passages
associated with a network-based service, links to webpages, application programming
imnterface (API) calls, ete) to natural language questions catered to network-based
services {e.g., network-based computing resources, network-based on-demand code
execution, network-based analytics, network-based storage, network-based databases,
network based Al ete.} and/or specific computer domains {e.g., website dedicated to
social media software for sharing pictures, webstte dedicated to a retail service provider
selling products and services, etc). For example, the natural language question
answering service 102 can have ac¢cess to different search systems {e.g., the search
systems 124} where the search systems may store passages and question and answer
pairs {(QA pairs) regarding a particular network-based service (e.g., questions and
answer pairs for a specific network-based storage product) or computing domain {e.g.,
website of a clothing designer). The natural language question answering service 102
may comprise a trained LLM that is trained at least on the QA pairs from the search
systems 124 in order to provide answers to guestions and prompts. Accordingly, the

components of the natural language question answering service 102 should be
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considered as a logical representation of the service, not requiring any specific
implementation on one or more customer computing devices.

{0821] The customer computing devices 122 in FIG. 1 can connect to the
natural language guestion answering service 102 via the network 116, The customer
computing devices 122 can send natural language questions {e.g., imput from a user via
a user interface (UD) of the customer computing devices 122) to the natural language
guestion answering service 102 and receive answers from the natural language question
answering service 102 based on the natural language question. The customer computing
devices 122 can be configured to have at least one processor. That processor can be in
communication with the memory for maintaining computer-executable instructions. The
customer computing devices 122 may be physical or virtual. The customer computing
devices 122 may be maobile devices, personal computers, servers, or other types of
devices. The customer computing devices 122 have a display and input devices through
which a user can interact with the user-interface component.

[0022] The search systerns 124 1 FIG. 1 can connect to the natural language
gquestion answering service 102 via the network 116, The search systems 124 may be a
part of {e g., an offered service of the natural language question answering service 102)
or associated with the natural language question answering service 102, Additionally,
or alternatively, the search systems 124 may also be hosted cutside the network 116
{e.g., athird-party service}. The search systems 124 may be a plurality of search systems
which can provide, but are not himited to, passages, documents, and QA pairs to the
natural language question answering service 102, The natural language question
answering service 102 may take that mformation and formulate an answer 1o a natural
fanguage question related to a network-based service and/or computer domam. For
example, a search system 124 may be a data store which contains frequently asked
guestions (FAQ) (and associated answers) concerning a specific network-based service
{e.g., network-based storage or database}.

{0823] The aggregator component 104 can retrieve passages from the search
systems 124 based on the natural language question and create a prompt for the LLM
component 100, For example, the aggregator component 104 may analyze the natural
partial string matching,

language question by using string matching techniques {e.g

&
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dense passage retrieval, etc.) to determine the meaning of the natural language question.
After determining the meaning of the natural language question, the aggregator
component 104 may then determine which of the search systems 124 the aggregator
component 104 may retrieve passages from {(e.g., retrieve from a network-based storage
service QA pair system but not a network-based Al service QA pair system} based on
the natural language question. Based on the retrieved passages {e.g., documents, text of
the documents, pictures of the documents, or vides of the documents, ete.} from the
search systems 124, the aggregator component 104 may create a prompt for the LLM
component 106 to answer, where the prompt from the aggregator component 104 to the
LLM component 106 may contain some of the retrieved passages and a form of the
natural language question. The aggregator component 104 may be a machine learning
model trained on Retrieval Augmented Generation (RAG) technigues.

{08624] The user context component 105 can optionally capture and store user
context of at least users associated with the customer computing devices 122, The user
context component 105 can share the user context with the LLM component 106 {e.g,
ot the aggregator cornponent 104 can share the user context along with other information
to the LLM component 106) along with the question and relevant passages from
aggregator component 104, For example, the user context cormnponent 105 may capture
context information regarding a user’s account concerning network-based services. In
this example, the user context captured by the user context component 105 may be;
mformation such as the type of services the user subscribes to (e g., user subscribes to
network-based storage services but not network-based Al services), system help
mformation accessed regarding network-based services or any of the search systems 124
{e.g., user accessed a FAQ page regarding a network-based analytics service, user
logged a ticket with I'T related to a network-based database service, user talked to a help
support hine regarding a network-based on-demand compute service, ete.}; bilhing
related information associated with the user (e.g., which network-based services the user
subscribes to and what premium services the user subscribes to regarding those network-
based services, gic.}; geoiocation information associated with the user {e.g., wherg the
user accessed the network-based services, the residence location that the user gave to

the network-based services of where the user restdes, etc.}; and how the user utilized the
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network-based services such as by accessing telemeiry information (e.g., average or
mean time the user spent on different network-based services, which services within a
network-based service the user used such as the user using generative artificial
mtelligence models but not linear regression artificial intelligence models, etc.). The
user context component 105 may retrieve or receive information used associated with
the user context information from the customer computing devices 122, from the natural
language question answering service 102, or external systems or services {e.g., a third-
party provider which tracks user context by receiving user context detatls, organizing
those user context detatls and sends them to the natural language question answering
service 102 or the user context component 105).

{6625] The LLM component 106 may recetve the prompt from the aggregator
component 104, the user context (optionally} from user context component 105, and
generate one or more answers based on the prompt and the user context The LLM
component 106 may be trained on at least QA pairs generated from the search systems
124 or knowledge graphs of customers of network-based services {e.g., a network-based
on-~demand computing service which is serverless, etc ). The LLM component 106 may
take the prompt and the user context recerved from the aggregator component 104 and
utilize a generative Al model {e g, Retrieval Augmented Geveration (RAG) utihizing
natural language processing (NLP) architecture) to determune an answer to the natural
fanguage question. For example, if the customer computing devices 122 sends a natural
language question regarding how to setup a type of network-based storage, the LLM
component 106 may utilize a trained generative Al model {e.g., trained on QA pawus
from a network-based storage service and customer knowledge graphs) to determine an
answer {e.g., where the answer provides the instructions and potential AP calls to setup
the network-based storage) from the prompt recerved from the aggregator component
104,

{6826] The verifier component 108 can verify that the one or more answers
from the LLM component 106 were not generated in error {e.g., did not answer the
question, the answer 1s not justified by training data of the LLM component 106, the
LIM component 106 generates an answer different from what is expected, etc.}. The
verifier component 108 may utilize different techmiques (e.g., detoxification model

10
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natural language inference (NLI) triples, membership inference attacks, etc) to
determine if the answer was generated in error {also referred to as “hallucination” and/or
one of its derivatives). For example, the verifier component 108 may utilize a
detoxification model that filters for obscene language and/or profanity such that the
language s not provided n the answer,

{68627] The attribution component 109 can provide various functions related to
search result information utilized 1n the aggregation functionality of the aggregator
component 104, Such functions can dlustratively include references or other source
identifiers to the retrieved passages, inline citations to sentences from retrieved passages
in answers, and provide simular questions to the original question posed. For example,
the attribution component 109 may provide links (e.g., uniform resource identifiers
{URD)) or titles as references {e.g., links to webpages, links to online documents, links
te tmages, audio, video, etc.) to documents whose passages were retrieved by the
aggregator component 104, As another example, the attribution component 109 may take
the answers provided by the LLM component 106 and inline cite any sentences retrieved
directly {e g, verbatim) from any of the passages retrieved by the aggregator component
104, As another example, the atiritbution component 109 may provide similar questions
asked to the current natural language question posed {e.g., current guestion 1s regarding
creating a network-based storage bucket and similar question is regarding reading from
a network-based storage bucket}.

{60628] The watermarking component 110 can watermark the verified one or
more answers by generating or adding patterns {e.g., not readable by humans) to the
verified one or more answers such that the natural language question answering service
102 may identify the text of the one or more answers. For example, the watermarking
component 110 may re-generate {e.g., embedding signals into the answers) the one or
more answers 1in a combination of words {e.g., unreadable pattern by humans} such that
the combination of words would leave a footprint on them that can be used to recognize
the natural language question answering service 102 as the generator of the watermarked
answers {e.g., re-wording an answer where the re-worded answer has the same content
as the original answer but the re-worded answer can be identified to be generated by the

natural language question answering service 102 by reviewing a short span of words
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from within the answer}. Therefore, a watermark in this context may be used to at least
determine if the answer of the natural language question answering service 102 was
plagiarized.

{6628] The traming datasets 112 may contain trained machine learned data for
any of the aggregator component 104, LLM component 100, verifier component 108,
attribution component 109, or watermarking component 110, The training datasets 112
may contain trained data from QA patrs of one of the search systems 124 such that the
trained data may tdentify the types of relevant passages for certain types of natural
language questions. For example, the LLM component 106 may uttlize the training
datasets 112 to determine whether associated passages and QA pairs are enough to
produce an answer to the natural language guestion. The training datasets 112 may be
updated periodically with new QA pair training data. Moreover, the training datasets
112 may also contain information about customers {(e.g.., subscribed services, usage
activity, preferences, etc.) via knowledge graphs of a network-based service or
computing domain.

[6838] FIG ZA depicts one embodiment of an architecture of an ilustrative
aggregator component 104 of the natural language guestion answering service 102, As
described herein, the aggregator component 104 can be configured to determune relevant
passages from the search systems 124 {e.g., particular network-based services and/or
computer domains, ete.} based on a natural language question. As described below, the
aggregator component 104 may utilize string matching techniques {e.g., partial string
matching, dense passage retrieval (DPR}, ete.} to determine a semantic meaning of the
natural language question. The aggregator component 104 may take that meaning of the
guestion and utilize it to deternune which search systems 124 to retrieve passages from.
Additionally, the aggregator component 104 may then retrieve passages from the
determined search systems 124 and create a prompt utilizing the passages and the natural
language question {e.g., or a form of that question). As stated herein, the aggregator
component 104 may be implemented through use of machine learning models {e.g,
generative Al models, etc.) and RAG technmiques.

{0831] The network interface 208 may provide connectivity to one or more

networks or computing systems, such as the network 116 of FIGK. 1. The processing
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unit 206 may thus receive information and instructions from other computing systems
or services via a network. The processing unit 206 may also communicate to and from
memory 214 and further provide output mformation for an optional display {e.g., via a
Ul via the input/output device interface 212. In some embodiments, the aggregator
component 104 may include more (or fewer) components than those shown 1n FIG. ZA.

{6832] The memory 214 may include computer program instructions that the
processing unit 206 executes in order to implement one or more embodiments. The
memory 214 generally includes RAM, ROM, or other persistent or non-transitory
memory. The memory 214 may store an operating system 217 that provides computer
program instructions for use by the processing unit 206 in the general administration
and operation of the aggregator component 104. The memory 214 may further include
computer program instructions and other information for implementing aspects of the
present disclosure. For example, in one embodiment, the memory 214 includes interface
software 216 for communicating with other components and/or modules of the natural
language guestion answering service 102 to generate a prompt {from passages and the
natural language question.

[0033] As described heremn, the aggregator component 104 may use partial
string matching {(e.g., also known as “fuzzy string matching”} technuques to determine
meaning from the natural language question. As used 1n thus disclosure, partial string
matching may be a techmique of finding strings that match with a given string partially
and not exactly. The algorithm behind partial string matching may not simply look at
the equivalency of two strings but may rather quantify how close two strings are to one
another. Thizs may be done via a distance metric known as “edit distance” which
determines the closeness of two strings by wdentifying the mimnimum alterations needed
to be done to convert one string imto another. Different types of edit distances that can
be used are Levenshtem distance, Hamming distance, Jaro distance, etc. For example, a
user of the customer computing devices 122 may misspell (typing “Londin™ instead of
“London”} a word or enter a word partially {e.g., as a part of a natural language question)
mto a user interface which is connected with the natural language question answering
service 102, in this example, partial string matching techniques may help in finding the

right word, words, or phrases.

i
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{0834] Once the meaning of the natural language questions is determined, the
aggregator component 104 may then determine which search systems 124 should be
uttlized to retrieve passages from. For example, if the aggregator component 104
determingd that the natural language question involved a guery for determining how to
download content from a network-based storage service, then the aggregator component
104 may retrieve passages from a search system 124 that is associated with, or is, a
network-based storage service. As another example, if the aggregator component 104
determined that the natural language question invelved a query for how to use a certain
function {e.g., function to perform pavroll calculation remotely} in a network-based on-
demand code execution system, then the aggregator component 104 may retrieve
passages {and QA pairs} concerning that function from a search system 124 that is, or
associated with, a network-based on-demand code execution system.

{0635] Additionally, the memory 210 may include an open search indices
module 218 for determining which documents from the passages retrieved are relevant
to the natural language question. In some embodiments, the open search indices module
218 analyzes the retrieved documents and perform a surface level matching of the
documents with the natural language question. In some embodiments, the open search
indices module 218 may perform surface level matching by detecting or looking for
keyword and phrase-level similarities between a pair of natural language content {e.g.,
pair being the passages retrieved and the natural language question). For example, if
content 1 may state “network-based services provides cloud computing service” and
content 2 may state “network-based services offers reliable, scalable, and mexpensive

>

cloud computing services,” the surface-level simtlarities would be the presence of
“network-based service” and “cloud computing service”. As another example, one-
hundred docoments may have been retrieved from different search systems 124 and a
surface level matching may have determined that ten of those documents are relevant.
As such, the open search indices module 218 may be used to identify whole documents
i network-based service systems {e.g., network-based repository for documents related
to using a network-based storage service}.

{0836] Additionally, the memory 210 may include a dense retrigver module 219

for determining the relevant paris of each document retrieved from the search systems
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124, The dense reiriever module 219 may be created using dense embedding {encoder)
models that can aim to capture the most salient semantic parts of each document
retrieved {e.g., from search systems 124} and convert them into a fixed-dimensional
dense representation that can be used to create a matrix of fixed-dimensional vectors.
To perform retrieval, the dense retriever module 219 may iransform the natural language
question into a similar dense embedding and find the K nearest neighbors from an index
matrix. As such, the dense reiriever module 219 may be used to identify dense passages
of text in network-based services {e.g., network-based service that stores crowd sourced
answers on how to use and debug a network-based analytics service).

{60837] The aggregator component 104 may use a plurality of search systems
124 to retrieve passages from, and also receive QA pairs. For example, but not limited
to, a search system may be network-based system that contains documents describing
how to use a network-based service {e.g., manuals regarding how to use a network-based
artificial intelligence and machine learning service via a graphical user interface (GUI}}
The aggregator component 104 may wdentify QA pairs associated with this type of
guestion by tagging the titles of each document and associating each title with question
where the title 15 an answer to a question.

[0038] As another example, a search system may be a network-based system
{or associated with a network-based system) that contains webpages written by support
professionals for a network-based service to address the top issues faced by the
customers of that network-based service (e.g., for computing, storage, analyvtics, Al
ete.). In this system, each webpage may detail how to solve an issue {e.g., technical
question) related to functionality of a network-based service. The aggregator component
104 may utilize Python functions {e.g., BeautifulSoup} to scrape the webpages to extract
QA pairs {e.g., using the title of each page as a potential answer to a question in a QA
pair).

{683%] As another example, a search system may be a network-based system
{or associated with a network-based system} that contains crowd sourced questions and
answers regarding network-based services (e g., for computing, storage, analytics, Al
etc.}. These crowd sourced question and answers may be provided by the users of this

network-based system. The aggregator component 104 may utilize a structured guery
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language {SQL) to create QA pairs with crowd sourced posis that have been tagged by
an author of that post for a specific network-based service {e.g., a tag of how to create a
bucket in a specific network-based service). Moreover, the aggregator component 104
may create QA pairs with posts which have a crowd sourced acceptance {e.g., a majority
of the crowd source system users mark the post as an accepted answer) or a particular
number of upvotes {e.g., only retrieve posts with at least 5 upvotes).

{0848] As another example, a search system may be a network-based system
{or associated with a network-based system} that contains support tickets by customers
of a network-based service and the resulting resolutions {e.g., customer can’t get inio
network based storage service, troubleshooting when a server goes down, etc.}. In this
search system, a customer can create a support ticket case with a title of the case and a
detatled description of the issue related to the case. Agents of this search system may
analyze the case and suggest ways to resolve the issue related to case and also annotate
the case {e.g., issue related to debugging a network-based server when it 1s experiencing
lag issues). The aggregator component 104 may search for support tickets by annotations
and create QA pairs with resolved cases as an answer to a potential question.

[0041] As another example, a search systern may be a network-based system
{or associated with a network-based system) that contains guizzes or tests {e.g., and their
answers and how the customers performed, etc ) for customers of a network-based
service to fearn about how to use the network-based service. The aggregator component
104 may use the results of the quizzes or test to create JA patrs where certain quizzes
or tests may be the answer to a question {e.g., natural language question requests tests
to help a user be better trained on a network-based Al system, etc.).

{0842] As another example, a search system may be a network-based system
{or associated with a network-based system) that contains FAQ passages, documents,
multimedia, and the hike, for customers of a network-based service. The aggregator
component 104 may create (A pairs from the FAQ passages {(e.g., answers to an FAQ
page is an answer in a QA pair and the question in a FA{ page is the question in the QA
pair}.

{0843] As another example, a search system may be a network-based system

{or associated with a network-based system) that contains training materials {e.g.,
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videos, documents, interactive quizzes, etc.) for a network-based service. The
aggregator component 104 may create QA pairs where the training materials may be
answers to certain (JA pairs.

{6844] As another example, a search system may be a network-based system
{or associated with a network-based system)} that contains internal questions of
employees {e.g., support staff, engineers, etc.} of a network-based service {e.g., related
to an issue that employee faces with the network-based service, etc.} for a network-based
service. The aggregator component 104 may create QA pairs where the answers to the
employee questions may be an answer in the QA patr, and the guestion of the employee
may be the question of the QA paiur.

{0845] As another example, a search system may be a network-based system
{or associated with a network-based system} that contains knowledge graphs of
customers for a network-based service {e.g., what kind of services they have, their usage
activity, questions the customers have previously asked, types of guestions customers
have asked and thewr occurrence, their preferences regarding answers, etc.). The
aggregator component 104 may utilize the knowledge graphs to create QA pairs where
information about a customer roay be an answer in a QA pair (e g, the customer has 25
buckets 1o a network-based storage service) and a question from the customer may be a
guestion inthe QA pair {e.g., “how many buckets do T have in this network-based storage
service?”).

{6846] The aggregator component 104 may also use a similarity score to
determine which passages retrieved are relevant (e g., not out of scope). The retrieved
passages may be sent through a dense encoder and to get thew dense embeddings. Scores
may be generated by the aggregator component 104 for each passage 1 relativity to the
natural language question {(e.g., how well the passage s related to the guestion). The
passages which pass a certain threshold {e.g., greater than 0.5) may be kept while
passages under a certain threshold may not be kept (e g., less than or equal to 0.5}, The
passages that are not kept may be deemed out of scope by the aggregator component
104.

100471 As also described herein, the aggregator component 104 may use dense

passage retrieval (DPR) techmiques to determine which passages from the search
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systems 124 are relevant to use as a prompt to the LEM component 106, DPRs are
generally known as techniques for open-domain question answering that may aim o
retrieve relevant passages from a large corpus of unstructured text. Unlike traditional
mmformation retrieval techniques that can rely on sparse representations, the aggregator
component 104 may use DPR techniques and dense representations adapted from deep
neural networks where these techmiques may be used to encode text passages and
gquestions. Moreover, the aggregator component 104 may use DPR techmigues to
precompute dense vector representations of text and store them in a search index. For
example, the aggregator component 104 may use DPR techniques for dense
representations comprehended from deep neural networks to encode text passages and
guestions. (Given a guestion or query, the aggregator component 104 may use DPR
technigues to retrieve relevant passages from an index based on the simiarity between
their representations and the representation of a query or question. Once the relevant
passages are retrieved, the aggregator component 104 may use a downstream model to
extract answers from the guestion asked.

{6048] The aggregator component 104 can create a prompt based on the
relevant passages determuned and the natural language question. The aggregator
component 104 may create a prompt that contains some of the passages retrieved and
QA pairs that are associated with those passages. The aggregator component 104 may
also create the prompt by adding QA pawrs of those passages to the prompt. For example,
the aggregator component 104 can take some passages from a docament on how to setup
a network-based storage bucket and at least part of the natural language question to
formulate a prompt {e.g., and also take the QA pairs that are associated with that
document). Additionally, the aggregator component 104 may add the question, or some
form of the question, to the prompt.

{0849] Additionally, or alternatively, the aggregator component 104 may have
access to training datasets 23C¢. The aggregator component 104 may utilize one or more
machine learning models {which reference the training datasets 230} to determine which
search systems 124 to retrieve passages from. Moreover, the aggregator component 104
may utilize one or more machine learning models {(which reference the training datasets

230} to determine which passages are relevant. These machine learning methods {which
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reference the training datasets 230} may be performed in addition to the methods and/or
technigues described above and heremn.

{0856] FIG. 2B depicts one embodiment of an architecture of an iliustrative
verifier component 108 The verifier component 108 can be configured to analyze
whether answers provided by the LLM component 106 are generated in error {e.g., did
not answer the question, the answer 1s not justified by traiming data of the LLM
component 106, the LEM component 106 generates an answer different from what s
expected, etc.). As described below, the verifier component 108 can utilize different
components to determine if the answer of the LLM component 106 was generated in
error. The verifier component 108 may utilize a textual overlap module 234 to determine
how much information was used by the LLM component 106 from the retrieved passages
from the aggregator component 104, The verifier component 108 may utilize a textual
natural language inference (NLI) module 236 to determine whether the answer generated
from the LLM component 106 contradicts the retrieved passages from the aggregator
component 104 by using a prenmuse and hypothesis. The verifier component 108 may
uttlize a relational NLI module 238 to determine whether the answer generated from the
LLM component 106 was generated in error 1o reference to the retrieved passages by
using head, tail, and relation triples. Also, the verifier component 108 may utidize a
membership inference attack module 240 to determine whether the natural language
guestion 18 similar to questions previously asked by other customers and 13 1n a training
set of the LLM component 106, As ilustrated, verifier component 108 mcludes a
processing unit 220, a network nterface 222, a computer-readable medium drive 224,
and an input/output device interface 226, all of which may communicate with one
another by way of a commmunication bus. The components of the verifier component 108
may be physical hardware components or implemented in a virtualized environment.

{0651] The network wmnterface 222 may provide connectivity to one or more
networks or computing systems, such as the network 116 of FIGK. 1. The processing
unit 220 may thus receive information and instructions from other computing systems
or services via a network. The processing untt 220 may also communicate to and from

memory 228 and further provide output information for an optional display via the
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mput/cutput device interface 226, In some embodiments, the verifier component 108
may inclode more {or fewer) components than those shown in FIG. 2B.

{0852] The memory 228 may include computer program instructions that the
processing unit 220 executes in order to implement one or more embodiments. The
memory 228 generally includes RAM, ROM, or other persistent or non-transiory
memory. The memory 228 may store an operating system 232 that provides computer
program instructions for use by the processing unit 220 in the general adnunistration
and operation of the verifier component 108, The memory 228 may further include
computer program instructions and other information for implementing aspects of the
present disclosure. For example, in one embodiment, the memory 228 includes interface
software 230 for communicating with other components or modules of the natural
language question answering service 102 to verify answers of the LLM component 106.

{08653] Additionally, the memory 228 may include a textual overlap module 234
for determining how much information was used in an answer by the LLM component
106 from the retrieved passages from the aggregator component 104 in order to
determine 1f the answer generated by the LLM component 106 was generated 1n error
{e.g., hallucinated). The textual overlap module 234 may determine the textual overlap
between an answer and the retrieved passages by using metrics techniques such as a
recall calculation {e.g , true positive\(true positive + false negative}), an Fl score {e.g.,
2 x {preciston * recall\precision + recall)), and the bike.

{60854] The memory 210 may also mclade a textual NLI module 236 for
determining whether the answer generated from the LLM component 106 countradicts
the retrieved passages from the aggregator component 104 by using a premuse and
hypothesis. The textual NLI mterpretation module 236 may use NLI models to determine
if there 1s a contraction. The textual NLI interpretation module 236 may utilize NLI
models to take two text sequences as wnput {e.g., a hypothesis and a premise}, and
determine whether the hvpothesis is true (entailment), false {(coniradiction}, or
undetermined (neutral) given the premise. The textual NLI interpretation module 236
may use the NLI models to determuine if the answer text (hypothesis) from the LLM
component 106 13 in contradiction with any of the passages retrieved {premises} from

the aggregator component 104, if there 1s a contradiction the verifier component 108
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may refrain from verifying the answer to show to the customer of the natural language
question. The natural language question answering service 102 may use the LLM
component 100 {o generate another answer if a prior answer was in contradiction and
use the verifier component 108 to verify the new answer.

{0855] Additionally, the memory 228 may include a relational NLI module 238
for determuming whether the answer generated from the LLM component 106 18
generated 1n error {(e.g., or incomplete, etc.) in relation to the retrieve passages by using
head, tail, and relation triples. The relational NLI module 238 may determine if the
answer was generated in error by extracting (head, tail, relation) triples of entities
mentioned in the answer generated by the LLM component 106 to the entities mentioned
in the retrieved passages by the aggregator component 104. The relational NLI module
238 may use the extracted triples o create a knowledge graph which comprises of
entities and relationships. The relational NLIT module 238 may determine if the answer
contains any triples that are contradictory to those extracted from the retrieved passages,
if so, the relational NLI module 238 may deem the answer contradictory to a natural
language guestion associated with those passages. For example, the NLI module 238
may identify that a head 15 a network-based service stating that their offered service 13
reliable. As another example, the NLI module 238 may identify that a tail 15 the network-
based service stating that their offered service s secure. As another example, the NLI
module 238 may identify that a relation 1s the network-based service stating that their
offered service 13 scalable.

{0856] The memory 210 may also inchide a membership nference attack
module 240 for determuning whether the natural language question 1s similar to
guestions previously asked by other customers and 1s i a traming set of the LLM
component 106. Generally, membership inference attacks may be a type of privacy
attack that attempts to determine whether a particular record or individual were included
in a machine learning model's training dataset. In other words, a potential attacker may
try to determine if a specific datapoint was used to train the model or not. The potential
attacker can launch a membership inference attack by using a separate dataset that 18
similar to the training dataset of the machine learning model. By feeding this dataset

into the model and analyzing its output, the attacker may try to determine whether or
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not specific records were used to train the model As used herein, the membership
inference aitack module 240 may use techniques from membership inference attacks as
way to earn trust of a customer by showing answers where it can be inferred that a
sample is present inside a training set. The membership inference attack module 240
may use these technigues to determine if a given sample {e.g., question or prompt} was
present in the training distribution or not. The membership inference attack module 240

may use these techniques to infer if a sample {e.g., gquestion or prompt) was present in

g,
the training set by adding additional complexities like “logit scaling” on top of the
existing Loss attack. The natural language question answering service 102 may provide
the generated answer only if there have been similar types of questions {or prompts)
before in the training set of the LLM component 106 or if a similar sample was presented
to the model at training.

{68657] The verifier component 108 may combine the four techniques by the
modules above (textual overlap module 234, NLI module 236, relational NLI module
238, membership inference attack module 240) to determine whether an answer will be
shown. For exarnple, the verifier component 108 may use the outputs and scores of the
above four techniques to create a threshold score and provide a generated answer if the
score ts above a threshold {e.g., greater than .5).

[0058] Moreover, the verifier component 108 may utilize a detoxification
module (not shown} to determine whether generated answers should be sent to the
customer computing device 122 that provided the natural language question. The
detoxification module of the verifier component 108 may use filters to filter for certain
types of answers {e.g., answer would provide imformation about a compstitor of a
network-based service, answer has profanity, answer has privacy information, ete.). In
this example, the natural language question answering service 102 may provide a
response back to the customer such as “I cannot answer this question.”

{60659] Additionally, the verifier component 108 may have access to traming
datasets 230, The verifier component 108 may utilize ong or more machine learning
models (which reference the training datasets 230} to verify if generated answers should

be returned to the customer computing devices 122, These machine learning methods
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{which reference the training datasets 230} may be performed in addition to the methods
and/or techniques described above and hergin.

{0868] FIG. 3 15 an illustrative interaction of different components of the
natural language question answering service 102 based on analvzing a natural language
gquestion {(or prompt). At (1}, a customer computing device 122 provides a natural
language question {or prompt) to the natural language question answering service 102
{e.g., via a user mterface (UL} of the customer computing device 122}, This question {or
prompt) may be input by a user of the customer computing devices 122 where the user
is a customer of one or more network-based services {e.g., network-based storage,
network-based on-demand code execution, etc ). The guestion {or prompt) may also be
input via different methods (e.g., textual mput of the guestion or prompt, audio input of
the question or prompt, inputs generated by other generated models, etc.). Moreover, the
input may be recetved via a graphical user interface, via APIs, or the like.

{60861] At (2), the natural language question answering service 102 utilizes the
aggregator component 104 to determune relevant passages to retrieve from search
systems 124, As described herein, the aggregator component 104 may utilize partial
string techniques and DPR technigues to determine the meamung of the natural language
gquestion and also determine which network-based services or computing domains,
passages should be retrieved from. At (3), the aggregator component 104 retrieves the
passages from the search systems 124, Moreover, the aggregator component 104 may
modify and supplement the gquestion with the retnieved passages to form a prompt. The
prompt may comprise selected passages and QA pairs for the LLM component 106 to
provide an answer {0

{0862] At (4), the aggregator component 104 sends some of the passages
retrieved and corresponding QA pairs to the user context component 105, At (5), the
user context component 105 determines user context associated with 3 user of the
customer computing device 122 and forwards the (A pairs, passages retrieved, and user
context to the LLM component 106, It should be noted that (5} is optional and the
aggregator component 104 may directly send the passages retrieved and the QA pairs to
the LEM component 106 without user context. At (6}, the LLM component 106 recgives

the prompt and user context and determines an answer to the natural language question.
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The LLM component 106 may utilize APIs to receive the prompt and the user context
from the user context component 105 where the prompt may be formatied in a certain
manngr to be sent or communicated over an APL

{6863] As stated herein, the LLM component 106 may be a generative Al model
that uses LLM techniques such as a RAG. The LLM component 106 may be trained on
(A pairs from the search systems 124 such that the LLM component 100 has a corpus
of text to understand questions about regarding each of the search systems 124 {e.g., and
each of the network-based systems associated with the search systems 124} The LLM
component 106 may be continually trained with mtroduction of new QA pairs, among
other information. For example, the LLM component 106 may first be trained on data
and tasks from the public internet such that the LLM component 106 may answer
questions about general topics {e. g, without knowledge of specific private network-
based services). Still in this example, the LLM component 106 may then be trained on
specific network-based service information {e.g., passages and QA pairs about a certain
network based service like a network-based on-demand code execution system, etc.).
The LEM component 106 may also be trained using techiuques such as Remnforcement
Learnang from Human Feedback (RLHF} to rank answers via user feedback,

{0064] The LLM component 106 may also be contigured to process multiple
guestions {or prompts) from a user {e.g, customer of a network-based service or
services} of a customer computing device 122 such that the LLM component 106 may
gtilize previous asked questions {or prompts} and previously provided answers to form
an evidence pool. The evidence pool may be used to provide an answer to 8 current
question. The LLM component 106 may store the multiple previous questions as
conversational context. The LLM component 106 may utilize this evidence pool, current
natural langoage question, and conversional countext, to answer the current gquestion. The
LLM component 106 may update the evidence pool in different ways. In one example,
the LLM component 106 may update the evidence pool with any questions and/or
answers generated by the LLM component 106, In another example, the LLM
component 106 may update the evidence pool if the LLM component 106 determines
that the current evidence poo! does not contain an answer to a natural language question.

In this nstance, the LLM component 106 may request more up to date passages to



WO 2025/006458 PCT/US2024/035401

populate the evidence pool {e.g., from the ageregator component aggregator component
104). In ancther example, the LLM component 106 may use the evidence pool to
determine f a current natural language question should be rewriiten based on
mformation in the evidence pool.

{0865] Moreover, the LLM component 106 may additionally be trained to
provide and/or ron application programming interface (AP} commands in response to a
natural language question or prompt {e.g., as a form of a command line mterface {CLI)
command} The LLM component 106 may receive {via the natural language guestion
answering service 102} a natural language question {or prompt) which asks for a
command to be run in a network-based system which a user asking the question {or
prompt} subscribes to. The LEM component 106 may gain access to the user’s
credentials {e. g , which services they are subscribed to, usage history, knowledge graphs
of the customer, etc.) to generate an answer which can include APY commands as an
answer. For example, the natural language question answering service 102 may be
associated with a network-based storage service. A customer of that network-based
storage service may ask (e g., question or prompt} the LLM component 106 how to
create a bucket in that storage service as a natural language question. The LLM
component 106 may then generate an answer which provides the APl command to
generate that bucket (e ¢, the LLM component 106 may also run the APY command for
the customer}. As another example, the natural language question answering service 102
may be associated with a network-based service {e.g., analytics, Al storage, database,
on-demand code execution, etc.). A customer of that network-based service may ask
{e.g., question or prompt) the LLM component 106 the health or status of the network-
based service {e.g., why 13 the service running slower than asual? 15 the service down?
are there any techumical issues with the service currentiy? etc. }. The LLM component 106
may then generate an answer which provides the AP command to check the health or
status of the network-based service {(e.g., the LLM component 106 may also run the API
command for the customer}. As another example, the natural language question
answering service 102 may be associated with a network-based database service. A
customer of that network-based database service may ask {e.g., question or prompt} the

LLM component 106 to read or write {e.g., add rows or delete rows, etc ) to a database
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associated with that network-based database service. The LLM component 106 may then
generate an answer which provides the AP command to perform the read or write to the
database {e.g., the LLM component 106 may also run the AP command for the
customer). As another example, the natural language question answering service 102
may be associated with a network-based on-demand code execution service. A customer
of that network-based on-demand code execution service may ask {e.g., guestion or
prompt} the LLM component 106 to miiate a function that the network-based on-
demand code execution service will execute {e.g., a payroll function to pay employees,
etc. ). The LLM component 106 may then generate an answer which provides the API
command to execute the function of the network-based on-demand code execution
service (e.g., the LLM component 106 may also run the AP command for the customer}.
As another example, the natural language question answering service 102 may be
associated with a network-based artificial intelligence (Al) service. A customer of that
network-based Al service may ask (e g., question or prompt} the LLM component 106
to initiate an Al coromand that the network-based Al service will perform {e.g., a request
for a command to predict when there will be a spike of purchases of a certain make of
headphounes, etc ). The LLM compounent 106 may then generate an answer which
provides the APl command {e.g., to perform the API command on the network-based Al
service). After determining the type and kind of API command to generate on behalf of
the customer, the LLM component 106 may then send the API command to the customer
with a request or prompt as to whether the API command should be executed against the
network-based service. The customer may respond to the LLM component 106 {e.g., or
alternatively the natural language question answering service 102} and mdicate to the
LLM component 106 that the API command should be executed. After receiving a
request to execute the APl command, the LLM component 106 may execute the API
command against the network-based service and send the customer a confirmation that
the APl command finished successfully.

{0866] Additionally, the LM component 106 may additionally be trained to
predict answers prior to being asked a question {or prompt). For example, the LLM
component 106 may have knowledge graphs of customers of network-based services and

additionally have access to actions performed by the customers while using a network-
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based service. In this example, movements, clicks, or other computing actions {e.g., via
mouse, kevboard, audio listening device, other computing input devices, etc.} of the
customers may be analyzed to determine if any patterns are matched which suggest the
customers want t¢ ask a natural language question {or prompt). As such, the LLM
component 106 may prompt the customer if they want to ask a certain nateral language
question and provide answers before the customer asks the question.

{0867] At {7), the LLM component 106 sends the generated answer and
retrieved passages to the verifier component 108 At (8}, the verifier component 108
determines tf the answer was generated in error {e.g., hallucinated). As stated above, the
verifier component 108 may look for textual overlap between an answer and retrieved
passages, determine whether there is a contradiction between the answers and the
retrieved passages, use head/tail/relational triples to confirm faithfulness, use
membership inference attacks techniques to confirm whether a question {e.g., or simtilar})
is in a dataset, and/or a score of any of the four combined. At (9}, if the answer was not
hallucinated, the verifier component 108 sends the answer and retrieved passages to the
atiribution cornponent 109,

[0068] At (10), the attribution component 109 may provide references to the
retrieved passages, inline citations to sentences of retrieved passages used o the answer,
or provide similar questions to the natural language question. For example, the
attribution component 109 may provide reference hinks and titles to the retrieved
passages used by the LLM component 106 {e.g., retrieved passages used as context to
generate the answer}), which may allow the submitter of the question to get more detatls
on the referenced passages. As another example, the attribution component 109 may
determine that a sentence {e.g., or span of words) from the retrieved passages was used
directly (e.g., word for word or verbatim) in an answer generated by the LLM component
106, and cite that retnieved passage {e.g., or document associated with the retrigved
passage} inline with the sentence {e.g., or span of words} used in the answer {e.g., the
sentence used in the answer will have a citation citing the passage or document where
the sentence was taken from}. As another example, the attribution component 109 may
provide guestions related to the natural language question by referencing a dense index

{e.g., dense index used to create a fixed-dimensional representation of prior questions)
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and retrieving the k closest questions to the natural language question. The references,
imline citations, and sumlar questions may be provided, but not himited to, within the
answer or after the answer generated by the LLM component 106

{6869] At {11), the watermarking component 110 adds patterns to the answer
to make the answer proprietary to the natural language question answering service 102
and verifiable against subsequent copying. In other words, the 110 may embed patterns
mnto the generated text of the answer from the LLM component 100 that 1s invisible to
humans but algorithmically detectable from a short span of tokens (e g., group of words
or where a token equals a single word or group of characters). Tokens may be selected
prior to watermarking and the tokens may be promoted during the watermarking of the
generated answer. At (11}, the watermarking component 110 sends the watermarked
answer and retrieved passages to the customer computing devices 122 such that a user
of the customer computing devices 122 may view the answer and retrieved passages.

{6878] FIG 41sa flow diagram tHustrative of a routine for the natural language
guestion answering service 102 answering a guestion, which will be described.

[6871] At block 402, the natural language question answering service 102
receives a natural language question (or prompt} from one of the customer computing
devices 122 {e.g., where a user of the device entered the guestion via Ul). As stated
herein, the user of the customer computing devices 122 may be a customer of a network-
based service associated with the natural language question answering service 102
Addittonally, or alternatively, the question may be submitted or input via APIs. The
guestion may also be generated by another generative model {¢.g., not the LLM
component 106} such that two models can effectively communicate with one another
without human mtervention. In this context, the user may seek an answer specifically
related to the network-based service they have subscribed to. For example, the user may
ask the natural language question answering service natural language question
answering service 102 how to create a bucket in a network-based storage service. As
ancther example, the user may ask the natural langoage question answering service 102
to create an API call, or create and run an API call (e g, the user asks “please create a

bucket for me named ‘bucket3’ in my network-based storage service”}.
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(6672} At block 404, the natural language question answering service 102 may
determine via the aggregator component 104, relevant passages to retrieve to answer the
question {or prompt}. As stated above, the aggregator component 104 may utilize partial
string matching techniques to determine words or phrases from question input that may
have been misspelled or mis-keyed by a user {e.g, user put in “Londin” but meant
“London”). This is done to at least determine the meaning of the gquestion.

(6073} At block 400, aggregator component 104 retrieves passages {e.g.,
documents, links, API calls, multimedia, etc.) related to the answer from the search
systems 124, The aggregator component 104 may retrieve whole documents of from the
search systems 124 or retrieve certain text {e.g., inline text) from documents but not the
whaole document. As stated herein, the passages may be retrieved in QA pair form which
accompany the passages, among other forms of passages. The aggregator component 104
generates a prompt with some of the retrieved passages and the question where the prompt
may comprise partial passages and associated QA paurs and some form of the original
natural language question {or prompt). The aggregator component 104 may use a
sumilarity score 1o determine whether the retrieved passages, and QA pairs, are above a
threshold when compared to the natural language question {e.g., if above a threshold then
the passages and QA pairs are allowed to be returned to the LLM component 106 as a
prompt). As described above, the natural language question answering service 102 may
optionally determine user context via the user context component 105 where the user
context may also be provided to the LLM component 106 for the LLM component 106 to
generate an answer,

(0074} At block 408, the natural language question answering service 102
determines via the LLM component 106, an answer {e.g., in human readable text) based
on the prompt {e.g., and 1n some cases user context). The LLM component 106 may stilize
RAG technigues to determine the answer. Moreover, the LLM component 106 may utilize
customer information such as resource graphs which comprise subscription information
of the customer {e. g, current storage usage, current processing usage, periods of CPUJ
usage, etc.} to determine or refine an answer for the customer {e.g., the LLM component
106 determines a customer’s service subscription will expire in the next month so includes

in the answer that the customer should renew her service}. The LEM component 106 may
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also generate API calls (or run them for the customer) based on the question {e.g,
customer wants an AP call to create a bucket in a network-based storage service and the
LEM component 100 generates 1t} Additionally, the LLM component 106 may pre-

determine guestions for customers based on their activity {e.g., referencing a knowledge

g,
graph and determining that the customer likes links to other passages rather than answers
with long text in the answer itself}.

[G075] At block 410, the natural language question answering service 102
verifies, via the verifier component 108, that the answer was not generated in error {e.g,
hallucinated) by using one or more technigues. The verifier component 108 may utilize a
textual overlap module 234 to determine if there 13 overlap between the answer and the
retrieved passages. The verifier component 108 may utilize a textual NLI interpretation
module 236 to determine whether the answer contradicts the retrieved passages.
Additionally, the verifier component 108 may utilize the relational NLI module 238
determine whether the answer generated from the LLM component 106 is not generated
n error to the natural language guestion by using head, tail, and relation triples. Also, the
verifier component 108 may utilize a membership wnference attack module 240 to
determune whether the question 1s similar to a question asked previously generated and 13
in a traintong set of the LLM component 106 (e g., decide to answer the question based on
whether the question, or some derivative, was already in the training set). Moreover, the
answer, if verified, may receive a watermark via the watermarking component 110 where
word patterns are generated into the answer which are unreadable by humans but may be
used by the natural language question answering service 102 to determine that 1t generated
the answer. In other words, the watermarking component 110 can take the generated
answer from the LLM component 106 and re-order or re-phrase the words to create a
pattern which the LLM component 106 can determine it generated while the pattern 13
unreadable to hamans.

{0076} At block 412, the atinbution componegnt 109 determines references,
inline citations, and similar questions. As stated above, the atiribution component 109 may
provide reference links and titles to the retrieved passages used by the LLM component
106 (e.g., retrieved passages used as context to generate the answer}, which may allow the

submitter of the guestion to get more details on the referenced passages. As another
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example, the atiribution component 102 may determine that a sentence {e.g., or span of
words} from the retrieved passages was used directly {e.g., word for word or verbatim} in
an answer generated by the LLM component 106, and cite that retrieved passage {e.g., or
document associated with the retrieved passage) inline with the sentence {e.g., or span of
words) used in the answer {e. 2., the sentence used in the answer will have a citation citing
the passage or document where the sentence was taken from). As another example, the
attribution component 109 may provide questions related to the natural fanguage question
by referencing a dense index (e g, dense index used to create a fixed-dimensional
representation of prior questions) and retrieving the k closest questions to the natural
language question. The references, inline citations, and similar questions may be provided,
but not limited to, within the answer or after the answer generated by the LLM component
106,

(6677} At block 414, the natural language question answering service 102
determines if the answer was generated in error {e.g., hallucinated). If the answer was
generated  error, the routine ends. If not, at block 416, the answer and retrieved passages

are sent to the customer computing device 122

ADDITIONAL EXAMPLES

[0678] Example 1

[68679]  Embodiment 1. A system for processing queries. The system 1s
configured to receive, from a customer computing device and via a user interface {Ul)
asspctated with the customer computing device, a question n natural language text, form,
via an aggregator of the system, supplemenial search system results based on the recetved
question, generate a prompt based on the received guestion and a portion of the
supplemental search aystem results, generate, via a large language model {LLM) of the
system, one or more answers based on the generated prompt, determine, via a verifier of
the system, that the one or more answers meet a threshold characterization of whether the
one or more answers were generated in error to the guestion, based on a training data set
assoctated with the LIM, produce, via an atiribution component of the system, one or
more of (1) references, (11) inline citations, or {11} similar questions to the question, based

on the one or more answers and the supplemental search system resulis, generate, via a
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watermarking module of the system, a watermarked version of the one or more answers;
and send to the Ul of the customer computing device, the watermarked version of the one
or more answers, the supplemental search system results, and references, inline citations,
or similar guestions produced by the attribution component. The supplemental search
system results include an open search based index, wherein the open search based index
includes one or more documents from a search system based on submission of the received
question and a dense index, wherein the dense index 1dentifies portions of the one or more
documents as pertaining to the received question.

[6080] Embodiment 2: In the Embodiment 1, the one or more answers comprise
of at least human readable text.

(60681} Embodiment 3: In any of the Embodiments 1 or 2, the watermarked
version of the one or more answers is generated by embedding signals into the human
readable text such that the embedding signals make the watermarked version of the one or
more answers proprietary to the system.

[0082] Embodiment 4 Tn any of the Embodiments 1-3, i forming the one or
more documents by the aggregator, the aggregator is configured to: send, to the search
system, reguests to retrieve the one or more documents, and receive, from the search
system, the one or more documents.

[0083] Embodiment 5. A system for processing queries, and the system 18
configured to: receive, from a customer computing device, a guestion; form, via an
aggregator of the system, relevant passages corresponding to search system results based
on the received question; generate, via a large language model (LLM} of the system, one
or more answers based on the question and the relevant passages; determing, via a verifier
of the aystem, that the one or more answers were not generated 1n error, and send to the
customer computing device, the one or more answers,

[00884]  Embodiment 6: In the Embodiment 5, the system as recited in Claim S,
wherein the relevant passages are also sent to the customer computing device.

[GO85] Embodiment 7. In any of the Embodiments 5 or 6, the LLM comprises
of a Retrieval Augmented Generation (RAG) model.

[60686] Embodiment 8 In any of the Embodiments 5-7, the relevant passages

are retrieved by the aggregator from a plurality of search systems, wheremn the plurality
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of search systems are at least one of’ a search system configured to provide answers related
to network-based storage systems; a search system configured to provide answers related
to network-based on-demand code execution systems; a search system configured to
provide answers related to network-based database systems; or a search system configured
to provide answers related to network-based on demand compute systems.

{0887 Embodiment 9n any of the Embodiments 5-8, at least one of the
plurality of search systems is configured to provide answers related to questions of
customers of network-based systems.

(60688}  Embodiment 10: In any of the Embodiments 5-9, at least one of the
plurality of search systems is configured to provide answers related to frequently asked
questions {FAQ) pages of network-based systems.

[0089] Embodiment 11: In any of the Embodiments 5-10, the LLM 15
configured to: store information regarding the customers of network-based systems,
wherein the information at least describes network-based products the customer are
subscribed to and actions taken by the customers regarding the network-based products;
and train a machine learning model of the LLM with the stored customer information to
wentify patterns of actions of the customers regarding the network-based products.

[0050] Embodiment 12; In any of the Embodiments 5-11, the verifier further
comprises of! a textual overlap module; a textual natural language nference module; a
relational natural language inference module; and a membership inference attack module.

(0091} Embodiment 13 In Embodiment 12, the textual overlap module
measures the textual overlap between the relevant passages and the one or more answers.

(0092} Embodiment 14 In any of the Embodiments 12-13, the textual natural
language mference module compares the relevant passages against the one or more
answers to ensure that the one or more answers are not in contradiction with the relevant
passages.

{0093} Embodiment 15 In any of the Embodiments 5-14, the relational natural
language inference module verifies that the one or more answers are faithful to the relevant
passages and 1s configured to: extract (1) head, {11} tail, and (111} relation triples between

text of the refevant passages and text of the one of more answers; and verify that none of
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the triples of the text of the relevant passages are contradictory to any of the text of the
one of more answers,

[6094]  Embodiment 16 In any of the Embodiments 5-15, prior to sending the
ong or more answers to the customer computing device, the system is further configured
to; produce, via an attribution component of the system, one or more of (1) references, (i1)
inline citations, or (i1} simtlar gquestions to the question, based on the one or more answers
and the search system results.

[0095] Embodiment 17 In any of the Embodiments 5-16, the system 15 further
configured to: determine that at least part of the question 15 regarding generating an
application programming interface { API) command line interface (CLI) call to be executed
on a network-based service; generate an API CLI command regarding the question; add
the generated API CLI command to the one or more answers; send, to the customer
computing device, the one or more answers with the APT CLI command with a prompt as
10 whether the API CLI command should be executed; receive, from the cusiomer
computing device, a confurmation to run the API CLI command; and execute the APT CLI
cornmand against the network-based service.

[0096] Embodiment 13: A computer-implemented method for processing
queries, the method comprising: receiving, from a customer computing device, a question;
forming, via an aggregator, relevant passages to retrieve from search system results based
on the received guestion, generating, via a large language model (LLM), one or more
answers based on the question and the relevant passages; determining, via a verifier, that
the one or more answers were not hallucinated; and sending fo the customer computing
device, the one or more answers and the relevant passages.

[6097] Embodiment 19: In the Embodiment 13, the relevant passages comprise
at feast one of: documenis, text of the documents, pictures of the documents, or video of
the documents.

{0098} Embodiment 20: In any of the Embodiments 18-19, the one or more
answers comprise of at least human readable text.

{0099} Embodiment 21 In any of the Embodiments 18-20, the LEM comprises

of a Retrieval Augmented Generation (RAG) model.
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[G100] Embodiment 22: In any of the Embodiments 18-21, prior to sending the
ong or more answers to the customer computing device, the method further comprising:
generating, via a watermarking module of the system, a watermarked version of the one
or more answers, wherein the watermarked version of the one or more answers is
generated by embedding signals into human readable text associated with the one or more
answers such that the embedding signals make the watermarked version of the one or more
answers proprietary to the system.

[0101] Embodiment 23: In any of the Embodiments 18-2Z, in forming the
relevant passages by the aggregator, the aggregator is configured to: send, to a search
system, requests to retrieve the relevant passages; and receive, from a search system, the
relevant passages.

[0102] Embodiment 24: In any of the Embodiments 18-23, prior to sending the
one or more answers to the customer computing device, the method further comprising:
producing one or more of (1) references, (11} inline citations, or {11} similar questions to the
question, based on the one or more answers and the search system results.

[0183]  Embodiment 25 In any of the Embodiments 18-24, the method further
comprising: determining that at least part of the question 1s regarding generating an
application programmung nterface { API} command hine interface (CLI) to be executed on
a network-based service; generating an AP CLT command regarding the question; adding
the generated API CLI command to the one or more answers, sending, to the customer
computing device, the one or more answers with the API CLI command with a prompt as
to whether the API CLI command should be executed; receiving, from the customer
computing device, a confirmation to run the API CLI command; and executing the API
CLI command against the network-based service.

{0104} Example 2

[6185]  Embodiment 26: A system for processing querigs, and the system 1s
configured to: recetve, from a customer computing device and via a user interface (U
assoctated with the customer computing device, a query in natural language text; form,
via an aggregator of the system, supplemental search system results based on the received
question; generate a prompt based on the received question and at least a portion of the

suppiemental search system results; generate, via a large language model (LLM} of the
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system, one of more answers based on the generated prompt; produce, via an attribution
component of the system, one or more of: (i} reference links to the one or more documents
as one of more uniform resource identifiers {URI), (11} inline citations to portions of the
one of more documents cited word for word in the one or more answers, or {111) similar
questions to the question, based on the one or more answers and the suppiemental search
system results; and send to the Ul of the customer computing device, the one or more
answers, the supplemental search system results, and reference links, inline citations, or
similar questions produced by the atiribution component. The supplemental search system
results include: an open search based index, wherein the open search based index includes
one or more documents from a search system based on submission of the received
question; and a dense index, wherein the dense index identifies portions of the one or more
documents as pertaining to the received question.

(0106} Embodiment 27 In the Embodiment 26, the one or more answers
comprise of at least human readable text.

[6167] Embodiment 28 In any of the Embodiments 26 or 27, the LLM
coraprises of a Retrieval Augmented Generation (RAG) model.

[6108] Ewmbodiment 29 In any of the Embodiments 26-28, in forming the one
or more documents by the aggregator, the aggregator s configured to: send, to a search
system, requests to retrieve the one or more documents; and receive, from the search
system, the one or more documents.

(0169} Embodiment 30; A system for processing quertes, the system configured
to: receive, from a customer computing device, a question; form, via an aggregator of the
system, relevant passages corresponding to search system results based on the received
question; generate, via a large language model (LLM) of the system, one or more answers
based on the question and the relevant passages; produce, via an attribution component of
the system, one or more of. (1} reference hinks to the relevant passages as one or more
untform resource identifiers (URI), (11} inline citations to portions of the relevant passages
cited word for word in the one or more answers, or (111} similar questtons to the guestion,
based on the one or more answers and the search system resulis; and send to the customer
computing device, the one or more answers, the relevant passages, and reference links,

inline citations, or similar questions produced by the attribution component.
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[6118]  Embodiment 31: In the Embodiment 30, the relevant passages are also
sent to the customer compuiing device.

(G111} Embodiment 32: In any of the Embodiments 3¢ or 31, the L1LM
comprises of a Retrieval Augmented Generation {RAG) model.

[6112] Embodiment 33: In any of the Embodiments 30-32, the relevant

passages are retrieved by the aggregator from a plurality of search systems, whergin the
plurality of search systems are at least one oft a search system configured to provide
answers related to network-based storage systems; a search system configured to provide
answers related to network-based on-demand code execution systems; a search system
configured to provide answers related to network-based database systems; or a search
system configured to provide answers related to network-based on demand compute
sysiems.

(6113}  Embodiment 34: In any of the Embodiments 30-33, at least one of the
plurality of search systems is configured to provide answers related to questions of
customers of network-based systems.

[0114] Embodiment 35 In any of the Embodiments 30-34, at least one of the
plurality of search systems 13 configured to provide answers related to frequently asked
questions {FAQ) pages of network-based systems.

(01158} Embodiment 36: In any of the Embodiments 30-35, the LLM s
configured to: store mformation regarding the customers of network-based systems,
wherein the information at least describes network-based products the customer are
subscribed to and actions taken by the customers regarding the network-based products;
and train a machine learning model of the LIM with the stored customer mformation to
dentify patterns of actions of the customers regarding the network-based products.

(0116} Embodiment 37 In any of the Embodiments 30-36, the one or more
answers comprise of at least human readable text.

(0117} Embodiment 38: In any of the Embodiments 30-37, the search system
results incliude: an open search based index, wherein the open search based index includes
ong or more documents from a search system based on submission of the received
question; and a dense index, wherein the dense index 1dentifies portions of the one or more

documents as pertaining to the received question.
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(G118} Embodiment 39 In any of the Embodiments 30-38, the system 1s further
configured to: determine that at least part of the question is regarding generating an
application programming interface (API) command line interface (CLI) call to be executed
on a network-based service; generate an API CLI command regarding the question; add
the generated API CLI command to the one or more answers; send, to the customer
computing device, the one or more answers with the API CLI command with a prompt as
to whether the APL CLI command should be executed; receive, from the customer
computing device, a confirmation to run the API CLI command; and execute the API CLI
command against the network-based service.

[011%]  Embodiment 40: A computer-implemented method for processing
queries, the method comprising: receiving, from a customer computing device, a question;
forming, via an aggregator, relevant passages to retrieve from search system results based
on the received question; generating, via a large language model (LLM), one or more
answers based on the guestion and the relevant passages; producing, via an attribution
component, one or more oft (1) reference links to the relevant passages as one or more
uniform resource wdevtifiers (URT), (11} toline citations to portiowns of the relevant passages
based on the one or more answers and the search system results; and sending to the
customer computing device, the one or more answers, the relevant passages, and reference
hinks, inline citations, or simifar questions produced by the atirtbution component.

{0120] Embodiment 41 In the Embodiment 40, the relevant passages comprise
of decuments, text of the documents, pictures of the documents, or video of the
documents.

(0121} Embodiment 42; In any of the Embodiments 40-41, the one or more
answers comprise of at least human readable text.

[6122]  Embodiment 43 In any of the Embodiments 40-42, the LLM comprises
of a Retrieval Augmented Generation (RAG) model.

(6123} Embodiment 44: In any of the Embodiments 40-43, in forming the
relevant passages by the aggregator, the ageregator is configured to send, to a search
system, requests to retrieve the relevant passages; and receive, from the search system,

the relevant passages.
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(G124} Embodiment 45. The method of Claim 40, further comprising:
determining that the guestion is regarding generating an application programming
interface (AP command line interface (CLI} to be executed on a network-based service;
generating an APl CLI command regarding the gquestion; adding the generated AP CLI
command to the one or more answers, sending, to the customer computing device, the one
or more answers with the APE CLI command with a prompt as to whether the APL CLI
command should be executed; receiving, from the customer computing device, a
confirmation to run the API CLI command; and executing the API CLI command against
the network-based service.

[3125] Example 3

(0126} Embodiment 46: A system for processing queries, and the system is
configured to: recetve, from a customer computing device and via a user interface (Ul
assoctated with the customer computing device, a question in natural language text; form,
via an aggregator of the system, supplemental search system resulis based on the received
question, wherein the supplemental search system results include ove or more documents
and portions of the one or more documents; generate a prompt based on the received
question and a portion of the supplemental search system resulis; generate, via a large
language model (LLM) of the system, one or more answers based on the generated prompt;
determune, via a verifier of the system, that the one or more answers meet a threshold
characterization of whether the one or more answers were generated in error to the
question, by utilizing: a textual overlap module to measure textual overlap between the
suppiemental search system results and the one or more answers; a textual natural
language inference module to compare the supplemental search system resolts against the
one or more answers to ensure that the ong or more answers are not i contradiction with
the supplemental search system results; a relational natural language imference module
and a membership mnference attack module to determine whether the guestion 1s (1) sumilar
to questions previously asked by other customer computing devices and (it} in a training
data set associated with the LLM; generate, via a watermarking module of the system, a
watermarked version of the one or more answers by embedding signals into human
readable text of the one or more answers such that the embedding signals make the

watermarked version of the one or more answers proprietary to the system; and send to
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the Ul of the customer computing device, the watermarked version of the one or more
answers and the supplemental search system results. The relational natural language
inference module configured to: extract (i} head, (11} tail, and (111} relation triples between
text of the supplemental search system results and text of the one of more answers; and
verify that none of the triples of the text of the supplemental search system resulis are
contradictory to any of the text of the one of more answers.

(6127} Embodiment 47 In the Embodiment 46, the one or more answers
comprise of at least human readable text.

[G128] Embodiment 48: In any of the Embodiments 46 or 47, prior to sending
the U of the customer computing device, the system is further configured to: produce, via
an attribution component of the system, one or more of (1) references, {11} inline citations,
or {11} similar questions to the question, based on the one or more answers and the
suppiemental search system results.

[0129] Embodiment 49: In any of the Embodiments 46-48, in forming the one
or more documents by the aggregator, the aggregator is configured to: send, to the search
system, requests to retrieve the one or more documents, and receive, from the search
system, the one or more documents,

[0136]  Embodiment 30 A system for processing queries, the system configured
to: recewve, from a customer computing device, a question; form, via an aggregator of the
system, relevant passages corresponding to search system results based on the received
question; generate, via a large language model (LLM)} of the system, one or more answers
based on the question and the relevant passages; determine, via a venfier of the system,
that the one or more answers were not generated in error by utilizing a {1) textual overlap
moduole, (11} textual natural language wnference module, (111} relational natural language
mference module, and (1) membership inference attack module; generate, via a
watermarking module of the system, a watermarked version of the one or more answers
by embedding signals into human readable text of the one or more answers such that the
embedding signals make the watermarked version of the one or more answers proprietary
to the system; and send to the customer computing device, the watermarked version of the

ONe OF MOre answers,
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[6131] Embodiment 51: In the Embodiment 30, the relevant passages are also
sent to the customer compuiing device.

(6132} Embodiment 52: In any of the Embodiments 50 or 51, the L1LM
comprises of a Retrieval Augmented Generation {RAG) model.

[6133] Embodiment 53: In any of the Embodiments 50-52, the relevant
passages are retrieved by the aggregator from a plurality of search systems, whergin the
plurality of search systems are at least one oft a search system configured to provide
answers related to network-based storage systems; a search system configured to provide
answers related to network-based on-demand code execution systems; a search system
configured to provide answers related to network-based database systems; or a search
system configured to provide answers related to network-based on demand compute
sysiems.

(6134} Embodiment 54: In any of the Embodiments 50-53, at least one of the
plurality of search systems is configured to provide answers related to questions of
customers of network-based systems.

[0135]  Embodiment 55 In any of the Embodiments 50-54, at least one of the
plurality of search systems is configured to provide answers related to frequently asked
questions {FAQ) pages of network-based systems.

10136} Embodiment 36; In any of the Embodiments 50-55, the LLM s
configured to: store mformation regarding the customers of network-based systems,
wherein the information at least describes network-based products the customer are
subscribed to and actions taken by the customers regarding the network-based products;
and train a machine learning model of the LIM with the stored customer mformation to
dentify patterns of actions of the customers regarding the network-based products.

(0137} Embodiment 57 In any of the Embodiments 50-56, the textual overlap
module measures the textual overlap between the relevant passages and the one or more
answers.

(G138} Embodiment 58: In any of the Embodiments 50-57, the textual natural
language inference module compares the relevant passages against the one or more
answers to ensure that the one or more answers are not in contradiction with the relevant

passages.
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{6139} Embodiment 59: In any of the Embodiments 50-58, the relational natural
language inference module verifies that the one or more answers are faithful to the relevant
passages and s configured to: extract {1} head, (11} tail, and (111} relation triples between
text of the relevant passages and text of the one of more answers; and venfy that none of
the triples of the text of the relevant passages are contradictory to any of the text of the
one of more answers,

[6148] Embodmment 60: A computer-implemented method for processing
queries, the method comprising: receiving, from a customer computing device, a question;
forming, via an aggregator, relevant passages to retrieve from search system results based
on the received guestion; generating, via a large language model {(LLM), one or more
answers based on the question and the relevant passages; determining, via a verifier, that
the one or more answers were not generated in error by utilizing a (1) textual overlap
module, (u) textual natural language inference module, (111} relational natural language
inference module, and (111} membership inference attack module; generating, via a
watermarking module, a watermarked version of the one or more answers by embedding
signals into buman readable text of the one or more answers such that the embedding
signals make the watermarked version of the one or more answers proprietary to the
system; and sending to the customer computing device, the watermarked version of the
one or more answers and the relevant passages.

[6141] Embodiment 61: In the Embodiment 60, the relevant passages comprise
of: documents, text of the documents, pictures of the documents, or video of the
documents.

(0142} Embodiment 62 In any of the Embodiments 60-61, the one or more
answers comprise of at least human readable text.

(0143} Embodiment 63 In any of the Embodiments 60-62, m formung the
refevant passages by the aggregator, the aggregator 1s configured 1o send, 1o a search
system, requesis to retrieve the relevant passages; and receive, from the search system,
the relevant passages.

{0144} Embodiment 64 In any of the Embodiments 60-63, prior to sending the
one or more answers to the customer computing device, the method of Embodiment 15

further comprising: producing one or more of (i) references, {11} inline citations, or {11}
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similar questions to the question, based on the one or more answers and the search system
results.

[6145]  Embodiment 65 In any of the Embodiments 60-64, the method of
Embodiment 15 further comprising: determining that the question 1s regarding generating
an application programming interface (AP} command line interface (CLI) to be executed
on a network-based service; generating an AP CLI command regarding the guestion;
adding the generated API CLI command to the one or more answers; sending, to the
customer computing device, the one or more answers with the AP CLI command with a
prompt as to whether the API CLI command should be executed; receiving, from the
customer computing device, a confirmation to run the APT CLI command; and executing
the API CLI command against the network-based service.

3146} Example 4

(6147} Embodiment 66: A system for processing queries, and the system is
configured to: receive, from a customer computing device and via a user interface (Ul
associated with the customer computing device, a question in natural language text; form,
via an aggregator of the system, supplemental search system resulis based on the received
question, wherein the supplemental search system results include ove or more documents
and portions of the one or more documents; generate a prompt based on the received
question and a portion of the supplemental search system resulis; generate, via a large
language model {(LLM) of the system, one or more answers based on the generated prompt,;
determine that at least a part of the guestion 15 regarding generating an application
programming interface {(API} command hine mierface (CLI} call to be executed on a
network-based service; generate an APl CLI command regarding the question; add the
generated AP CLI commmand to the one or more answers; send, to the customer computing
device, the one or more answers with the AP CLI command with a prompt as to whether
the API CLI command should be executed; receive, from the customer computing device,
a confirmation to run the API CLI command; and execute the API CLI command against
the network-based service.

{0148} Embodiment 67; In the Embodiment 66, the one or more answers

comprise of at least human readable text.
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(6149} Embodiment 68 In any of the Embodiments 66 or 67, the supplemental
search system results are also sent to the customer computing device.

(G180} Embodiment 69: In any of the Embodiments 66-6&, in forming the one
or more documents by the aggregator, the ageregator is configured to: send, to the search
system, requests to retrieve the one or more documents; and receive, from the search
system, the one or morg documents.

[6151] Embodiment 70 A system for processing gueries, the system configured
to: receive, from a customer computing device, a question; form, via an aggregator of the
system, relevant passages corresponding to search system results based on the received
question; generate, via a large language model (LLM) of the system, one or more answers
based on the question and the relevant passages; determine that at least a part of the
question 1s regarding generating an application programming interface (API) command to
be executed against a network-based service; generate an API command regarding the
question based at least on the one or more answers; execute the API command on the
network-based service to completion; and send to the customer computing device, the one
or more answers and a notification of completion of the AP command.

[6182] Ewmbodiment 71 In the Embodiment 70, the relevant passages are also
sent to the customer computing device.

[0153] Embodiment 72 In any of the Embodiments 70 or 71, the LLM
comprises of a Retrieval Augmented Generation (RAG) model.

(0154} Embodiment 73. In any of the Embodiments 70-72, the relevant
passages are retrieved by the aggregator from a plurality of search systems, wherein the
plurality of search systems are at least one of) a search system configured to provide

answers related to network-based storage systems; a search system configured to provide

Uz

answers related to network-based on-demand code execution systems; a search system
configured to provide answers related to network-based database systems; or a search
system configured to provide answers related to network-based on demand compute
systems.

[0155] Embodiment 74. In any of the Embodiments 70-73, at least one of the
plurality of search systems is configured to provide answers related to questions of

customers of network-based systems.
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[61586]  Embodiment 75: In any of the Embodiments 70-74, at least one of the
plurality of search systems is configured to provide answers related to frequently asked
questions (FAQ) pages of network-based systems.

{0157} Embodiment 76; In any of the Embodiments 70-75, the LLM 18
configured to: store mformation regarding the customers of network-based systems,
wherein the information at least describes network-based products the customer are
subscribed to and actions taken by the customers regarding the network-based products;
and train a machine learning model of the LLM with the stored customer information to
wentify patterns of actions of the customers regarding the network-based products.

[0158] Embodiment 77: In any of the Embodiments 70-76, prior to sending the
one or more answers to the customer computing device, the system 1s further configured
to: produce, via an attribution component of the system, one or more of (1) references, (11}
inline citations, or (11} simtlar questions to the question, based on the one or more answers
and the search system results.

[0159] Embodiment 73; A computer-umplemented method for processing
queries, the method comprising: receiving, from a customer cormputing device, a question;
forming, via an aggregator, relevant passages to retrieve from search system results based
on the received question; generating, via a large language model (LLM), one or more
answers based on the guestion and the relevant passages; determuning that at least a part
of the question 13 regarding generating an application programming interface {API)
command to be executed against a network-based service; generating an API command
regarding the question based at least on the one or more answers; executing the API
command on the network-based service to completion; and sending to the customer
computing device, the one or more answers and a notification of completion of the AP
command.

[6168] Embodiment 79: In the Embodiment 78, the relevant passages comprise
of documents, text of the documents, pictures of the documents, or video of the
documents.

{0161} Embodiment 80 In any of the Embodiments 78-79, the relevant

passages are also sent to the customer computing device.
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(6162} Embodiment 81: In any of the Embodiments 78-80, the ong or more
answers comprise of at least human readable text.

(6163} Embodiment 82: In any of the Embodiments 78-81, the LLM comprises
of a Retrieval Augmented Generation (RAG) model.

[6164] Embodiment 83: In any of the Embodiments 78-82, prior to sending the
ong or more answers to the customer computing device, further comprising. generating,
via a waiermarking module, a watermarked version of the one or more answers, wherein
the watermarked version of the one or more answers is generated by embedding signals
into human readable text associated with the one or more answers such that the embedding
signals make the watermarked version of the one or more answers proprietary to the
systen.

[0165] Embodiment 84: In any of the Embodiments 78-83, in forming the
relevant passages by the aggregator, the aggregator is configured to: sending, to a search
system, requests to retrieve the relevant passages; and recetving, from the search system,
the relevant passages.

[8166] Embodiment 85 In any of the Emboduments 78-84, prior to sending the
one or more answers to the customer computing device, further comprising: producing
one or more of (1} references, {(u) iwhne citations, or (11) simar guestions to the question,
based on the one or more answers and the relevant passages.

(0167} It 15 to be understood that not necessarily all objects or advantages may
be achieved 0 accordance with any particular embodiment described heremn. Thus, for
example, those skilled mn the art will recognize that certain embodiments may be
configured to operate 1 a manner that achieves or optimizes one advantage or group of
advantages as taught herein without necessarily achieving other objects or advantages as
may be taught or suggested herein.

[6168] Al of the processes described herein may be fully avtomated via
software code modules, including one or more specific computer-executable instructions
executed by a computing system. The computing system may include one or more
computers or processors. The code modules may be stored in any type of non-transitory
computer-readable medium or other computer storage device. Some or all the methods

may be embodied in specialized computer hardware.
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[6169]  Many other variations than those described herein will be apparent from
this disclosure. For example, depending on the embodiment, certain acts, events, or
functions of any of the algorithms described herein can be performed in a different
sequence, can be added, merged, or left cut altogether (e.g., not all described acts or events
are necessary for the practice of the algorithms). Moreover, in certain embodiments, acts
or evenis can be performed concurrently, eg., through multi-threaded processing,
interrupt processing, or multiple processors or processor cores or on other parallel
architectures, rather than sequentially. In addition, different tasks or processes can be
performed by different machines and/or computing systems that can function together.

(0176} The various illustrative logical blocks and modules described in
connection with the embodiments disclosed herein can be implemented or performed by a
machine, such as a processing unit or processor, a digital signal processor (DSP), an
application specific mtegrated circutt (ASIC), a field programmable gate array (FPGA) or
other programmable logic device, discrete gate or transistor logic, discrete hardware
components, or any combination thereof designed to perform the functions described
herein. A processor can be a nucroprocessor, but n the alternative, the processor can be a
controller, microcontroller, or state machine, combmations of the same, or the like A
processor can wclude electrical circuitry configured to process computer-executable
wmstructions. In another embodiment, a processor includes an FPGA or other
programmable device that performs logic operations without processing computer-
executable instructions. A processor can also be mplemented as a combination of
customer computing devices, e.g., a combination of a DSP and a mucroprocessor, a
plurality of microprocessors, one or More MICroprocessers i conjunction with a DSP core,
or any other such configuration. Although described herein primarily with respect to
digital technology, a processor may also mnclude primanly analog components. A
computing environment can include any type of computer system, inchuding, but not
limited to, a computer system based on a microprocessor, a mainframe computer, a digital
signal processor, a portable customer computing device, a device controller, or a
computational engine within an appliance, to name a few.

(6171} Conditional language such as, among others, “can,” “could,” “might,”

or “may,” unless specifically stated otherwise, are otherwise understood within the context
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as used in general to convey that certain embodiments include, while other embodiments
do not include, certain features, elements and/or steps. Thus, such conditional language is
not generally intended to imply that features, elements and/or steps are in any way reqguired
for one or more embodiments or that one or more embodiments necessarily include logic
for deciding, with or without customer input or prompting, whether these features,
elements and/or steps are included or are to be performed 1n any particular embodiment.

(6172} Drsjunctive langoage such as the phrase “at least one of X, Y, or 4.7
unless specifically stated otherwise, is otherwise understood with the context as used in
general to present that an item, term, etc., may be either X, Y, or Z, or any combination
thereof {e.g., X, Y, and/or 7). Thus, such disjunctive language is not generally intended
to, and should not, imply that certain embodiments require at least one of X, at least one
of Y, or at least one of ¥ to each be present.

(6173}  Any process descriptions, elements or blocks in the flow diagrams
described herein and/or depicted in the attached figures should be undersiood as
potentially representing modules, segments, or portions of code that include one or more
executable mstructions for implementing specific logical functions or elements n the
process. Alternate implementations are included within the scope of the emmbodiments
described herein 1o which elements or functions may be deleted, executed out of order
from that shown, or discussed, including substantially concurrently or in reverse order,
depending on the functionahty wvolved as would be understood by those skilled 1n the
art.

[6174]  Unless otherwise explicitly stated, articles such as “a” or “an” should
generally be interpreted to include one or more described 1tems. Accordingly, phrases such
as “a device configured 107 are intended to mclude one or more recited devices. Such one
or more recited devices can also be collectively configured to carry out the stated
recitations. For example, “a processor configured to carry out recitations A, B, and 7 can
include a first processor configured to carry out recitation A working in conjunction with

a second processor configured o carry out recitations B and C.
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WHAT IS CLAIMED I5:

1. A system for processing queries, the system configured to:
recetve, from a customer computing device and via a user interface {Ul)
associated with the customer computing device, a question in natural language text;
form, via an aggregator of the system, supplemental search system results based

on the received guestion, wherein the supplemental search system results include:
an open search based index, wherein the open search based index
includes one or more documents from a search system based on submission of
the received question; and
a dense index, wherein the dense mdex identifies portions of the one or

more documents as pertaining to the received question;

generate a prompt based on the received question and a portion of the
supplemental search system results;

generate, via a large language model (LLM) of the system, one or more answers
based on the generated prompt;

determine, via a verifier of the system, that the one or more answers meet 3
threshold characterization of whether the one or more answers were generated 1n error
to the question, based on a tratning data set associated with the LLM;

produce, via an attribution component of the system, one or more of (i)
references, (11} inline citations, or (1) simtlar questions to the question, based on the
one or more answers and the supplemental search system results;

generate, via a watermarking module of the system, a watermarked version of
the one or more answers; and

send to the Ul of the customer computing device, the watermarked version of
the one or more answers, the supplemental search system results, and references, inline
citations, or sirntlar questions produced by the attribution corponent.
2. The systern as recited in Claim |, wherein the one or more answers comprise of at

least human readable text, and wheren the watermarked version of the one or more answers 1s
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generated by embedding signals into the human readable text such that the embedding signals

make the watermarked version of the one or more answers proprietary to the system.

3. The system as recited i Claim 1 or Clamm 2, wherein in forming the one or more

documents by the aggregator, the aggregator 1s configured to:
send, to the search system, requests to retrieve the one or more documents; and
receive, from the search system, the one or more documents.

4. A system for processing queries, the system configured to:

receive, from a customer computing device, a question;

form, via an aggregaior of the system, relevant passages corresponding to
search system results based on the received question;

generate, via a large language model (LEM) of the system, one or more answers
based on the question and the relevant passages;

determine, via a verifier of the system, that the one or more answers were not
generated 1n error; and

send to the customer computing device, the one orf more answers.

5. The system as recited in Claim 4 | wherein the relevant passages are also sent to the
customer computing device, wherein the relevant passages are retrieved by the aggregator from
a plurality of search systems, wherein at least one of the plurality of search systems is
configured to provide answers related to questions of customers of network-based systems,

and wherein the plurality of search systems are at least one of!

a search system configured to provide answers related to network-based storage
systems;

a search system configured to provide answers related to network-based on-
demand code execution systems;

a search system configured to provide answers related to network-based
database systems; or

a search system configured to provide answers related to network-based on

demand compute systems.
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6. The system as recited i Claim 5, wherein at least one of the plorality of search
systems is configured to provide answers related to frequently asked questions (FAQ) pages
of network-based systems.

7. The system as rectied in any of Claims 4-0, wherein the LLM 1s configured to:

store information regarding the customers of network-based systems, wherein
the information at least describes network-based products the customer are subscribed

to and actions taken by the customers regarding the network-based products; and

tratn a machine learning model of the LLM with the stored customer
information to identify patterns of actions of the customers regarding the network-
based products.

8. The system as recited 1 any of Claims 4-7, wherein the verifier further comprises
of:

a textual overlap module;

a textual natural language inference module;

a relational natural language inference module; and
a membership inference attack module.

9. The system as recited in Claim 8, wherein the textual overlap module measures the
textual overlap between the relevant passages and the one or more answers, wherein the textual
natural language inference module compares the relevant passages against the one or more
answers to ensure that the one or more answers are not in contradiction with the relevant
passages, and wherein the relational natural language inference module verifies that the one or
more answers are faithtul to the relevant passages and is configured to:

extract (1) head, (11} tail, and (iu) relation triples between text of the relevant
passages and text of the one of more answers; and

verify that none of the tniples of the text of the relevant passages are
contradictory to any of the text of the one of more answers.

10. The system as recited i Claim 4, wherein prior to sending the one or more answers
to the customer computing device, the systern s further configured 1o produce, via an

attribution component of the system, one or more of (i) references, (11} mhine citations, or (i)
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similar questions o the question, based on the one or more answers and the search system
results.
11. The system as recited in Claim 4, wherein the system is further configured to:
determine that at least part of the question is regarding generating an application
programming iterface (AP} command line interface {CLI) call to be executed on a
network-based service;
generate an APL CLI command regarding the question;
add the generated API CLI command to the one or more answers,
send, to the customer computing device, the one or more answers with the API
CLI command with a prompt as to whether the APl CLI command should be executed,;
receive, from the customer computing device, a confirmation to run the API
CLI command; and
execute the AP CLI command against the network-based service.
12. A computer-implemented method for processing gueries, the method comprising:
receiving, from a customer computing device, a question;

forming, via an aggregator, relevant passages to retrieve from search system

g,
results based on the recetved guestion;
generating, via a large language model {LLM)}, one or more answers based on
the question and the relevant passages;
determining, via a verifier, that the one or more answers were not hallucinated;
and
sending to the customer computing device, the one or more answers and the
relevant passages.
13. The computer-implemented method of Claim 12, wherein the relevant passages
comprise at least one of documents, text of the documents, pictures of the documents, or video
of the documents, and wherein the aggregator ts configured to:

send, to a search system, requests to retrieve the relevant passages; and

recetve, from a search system, the relevant passages.
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14. The computer-implemented method of Claim 12 or Clamm 13, prior to sending the
one or more answers {0 the customer computing device, further comprising:

generating, via a watermarking module of the system, a watermarked version
of the one or more answers, wherein the watermarked version of the one or more
answers is generated by embedding signals mto human readable text associated with
the one or more answers such that the embedding signals make the watermarked
version of the one or more answers proprietary 1o the system, or

productng one or more of (1) references, (11} inline citations, or (11} simiar
questions to the question, based on the one or more answers and the search system
results.
15 The computer-implemented method of any one of Claims 12-14, further

COmprising;

determining that at least part of the question is regarding generating an
application programming interface { API} command line mterface (CLI} to be executed
on a network-based service;

generating an API CLI command regarding the qguestion;

adding the generated API CLI comumand to the one or more answers;

sending, to the customer computing device, the one or more answers with the
API CLI command with a prompt as to whether the API CLI command should be
executed;

receiving, from the customer computing device, a confirmation to run the APL

CLI command; and

executing the API CLI command against the network-based service,

9]
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