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METHOD FOR MANAGING MULTICAST TRAFFIC THROUGH A SWITCH

OPERATING IN THE LAYER 2 OF THE OSI MODEL, AND ROUTER AND

SWITCH INVOLVED IN SAID METHOD

Field of the Invention

The invention is comprised in the field of multicast technology in data networks.

More specifically, the invention relates to a method for managing multicast traffic in

a data network when the multicast traffic traverses switches operating in the layer 2

of the OSI (Open Systems Interconnection) model.

The invention also relates to a router and a switch involved in said method.

State of the Art

Multicast technology makes it possible to send data from a single source to many

recipients through a data network, without having to set up unicast communication,

i.e. one-to-one individual communication between the source and each of the

recipients. To that end the source sends data, in data packet form, to a single

address associated to a multicast group to which the equipment interested in being

recipients of said data sending can subscribe. This address, referred to as a

multicast address or also as a multicast group address, is an IP (Internet Protocol)

address chosen within a range that is reserved for multicast applications. The data

packets which have been sent by the source to the multicast address are then

replicated in the different network routers so that they can reach the recipients that

have joined the multicast group.

The recipients which receive data in a multicast group are usually equipment

connected to the data network by means of a proxy or a router. Hereinafter, the

common term host will be used to refer to said recipient equipment. A host can be,

for example, a computer or a set-top box (digital signal decoder) connected to a



television set.

When a host wants to receive the information sent by one or several sources of a

multicast group, it sends to the closest router, or to an intermediate proxy, a

subscription message to subscribe to said group so that the router transmits to it the

data arriving through the data network and which has been sent by the sources of

the multicast group. Likewise, when a host wishes to stop receiving data sending in

the multicast group, it sends to the router or to the proxy an unsubscribe message

to stop receiving them.

The messages exchanged between a host and the closest router to manage

membership to a multicast group use the IGMP protocol (Internet Group

Management Protocol) or the MLD (Multicast Listener Discovery) protocol,

according to whether or not the router works with version 4 (IPv4) or version 6

(IPv6) of the IP protocol (Internet Protocol), respectively.

When there is a proxy between the host and the router, the proxy also uses the

IGMP/MLD protocols to exchange with the host, the closest router or other

intermediate proxy, the multicast group membership messages. In these cases, the

proxy can receive from different hosts requests to subscribe to or to unsubscribe

from a multicast group, and it assembles them to thus reduce IGMP/MLD message

traffic it sends to the router.

In addition, routers exchange messages with one another for the purpose of

defining the routing which allows efficiently routing the data from the sources to the

hosts that have subscribed to a multicast group. To that end, the routers use

specific protocols, including the very well known PIM-SM (Protocol Independent

Multicast - Sparse Mode).

In summary, the routers receive from the hosts, in the form of IGMP/MLD

messages, information specifying which multicast groups they want to receive traffic

from, and they communicate with other routers, for example by means of the PIM-

SM protocol, for the purpose of setting up a routing which takes the traffic



requested by the hosts to such hosts.

All the mentioned protocols are defined and documented by the Internet

Engineering Task Force (IETF).

The IGMP protocol version currently being used is IGMPv3, which is described in

the RFC 3376 specifications published on line by the IETF (B. Cain et al.,

Engineering Task Force, Network Working Group, Request for Comments 3376,

October 2002; currently available at Internet address

http://tools.ietf.org/html/rfc3376).

With regard to the MLD protocol, the version currently being used is MLDv2, which

is described in the RFC 3810 specifications published on line by the IETF (R. Vida

et al., Engineering Task Force, Network Working Group, Request for Comments

3810, June 2004; currently available at Internet address

http://tools.ietf.org/html/rfc3810).

The operation of an IGMP proxy is described in the RFC 4605 specifications

published on line by the IETF (B. Fenner et al., Engineering Task Force, Network

Working Group, Request for Comments 4605, August 2006; currently available at

Internet address http://tools.ietf.org/html/rfc4605).

The PIM-SM protocol used for the communication between routers is described in

the RFC 4601 specifications published on line by the IETF (B. Fenner et al.,

Engineering Task Force, Network Working Group, Request for Comments 4601 ,

August 2006; currently available at Internet address

http://tools.ietf.org/html/rfc4601).

Multicast technology was initially implemented primarily to be applied to the many-

to-many communication model, known as ASM (Any Source Multicast), in which

many users communicate with one another and any of them can send data and also

receive data from everyone else. A typical ASM application is multiparty calling via

Internet.



Multicast technology was then implemented to be applied to the one-to-many

communication model known as SSM (Source Specific Multicast), in which a single

source sends data for many recipients. Radio and television via Internet are SSM

applications. This is why SSM is currently very interesting.

In earlier IGMP protocol versions, a host could not choose the data sending sources

it wanted to subscribe to within a multicast group, rather the host could only

subscribe to or unsubscribe from the group for all the sources. The messages a

host sent to a router were very simple: Join (G) to receive traffic from the multicast

group G and Leave (G) to stop receiving it. Therefore, earlier IGMP protocol

versions did not allow SSM.

The possibility that the hosts could choose the sources within a multicast group was

introduced in the IGMPv3 version of the IGMP protocol to allow SSM. To that end, a

host can send two types of IGMP messages:

- An INCLUDE message, consisting of indicating the IP addresses of the sources

from which it wishes to receive the data sending. According to the terminology

of the RFC 3376 specifications, the IP addresses of the chosen sources are

referred to as INCLUDE sources.

- An EXCLUDE message, consisting of indicating the IP addresses of the sources

from which it does not wish to receive the data sending. In this case, it is

interpreted that the host wishes to receive data sent by all the sources except

the sources indicated as excluded in the message. According to the terminology

of the RFC 3376 specifications, the IP addresses of the excluded sources are

referred to as EXCLUDE sources.

To save memory, data traffic or for other reasons, it was decided in the IGMPv3

version that each network interface could operate only in one of the following two

modes, being able to switch from one to the other: an INCLUDE mode in which the

network interface defines an INCLUDE source list, or an EXCLUDE mode in which



the network interface defines an EXCLUDE source list.

Hereinafter, and according to common SSM technology nomenclature, the sending

of the source S within the multicast group G is referred to as channel (S G).

In the current state of the art, in order to save memory or to simplify multicast

routing protocols, the routers using the IGMP and PIM-SM protocols store only the

minimum information of the multicast traffic that they should transmit for each

network interface. This minimum information basically consists of storing, for each

network interface of the router, information of the state of the multicast channels

(S G) or multicast groups (* ,G) for which there is at least one equipment interested

in receiving said traffic, along with a timer associated to each channel or multicast

group indicating how much time has passed since the router received the last

message requesting said multicast traffic.

The presence of switches in data networks, especially in Local Area Networks or

LAN, is common. A switch is an electronic network interconnection device normally

operating in layer 2 (data link layer) of the OSI (Open Systems Interconnection)

model. The OSI model is the open systems interconnection reference model

created by the ISO (International Organization for Standardization) and is very well

known by a person skilled in the art. A switch interconnects two or more network

segments, passing data from segment to another according to the OSI model layer

2 destination address (for example a MAC address in Ethernet networks) of the

datagrams reaching said switch. To be able to send the datagrams to the

equipment connected to each of its ports, a switch finds out and stores the layer 2

address of each equipment connected to each of its ports.

The operation of a switch according to the prior state of the art when it operates in

an Ethernet network is described in further detail below.

The most widely used group of low-level protocols in LAN networks is currently the

group of Ethernet protocols defined by the IEEE (Institute of Electrical and

Electronics Engineers) specifications. Ethernet defines both the physical layer (layer



1) and the data link layer (layer 2) in the OSI model, and divides the data link layer

into two sub-layers: a layer called LLC (Logical Link Control) which is defined in the

IEEE 802.2 specifications and a MAC (Media Access Control) layer which is defined

in different IEEE 802.3 specifications, such as for example IEEE 802.3u (Fast

Ethernet) based on electric cables, or IEEE 802.3z based on fiber optics. There are

also wireless Ethernet protocols, such as IEEE 802.1 1 also known as Wi-Fi, or

IEEE 802.16 known as WiMAX.

The same LLC protocol can be used with different MAC layer protocols, resulting

from the fact that the IEEE defines new MAC level protocols without modifying the

LLC protocol. This is one of the reasons for the success of Ethernet.

One of the functions of the MAC layer is to define the physical addresses of the

equipment. Ethernet uses 6-byte physical addresses referred to as MAC addresses

(Media Access Control Address).

The IEEE defines three categories of MAC addresses:

- Unicast MAC addresses: these are MAC addresses uniquely identifying

each network card. The address is usually defined by the hardware of each

network card.

- Broadcast MAC address: this is the MAC address the 6 bytes of which have

the value FFFF.FFFF.FFFF in hexadecimal format. If a data frame is

addressed to this address, all the equipment in the network receives said

data frame and must process it.

- Multicast MAC addresses: these are addresses used to transport multicast

data packets. When the IP protocol is used, a multicast MAC address has

the form of 0100.5exx.xxxx in the hexadecimal system, where xx.xxxx can

be a value between 00.0000 and 7f.ffff.

Since there are only 23 bits to define a multicast MAC address of a data frame and



in contrast the IPv4 protocol uses 28 bits to define a multicast IP address in an IP

data packet (the first 4 bits of a multicast IP data packet are always 1110 in binary

system), the 28 bits of the multicast IP address of an IP data packet must be

transferred to the 23 bits of the multicast MAC address of the corresponding data

frame. Therefore, 5 bits of the multicast IP address are lost in this process. The

manner of performing this transfer consists of transferring the 23 least significant

bits of the multicast IP address to the 23 bits of multicast MAC address. Therefore,

a single multicast MAC address corresponds to 32 multicast IP addresses. This is a

problem that makes it difficult to manage multicast traffic in the switches of the state

of the art.

Another problem in managing multicast traffic in the switches of the state of the art

is that when an Ethernet switch connecting routers, or routers and hosts, receives

an IP data packet with a multicast group IP address, said switch cannot associate

said multicast group IP address with the unicast MAC addresses of the equipment

connected to its ports, and therefore the switch does not know through which ports

and to which equipment it should send said data packet.

When the switch receives an IP data packet with a multicast group address, since it

cannot know through which ports and to which equipment it should send the packet,

it sends it through all its ports and to all the equipment connected to said ports. This

operation involves an unnecessary bandwidth consumption, given that the switch is

sending data packets to equipment that does not need the packets. Furthermore, in

some cases this equipment receiving unrequested packets must process them in

order to decide what to do with them, which unnecessarily reduces the processing

capacity of said equipment for other tasks.

To avoid this problem, a series of techniques to be used in Ethernet switches which

transmit multicast traffic between routers or between routers and hosts have been

developed.



A solution has been provided by the CGMP (Cisco Group Management Protocol)

protocol of the company Cisco Systems Inc. which is described, for example, in

Developing IP Multicast Networks - Vol. I Beau Williamson, Cisco Press, 2000.

The CGMP protocol can only be used in switches which are in the section of the of

network comprised between the hosts requesting multicast traffic by means of

IGMP messages and the router receiving the IGMP messages. According to this

protocol, when the IGMP router receives through a network interface an IGMP

message sent by a host, it sends towards the switch, through the same network

interface, a data frame containing information of the MAC addresses of the host

that sent said IGMP message and the multicast MAC address corresponding with

the multicast group of said IGMP message.

The CGMP protocol is virtually not used in the section of the network where IGMP

messages circulate because it has several drawbacks. A first drawback is that the

router sends to the switch the information of the multicast traffic using layer 2

multicast addresses which, as previously explained, each correspond to 32 layer 3

multicast addresses, and this can cause the switch to transmit 3 1 unrequested

channels associated to a single requested channel. A second drawback is that the

CGMP protocol only discriminates traffic at the multicast group level, without taking

into account the sources of origin of the traffic within each multicast group. This may

also cause the switch to transmit unwanted traffic. Another drawback is that since

the CGMP protocol sends the information in layer 2 data frames, it is dependent on

the layer 2 format for which it is designed and therefore it does not work with

formats other than layer 2 formats or with new layer 2 technologies, such as for

example the MPLS (Multi-Protocol Label Switching) technology for example.

Another drawback of the CGMP protocol is that it does not use timers. This is a

problem because when a host using the IGMPv2 protocol it does not send a

message to the router to indicate it to stop transmitting multicast traffic that it was

receiving, the switch will continue to transmit said multicast traffic to the host to the

long as said traffic continues to reach the switch, for example because there are

other users connected to the switch receiving said traffic.



Another solution is provided in the RGMP (Router-port Group Management

Protocol) protocol defined in the RFC3488 specifications edited online by the IETF

(I. Wu et al., Engineering Task Force, Network Working Group, Request for

Comments 3844, February 2003; currently available at Internet address

http://tools.ietf.org/html/rfc3488). According to this RGMP protocol, each network

interface of the router sends messages to the switch in which it informs the switch

of which multicast traffic it wishes to receive through said network interface. This

solution is also described in patent US 6,847,638. This method has the limitation

that it only solves the problem in ports of the switch where there is a router

executing this protocol, but it does not solve the problem in ports of the switch

where there are only hosts connected. Furthermore, it can only be applied to the

port of the switch where a single router is connected and is incompatible with the

most widely used technique today referred to as IGMP snooping, explained below,

because the RGMP protocol is used to limit the traffic that the switch sends towards

the router and the IGMP snooping specifications indicate that all multicast traffic

must be sent in the ports of the switch where a router is detected.

Another rather infrequently used solution is defined in the IEEE 802.1D-2004

specifications, which describe protocols referred to as GARP (Generic Attribute

Registration Protocol) and GMRP (GARP Multicast Registration Protocol) mainly

characterized by operating at the data link layer or layer 2 of the OSI model. This

involves several drawbacks. A first drawback is that the most widely used multicast

protocols, such as IGMP and PIM-SM, operate at the network layer or layer 3 of the

OSI model and transmit the information in this layer 3, which is not the layer in

which said GARP and GMRP protocols operate. A second drawback is that defining

multicast traffic at layer 2, i.e. at the layer of physical addresses (MAC address) in

the multicast range is worse than defining it at layer 3, since, as previously

explained, each layer 2 multicast address corresponds to 32 layer 3 multicast

addresses, whereby it may occur that unrequested multicast channels are

transmitted.

A common feature of the mentioned solutions based on the CGMP, RGMP and

GARP protocols is that they do not allow managing or discriminating SSM multicast



traffic because they do not take into account the IP addresses of the data emitting

sources.

Due to all these drawbacks, a technique referred to as IGMP snooping has been

imposed in the section of the network where IGMP messages circulate, which

technique is described below and which does allow the switch to manage SSM

multicast traffic and to take into account the IP addresses of the sources of origin of

the data.

The RFC 4541 specifications, edited online by the IETF (M. Christensen et al.,

Engineering Task Force, Network Working Group, Request for Comments 4541 ,

May 2006; currently available at Internet address http://tools.ietf.org/html/rfc4541)

describe the operation of a switch performing a function referred to as IGMP

snooping so as to prevent sending all the multicast data packets through all its ports

and to all the equipment connected to said ports. This IGMP snooping function

consists of the switch analyzing the IP data packets containing IGMP messages

and creates a table with the information of the multicast channels or groups that

said switch must send through each of its ports. The switch thus sends through

each of its ports only the multicast channels that the hosts connected to said port

have requested. The reason that the switch must perform this snooping function is

that, as previously mentioned, a switch is usually a layer 2 equipment in the OSI

model and therefore neither knows nor uses layer 3 protocols such as the IP

protocol.

This IGMP snooping method described in the RFC 4541 specifications has the

limitation that it can only be applied when the equipment connected to a port of the

switch is a host. The RFC 4541 specifications indicate that if there is a router

connected to a port of the switch, the switch must send all the multicast traffic

through said port.

The snooping technique has been imposed in the host to IGMP router section of the

network because the IGMP protocol is simple and it is easy for a switch to interpret

IGMP messages. The same does not occur in multicast communications between



routers, using the PIM-SM protocol for example. In a switch located between two

routers, through which the PIM-SM messages pass, the implementation of a PIM

snooping function is more difficult due to the fact that the PIM-SM protocol is much

more complex than the IGMP protocol: the PIM-SM protocol includes functionalities,

such as for example the deletion of JOIN messages, which make it difficult for a

switch interpreting PIM-SM messages to perform a snooping function.

One drawback of snooping is that multicast protocols are designed at the network

layer or layer 3 and are used to set up communications between routers or between

routers and hosts. A router always understands the protocols it uses. If a router

receives a message in a protocol that it does not understand, it dismisses the

message. Multicast routing protocols, such as IGMP or PIM-SM, are defined to be

implemented in routers and their specifications do not include how intermediate

layer 2 equipment through which the messages pass, but which does not participate

in said message exchange, must interpret messages in said protocols. The recipient

equipment of multicast protocol messages, i.e. routers, modifies its state machines

depending on the messages that are received and sent. In contrast, switches

performing snooping must find out the state of each state machine of the routers by

interpreting the messages that the routers exchange with one another. For this

reason snooping is difficult to apply in complex protocols such as the PIM-SM

protocol, which is the most widely used between routers and the specifications of

which define a number of state machines. The PIM-SM protocol is more complex

than the IGMP protocol and further includes functions such as the deletion of JOIN

messages, making snooping even more difficult, and making it much more difficult

for a switch to interpret the PIM-SM messages.

Another problem with snooping is that Internet protocols evolve over the years.

Every time a version of a multicast protocol is modified, such as for example the

IGMP protocol or the PIM-SM protocol, the switches that apply any of said known

solutions do not understand the new messages of said protocol. This has occurred,

for example, in switches performing a snooping function with the IGMPv2 protocol

that are not able to do this with the IGMPv3 protocol. This is because multicast

protocols are designed at the network layer or layer 3 of the OSI model to be



implemented in routers, and the specifications of said protocols do not describe how

multicast messages are to be interpreted by the layer 2 network equipment located

between a router and a host, or between two routers, and through which said

messages pass.

In summary, methods based on snooping, such as IGMP snooping or PIM

snooping, must interpret the information of the multicast protocol messages. Since

the specifications of multicast protocols have not been defined for the protocols to

be interpreted by intermediate equipment not involved in the message exchange,

said interpretation can involve a complex process depending on the protocol. This

process is furthermore behind the times with each new multicast protocol version,

whereby the switches performing the snooping become obsolete.

Summary of the Invention

The main purpose of the invention is to provide an improved system for managing

multicast communications in a data network when the multicast traffic transmitted by

routers passes through switches.

An objective of the invention is for each switch to know exactly to which equipment

and through which of its ports it should transmit a specific multicast traffic

transmitted by a router such that the switches do not transmit superfluous traffic.

Another objective of the invention is that the switches do not transmit superfluous

traffic through any of its ports, regardless of if the equipment connected to said

ports, and requesting multicast traffic to a router through the switch, are hosts or

routers.

Another objective of the invention is that it can be implemented regardless of the

multicast protocol used by the routers.

Another objective of the invention is to simplify the tasks that the switches

transmitting multicast traffic must perform, particularly preventing switches from



having to perform complicated snooping functions.

Another objective of the invention is to aid in solving the problem of latency in

transmission of multicast traffic occurring in multicast protocols of the state of the

art.

For this purpose a method of multicast traffic management through a switch

operating in the layer 2 of the OSI (Open Systems Interconnection) model has been

developed, characterized in that a router that has received from specific equipment,

which can be a host or another router, a request for specific multicast traffic, sends

to a switch, connected to the network interface of said router through which said

router has received said request, a message containing an identification of said

specific equipment and a specification of said specific multicast traffic; and in that

when said switch receives through one of its ports data carrying multicast traffic,

said switch, based on the destination and origin addresses of said data carrying

multicast traffic, and based on said identification of the specific equipment and on

said specification of the specific multicast traffic which said router has sent to said

switch by means of said message, it deduces if said data carries said specific traffic

that has been requested by said specific equipment, and said switch decides

through which of its ports it transmits said data.

Said multicast traffic specification contained in said message that the router sends

to the switch preferably comprises information about the sources the traffic of which

has been requested by said specific equipment.

Said router preferably stores in specific records, for each of its network interfaces

and for each equipment and multicast group, information about the sources the

traffic of which has been requested by said equipment; said switch stores in

corresponding specific records, for each equipment and multicast group, the

information about the sources the traffic of which has been requested by said

equipment; and said specific records of the switch are updated when the switch

receives one of said messages sent by said router.



Said messages sent by said router to said switch preferably separately contain for

each specific equipment:

included source lists of a multicast group, indicating that said specific equipment

wishes to receive the traffic sent by said included sources;

- excluded source lists of a multicast group, indicating that said specific

equipment wishes to receive the traffic sent by all the sources of said multicast

group except said excluded sources;

and said specific records stored in said router and in said switch separately contain,

for each specific equipment and multicast group, the data of said included sources

and the data of said excluded sources.

Said message that said router sends to said switch is preferably encapsulated in IP

data packets.

In one embodiment, said identification of the specific equipment contained in the

message that said router sends to said switch comprises the IP address of said

specific equipment. According to an advantageous solution, said switch receiving

said message executes the ARP (Address Resolution Protocol) protocol to

associate a MAC address to said IP address of the specific equipment.

In another embodiment, said identification of the specific equipment contained in

the message which said router sends to said switch comprises the MAC address of

said specific equipment.

In another embodiment, said identification of the specific equipment contained in

the message which said router sends to said switch comprises the IP address and

also the MAC address of said specific equipment.

Said messages which said router sends to said switch are preferably layer 3

messages in the OSI (Open Systems Interconnection) model and when said switch

receives data through one of its ports said switch analyzes the destination address

of said data in order to find out if said data carries one of said messages sent by



said router and if it does said switch does not transmit said data, but rather it

processes it in order to read said message.

Preferably, when a switch is connected to several routers, in order to prevent said

routers from sending to said switch said messages with redundant information, each

of said routers only sends said messages to the switch if it is in one of the two

following cases:

said router transmits to the switch the traffic of a multicast channel;

said router receives requests for traffic of a multicast channel sent by a source

which is connected to said router through said switch.

The invention also relates to an improved router and to an improved switch

characterized in that they store executable instructions to perform the characteristic

actions of this equipment which have been described in said method according to

the invention.

Brief Description of the Drawings

Other advantages and features of the invention can be seen in the following

description in which, with a non-limiting character, preferred embodiments of the

invention are referred to in relation to the attached drawings.

Figure 1 schematically shows a hypothetical data network in which the present

invention is applied;

Figure 2 shows the format of the MFP messages which, according to the invention,

the routers send to the switches so as to inform them of how they must transmit a

specific multicast traffic.

Figure 3 shows the format of the Group Record blocks comprised in the MFP

message shown in Figure 2.



Figure 4 is a high level block diagram illustrating the algorithm applied by a switch

according to the invention for each of its ports when it receives a multicast traffic

data packet, in order to decide if it should transmit said data packet through said

port.

Detailed Description of Embodiments of the Invention

The description is structured in the following sections:

1) MFP Protocol (specific multicast protocol according to the invention)

2) Identification of the equipment requesting multicast traffic from a router

3) Storage of the information of the requested multicast traffic

4) MFP Messages

5) Operation of an improved switch implementing the MFP protocol

6) Rules of preference for the routers sending MFP messages - Example of the

data network of Figure 1

1) MFP protocol (specific multicast protocol according to the invention)

The present invention comprises the development of a specific multicast

communications protocol, hereinafter referred to as MFP (Multicast Forwarding

Protocol) protocol, and which is specifically designed so that the routers transmitting

multicast traffic inform the switches of the multicast traffic that has been requested

by each equipment. To that end, the routers send the switches messages according

to this MFP protocol containing the information of the multicast traffic requested by

each equipment. These messages will hereinafter be referred to as MFP messages.

As will be seen in detail below, each MFP message transmits several blocks of data

with information allowing the switch to accurately determine to which equipment it

must send each multicast data packet reaching said switch. These blocks shall be

referred to as MFP information blocks.

The MFP protocol does not replace the existing multicast protocols, such as the

IGMP or PIM-SM protocols for example, but rather it is compatible and can be used



with them. For example, a router applying the IGMP protocol for its multicast

Communications with hosts, or the PIM-SM protocol for its multicast

Communications with other routers, also applies the MFP protocol according to the

invention to inform a switch of the multicast traffic that has been requested by each

equipment.

An important feature of the present invention is that each router transmits to the

switch, by means of MFP messages, all the information about the multicast traffic

requested from said router and which must pass through the switch, such that the

switch knows exactly to which equipment it must transmit each multicast channel or

multicast group coming from the router. Therefore, unlike the RGMP protocol

sending information to the switch but only affecting the port where the router is

connected and only for traffic the router receives from the switch, in the present

invention the information the router sends to the switch is useful in all the ports of

the switch where there is equipment that has requested multicast traffic from said

router, whether the equipment is hosts or routers, and the information can relate

both to multicast traffic going from the switch to the router and to multicast traffic

going from the router to the switch.

In the MFP protocol, since MFP messages can affect all the ports of the switch, the

router must somehow communicate to the switch which port each MFP information

block it sends relates to. The way of doing this used in the present invention con¬

sists of not identifying which port of the switch each MFP information block affects,

but rather identifying which specific equipment each MFP information block relates

to. Based on the identification of the equipment which each MFP information block

relates to, it is the switch that locates which port of the switch said equipment is

connected to.

Another feature of the MFP protocol is that it takes into account the origins of the

multicast data emitting sources and it can manage SSM multicast traffic.

2) Identification of the equipment requesting multicast traffic from a router



The routers executing the MFP protocol according to the invention separately

identify for each network interface of the router and each equipment that has

requested multicast traffic from said router, the information of the multicast traffic

that the router must transmit to each equipment through said network interface.

More specifically, the router uses an identifier that allows identifying each

equipment requesting multicast traffic, and includes this identifier in the MFP

information blocks of the MFP messages that said router sends to the switches.

The router can use, for example, the IP address of said equipment or the MAC

address of said equipment as an identifier of each equipment requesting multicast

traffic. It can also use both identifiers simultaneously or other different identifiers.

If the identifier used is the unicast MAC address of the equipment requesting the

multicast traffic, given that a switch is layer 2 equipment in the OSI model and

knows which of its ports each MAC address is connected to, with said MAC address

the switch already has all the information necessary for knowing through which port

it should transmit the traffic indicated in the MFP message.

If the identifier used is the IP address of the equipment requesting the multicast

traffic, the switch does not know a priori which of its ports said equipment is

connected to. One way for the switch to know which of its ports an IP address

corresponds to consists of the switch executing the ARP (Address Resolution

Protocol) protocol. The ARP protocol is a protocol belonging to the state of the art

and it allows associating a MAC address to an IP address. The ARP protocol is not

usually executed in the switches, but rather in the layer 3 equipment in the OSI

model. However, a person skilled in the art would have no difficulty in applying it in a

switch which knows, because it has been indicated by means of an MFP message,

an IP address.

If the identifier used simultaneously includes the IP address and the MAC address

of the equipment requesting the multicast traffic, some advantages are obtained: it

is not necessary for the switch to use the ARP protocol, or another similar protocol,



to associate a MAC address to an IP address, since based on the MAC address the

switch already knows which port each equipment is connected to. Another

advantage of the identifier including the IP address in addition to the MAC address

is that the MFP protocol can then also operate in layer 3 switches in the OSI model,

which is equipment that has a functionality similar to the functionality of a

conventional layer 2 switch but operates with layer 3 addresses.

The router can use any other equipment identifier allowing the switch to know in

which port each equipment is connected, i.e. any data univocally identifying

equipment requesting multicast traffic. Said data must be included in the messages

that said equipment sends through the switch, such that the switch can detect which

port each identifier is associated to or, in other words, which port each equipment

requesting multicast traffic is connected to.

As a multicast group identifier the MFP protocol uses the layer 3 multicast address

in the OSI model, i.e. the multicast group IP address, which is more accurate than

the layer 2 address because 32 multicast IP addresses correspond to each

multicast MAC address, as explained above. This is another additional advantage of

the MFP protocol.

In the preceding explanation it has been assumed that the routers operate with

version 4 of the IP protocol (IPv4) and therefore the multicast communications

between a router and hosts uses the IGMP protocol. However, as a person skilled in

the art will easily understand, the reasons set forth also apply if the routers operate

with version 6 of the IP protocol (IPv6), in which case said multicast

communications use the MLD protocol. The ARP protocol for associating a MAC

address to a IP address is not used in the IPv6 protocol, but rather the ND

(Neighbour Discovery) protocol, but the purpose is similar. The switch can also use

said ND protocol to find out which of its ports each equipment using an IP address

according to the IPv6 protocol is connected to.

3) Storage of the requested information of the multicast traffic



The MFP protocol according to the invention allows storing information of the

different requests for traffic of different multicast protocols, including the two most

common protocols: IGMP and PIM-SM.

An explanation will be provided below as to how a router implementing the present

invention stores the information of the multicast traffic requested by each

equipment. Two possible forms of management are explained: a first basic form

and a second preferred form.

In a first basic management form, which adopts the form in which the IGMP and

PIM-SM protocols of the state of the art work, the router stores the multicast routing

information depending on its network interfaces, and it only stores the IP address of

each equipment requesting multicast traffic during the time necessary for sending

an MFP message. The multicast routing table of the router only stores through

which network interface of the router the multicast traffic request has arrived so that

the requested traffic is sent by said network interface. The router sends an MFP

message when it receives an IGMP message or a PIM-SM message with a

multicast traffic request, taking advantage of the fact that said message contains

the identifier of the equipment requesting the multicast traffic, before said

information is lost because it is not stored in the multicast routing table of the router.

In a second preferred management form, the router stores the information of the

multicast traffic requests associating said information with the identifier or the

identifiers of each equipment that has sent a multicast traffic request.

This second preferred management form has the advantage that it allows reducing

latency, as a result of the fact that the router accurately stores the information of the

multicast traffic that each equipment has requested and therefore can immediately

cut off the multicast traffic transmission when there is no longer any equipment

interested in receiving said traffic. The problem of latency in the PIM-SM protocol of

the state of the art consists of, for example, when a router receives through one of

its network interfaces a PRUNE (S G) type PIM-SM message, i.e. a message

requesting that the router stops transmitting the multicast traffic from channel (S G),



the router does not immediately cut off said traffic through said network interface,

but rather it waits for an amount of time, 3 seconds by default, so that other

equipment receiving channel (S1G) transmitted through said network interface can

send a JOIN(S 1G) message to cancel the effect of the PRUNE (S G) message and

to thus continue receiving said channel. If there is no other equipment receiving

channel (S1G) transmitted through said network interface of the router, the router

will have been unnecessarily transmitting this traffic. In contrast, as a result of this

second preferred management form according to the invention, the router

accurately knows that there is no other equipment receiving the traffic from channel

(S G) transmitted through said network interface, because the router accurately

stores the information of the multicast traffic that each equipment has requested,

and therefore said router can immediately cancel the transmission of the channel

(S1G) when it receives the PRUNE (S G) message. Unnecessary latency times,

involving unnecessary bandwidth consumption, are thus prevented.

To apply this second preferred management form, it is possible to modify multicast

protocols applied by routers, for example the PIM-SM protocol or the IGMP protocol,

so that the routers store, in the state records used by the multicast protocol,

information identifying each equipment that has requested a specific multicast

traffic.

However, the invention also provides another advantageous solution that does not

require modifying the multicast protocols applied by the routers. This solution

consists of the routers storing the information identifying each equipment that has

requested a specific multicast traffic in specific records, without needing to modify

the state records used in the multicast protocol of the state of the art. To that end, a

router according to the invention applying this solution uses specific state records

which are common for all multicast protocols, i.e. they do not depend on if the

multicast protocol applied by the router is the IGMP protocol, the PIM-SM protocol

or another multicast protocol.

These specific state records are similar to the state records used by the IGMP

protocol, but using two state records for each network interface, multicast group and



equipment of origin requesting the multicast traffic: an INCLUDE record for the

INCLUDE sources and another EXCLUDE record for the EXCLUDE sources.

Hereinafter these specific state records shall be referred to as MFP records of the

router. The structure of these MFP records is as follows:

INCLUDE MFP Record: (interface, equipment-ID, multicast-address, filter-mode =

INCLUDE, {source-list})

EXCLUDE MFP Record: (interface, equipment-ID, multicast-address, filter-mode =

EXCLUDE, {source-list}, Group-Timer)

where:

- "interface" is a local identifier identifying the network card of the router in which

multicast traffic has been requested, i.e. the network interface of the router that

has received a message requesting multicast traffic.

- "equipment-ID" is an identifier identifying the equipment that has sent the

message to the router requesting multicast traffic. As previously explained, this

identifier can be the IP address of the equipment, the MAC address, both

addresses simultaneously or another type of identifier.

- "multicast-address" is the address of the multicast group.

- "filter-mode" is the mode of the MFP record, which can be INCLUDE or

EXCLUDE. The INCLUDE mode indicates that the "source-list" of the MFP

record is an INCLUDE source list, i.e. the router must transmit the multicast

traffic sent by each and every one of the sources of said list. The EXCLUDE

mode indicates that the "source-list" is an EXCLUDE source list, i.e. the router

must transmit the multicast traffic sent by each and every one of the sources

sending in the multicast group, except the sources of said list.



- "source-list" is a list of elements (source-address, source-timer), "source-

address" being the IP address of a source sending multicast traffic in the

multicast group to which the MFP record relates, and "source-timer" being a

timer associated to said source.

- "Group-Timer" is a timer the function of which is to eliminate the record with

EXCLUDE "filter-mode" when said timer reaches the value zero.

The router updates the source-timer of each source-address every time it receives a

message requesting multicast traffic sent by said source. These timers are useful

as a security mechanism to prevent a router from transmitting a multicast channel

indefinitely. For a router to continue transmitting traffic, it is necessary for the

equipment requesting the multicast traffic to re-send its requests to the router every

so often.

For each network interface of the router, equipment of origin and multicast group

the router therefore stores two MFP records: one with EXCLUDE filter-mode and

the other with INCLUDE filter-mode.

The record with EXCLUDE filter-mode differs from the record with INCLUDE filter-

mode in that it incorporates the field referred to as Group-Timer, containing a timer

the function of which is to eliminate the record with EXCLUDE filter-mode when said

timer reaches the value zero.

The MFP records with INCLUDE filter-mode are automatically eliminated when the

list of {source-list} is empty and therefore they do not need a Group-timer to be

eliminated.

Each message that the router receives through a specific network interface, from a

specific host and in relation to a specific multicast group only affects the MFP

record of said network interface, host and multicast group.



If the MFP record has an INCLUDE filter-mode the timers operate as follows: for a

specific equipment identifier, a specific multicast group, and a specific included

source-address, as long as the source-timer is greater than zero the router will send

MFP messages to the switch so that the switch transmits through the port where

said equipment is connected the multicast traffic of the channel (source, multicast

group); when the source-timer reaches zero, the router will send an MFP message

to the switch so that it stops transmitting said traffic and will eliminate the source

from the INCLUDE source list of that multicast group.

If an MFP record has an EXCLUDE filter-mode for group G, the router sends an

MFP message to the switch so that the latter may transmit, through the port where

the identified equipment is connected, the traffic of group G of each and every one

of the sources except the sources of the source-list.

As long as, for a specific network interface of the router, a specific equipment

requesting traffic and a specific multicast group, there are only INCLUDE sources or

there are only EXCLUDE sources, the router only needs one MFP record with

INCLUDE or EXCLUDE filter-mode, respectively. However if there are different

requests for traffic with information of INCLUDE sources and EXCLUDE sources,

the router then stores the information in two records: one with INCLUDE filter-mode

and the other with EXCLUDE filter-mode.

This is an important difference with regard to the IGMPv3 protocol defined in RFC

3376, in which the router has a unique state record for each network interface of the

router. This unique record can have an INCLUDE filter-mode or an EXCLUDE filter-

mode, and the router must apply several mechanisms to change the filter-mode

from INCLUDE to EXCLUDE and vice versa. This creates a series of complications

that have been avoided in the MFP record according to the invention as a result of

the fact that the latter maintains two different state records: one with INCLUDE

filter-mode and the other with EXCLUDE filter-mode.

By means of MFP records, the router can store in a common manner the informa¬

tion of the multicast traffic requested by different equipment, whether the latter are



host or routers. The MFP records allow defining the multicast traffic in a common

manner for all the protocols.

The advantage of using two MFP records, one with INCLUDE filter-mode and

another with EXCLUDE filter-mode, is that it allows storing the information

corresponding to all the multicast traffic requests of the IGMP protocol and also the

information corresponding to the following types of messages of the PIM-SM

protocol: JOIN/PRUNE (S G), JOIN/PRUNE (* ,G) and JOIN/PRUNE (S.G.rpt). The

meaning of these types of messages of the PIM-SM protocol is known by a person

skilled in the art and is explained in the RFC 4601 specifications.

Another important difference of the MFP records in relation to the state records of

the IGMPv3 protocol is that MFP records identify the equipment of origin requesting

multicast traffic, whether by means of its IP address, by means of its MAC address

or by using both identifiers.

Taking into account these two differences in relation to the records of the IGMPv3

protocol, and based on the explanation provided for the MFP records, a person

skilled in the art knowing the IGMPv3 records can foresee the necessary actions for

storing in MFP records the information of the multicast traffic requested to the router

by means of IGMP messages.

The correspondence between the JOIN/PRUNE (S1G), JOIN/PRUNE (*,G) and

JOIN/PRUNE (S.G.rpt) messages of the PIM-SM protocol and MFP records is

described below.

The JOIN( S G) message corresponds with an MFP record with INCLUDE filter-

mode in relation to group G and source S. If the router receives a PRUNE (S G)

message, it eliminates the source S from the INCLUDE sources source-list of said

MFP record with INCLUDE filter-mode.

The JOIN (* ,G) message corresponds with an MFP record with EXCLUDE filter-

mode in relation to group G and with an empty source-list. If the router receives a



PRUNE (*,G) message, it eliminates said MFP record with EXCLUDE filter-mode.

The PRUNE(S,G.rpt) message corresponds with an MFP record with EXCLUDE

filter-mode in relation to group G and including the source S in the EXCLUDE

sources source-list. If the router receives a JOIN(S G,rpt) message, it eliminates the

source S from the source-list of said MFP record with EXCLUDE filter-mode.

Now there is only one of the traffic requests of the PIM-SM protocol to be

discussed: the (Y RP) JOIN/PRUNE messages, which cannot be stored in the MFP

records as such records have been defined in the foregoing.

A PIM-SM JOIN/PRUNE (* ,* ,RP) type message is sent by a network interface of a

router R 1 to a network interface of another router R2 to request that router R2

transmits to router R 1 all the data packets of the multicast traffic the multicast group

of which is managed by the router indicated in parameter RP, which is an address

identifying the router RP (Rendezvous Point). Router R2 checks the origin address

of the multicast data packets and, if they come from router RP, it sends them to

router R 1.

Now assume that there is a switch between router R 1 and router R2. A first solution

for router R2 to store and send to said switch the information of the multicast traffic

requested by router R 1 by means of (Y RP) message consists of the PIM-SM

protocol executed in router R2 creating an MFP record for each multicast traffic that

it must transmit to router R 1 because it comes from router RP. This solution can

also be applied to new multicast routing protocols defining new types of multicast

traffic requests, whereby it is possible to incorporate new multicast protocols in

routers without needing to modify the switches implementing the present invention.

A second solution, which does not require modifying the multicast protocols,

consists of using, in order to store this information, an MFP record for an inexistent

multicast group, with a multicast address outside the range reserved for the

multicast addresses, and with a unique data source corresponding with the IP

address of router RP. For example, the address FF.FF.FF.FF in hexadecimal



notation, which is a value that is outside the range reserved for the multicast

addresses, can be used. The router can thus store the (Y RP) state information in

the MFP records and transmit it to the switch by means of MFP messages.

As seen, by means of the MFP records a router can store in a common manner the

information of the multicast traffic requested by different equipment, whether the

latter are hosts or routers and regardless of the multicast protocol they use.

4) MFP Messages

The MFP messages that a router according to the invention uses to indicate to the

switches how they should transmit a specific multicast traffic will be described

below. The routers send MFP messages to the switch periodically and also when

there is any change in the MFP records of the router that must be transmitted to the

switch.

The MFP messages that the router sends to the switch through one of its network

interfaces only contain information relating to multicast traffic requests that have

reached the router through said network interface. If there are several network

interfaces of the router connected to a single switch, each one will send its

respective information in the form of MFP messages.

If there are several routers connected to a single switch, the operation is similar:

each network interface of each router sends its MFP messages to the switch with

information relating to the multicast traffic requests received by said network

interface.

The MFP protocol according to the invention operates in both multicast

communications between routers and in multicast communications between a router

and hosts. It is therefore necessary in the MFP protocol to define a new system to

request multicast traffic, which describes all the possible multicast traffic requests of

all the protocols and which is easy to extend if in the future new multicast protocols

appear which request traffic differently.



The MFP messages that the routers send to the switches are encapsulated in IP

datagrams addressed to a pre-established multicast address and with a specific

protocol number. The IANA (Internet Assigned Numbers Authority) is responsible

for assigning multicast addresses and protocol numbers for being used in protocols

such as the MFP protocol according to the invention. However, for the sake of

greater clarity in the explanation it is assumed that the multicast address used is

224.0.0.X, as if the IANA has authorized the use of this multicast address for the

MFP protocol.

The switch receiving these MFP messages sent by the router to address 224.0.0.X

stores the information contained therein in MFP state records such as those

described above for the router and transmits the multicast traffic according to said

information.

An advantage of sending MFP messages to a predetermined multicast address is

that it makes it easier for the switch to detect MFP messages, since MFP messages

are the only messages addressed to multicast address 224.0.0.X.

The multicast address used in MFP messages can optionally be configured

manually in the switches and in the routers.

Figure 2 shows the format of an MFP message according to the MFP protocol. MFP

messages are similar to IGMP messages and, like the latter, are encapsulated in IP

datagrams. The "Type" field allows distinguishing between an IGMP message and

an MFP message. Figure 2 shows that the value 0x80 in hexadecimal format has

been chosen for example to identify MFP messages in the "Type" field. Another way

of distinguishing MFP messages would be to use the protocol number of the header

of the IP datagram.

Each MFP message is made up of a group of information blocks referred to as

"Group Record". Each "Group Record" block contains the information relating to an

equipment and to a specific multicast group. In each "Group Record" the router



indicates to the switch how it should transmit to a specific equipment the traffic of a

specific multicast group. The field referred to as "Number of Group Records (M)"

indicates the number M of "Group Record" blocks containing the MFP message.

Figure 3 shows in detail the internal format of a "Group Record" block of an MFP

message. As stated, each "Group Record" block contains information relating to a

specific equipment and to a specific multicast group. The equipment is identified by

means of its IP address and/or its MAC address in the fields referred to as "Layer 3

Identifier" and "Layer 2 Identifier". The "Layer 3 Identifier" field is provided for

containing the IP address of the equipment, taking up 32 bits or 4 bytes, whereas

the "Layer 2 Identifier" field is provided for containing the MAC address of the

equipment, taking up 48 bits or 6 bytes. Therefore in Figure 2 the "Layer 2

Identifier" field extends in a continuation indicated "Layer 2 Identifier (cont.)". The

address of the multicast group is indicated in the field "Multicast Address". Each

"Group Record" block can send information about a specific number of sources

sending multicast traffic. The number of sources N is indicated in the "Number of

Sources (N)" field. Each of these sources is identified by its IP address in the

"Source Address [1]", "Source Address [2]", .... "Source Address [N] fields".

In the "Group Record" block of Figure 2, the "Record Type" field indicates to the

switch how it should interpret the information contained in said "Group Record"

block. The meaning of the different values of the "Record Type" field block is

described below. The abbreviated description of each value is indicated between

parentheses next to said value, in accordance with standard practice in the IGMP

protocol. To facilitate an implementation compatible with the IGMP protocol, the

same values 1 and 2, and the same corresponding abbreviated descriptions have

been used for the "Group Record Type" field of the IGMP Membership Report type

messages as those described in section 4.2.12 of the RFC 3376 specifications.

New values 8, 9, 10 and 11 and their corresponding abbreviated descriptions are

furthermore used.

The "Record Type" field indicates to the switch how it should interpret the

information of each "Group Record" data block. To facilitate compatibility with the



IGMP protocol, a meaning similar to the meaning of the IGMP protocol has been

chosen for each value of the Record Type field. Table 1 included at the end of this

document shows the name and the abbreviation that have been assigned to each

value of the "Record Type" field.

Values 1 and 2 of "Record Type" field are used so that the router indicates to the

switch an INCLUDE source list or an EXCLUDE source list, respectively.

Record Type = 1 (abbreviated description: MODEJSJNCLUDE): the sources

identified in the "Source Address [1]", "Source Address [2]", ..., "Source Address

[N]" fields are an INCLUDE source list for the multicast group and the equipment

that the "Group Record" block refers to. The switch is informed that it should

transmit to said equipment the multicast traffic sent by each and every one of these

sources in said multicast group.

Record Type = 2 (abbreviated description: MODE_IS_EXCLUDE): the sources

identified in the "Source Address [1]", "Source Address [2]", ... , "Source Address

[N]" fields are an EXCLUDE source list for the multicast group and the equipment

that the "Group Record" block refers to. The switch is informed that it should

transmit to said equipment the multicast traffic sent by each and every one of the

sources in said multicast group, except the sources indicated in the list.

Values 8 and 9 are used to update an INCLUDE source list that the router had

already provided to the switch in one or several previous MFP messages.

Record Type = 8 (abbreviated description: ALLOW_NEW_SOURCES_INCLUDE):

the sources identified in the "Source Address [1]", "Source Address [2]" "Source

Address [N]" fields are INCLUDE sources to be added, for the multicast group and

the equipment that the "Group Record" block refers to, in the INCLUDE source list

that the router had provided to the switch in previous MFP messages.

Record Type = 9 (BLOCK_OLD_SOURCES_INCLUDE): the sources identified in

the "Source Address [1]", "Source Address [2]", ..., "Source Address [N]" fields are



INCLUDE sources to be deleted, for the multicast group and the equipment that the

"Group Record" block refers to, in the INCLUDE source list that the router had

provided to the switch in previous MFP messages.

Values 10 and 11 are used to update an EXCLUDE source list that the router had

already provided to the switch in one or several previous MFP messages.

Record Type = 10 (ALLOW_NEW_SOURCES_EXCLUDE): the sources identified in

the "Source Address [1]", "Source Address [2]", .... "Source Address [N]" fields are

EXCLUDE sources to be deleted, for the multicast group and the equipment that

the "Group Record" block refers to, in the EXCLUDE source list that the router had

provided to the switch in previous MFP messages.

Record Type = 11 (BLOCK_OLD_SOURCES_EXCLUDE): the sources identified in

the fields "Source Address [1]", "Source Address [2]", ..., "Source Address [N]" are

EXCLUDE sources to be added, for the multicast group and the equipment that the

"Group Record" block refers to, in the EXCLUDE source list that the router had

provided to the switch in previous MFP messages.

The formats illustrated in Figures 2 and 3 correspond to the case in which the router

sends information to the switch about equipment that uses version 4 of the IP

protocol (IPv4), and therefore the IP addresses of said equipment take up 32 bits or

4 bytes. The format of Figure 3 also relates to equipment using physical Ethernet or

MAC Address type addresses taking up 48 bits or 6 bytes. However, the MFP

protocol can also be used with other layer 3 protocols, such as version 6 of the IP

protocol (IPv6) for example, in which the addresses take up 128 bits or 16 bytes,

and with other layer 2 protocols. To that end, it is enough for any field of the "Group

Record" block of Figure 3 or of the MFP message of Figure 2 to identify which type

of format is being used. For example, any of the "Reserved" fields can be used for

identifying the type of layer 3 protocols and layer 2 protocols used. Obviously the

format of the MFP messages and of the "Group Record" blocks must be suitably

broad because using the IPv6 protocol requires 16-byte fields to store the IP

addresses.



Another advantageous feature of the present invention is that it uses layer 3

messages, whereby it can operate on different data link layers or layer 2 in the OSI

model and it furthermore operates both in switches communicating host with routers

and in switches communicating routers with routers. Therefore, by means of a

unique protocol, the MFP protocol, all the problems of multicast traffic in layer 2

equipment are solved and it is not necessary to use any other protocol or snooping

technique in any section of the network.

5) Operation of an improved switch implementing the MFP protocol

The switches according to the invention store an MFP record as do routers using

the MFP protocol. The structure of the MFP records in the switches is the same as

the structure of the MFP records in the routers, with the difference that the MFP

records in the switches do not contain the "interface" field (relating to the network

interface of the router in the MFP records of the routers). The structure of the MFP

records in the switches is therefore as follows:

Record MFP: (equipment-ID, multicast-address, filter-mode, source-list)

where the meaning of the "equipment-ID", "multicast-address", "filter-mode" and

"source-list" fields is the same as for the MFP records of the routers.

As previously stated, the information that the router sends to the switch in MFP

messages can affect all the ports of the switch where there is equipment that has

requested multicast traffic from said router. The MFP messages contain, in the MFP

information blocks, an identification of the equipment that has requested multicast

traffic and the switch locates in which of its ports each equipment is connected.

Therefore, it is not necessary for the MFP records in the switches to contain a field

relating to the ports of the switch. As explained above, if the equipment identifier

used in the MFP messages is the IP address of each equipment, in order to know to

which of its ports the equipment is connected, the switch can execute the ARP

protocol associating a MAC address to an IP address. If the equipment identifier



used includes the MAC address, it already knows to which port the equipment is

connected based on said address.

Every time a switch according to the invention receives an MFP message sent by a

router, it updates the content of its MFP records according to the information

contained in the different "Group Record" of said MFP message according to the

operation of Table 2. Therefore there is a correspondence between the MFP

records of the switches and the MFP records of the routers.

A switch according to the invention furthermore updates the "source-timers" timers

of its MFP records when it receives an MFP message from a router in which it is

indicated that the source associated to a "source-timer" is an INCLUDE source.

Table 2 (at the end of this document) illustrates the operation of an improved switch

applying the MFP protocol according to the invention. In its initial state the switch

has, for a specific multicast group G and a specific identified equipment, two state

records for said multicast group G (a record with INCLUDE filter-mode and a record

with EXCLUDE filter-mode) because it has as many INCLUDE sources as

EXCLUDE sources.

In Table 2, column 1 shows the initial state of the MFP records, column 2 shows the

received MFP message, column 3 shows end state of the MFP records and column

4 shows the actions performed by the switch. The following nomenclature is used:

(A+B) means the union of the sources sets A and B.

(A* B) means the intersection of the sources sets A and B.

(A-B) means the sources set A minus the sources of A that are also found in B.

INCLUDE (A), indicates that the switch has an MFP record with INCLUDE filter-

mode with a sources set A .



EXCLUDE (Y) indicates that the switch has an MFP record with EXCLUDE filter-

mode because there are EXCLUDE sources, Y being the EXCLUDE source list.

GMI is a parameter referred to as Group Membership Interval containing a time

value. By default, it has a value of 260 seconds.

T (S) is the "source-timer" timer of source S.

GT is the Group Timer, i.e. the timer of the MFP record with EXCLUDE filter-mode

which is used to eliminate said record when said timer reaches zero.

DEL(A) means that the IGMP router deletes the sources of list A from the record.

Table 2 illustrates the operation of MFP messages. It is a simple operation for a

person skilled in the art who knows the IGMPv3 protocol. Some aspects of Table 2

will be briefly explained below for the sake of clarity.

For example, in the first row the router has two initial MFP state records:

INCLUDE(A)

EXCLUDE(Y)

and the switch receives an ISJN(B) type MFP message indicating, as known by a

person skilled in the art who knows the IGMPv3 protocol, that the set of INCLUDE

sources of a specific multicast group has changed from set A to a new set B. The

end state of the router is therefore:

INCLUDE(B)

EXCLUDE(Y)

The router furthermore initializes the timers of the sources of set B and eliminates

all those sources of set A that are not in set B.



The ALLOWIN (B) and BLOCKIN (B) messages modify the sources of the

INCLUDE record, whereas the ALLOWEX (B) and BLOCKEX (B) messages modify

the sources of the EXCLUDE record. In the same manner, the ISJN(B) message

only affects the INCLUDE record and the IS EX(B) message only affects the

EXCLUDE record. This separation of messages affecting the INCLUDE and

EXCLUDE records provides extreme simplicity.

In order for a switch to decide if it should transmit a specific multicast traffic through

one of its ports, a switch according to the present invention applies an algorithm

taking into account the MFP records of the switch and applying the following rules:

- for a specific port of the switch, a specific multicast group G, and a specific

INCLUDE source S, if there is an MFP record of the switch relating to any

equipment connected to said port and relating to said multicast group G, the

filter-mode of which is INCLUDE and it includes in its "source-list" the source

S, the switch transmits the multicast traffic of channel (G S) through said

port;

- if for said port of the switch and said multicast group G there are MFP state

records of the switch relating to any equipment connected to said port and

relating to said multicast group G, the filter-mode of which is EXCLUDE, the

switch will furthermore transmit through said port the multicast traffic of all

the sources except that of the set resulting from the intersection of all the

"source-list" lists of said state records with EXCLUDE filter-mode for said

equipment connected to said port and relating to said multicast group G.

The flowchart in Figure 4 illustrates the algorithm executed in the switch when it

receives a multicast traffic data packet. The switch executes the algorithm of Figure

4 for each of its ports in order to decide if it should transmit through said port the

multicast traffic data packet that it has received.

The algorithm begins 405 for a specific port of the switch. First, the switch checks



400 to see if the multicast group address of the data packet, which is the destination

IP address of the data packet, corresponds to a multicast address of those used by

multicast protocols to send multicast messages (for example IGMP messages, PIM-

SM messages or MFP messages). These multicast addresses for multicast

messages are usually within the range 224.0.0.0 to 224.0.0.255. If the multicast

group address of the data packet corresponds to said range of addresses used by

the protocols, the switch sends 470 the data packet through all its ports except if the

multicast address corresponds to that used in the MFP protocol, in which case the

router 480 does not transmit the data packet. In other words, if the switch sees that

the data packet it has received carries a message of a multicast protocol other than

the MFP protocol, such as for example an IGMP message, a PIM-SM message or

other type of message (because the multicast address of said data packet is within

the range of addresses reserved for said messages), the switch transmits 470 the

data packet through all its ports because said IGMP message, PIM-SM message or

other type of message is intended for another equipment and simply passes

through the switch. In contrast, if the switch sees that the data packet it has

received carries an MFP message (because the multicast address of said data

packet is within the range of addresses reserved for MFP messages), the switch

does not transmit 480 said data packet because said MFP message is intended for

the switch (an MFP message is a message sent by a router and intended for a

switch connected to said router). In this case, the switch processes the MFP

message and, based on the information contained in the "Group Record" blocks of

said message, updates its MFP records as explained above.

If the multicast address of the data packet is not within the range of addresses used

by the multicast protocols, it means that the data packet does not carry a multicast

message but rather multicast traffic intended for a host or a router that has

requested it. In this case the switch checks 410 if any of its MFP records relates to

the same multicast group as the data packet. If not, the switch does not transmit

480 the data packet. If it does, it is checked 420 if among the MFP records of the

switch relating to the same multicast group as the data packet there is any having

an "equipment-ID" identifying equipment connected to the port for which the

algorithm of Figure 4 is being executed. If not, the switch does not transmit 480 the



data packet. If it does, it is checked 430 if there is an MFP record of the switch,

among those identified in the previous check 420, having an INCLUDE filter-mode.

If there is, check 440 is performed. If not, check 450 is performed.

It is checked in 440 if the MFP record of the switch with INCLUDE filter-mode which

has been detected in the preceding check 430 contains in its "source-list" the

source which has sent the data packet (identified by the origin IP address of the

data packet), and furthermore if the source-timer associated to said source is

greater than zero. If it is, the switch transmits 470 the data packet through said port.

If it is not, check in 450 is performed.

It is checked in 450 if there is a record with EXCLUDE filter-mode. If not, 451 the

switch does not transmit 480 the data packet. When the MFP record of the switch

exists with EXCLUDE filter-mode, check 460 is performed, which takes into account

the intersection of the sets of EXCLUDE sources of all the MFP records of the

switch with EXCLUDE filter-mode relating to said multicast group and to equipment

connected to said port. If in the "source-list" lists of all these MFP records of the

switch with EXCLUDE filter-mode there is a same EXCLUDE source coinciding with

the source sending the data packet, the switch does not transmit 480 the data

packet. If there is not, the switch transmits 470 the data packet.

Once the data packet has been transmitted 470 or not transmitted 480 through said

port of the switch, the algorithm ends 490 for said port. Then the algorithm of Figure

4 is executed for another port of the switch until said algorithm has been executed

for all the ports of the switch.

The process described in Figure 4 clearly illustrates that, unlike the systems of the

state of the art used today, the switch according to the invention does not perform a

snooping function of the data packets carrying multicast messages (consisting of

interpreting said multicast messages to extract the information of the groups or

multicast channels that said switch must send through each of its ports). In contrast,

the switch according to the invention only needs to obtain the destination IP address

and the origin IP address of the data packets reaching it through its ports, since the



switch uses its own MFP records, that it updates based on the MFP messages sent

by the routers, in order to deduce the traffic of the multicast groups or channels that

it must send through each of its ports. As a result, the system according to the

invention does not depend on the multicast protocol used. There is no technical

difficulty in a switch for obtaining the destination and origin IP addresses of a data

packet, so it will not be explained in further detail.

An additional advantage of the present invention is that the function consisting of

establishing the rules that the switch must follow for transmitting multicast traffic,

based on identifiers of the equipment connected to each port, is a method similar to

the method used in the protocols of the state of the art for managing unicast traffic

transmission. As a result, it is possible to use known specialized hardware formed

by ASIC (Application-Specific Integrated Circuit) circuits to perform said function. A

higher processing speed is thus obtained than if software is used. It is also possible

to use specific hardware based on known ASIC circuits transmitting traffic based on

IP addresses.

Another additional advantage of the present invention is that if the router transmits

to the switch the multicast routing information, i.e. the information indicating to the

switch how it should transmit the multicast traffic, depending on identifiers of the

equipment connected to the switch, this multicast routing information continues to

be valid even if a port of the switch fails. If a port of a switch fails and said switch

uses a protocol to prevent closed loops when there are redundant connections,

such as the Spanning Tree Protocol for example, the multicast routing information

continues to be valid for the switch, since said information is stored depending on

equipment identifiers and not depending on the ports of the switch. The switch can

activate a new port and send through this port the multicast traffic it was sending

through the port that failed.

6) Rules of preference for the routers sending MFP messages - Example of the

data network of Figure 1

Figure 1 shows a data network with five routers 105, 115, 125, 135, 145 and two



switches 110 and 120 implementing the present invention. It also shows six hosts

130, 140, 150, 160, 170 and 180.

Hosts 130, 140 and 150 act as sources which send multicast traffic through

channels (S1 ,G1 ), (S2.G2) and (S3.G3), respectively.

Hosts 150, 160, 170 and 180 can request multicast traffic by sending to the network

interface 106 of the router 105 IGMP messages which pass through the switch 110

located between said hosts and router 105. Router 105 receives through its network

interface 106 these IGMP messages with multicast traffic requests and sends

through its network interface 107 corresponding requests, in the form of PIM-SM

messages, to routers 115 and 135. These PIM-SM messages pass through the

switch 120 located between the router 105 and the routers 115 and 135.

Host 150 in turn acts as a source which sends channel (S3, G3) and as a receiver

that requests multicast traffic sent by other sources, for example the traffic of

channels (S1, G1) and (S2, G2) sent by hosts 130 and 140.

Hosts 130 and 140 likewise acting as sources can also act as receivers requesting

multicast traffic by means of IGMP messages they send to routers 145 or 125,

respectively. Routers 145 or 125 in turn send corresponding requests, in the form of

PIM-SM messages, to the next routers, 135 or 115, respectively, which in turn send

corresponding PIM-SM messages towards router 105. These PIM-SM messages

pass through the switch 120 located between the router 105 and the routers 115

and 135.

The multicast traffic sent by host 130 (channel (S1 .G1 )) and by host 140 (channel

S2.G2)) passes through routers 145 and 135, and through routers 125 and 115,

respectively, and reaches the switch 120 through its ports 123 and 122,

respectively. A feature of the invention consists of routers 135 and 115 informing

the switch 120 of how it should transmit the multicast traffic of channels (S1.G1)

and (S2, G2), respectively. As a result, switch 120 knows for which equipment

connected to each of its ports it should transmit the multicast traffic of each



channel.

With respect to the multicast traffic sent by host 150 (channel (S3, G3)), said traffic

directly reaches the switch 110 through its port 111.

Another feature of the invention consists of router 105, which receives the requests

for multicast traffic that will be distributed by switch 110, informs said switch 110 as

to how it should transmit the multicast traffic reaching it directly from the sources, in

this case from host 150. As a result, switch 110 knows for which equipment

connected to each of its ports it should transmit the multicast traffic of each

channel.

For example, if the following situation should occur:

- host 130 has not requested any multicast traffic;

- host 140 has not requested any multicast traffic;

- host 150 has requested the traffic of channel (S1 , G1) only;

- host 160 has requested the traffic of channels (S1 , G 1) and (S2, G2);

- host 170 has requested the traffic of channel (S3, G3) only; and

- host 180 has requested the traffic of channel (S1 , G 1) only;

then, due to the fact that routers 135 and 115 have informed the switch 120 as to

how it should transmit the multicast traffic of each channel, switch 120 transmits the

multicast traffic through each of its ports as follows:

- through port 121 , it transmits the traffic of channels (S1 , G1) and (S2, G2),

since the router 105 that sent PIM-SM messages requesting the traffic is

connected to this port;

- it does not transmit any multicast traffic through ports 122 and 123, since

there is no equipment connected to these ports that has requested multicast

traffic;

and due to the fact that router 105 has informed the switch 110 as to how it should



transmit the multicast traffic of each channel, switch 110 transmits the multicast

traffic through each of its ports as follows:

- it transmits the traffic of channel (S1, G1) through port 111, since host 150

which sent IGMP messages requesting said traffic is connected to this port;

- it transmits the traffic of channels (S1, G1) and (S2, G2) through port 112,

since host 160 which sent IGMP messages requesting said traffic is

connected to this port; and

- it transmits the traffic of channels (S1, G1) and (S3, G3) through port 113,

since hosts 170 and 180 which sent IGMP messages requesting said traffic

are connected to this port.

Given that a switch can be connected to several routers, as occurs for example with

switch 120 of Figure 1 which is connected to routers 105, 125 and 135, it is

necessary to establish rules determining which routers inform the switch, by means

of an MFP message, as to how said switch should transmit the multicast traffic. It is

also necessary to define the information that each router transmits to the switch in

the MFP messages.

A first solution is that all the routers connected to a switch send MFP messages to

said switch relating to the traffic that each router receives or sends through said

switch. The drawback of this solution is that it is possible for several routers to send

redundant information to the switch.

A second preferred solution consists of defining rules for determining which the

router sends the MFP messages to the switch in each case, such that redundant

information is not sent to the switch. These rules are Rules 1 and 2 described

below.

- Rule 1: the router transmitting the multicast traffic of a channel (Si Gi) to the

switch is responsible for informing the switch as to how to transmit said traffic.

In the example of Figure 1, the application of Rule 1 means that the routers



responsible for informing switch 120 as to how it should transmit the traffic of each

of the channels (S1 .G1) and (S2.G2), are respectively routers 135 and 115. Router

105 is also responsible for informing the switch 110 as to how it should transmit

channels (S1 .G1), (S2,G2) and (S3, G3).

Rule 1 is especially advantageous when two routers communicate with one another

by means of the PIM-SM protocol and there is a switch between them, as is the

case of switch 120 of Figure 1, because it allows applying a mechanism of the PIM-

SM protocol referred to as Assert messages preventing two routers from

transmitting the same multicast traffic to the same network. The operation of the

Assert messages is known by a person skilled in the art who knows the PIM-SM

protocol.

Rule 2: if a router receives multicast traffic requests, either by means of IGMP

messages or by means of PIM-SM messages, of a multicast channel sent by a

source which is connected to said router by means of a switch, said router

sends MFP messages to said switch so that it transmits said multicast channel

to all the equipment requesting it, including the actual network interface of said

router.

In the example of Figure 1, the application of Rule 2 means that router 105 informs

the switch 110 as to how it should transmit the traffic of channel (S3, G3) sent by

host 150 acting as a source.

For example, if host 170 requests traffic of channel (S3, G3) by sending an IGMP

message to router 105 through switch 110, by applying Rule 2 router 105 will send

an MFP message to the switch to indicate that it should transmit the traffic of

channel (S3, G3) to host 170. This MFP message contains an identifier of host 170,

as previously explained.

For example, if host 140 requests traffic of channel (S3, G3) by sending an IGMP

message to router 125, the latter sends a corresponding PIM-SM message to router

115, which in turn sends another corresponding PIM-SM message to router 105



through switch 120. When router 105 receives this PIM-SM message sent by router

115 to request traffic of channel (S3, G3), by applying Rule 2 router 105 sends an

MFP message to switch 110 to indicate that it should transmit traffic of channel (S3,

G3) to the actual router 105. This MFP message contains an identifier of router 105,

as previously explained.

Router 115 knows that there is another router 105 between it and the source

sending channel (S3, G3), which in this case is host 150, due to the fact that in

multicast protocols, such as the PIM-SM protocol for example, the routers announce

themselves to one another by sending periodic messages referred to as Hello

messages. The Hello messages mechanism is known by a person skilled in the art

and it is therefore considered unnecessary to explain in further detail.

Router 105 also knows that there is no other router between its network interface

106 and host 150 because it has not received Hello messages through said network

interface 106, and because it has detected that switch 110 is connected to its

network interface 106 as a result of some of the methods for detecting switches that

will be explained below.

The IGMP protocol also has a mechanism for preventing two IGMP routers from

sending the same multicast traffic to the same network, based on choosing a router

referred to as a Designated Router or DR for transmitting specific multicast traffic.

The mechanism of the DR router is known by the person skilled in the art and it is

therefore considered unnecessary to explain in further detail. When Rule 2 is

applied, advantage is taken from this mechanism of the DR router for choosing a

router and preventing duplicate information from being sent to the switch: therefore,

each router receiving requests for IGMP traffic through a switch sends MFP

messages to said switch relating only to the multicast channels for which said router

is the DR router.

Normally, a router does not always know that it is connected to a switch because

switches do not modify the data frames they carry. As has been seen, to apply

Rules 1 and 2 it is necessary for the routers to know that they are connected to a



switch. Different solutions can be provided to that end.

A first solution consists of manually configuring the router, indicating the network

interfaces of the router in which the MFP protocol must be executed for informing a

switch connected to said network interface.

A second solution consists of the router detecting the BPDU (Bridge Protocol Data

Units) messages sent by a switch in the Spanning Tree protocol belonging to the

state of the art.

A third solution consists of making use of the Ethernet auto-negotiation process.

The Ethernet auto-negotiation process detects when there is only one equipment

connected to a port of a switch in order to use in Full-Duplex mode the network

interface of said equipment connected to said port of the switch. If a network

interface of a router operates in Full-Duplex mode and receives IP packets with

different origin IP addresses, this means that either a switch or equipment having

several IP addresses is connected to said network interface. However, if the router

receives through said network interface IGMP messages with different origin IP

addresses, then it means that the equipment connected to said network interface is

a switch.



Table 1: Name and abbreviation assigned to each value of the "Record Type" field
in the "Group Record "blocks contained in the MFP messages sent by a router.

STATE 1 MESSAJE STATE 2 ACTIONS

1 . INCLUDE (A) I S I N (B) INCLUDE (B) T (B) =GMI
EXCLUDE (Y) EXCLUDE (Y) DEL (A-B)

2 . INCLUDE (A) I S EX (B) INCLUDE (A) DEL(Y-B)
EXCLUDE (Y) EXCLUDE (B) GT = GMI

3 . INCLUDE (A) ALLOWIN (B) INCLUDE (A+B) T (B) =GMI
EXCLUDE (Y) EXCLUDE (Y)

4 . INCLUDE (A) BLOCKIN (B) INCLUDE (A-B) DEL (B)
EXCLUDE (Y) EXCLUDE (Y)

5 . INCLUDE (A) ALLOWEX (B) INCLUDE (A) DEL (B)
EXCLUDE (Y) EXCLUDE (Y-B)

6 . INCLUDE (A) BLOCKEX (B) INCLUDE (A)
EXCLUDE (Y) EXCLUDE (Y+B)

Table 2: Operating example of an improved switch according to the invention
receiving MFP messages sent by a router.



CLAIMS

1.- A method for managing multicast traffic through a switch ( 110, 120) operating in

the layer 2 of the OSI (Open Systems Interconnection) model, characterized in that

a router (105, 125, 135) that has received from specific equipment, which can be a

host (130, 140, 150, 160, 170, 180) or another router (125, 145), a request for a

specific multicast traffic, sends to a switch ( 110, 120), connected to the network

interface of said router (105, 125, 135) through which said router (105, 125, 135)

has received said request, a message containing an identification of said specific

equipment and a specification of said specific multicast traffic; and in that when said

switch ( 110, 120) receives through one of its ports data carrying multicast traffic,

said switch ( 110, 120), based on the destination and origin addresses of said data

carrying multicast traffic, and based on said identification of the specific equipment

and on said specification of the specific multicast traffic which said router (105, 125,

135) has sent to said switch ( 110, 120) by means of said message, deduces if said

data carries said specific traffic which has been requested by said specific

equipment, and said switch ( 110, 120) decides through which of its ports it transmits

said data.

2.- A method according to claim 1, characterized in that said specification of

multicast traffic contained in said message which the router (105, 125, 135) sends

to the switch ( 110, 120) comprises information as to the sources the traffic of which

has been requested by said specific equipment.

3.- A method according to claim 2 , characterized in that said router (105, 125, 135)

stores in specific records, for each of its network interfaces and for each equipment

and multicast group, information as to the sources the traffic of which has been

requested by said equipment; said switch ( 110, 120) stores in corresponding

specific records, for each equipment and multicast group, the information as to the

sources the traffic of which has been requested by said equipment; and said

specific records of the switch ( 110, 120) are updated when such switch receives

one of said messages sent by said router (105, 125, 135).



4.- A method according to claim 3, characterized in that said messages sent by said

router (105, 125, 135) to said switch ( 110, 120) separately contain, for each specific

equipment:

- included source lists of a multicast group, indicating that said specific equipment

wishes to receive the traffic sent by said included sources;

- excluded source lists of a multicast group, indicating that said specific

equipment wishes to receive the traffic sent by all the sources of said multicast

group except said excluded sources;

and said specific records stored in said router (105, 125, 135) and in said switch

( 110, 120) separately contain, for each specific equipment and multicast group, the

data of said included sources and the data of said excluded sources.

5.- A method according to any of claims 1 to 4, characterized in that said message

which said router (105, 125, 135) sends to said switch ( 110, 120) is encapsulated in

IP data packets.

6.- A method according to any of claims 1 to 5, characterized in that said

identification of the specific equipment contained in the message which said router

(105, 125, 135) sends to said switch ( 110, 120) comprises the IP address of said

specific equipment.

7.- A method according to claim 6, characterized in that said switch ( 110, 120)

receiving said message executes the ARP (Address Resolution Protocol) protocol

for associating a MAC address to said IP address of the specific equipment.

8.- A method according to any of claims 1 to 5 , characterized in that said

identification of the specific equipment contained in the message which said router

(105, 125, 135) sends to said switch ( 110, 120) comprises the MAC address of said

specific equipment.

9.- A method according to any of claims 1 to 5, characterized in that said

identification of the specific equipment contained in the message which said router

(105, 125, 135) sends to said switch ( 110, 120) comprises the IP address and also



the MAC address of said specific equipment.

10.- A method according to any of claims 1 to 9, characterized in that said

messages which said router (105, 125, 135) sends to said switch ( 1 10, 120) are

layer 3 messages in the OSI (Open Systems Interconnection) model and when said

switch ( 1 10, 120) receives data through one of its ports said switch ( 110, 120)

analyzes the destination address of said data in order to find out if said data carries

one of said messages sent by said router (105, 125, 135) and if it does said switch

( 110, 120) does not transmit said data but rather it processes it in order to read said

message.

11.- A method according to any of claims 1 to 10, characterized in that when a

switch (120) is connected to several routers (105, 115, 135), in order to prevent said

routers (105, 115, 135) from sending to said switch (120) said messages with

redundant information, each of said routers (105, 115, 135) only sends said

messages to the switch (120) if it is in one of the two following cases:

said router transmits the traffic of a multicast channel to the switch (120);

said router receives requests for traffic of a multicast channel sent by a source

which is connected to said router through said switch (120).

12.- A router (105, 125, 135) compatible with the method according to claim 1,

characterized in that it stores executable instructions for, after receiving from a

specific equipment, which can be a host (130, 140, 150, 160, 170, 180) or another

router (125, 145), a request for specific multicast traffic, sending to a switch ( 110,

120), connected to the network interface of said router (105, 125, 135) through

which said router (105, 125, 135) has received said request, a message containing

an identification of said specific equipment and a specification of said specific

multicast traffic.

13.- A router (105, 125, 135) according to claim 12, characterized in that it stores

executable instructions for including in said message it sends to the switch ( 110,

120) said specification of multicast traffic, which comprises information about the

sources the traffic of which has been requested by said equipment specific.



14.- A router (105, 125, 135) according to claim 13, characterized in that it stores

executable instructions for storing in specific records, for each of its network

interfaces and for each equipment and multicast group, information about the

sources the traffic of which has been requested by said equipment.

15.- A router (105, 125, 135) according to claim 14, characterized in that it stores

executable instructions for including in said messages it sends to the switch ( 110,

120), separately and for each specific equipment:

- included source lists of a multicast group, indicating that said specific equipment

wishes to receive the traffic sent by said included sources;

excluded source lists of a multicast group, indicating that said specific

equipment wishes to receive the traffic sent by all the sources of said multicast

group except said excluded sources;

and so that said specific records stored in said router (105, 125, 135) separately

contain, for each specific equipment and multicast group, the data of said included

sources and the data of said excluded sources.

16.- A router (105, 125, 135) according to claim 12, characterized in that it stores

executable instructions for finding out if it is connected to a switch (120) to which

other routers are also connected, and if it does only sending said messages to said

switch (120) if it is in one of the two following cases:

said router transmits to the switch (120) the traffic of a multicast channel;

said router receives requests for traffic of a multicast channel sent by a source

which is connected to said router through said switch (120).

17.- A switch ( 110, 120) compatible with the method according to claim 1,

characterized in that it stores executable instructions for, when data carrying

multicast traffic is received through one of its ports, based on the destination and

origin addresses of said data carrying multicast traffic, and based on said

identification of the specific equipment and on said specification of the specific

multicast traffic which said router (105, 125, 135) has sent to said switch ( 110, 120)

by means of said message, deducing if said data carry said specific traffic which



has been requested by said specific equipment, and said switch ( 110, 120) decides

through which of its ports it transmits said data.

18.- A switch ( 110, 120) according to claim 17, characterized in that it stores

executable instructions for storing in specific records, for each equipment and

multicast group, information about the sources the traffic of which has been

requested by said equipment, and updating said records when said switch ( 1 10,

120) receives one of said messages sent by said router (105, 125, 135).

19.- A switch ( 110, 120) according to claim 18, characterized in that it stores

executable instructions for storing said specific records such that such records

separately contain, for each specific equipment and multicast group, included

source lists of a multicast group, indicating that said specific equipment wishes to

receive the traffic sent by said included sources, and excluded source lists of a

multicast group, indicating that said specific equipment wishes to receive the traffic

sent by all the sources of said multicast group except said excluded sources.

20.- A switch ( 110, 120) according to any of claims 17 to 19, characterized in that it

stores executable instructions for receiving said messages sent by said router (105,

125, 135), said messages being layer 3 messages in the OSI (Open Systems

Interconnection) model, and for, when said switch ( 1 10, 120) receives data through

one of its ports, analyzing the destination address of said data for finding out if said

data carries one of said messages sent by said router (105, 125, 135) and if it does,

not transmitting said data and processing it to read said message.
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