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CONVERTING DIGITAL IMAGES CONTAINING TEXT TO

TOKEN-BASED FILES FOR RENDERING

FIELD OF THE INVENTION

The present invention is directed to processing of digital images, and more

particularly to processing images of content having text therein.

BACKGROUND OF THE INVENTION

As the use of computers and computer-based networks continues to expand,

content providers are preparing and distributing more and more content in electronic form.

This content includes traditional media such as books, magazines, newspapers,

newsletters, manuals, guides, references, articles, reports, documents, etc., that exist in

print, as well as electronic media in which the aforesaid content exists in digital form or is

transformed from print into digital form through the use of a scanning device. The

Internet, in particular, has facilitated the wider publication of digital content through

downloading and display of images of content. As data transmission speeds increase,

more and more images of pages of content are becoming available online. A page image

allows a reader to see the page of content as it would appear in print.

Despite the great appeal of providing digital images of content, many content

providers face challenges when generating and storing the images of content, particularly

when the accuracy of recognizing text in images is important. For example, to enable

users to read page images from a book or magazine on a computer screen, or to print

them for later reading, the images must be sufficiently clear to present legible text.

Currently, the images are translated into computer-readable data using various character

recognition techniques, such as optical character recognition (OCR) which includes

digital character recognition. Although the accuracy of optical character recognition is

generally high, some page images, even after undergoing OCR processing, are simply

unreadable due to various artifacts. While manual correction is possible, the cost of

manually correcting misidentified characters or inserting missing characters is extremely

high especially when scanning a large volume of pages.

Another challenge faced by the digital content providers is the cost of storing

images of content. To reduce storage costs, content providers desire to minimize the size

of files used to store the images. Digital images may be represented at a variety of

resolutions, typically denoted by the number of pixels in the image in both the horizontal



and vertical directions. Typically, though not always, higher resolution images have a

larger file size and require a greater amount of memory for storage. The cost of storing

images of content can greatly multiply when one considers the number of images it takes

to capture and store large volumes of media, such as books, magazines, etc. While

reducing the size and resolution of images often reduces the requirements for storing the

images, low resolution images eventually reach a point where the images, in particular

any text contained therein, are difficult for readers to perceive when displayed. Content

providers wishing to provide page images with text must ensure that the images can be

rendered in sufficiently high resolution so that displayed text will be legible. Yet another

challenge faced by the content providers is to provide page images that are scalable, i.e.,

that may be readily scaled up or down so as to be rendered, for example, on various-sized

displays at relatively high resolution while ensuring the minimum quality and legibility of

the text in the images.

What is needed is a method and system for reliably processing scanned-in page

images including text so that the text in the page images, upon rendering, will be legible

and in sufficiently high resolution, and further scalable, without requiring an excessive

amount of memory space for storage.

SUMMARY OF THE INVENTION

To address the above-described problems and other shortcomings in the prior art,

the present invention provides a method that can be implemented in a computer to

convert pages of content that have been scanned in to a "token-based" file. As used

herein, a token refers to a graphical unit, which may or may not represent a single

character or a symbol. From scanned-in page images, numerous tokens are separated.

Then, tokens of similar shapes may be grouped together and their shapes are combined to

create a combined token, which is morphologically representative of all of the tokens

included in the group. The combined token is further converted into a vectorized token,

which is a mathematical representation of the combined token and is capable of

representing the shape of the combined token in clean curves. For the scanned-in pages

of content, for example, one book, a number of vectorized tokens are created in this

manner, each representing a group of similarly shaped tokens. Thereafter, the position of

each of the (original, unprocessed) tokens forming a group is associated with the

vectorized token that represents the group of tokens. For example, the position of each

token may be defined by a page number and the X-Y coordinates of the position within



each page at which the token appears, and the position is associated with a pointer to the

corresponding vectorized token. Thus, upon rendering, the vectorized token, as opposed

to the original token, is displayed at this position to thereby create a page image that

consists only of vectorized tokens. Because vectorized tokens are mathematical

representations of token shapes, they can be rendered at any resolution, including high

resolution, and appear crisp and legible when displayed. Further, because multiple

positions of similarly shaped tokens are merely associated with a pointer to their

representative vectorized token, the storage requirement for the page images can be

minimized.

In accordance with one embodiment of the present invention, a

computer-implemented method is provided for converting an electronic image containing

text into a token-based file. The method includes generally five steps. First, various

tokens (i.e., graphical units) are identified in the electronic image. Second, identified

tokens having similar shapes are grouped together to form a token group. Thus, multiple

token groups are formed, each including one or more tokens having similar shapes. Third,

in each token group, a representative token is generated (or found) that morphologically

represents the shapes of tokens included in the group. For example, a representative

token may be generated by combining (e.g., averaging) the shapes of tokens in the token

group. Fourth, each representative (e.g., combined) token is converted into a vectorized

token, which is a mathematical representation of the shape of the representative token.

Thus, at this point, multiple vectorized tokens are created, each mathematically

representing the shape of a representative token, which in turn morphologically represents

the shape of one or more tokens classified into one token group. Fifth, each of the

vectorized tokens is associated with the positions of the tokens represented by the

vectorized token, to thereby form a token-based file. In other words, the position of each

of the tokens forming a group is associated with the vectorized token that represents the

group of tokens. Thus, upon rendering, the vectorized token, as opposed to the original

token, is displayed at this position to thereby create a page image consisting only of

razor-sharp token images based on the vectorized tokens.

In accordance with one aspect of the present invention, the step of separating

tokens is carried out by using a connected component (or a "flood fill") analysis. In

accordance with another aspect of the present invention, the step of grouping tokens

having similar shapes is carried out by calculating a center of mass for each token,



aligning the tokens using the center of mass, calculating the "distance" between a pair of

tokens by, for example, calculating a root-mean-square error between the two tokens, and

grouping the tokens within a predefined distance with each other. In accordance with a

further aspect of the present invention, the step of vectorizing each representative token

(e.g., a combined token) to create a vectorized token is carried out based on a raster to

vector conversion method using a mathematical representation, such as Bezier splines.

In accordance with a further embodiment of the present invention, a system is

provided for converting an electronic image into a token-based file. The system includes

generally two components: a page image database for storing electronic images

containing text, such as page images; and a computing device in communication with the

page image database. The computing device is operative to process the electronic images

containing text to identify tokens therein, and to classify the identified tokens into

multiple token groups. The computing device is further operative to create a vectorized

token, for each of the token groups, which mathematically represents the shapes of the

tokens included in the token group, and to generate a token-based file in which each

vectorized token is associated with positions of the tokens represented by the vectorized

token.

In accordance with a still further embodiment of the present invention, a

computer-accessible medium having instructions encoded thereon is provided to create a

token-based file. The instructions, when executed by a computing apparatus, cause the

computing apparatus to (1) process an image having text therein to identify tokens

therein; (2) classify the identified tokens into multiple token groups according to their

shapes; (3) for each of the token groups, create a vectorized token that mathematically

represents the shapes of the tokens included in the token group; and (4) replace the tokens

represented by a vectorized token with the vectorized token.

BRIEF DESCRIPTION OF THE DRAWINGS

The foregoing aspects and many of the attendant advantages of this invention will

become more readily appreciated as the same become better understood by reference to

the following detailed description, when taken in conjunction with the accompanying

drawings, wherein:

FIGURE 1 is a functional block diagram of an exemplary computing system that

may be used to implement an embodiment of the present invention;



FIGURE 2 is a flow diagram of an exemplary method for converting an electronic

image containing text to a token-based file according to one embodiment of the present

invention;

FIGURE 3 is a pictorial diagram schematically illustrating some of the steps of a

method of converting an electronic image containing text to a token-based file shown in

FIGURE 2; and

FIGURES 4A-4C illustrate various techniques, which may be used to identify and

classify tokens according to their shapes in a method of converting an electronic image

containing text to a token-based file in accordance with various embodiments of the

present invention.

DETAILED DESCRIPTION

The present invention is directed to a method, system, and computer-accessible

medium having instructions for converting an electronic (digital) image containing text,

which has been scanned, for example, into a token-based file suitable for high-resolution

rendering without requiring an excessive amount of storage space. In an illustrated

embodiment, rendering of the token-based file can be done on a variety of output media

such as digital displays and print media.

The following detailed description provides exemplary implementations of the

invention. Although specific system configurations and flow diagrams are illustrated, it

should be understood that the examples provided are not exhaustive and do not limit the

invention to the precise forms disclosed. Persons having ordinary skill in the field of

computers and digital imaging will recognize components and process steps described

herein that may be interchangeable with other components or steps, or combinations of

components or steps, and still achieve the benefits and advantages of the present

invention. It should also be understood that the following description is presented largely

in terms of logic and operations that may be performed by conventional computer

components. These computer components, which may be grouped in a single location or

distributed over a wide area, generally include computer processors, memory storage

devices, display devices, input devices, etc. In circumstances where the computer

components are distributed, the computer components are accessible to each other via

communication links.

In the following description, numerous specific details are set forth in order to

provide a thorough understanding of the invention. It will be apparent to one skilled in



the art, however, that the invention may be practiced without some or all of these specific

details. In other instances, well-known process steps have not been described in detail in

order not to unnecessarily obscure the invention.

To provide a context for describing embodiments of the present invention,

FIGURE 1 illustrates a functional block diagram of a computing system 10 that may be

used to implement the present invention. Those having ordinary skill in the art of

computers will recognize a wide selection of commercially available components that can

be used to construct a system such as the computing system 10 illustrated in FIGURE 1.

The computing system 10 includes a computing device 11 having a processor 12 in

communication with a variety of computing elements, including a network interface 14,

an input/output interface 16, and a memory 19. The network interface 14 enables the

computing device 11 to communicate data, control signals, data requests, and other

information with a computer network 15 (LAN, WAN, Internet, etc.). For instance, the

computing device 11 may receive a file containing page images of books, magazines, etc.,

from a page image database 17 connected to the computer network 15 via the network

interface 14. A token-based file database 18 may be connected to the computer

network 15, to which token-based files generated by the computing device 11 are sent via

the network interface 14 for storage. Persons of ordinary skill in the art will recognize

that the computer network 15 may be the Internet, a local or wide area network that

connects servers storing related documents and associated files, scripts, and databases, or

a broadcast communication network that includes set-top boxes or other information

appliances providing access to audio or video files, documents, scripts, databases, etc.

The input/output interface 16 enables the computing device 11 to communicate

with various local input and output devices. An input device 20, in communication with

the input/output interface 16, may include computing elements that provide input signals

to the computing device 11, such as a scanner, a scanning pen, a digital camera, a video

camera, a copier, a keyboard, a mouse, an external memory, a disk drive, etc. Input

devices comprising scanners and cameras, for example, may be used to provide electronic

images such as page images including text to the computing device 11, which then

converts these electronic images into a token-based file in accordance with the present

invention.

An output device 22, in communication with the input/output interface 16, may

include typical output devices, such as a computer display (e.g., CRT or LCD screen), a



television, printer, facsimile machine, copy machine, etc. As to the present invention, the

output device 22 may be used to display token-based file images for an operator to

manually confirm their accuracy and legibility.

The processor 12 is configured to operate in accordance with computer program

instructions stored in a memory, such as the memory 19. Program instructions may also

be embodied in a hardware format, such as in a programmed digital signal processor.

The memory 19 generally comprises RAM, ROM, and/or permanent memory. The

memory 19 may be configured to store digital images of text for processing, transmission,

and display in accordance with the present invention. The memory 19 stores an operating

system 23 for controlling the general operation of the computing device 11. The

operating system 23 may be a general-purpose operating system such as a Microsoft®

operating system, UNIX® operating system, or Linux® operating system. The

memory 19 may further store an optical character recognition (OCR) application 24

comprised of program code and data for analyzing digital images containing text therein.

Those of ordinary skill in the art will recognize that there are a wide variety of algorithms

and techniques capable of analyzing and recognizing text in an image. For purposes of

the present invention, however, it is not necessary that the algorithms and techniques

actually recognize the individual characters or symbols as such or interpret their

meanings, as achieved by many OCR routines. Examples of commercially available

OCR software include OmniPage Pro™ from ScanSoft, Inc., and FineReader™ from

SmartLink Corporation. The memory 19 additionally stores a token-based file generator

application 25. The token-based file generator application 25 contains program code and

data for processing an electronic image containing text received via the network

interface 14, the input/output interface 16, etc., to generate a token-based file. The

token-based file may then be sent to and stored in the token-based file database 18.

FIGURE 2 is a flow diagram of an exemplary method 30 implemented by the

token-based file generator application 25 for converting one or more electronic images

containing text to a token-based file according to one embodiment of the present

invention. It should be understood that, in the context of the present invention, the term

"text" includes all forms of letters, characters, symbols, numbers, formulas, graphics, line

drawings, table borders, etc., that may be used to represent information in an electronic

image (e.g., a page image). The method 30 starts at block 3 1 where the computing

device 11 receives electronic images (e.g., page images) containing text. For example,



page images, as previously scanned into the page image database 17 (FIGURE 1), may be

retrieved, or page images may be scanned in using a suitable scanner input device 20

(FIGURE 1). The received images may be of relatively low resolution, such as in 300 dpi

(dots per inch). The format of the page images as received may vary, and can include

page images in which the content of the page image is represented in a non-text

accessible format, such as in a JPEG, TIFF, GIF, and BMP file, or in which the content of

the page image is represented in a text-accessible format, such as in an Adobe Portable

Document File (PDF). Regardless of the format in which the page images are received,

they may undergo standard OCR or OCR-like preprocessing techniques, such as contrast

adjustment, deskewing, despeckling, and/or page rotation correction, prior to undergoing

the token-based file generation processing method 30.

At block 32, in the received images of pages having text therein, tokens are

identified. A token refers to a graphical unit, which may or may not represent a single

character or a symbol. Rather, a token is a unit that is identified to be sufficiently discrete

purely in a graphical sense to thereby form a single unit. In various exemplary

embodiments of the present invention, a search for tokens in an electronic image occurs

within a background region, which is typically white. A token is presumed wherever a

pixel color deviates sufficiently from the background color. Then, a connected

component analysis (or a flood fill analysis), well known in the art, may be applied to the

initial pixel to find its all adjacent (or connected) pixels. In this example, all the pixels

associated with a single connected component are identified as a token. However, in

other examples, two or more connected components may be identified as a token.

Referring to FIGURE 3, reference number 42, an electronic image including a text

component "every day" is analyzed based on a connected component technique to

identify "e," "v," "e," "r," "y," "d," "a," and "y" as separate units, i.e., as tokens. Further,

each of these tokens can be bound within a bounding box, as illustrated. The connected

component analysis and finding of bounding boxes may be performed using a suitable

OCR or OCR-like software program stored in the memory 19 (FIGURE 1) as is well

known in the art.

In an alternative embodiment, other computational geometry techniques may be

used to identify tokens in electronic images. For example, pixels within an electronic

image may be represented as a graph having edge weights based on the pixel intensities

and edge magnitudes and directions. A connection determination can be made by



determining the shortest path between two sets of pixels. If sets of pixels are sufficiently

connected, they may be identified as jointly forming a single token.

In some cases, two letters (or characters) may touch each other to form a single

connected component, as in the case of "ra" shown in FIGURE 4A. In this case, the

original word "raw" is separated based on a connected component analysis into two

tokens "ra" 50 and "w" 51. While it is not critical for a method of the present invention to

identify each letter as a separate token, it may be desirable to do so for the purpose of

reducing the number of token types in order to reduce storage requirements. Thus,

further processing may be performed to separate out a connected component that may be

a combination of two or more letters or symbols. For example, in the case of

FIGURE 4A, it may be determined that the bounding box for the token "ra" 50 may be

too large in its horizontal dimension for this token to be representative of a single letter or

a symbol. In general, a token whose bounding box has a longer horizontal dimension

than a vertical dimension may be suspected of potentially representing two or more letters

or symbols. If so determined, the suspected token may be further analyzed, again using a

suitable OCR or OCR-like software program (e.g., a maze algorithm), to identify the

shortest path 52 from one side (e.g., the top side) to the other (e.g., the bottom side) to

sever the token into two portions. OCR or OCR-like software may also be useful in

recognizing, in the above example, that "r" is at a given location so as to make it easier to

split it from adjacent letter(s) that it may be touching (i.e., "a" in the above example).

Still further, the path along which to possibly sever the token into two portions can be

computed by representing the pixels as a graph with edge weights based on the pixel

intensities and edge magnitudes and directions. Then, the shortest path 52 can be found

between two points on opposite sides of the token (e.g., between the center of the top

edge and the center of the bottom edge). In the example of FIGURE 4A, the shortest

path 52 is found to cut the token "ra" 50 into two tokens, "r" and "a." Thereafter, the

accuracy of separated "r" and "a" tokens may be confirmed by comparing the "r" and "a"

tokens to other "r" and "a" tokens, respectively, which have already been unambiguously

identified as tokens.

In one embodiment, it is better to connect two letters into one token (for example,

the token "ra" 50 discussed above), than to separate a letter into two tokens (for example,

separating "H" into two vertical sections). The former slightly increases the memory

requirements while the latter creates incorrect (or mis-split) tokens that will appear wrong



on a page. For example, the letter "H" if mis-split into two vertical sections will appear

as the two vertical sections with a gap therebetween. Therefore, ambiguous tokens (i.e.,

tokens that are suspected of containing two or more letters or symbols) may be evaluated

for potential separation into multiple tokens only after all unambiguous tokens have been

identified. For example, any ambiguous token may be separated into multiple tokens

only if the resulting separated portions will match some unambiguously identified tokens.

As a specific example, the token "ra" 50 in FIGURE 4A may be separated into "r" and "a"

tokens only if each of the resulting separated "r" and "a" tokens will match

unambiguously identified tokens "r" and "a," respectively. If each of the resulting

separated tokens cannot find a close match with an unambiguously identified token, then

the ambiguous token should not be separated into multiple tokens.

Referring back to FIGURE 2, at block 33, separated tokens are compared with

each other and tokens having similar shapes are grouped together. For example, in

FIGURE 3, step 43, two "e" tokens from the text "every day" are grouped together as

having similar shapes into an "e" bucket, and two "y" tokens from the same text are

grouped together as having similar shapes into a "y" bucket. Note that the grouping is

carried out based on the morphological characteristics of the tokens. Thus, for example,

regular "e" and "e" set forth in bold type may well be treated as having sufficiently

different shapes to be grouped into two different buckets. Such a morphology-based or

image-based approach to identify and classify tokens is taken so that a resulting

token-based file, when rendered, will maintain the overall look and feel of the original

electronic image. Accordingly, a single alphanumeric character in the document could be

represented by more than one representative token.

Various pattern-matching or shape-matching methods may be used to classify

tokens according to their shapes. In various exemplary embodiments of the present

invention, a "center of mass" is calculated for each token and is used to align tokens so

that they can be compared with each other. As used herein, the "mass" of a pixel in a

grayscale image is defined as its deviation from the background color (typically pure

white). If the grayscale image is treated as a grid of point masses, one point mass for

each pixel, the "center of mass" of the image can be considered as a representative point

of the image. If a color image is used with a background also in color, then the "mass"

and "center of mass" can still be calculated similarly, by first converting the color image

to a grayscale image using any suitable conversion method. The center of mass



calculated for each token image may then be used to align token images according to

their respective center of mass values.

In an illustrative embodiment, once the tokens have been aligned, the aligned

tokens can be compared to determine if the tokens are sufficiently similar. Each pixel in

each (grayscale) image may be normalized so that 0.0 represents white and 1.0 represents

black. Thereafter, for a pair of images, a "distance" between the images is calculated to

ascertain the similarity in shape between the token images. Various methods are possible

to calculate such a distance. In one embodiment, one can calculate a distance in terms of

a Root-Mean-Square (RMS) error. Specifically, to compare two token images, for each

coinciding pair of pixels (i.e., pixels that are at the same location with respect to the

center of mass), one can calculate the square of the difference in grayscale (color) values,

take the sum of the square values over all coinciding pixels, divide the sum by the

number of coinciding pixels, and finally take its square root to produce the RMS error

value. The RMS error value of 0.0. means that the two images are identical, while any

larger RMS error value indicates that the two images are increasingly different from each

other. In one embodiment, the two token images may be considered the same or

sufficiently similar in shape to each other so as to belong to the same token group if the

RMS error value is no more than a predefined threshold value, such as 0.10.

FIGURE 4B illustrates a token "e" in a bounding box 53, in which a center of

mass is found at point "x." Various alternative methods for aligning and/or comparing

tokens based on their center of mass values are possible. For example, still referring to

FIGURE 4B, a bounding box may be divided using horizontal and vertical lines through

the center of mass point 53' into multiple sections, such as four sections 54, 55, 56, and

57 as illustrated. Center of mass values may be found for the four sections, respectively,

at four points "x" as indicated. The four center of mass values may be represented as

(x, y) coordinate values relative to the center of mass point 53' used as the origin. Then,

the four center of mass values may be respectively compared with the corresponding

center of mass values of another token from a token group (e.g., by taking the average

squared difference between the two sets of the four center of mass values), to roughly

determine which token group the token at issue might belong in. The comparison of only

four center of mass values, as in this example, significantly speeds up the preliminary

matching process, especially if there exist numerous token groups to compare the token

against. However, if a match is found according to this method, a true match may be



confirmed using a more comprehensive comparison test, such as the RMS error based

method described above.

Additionally or alternatively to the use of four center of mass values, as discussed

above, various other methods may be used to preliminarily classify a token into a

candidate token group in which the token may belong. For example, OCR or OCR-like

processing may be performed to obtain letter information such as the actual character

detected and various formatting details such as a font, an approximate font size, whether

the letter is bold, italic, or underlined, etc. If two tokens are detected to have the same

OCR character and about the same size, it may be preliminarily determined that the two

tokens are similar in shape to each other. As before, however, even if a match is found

according to this method, a true match may still be confirmed using a more

comprehensive comparison method, such as the RMS error based method.

Other comprehensive graphical analysis techniques for estimating and comparing

the shapes of various tokens, which may not necessarily use the RMS error analysis

described above, may also be employed in accordance with the present invention as

would be apparent to one skilled in the art. For example, a sum of blackness analysis

may be used to compare the shapes of various tokens. Another example is a cross-

entropy method. Given two tokens A and B, the cross-entropy of B with respect to A can

be calculated by compressing the token image for B using the information in the token

image for A as a guide. Then, the number of bits in the final compressed file for the

token image B is taken. Similarly, the cross-entropy of A with respect to B can be

calculated by compressing the token image for A using the information in the token

image for B and by taking the number of bits in the final compressed file for the token

image A. Then, the maximum between the cross-entropy of A with respect to B and the

cross-entropy of B with respect to A is taken, and used as a measure of "distance" (i.e.,

closeness in shape) between the two token images.

With continued reference to block 33, in an illustrative embodiment, similarly

shaped tokens can be classified together to form a token group. FIGURE 4C

schematically illustrates one technique suitable for use in classifying various shaped

tokens into many token groups. Essentially, a search tree or a classification tree may be

built so as to speed up the classification process. As well know in the art of

computer-based searching and classification, a search tree or a classification tree

comprises a branching structure in which each state (node) may give rise to a new set of



states (child nodes) and each of these may in turn give rise to successor states of its own

(grandchild nodes), and so on. By building such a tree for tokens according to their

shapes (e.g., based on their RMS error values with respect to a certain reference image),

and traversing the tree from a root node, to a child node, to a grandchild node, and so on,

a computer routine may rapidly classify new tokens into various token groups (forming

leaf nodes).

In the example of FIGURE 4C, token groups for "e," "a," and "b" have been

formed. Further, the difference between the token groups for "e" and "a" (for example in

terms of the RMS error value between the "e" token image and "a" token image) has been

found to be 0.3, and the difference between the token groups for "e" and "b" has been

found to be 0.4. In this example, the "e" token group is used as a reference point. Then,

the RMS error value between the next token to be classified "?" and the "e" token group

is calculated as "∆ ." If ∆ .x is less than 0.3, then "?" can be classified into a new token

group that has not yet been created, because no existing token group differs from "e"

token group by less than 0.3. Likewise, if ∆ .x is more than 0.4, then "?" can be classified

into a new token group that has not yet been created, because no existing token group

differs from "e" token group by more than 0.4. Thus, only when 0.3 < ∆ .x < 0.4, it is

necessary to compare "?" with the token groups for "a" and "b," respectively, to see if "?"

belongs to either of these token groups, or perhaps belongs to a new token group that has

not yet been created. The comparison can be carried out, for example, by calculating the

RMS error value between the "?" token image and the "e" token image or the "a" token

image. Using a suitable search tree or classification tree, various shaped tokens may be

rapidly classified into token groups according to their shapes.

Once all of the tokens found in page images, for example in a book, are classified

into various token groups, the tokens in each group may undergo any suitable image

processing or preprocessing. Specifically, referring back to FIGURE 2, at block 34,

optionally, various digital image processing filters may be applied to the tokens classified

in each group to, for example, smooth out the outlines of tokens, remove obvious artifacts,

etc. Various filters in this regard are known in the art, and may be part of a commercially

available OCR or OCR-like software program stored in the memory 19 (FIGURE 1).

At block 35, for each token group, a representative token that morphologically

represents all the tokens classified in the token group is found. For example, all the

tokens in the token group may be combined to obtain a combined token. Various



methods for combining tokens or, more specifically, token shapes, are possible, such as

averaging, taking a median, etc., as will be apparent to one skilled in the art. In various

exemplary embodiments of the present invention, a representative token is found as an

averaged token (FIGURE 3). Averaging can be performed by aligning the center of mass

points of all token images and taking the average of every pixel location (e.g., by taking

each coinciding pixel and calculating the average color (grayscale) value for each pixel,

by summing all the color (grayscale) values and dividing the sum by the number of token

images). Additionally, interpolation may be performed to obtain sub-pixel level average

values. When an averaged token is created from averaging all of the token images in a

token group, various imperfections or artifacts that may have been present in the original

token images will be averaged away (or minimized) to produce generally smoothed edges,

albeit at the potential price of increased blurriness.

It should be noted that, in some embodiments, not all the tokens included in a

token group need to be combined (e.g., averaged) to produce a combined token. For

example, when there is a large number of tokens in a token group, such as over 1000

tokens, then it may not be necessary to average all the tokens because the quality of the

averaged token image does not increase appreciably after a few hundred tokens. In such

a case, only 100 or so "closest" token images may be taken and averaged to produce an

averaged token.

At block 36, a representative (e.g., combined or averaged) token, which

morphologically represents the shapes of all the tokens in a token group but with some

blurriness, is converted into a vectorized token, which is a mathematical representation of

the representative token. As used herein, the term "vectorize" refers to the process of

finding an outline that best represents the shape of a representative token and representing

the outline in mathematical formulae (together with suitable fill instructions to fill any

enclosed portions). Any suitable raster-to-vector conversion software for converting

bitmaps into vector graphics may be used for vectorizing representative tokens, according

to the present invention. In an illustrative embodiment, additional preprocessing

techniques, such as contrast adjustment, deskewing, despeckling, and/or page rotation

correction, may be utilized prior to vectorization at block 36.

In some exemplary embodiments of the present invention, an outline for a

representative token is found based on the analysis of token regions. Specifically, each

representative token is divided into two or more regions. For example, a letter "e" has



three regions: a background; a solid portion representing "e"; and the semicircle-shape

hole in the upper portion of "e". An outline can be found as a collection of boundaries

between any adjacent regions. For example, an outline of "e" can be found as a boundary

between the background and the solid portion "e" in combination with another boundary

between the solid portion and the semicircle-shape hole. Similarly, a letter "i" has three

regions: a background and two solid portions; and its outline can be found as a boundary

between the first (top) solid portion and the background in combination with another

boundary between the second (bottom) solid portion and the background.

Further, various methods are possible for mathematically representing the outline

of a representative token. For example, Bezier arc/curve representation techniques, well

known in the art of computer font rendering, may be used to represent any outlines based

on control points and curves (including lines) between each adjacent pair of control

points. Referring additionally to FIGURE 3, at 46, for example, a vectorized token "e" is

represented by nine end points 1-9 and mathematical formulae representing nine curves

between each adjacent pair of the end points: 1-2, 2-3, 3-4, 4-5, 5-6, 6-7, 7-1, and 8-9.

Each adjacent pair of end points also has two other control points that are used to control

the appearance (or "curviness") of the Bezier curve. In one embodiment of the present

invention, the number of Bezier curves used to define each curve of a representative

token may vary depending on how frequently the representative token (or, more

specifically, the tokens represented by the representative token) appears in a document.

For example, some tokens will occur thousands of times in a document while others may

occur only a few times. By allowing more Bezier curves to be used to define the

frequently occurring tokens, one can improve the image quality for the vast majority of

tokens in the document, while still achieving excellent compression of the infrequently

occurring tokens.

Other mathematical representation techniques, such as B-spline or Hermite

techniques, may also be used to define a vectorized token, as will be apparent to one

skilled in the art. Since a vectorized token is a mathematical representation of a shape, it

can be rendered at any resolution, for example at a relatively high resolution such as in

2400 dpi or even in 19200 dpi. Also, a vectorized token is significantly compressed in

terms of its memory space, as compared to any of the original tokens that it represents.

For example, in various exemplary embodiments of the present invention, it may take as

few as 180 bytes to represent a single vectorized token.



Accordingly, many vectorized tokens may be defined, each representing a group

of tokens having similar shapes. For example, page images from a 200-page book may

be processed to create over 2,000 vectorized tokens to each represent a group of similarly

shaped tokens. Note that all of the tokens that were initially identified in the book are

now represented by one of the 2,000 plus vectorized tokens. Note also that a method of

the present invention defines vectorized tokens without recognizing them as specific

characters or of certain font type. Rather, a method defines vectorized tokens purely as

images based on the analysis of the morphological features of all tokens found in the

original document, such as in a book that has been scanned in. This image-based

approach to processing a scanned-in document is one of the keys for creating a

token-based file, which can be rendered in high resolution while maintaining the same

look and feel as the original document in print.

Referring to FIGURE 2, at block 37, a token-based file is created based on the

vectorized tokens previously defined in block 36. In this file, each vectorized token is

assigned a token number, and the position of each of the tokens forming a token group is

associated with the vectorized token (or, more specifically, its token number) that

represents the group of tokens. For example, the position of each token may be defined

by a page number and the X-Y coordinates of the position within each page at which the

token appears, and the position is associated with a pointer to the corresponding

vectorized token. Thus, upon rendering, the vectorized token as opposed to the original

token is displayed at this position to thereby create a page image consisting only of

vectorized tokens. Because vectorized tokens are mathematical representations of token

shapes, they can be rendered at any resolution including high resolution, and appear crisp

and legible when displayed. Further, because multiple positions of similarly shaped

tokens are merely associated with a pointer to their representative vectorized token

(having a small memory size), there is no need to store the original tokens for these

positions and, therefore, the storage requirement for the page images can be minimized.

For example, on average, a book can be converted into a token-based file having the

memory size of approximately 2MB. Still further, due to the small memory size of each

vectorized token (e.g., 180 bytes), very fast rendering of a token-based file is possible.

Still further, the token-based file may be further rendered on any number of print media.



While illustrative embodiments of the invention have been illustrated and

described, it will be appreciated that various changes can be made therein without

departing from the spirit and scope of the invention.



CLAIMS

The embodiments of the invention in which an exclusive property or privilege is

claimed are defined as follows:

1. A computer-implemented method for processing an electronic image,

comprising:

identifying one or more tokens in the electronic image, wherein the image

corresponds to scanned images of a book;

classifying the identified tokens into multiple token groups according to shapes of

the tokens;

for each of the token groups, creating a vectorized token that mathematically

represents the shapes of the tokens included in the token group;

generating a set of vectorized tokens representative of the image for rendering on

an output media.

2 . The method of Claim 1, wherein at least two tokens correspond to the

same alphanumeric character.

3 . The method of Claim 1, wherein the output media is a hand-held media

device.

4 . The method of Claim 1, wherein the output media is print media.

5 . The method of claim 1, further comprising:

classifying tokens having similar shapes into a group, to thereby form multiple

token groups;

identifying a representative token that morphologically represents the shapes of

tokens in each token group, to thereby identify multiple representative tokens;

vectorizing each representative token to create a vectorized token that

mathematically represents the shape of the representative token; and

associating each vectorized token with positions of the tokens represented by the

vectorized token.



6 . The method of Claim 5, wherein classifying tokens having similar shapes

into a group comprises classifying tokens that have both similar shapes and similar sizes

into a group.

7 . The method of Claim 5, wherein identifying a representative token that

morphologically represents the shapes of tokens in each token group comprises

combining the shapes of tokens in each token group to create a representative token that

is a combination of the tokens in the token group.

8. The method of Claim 7, wherein combining the shapes of tokens in each

token group comprises averaging the shapes of tokens to create an averaged token.

9 . The method of Claim 5, wherein identifying tokens in the electronic image

comprises using a connected component analysis.

10. The method of Claim 9, wherein identifying tokens in the electronic image

comprises, when a connected component is found to be larger than a predefined threshold

size, separating the connected component along its shortest path to thereby identify two

tokens.

11. The method of Claim 5, wherein identifying tokens in the electronic image

comprises using an edge graph analysis wherein pixels are represented as a graph with

edge weights based on pixel intensities, edge magnitudes, and directions.

12. The method of Claim 5, wherein classifying tokens having similar shapes

into a group comprises:

calculating a center of mass for each token; and

aligning the tokens according to their values of center of mass.

13. The method of Claim 12, wherein calculating a center of mass for each

token further comprises:

separating each token into two or more sections; and

calculating a center of mass for each of the sections.

14. The method of Claim 5, wherein classifying tokens having similar shapes

into a group comprises using an error analysis technique to compare the tokens.



15. The method of Claim 14, wherein classifying tokens having similar shapes

into a group comprises using a root-mean-square (RMS) error analysis to compare the

tokens.

16. The method of Claim 5, wherein vectorizing each representative token to

create a vectorized token comprises mathematically representing the shape of the

representative token in Bezier curves.

17. The method of Claim 5, wherein associating each vectorized token with

positions of the tokens represented by the vectorized token comprises storing a pointer to

the vectorized token in association with the positions.

18. A computer program for performing any of the steps of claims 1 to 17.
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