
(12) United States Patent 
Rakib et al. 

USOO90031 65B2 

(10) Patent No.: US 9,003,165 B2 
(45) Date of Patent: Apr. 7, 2015 

(54) 

(76) 

(*) 

(21) 

(22) 

(65) 

(51) 

(52) 

(58) 

ADDRESS GENERATION UNIT USINGEND 
POINT PATTERNS TO SCAN 
MULT-DIMIENSIONAL DATASTRUCTURES 

Inventors: Shlomo Selim Rakib, Cupertino, CA 
(US); Marc Schaub, Sunnyvale, CA 
(US) 

Notice: Subject to any disclaimer, the term of this 
patent is extended or adjusted under 35 
U.S.C. 154(b) by 941 days. 

Appl. No.: 12/331,337 

Filed: Dec. 9, 2008 

Prior Publication Data 

US 2010/O145993 A1 Jun. 10, 2010 

Int. C. 
G06F 7/30 
G06F 9/345 
G06F 9/38 

U.S. C. 
CPC .......... G06F 17/30949 (2013.01); G06F 9/345 

(2013.01); G06F 9/3885 (2013.01); G06F 
9/3891 (2013.01); Y10S 707/957 (2013.01) 

Field of Classification Search 
USPC ........................ 707/999.003, 957; 711/217, 1 
See application file for complete search history. 

(2006.01) 
(2006.01) 
(2006.01) 

Connection 
Manager 

312 

Address 
Generation Unit 

310 

WPC 
302 

306 

Instruction 
Memory 

34 

Parameter 
Memory 

(56) References Cited 

U.S. PATENT DOCUMENTS 

3,800,289 A * 3/1974 Batcher ......................... T11 104 
4.959,776 A * 9/1990 Deerfield et al. .. T11 217 
5,293,596 A * 3/1994 Toyokura et al. ................. T11 1 
5,911,152 A * 6/1999 Wooten .................. 711,208 
6,173,388 B1* 1/2001 Abercrombie et al. 71.2/22 
6,374,343 B1 * 4/2002 McGregor et al. ... T11 217 
7,020,749 B2 * 3/2006 AZuma .............. T11 137 

2006.0075211 A1* 4, 2006 Vorbach ...... T12/221 
2007, 0083729 A1* 4, 2007 Moat et al. .. T11 217 
2007/0277004 A1* 11/2007 Caulk ......... ... 711 149 
2009, O132787 A1* 5, 2009 Rakib et al. ..................... T12/30 

* cited by examiner 
Primary Examiner — Mahesh Dwivedi 
(74) Attorney, Agent, or Firm — Stephen E. Zweig 
(57) ABSTRACT 
A system in accordance with the invention may include a data 
memory storing a multi-dimensional (e.g., a two-dimen 
sional) data structure. An address generation unit is provided 
to calculate real addresses in order to access the multi-dimen 
sional data structure in a desired pattern. The address genera 
tion unit may be configured to calculate real addresses by 
moving across the multi-dimensional data structure between 
pairs of end points. The pairs of end points (as well as param 
eters such as the step size between the end points) may be 
pre-programmed into the address generation unit prior to 
accessing the multi-dimensional data structure. A processor, 
Such as a vector processor, may be configured to access (e.g., 
read or write data to) the data structure at the real addresses 
calculated by the address generation unit. 

12 Claims, 13 Drawing Sheets 
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1. 

ADDRESS GENERATION UNIT USING END 
POINT PATTERNS TO SCAN 

MULT-DIMIENSIONAL DATASTRUCTURES 

BACKGROUND 

This invention relates to data processing, and more particu 
larly to address generation units using end point patterns to 
scan multi-dimensional data structures. 

Signal and media processing (also referred to herein as 
"data processing) is pervasive in today's electronic devices. 
This is true for cell phones, media players, personal digital 
assistants, gaming devices, personal computers, home gate 
way devices, and a host of other devices. From video, image, 
or audio processing, to telecommunications processing, 
many of these devices must perform several if not all of these 
tasks, often at the same time. 

For example, a typical 'smart” cell phone may require 
functionality to demodulate, decrypt, and decode incoming 
telecommunications signals, and encode, encrypt, and modu 
late outgoing telecommunication signals. If the Smartphone 
also functions as an audio/video player, the Smartphone may 
require functionality to decode and process the audio/video 
data. Similarly, if the Smart phone includes a camera, the 
device may require functionality to process and store the 
resulting image data. Other functionality may be required for 
gaming, wired or wireless network connectivity, general-pur 
pose computing, and the like. The device may be required to 
perform many if not all of these tasks simultaneously. 

Similarly, a “home gateway” device may provide basic 
services Such as broadband connectivity, Internet connection 
sharing, and/or firewall security. The home gateway may also 
perform bridging/routing and protocol and address transla 
tion between external broadband networks and internal home 
networks. The home gateway may also provide functionality 
for applications such as voice and/or video over IP audio/ 
Video streaming, audio/video recording, online gaming, 
wired or wireless network connectivity, home automation, 
VPN connectivity, security surveillance, or the like. In certain 
cases, home gateway devices may enable consumers to 
remotely access their home networks and control various 
devices over the Internet. 

Depending on the device, many of the tasks it performs 
may be processing-intensive and require Some specialized 
hardware or Software. In some cases, devices may utilize a 
host of different components to provide some or all of these 
functions. For example, a device may utilize certain chips or 
components to perform modulation and demodulation, while 
utilizing other chips or components to perform video encod 
ing and processing. Other chips or components may be 
required to process images generated by a camera. This may 
require wiring together and integrating a significant amount 
of hardware and software. 

Currently, there is no unified architecture or platform that 
can efficiently perform many or all of these functions, or at 
least be programmed to perform many or all of these func 
tions. Thus, what is needed is a unified platform or architec 
ture that can efficiently perform tasks such as data modula 
tion, demodulation, encryption, decryption, encoding, 
decoding, transcoding, processing, analysis, or the like, for 
applications such as video, audio, telecommunications, and 
the like. Further needed is a unified platform or architecture 
that can be easily programmed to perform any or all of these 
tasks, possibly simultaneously. Such a platform or architec 
ture would be highly useful in home gateways or other inte 
grated devices, such as mobile phones, PDAs, video/audio 
players, gaining devices, or the like. 
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2 
BRIEF DESCRIPTION OF THE DRAWINGS 

In order that the advantages of the invention will be readily 
understood, a more particular description of the invention 
briefly described above will be rendered by reference to spe 
cific examples illustrated in the appended drawings. Under 
standing that these drawings depict only typical examples of 
the invention and are not therefore to be considered limiting 
of its scope, the invention will be described and explained 
with additional specificity and detail through use of the 
accompanying drawings, in which: 

FIG. 1 is a high-level block diagram of one embodiment of 
a data processing architecture in accordance with the inven 
tion; 

FIG. 2 is a high-level block diagram showing one embodi 
ment of a group of clusters in the data processing architecture; 

FIG.3 is a high-level block diagram showing one embodi 
ment of a cluster containing an array of processing elements 
(i.e., a VPU array); 

FIG. 4 is a high-level block diagram of one embodiment of 
an array of processing elements inside the cluster; 

FIG. 5 is a high-level block diagram showing various reg 
isters within the VPU array: 

FIG. 6A is a high-level block diagram showing a VPC 
(vector processor unit controller) containing a grouping mod 
ule and a modification module; 

FIG. 6B is a more specific embodiment of a VPC wherein 
the grouping module includes a processing element (PE) map 
and the modification module includes an instruction modifier; 

FIG. 7 is a high-level block diagram showing one embodi 
ment of an address generation unit within a cluster, 

FIG. 8 is a high-level block diagram showing additional 
details of an address generation unit in accordance with the 
invention; 
FIG.9A is a block diagram showing one embodiment of a 

"point-to-point' buffer; 
FIG.9B is a block diagram showing one embodiment of a 

“broadcast' buffer; 
FIG.9C is a block diagram showing one embodiment of a 

“scatter buffer; 
FIG.9D is a block diagram showing one embodiment of a 

“gather buffer; 
FIG. 10 is a block diagram showing how vectors may be 

stored within a buffer; 
FIG. 11A is a block diagram showing how a two-dimen 

sional data structure may be stored in a buffer; 
FIG. 11B is a block diagram showing the two-dimensional 

data structure of FIG. 11A in two dimensions; 
FIG. 11C is a block diagram showing one example of a 

FIFO access pattern for Scanning a two-dimensional data 
Structure: 

FIG. 11D is a block diagram showing one example of a 
nested loop access pattern for scanning a two-dimensional 
data structure; 

FIGS. 12A through 12E are block diagrams showing vari 
ous access patterns for scanning two-dimensional data struc 
tures using matrix transforms; and 

FIGS. 13A through 13K are block diagrams showing vari 
ous access patterns for scanning two-dimensional data struc 
tures using end-point to end-point patterns. 

DETAILED DESCRIPTION 

The present invention provides a novel apparatus, system, 
and method for generating real addresses in data memory 
using end point patterns. The features and advantages of the 
present invention will become more fully apparent from the 
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following description and appended claims, or may be 
learned by practice of the invention as set forth hereinafter. 

In a first embodiment, a system in accordance with the 
invention may include a data memory storing a multi-dimen 
sional (e.g., a two-dimensional) data structure. An address 
generation unit is provided to calculate real addresses in order 
to access the multi-dimensional data structure in a desired 
pattern. The address generation unit may be configured to 
calculate real addresses by moving across the multi-dimen 
sional data structure between pairs of end points. The pairs of 
end points (as well as parameters such as the step size 
between the end points) may be pre-programmed into the 
address generation unit prior to accessing the multi-dimen 
sional data structure. A processor. Such as a vector processor, 
may be configured to access (e.g., read or write data to) the 
data structure at the real addresses calculated by the address 
generation unit. 

In another embodiment, a method in accordance with the 
invention may include providing a multi-dimensional data 
structure and providing an address generation unit configured 
to calculate real addresses in order to access the multi-dimen 
sional data structure in a desired pattern. The address genera 
tion unit may be configured to calculate real addresses by 
moving across the multi-dimensional data structure between 
pairs of end points. The pairs of end points and parameters 
Such as the step size between the end points may be pre 
programmed into the address generation unit prior to access 
ing the multi-dimensional data structure. The method may 
then include accessing the data structure at the real addresses 
calculated by the address generation unit. 

In another embodiment, an apparatus in accordance with 
the invention may include an address generation unit config 
ured to calculate real addresses in order to access a data 
structure in a desired pattern. The address generation unit 
may be configured to calculate the real addresses by moving 
across the data structure between pairs of end points. These 
pairs of end points and other parameters may be pre-pro 
grammed into the address generation unit prior to accessing 
the data structure. 

It will be readily understood that the components of the 
present invention, as generally described and illustrated in the 
Figures herein, may be arranged and designed in a wide 
variety of different configurations. Thus, the following more 
detailed description of the embodiments of the apparatus and 
methods of the present invention, as represented in the Fig 
ures, is not intended to limit the scope of the invention, as 
claimed, but is merely representative of selected embodi 
ments of the invention. 
Many of the functional units described in this specification 

are shown as modules (or functional blocks) in order to 
emphasize their implementation independence. For example, 
a module may be implemented as a hardware circuit compris 
ing custom VLSI circuits or gate arrays, off-the-shelf semi 
conductors such as logic chips, transistors, or other discrete 
components. A module may also be implemented in program 
mable hardware devices such as field programmable gate 
arrays, programmable array logic, programmable logic 
devices or the like. 

Modules may also be implemented in software for execu 
tion by various types of processors. An identified module of 
executable code may, for instance, comprise one or more 
physical or logical blocks of computer instructions which 
may, for instance, be organized as an object, procedure, or 
function. Nevertheless, the executables of an identified mod 
ule need not be physically located together, but may comprise 
disparate instructions stored in different locations which, 
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4 
when joined logically together, comprise the module and 
achieve the stated purpose of the module. 

Indeed, a module of executable code could be a single 
instruction, or many instructions, and may even be distributed 
over several different code segments, among different pro 
grams, and across several memory devices. Similarly, opera 
tional data may be identified and illustrated herein within 
modules, and may be embodied in any suitable form and 
organized within any Suitable type of data structure. The 
operational data may be collected as a single data set, or may 
be distributed over different locations including over different 
storage devices, and may exist, at least partially, merely as 
electronic signals on a system or network. 

Reference throughout this specification to “one embodi 
ment.” “an embodiment, or similar language means that a 
particular feature, structure, or characteristic described in 
connection with the embodiment may be included in at least 
one embodiment of the present invention. Thus, appearances 
of the phrases “in one embodiment’ or “in an embodiment' in 
various places throughout this specification are not necessar 
ily all referring to the same embodiment. 

Furthermore, the described features, structures, or charac 
teristics may be combined in any Suitable manner in one or 
more embodiments. In the following description, specific 
details may be provided, such as examples of programming, 
Software modules, user selections, or the like, to provide a 
thorough understanding of embodiments of the invention. 
One skilled in the relevant art will recognize, however, that 
the invention can be practiced without one or more of the 
specific details, or with other methods or components. In 
other instances, well-known structures, or operations are not 
shown or described in detail to avoid obscuring aspects of the 
invention. 
The illustrated embodiments of the invention will be best 

understood by reference to the drawings, wherein like parts 
are designated by like numerals throughout. The following 
description is intended only by way of example, and simply 
illustrates certain selected embodiments of apparatus and 
methods that are consistent with the invention as claimed 
herein. 

Referring to FIG. 1, one embodiment of a data processing 
architecture 100 in accordance with the invention is illus 
trated. The data processing architecture 100 may be used to 
process (i.e., encode, decode, transcode, analyze, process) 
audio or video data although it is not limited to processing 
audio or video data. The flexibility and configurability of the 
data processing architecture 100 may also allow it to be used 
for tasks Such as data modulation, demodulation, encryption, 
decryption, or the like, to name just a few. In certain embodi 
ments, the data processing architecture may perform several 
of the above-stated tasks simultaneously as part of a data 
processing pipeline. 

In certain embodiments, the data processing architecture 
100 may include one or more groups 102, each containing one 
or more clusters of processing elements (as shown in FIGS. 2 
and 3). By varying the number of groups 102 and/or the 
number of clusters within each group 102, the processing 
power of the data processing architecture 100 may be scaled 
up or down for different applications. For example, the pro 
cessing power of the data processing architecture 100 may be 
considerably different for a home gateway device than it is for 
a mobile phone. 
The data processing architecture 100 may also be config 

ured to perform certain tasks (e.g., demodulation, decryption, 
decoding) simultaneously. For example, certain groups and/ 
or clusters within each group may be configured for demodu 
lation while others may be configured for decryption or 
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decoding. In other cases, different clusters may be configured 
to perform different steps of the same task, Such as perform 
ing different steps in a pipeline for encoding or decoding 
video data. The data processing architecture 100 may provide 
a unified platform for performing various tasks without the 
need for Supporting hardware. 

In certain embodiments, the data processing architecture 
100 may include one or more processors 104, memory 106, 
memory controllers 108, interfaces 10, 112 (such as PCI 
interfaces 110 and/or USB interfaces 112), and sensor inter 
faces 114. A bus 116, such as a crossbar switch 116, may be 
used to connect the components together. A crossbar Switch 
116 may be useful because it provides a scalable interconnect 
that can mitigate possible throughput and contention issues. 

In operation, data, such as video data, may be streamed 
through the interfaces 110, 112 into a data buffer memory 
106. This data may be streamed from the data buffer memory 
106 to group memories 206 (as shown in FIG. 2) and then to 
cluster memories 308 (as shown in FIG.3), each forming part 
of a memory hierarchy. The groups and clusters will be 
described in more detail in FIGS. 2 and 3. In certain embodi 
ments, a data pipeline may be created by streaming data from 
one cluster to another, with each performing a different func 
tion. After the data processing is complete, the data may be 
streamed out of the cluster memories 308 to the group memo 
ries 206, and then from the group memories 206 to the data 
buffer memory 106 and out one or more of the interfaces 110. 
112. 
A host processor 104 (e.g., a MIPS processor 104) may 

control and manage the actions of each of the components 
102, 108, 110, 112, 114 and act as a supervisor for the data 
processing architecture 100. A sensor interface 114 may 
interface with various sensors (e.g., an IRDA sensor) which 
may receive commands from various control devices (e.g., a 
remote control). The host processor 104 may receive the 
commands from the sensor interface 114 and take appropriate 
action. For example, if the data processing architecture 100 is 
configured to decode television channels and the host proces 
Sor 104 receives a command to begin decoding a particular 
television channel, the processor 104 may determine what the 
current loads of each of the groups 102 are and determine 
where to start a new process. For example, the host processor 
104 may decide to distribute this new process over multiple 
groups 102, keep the process within a single group 102, or 
distribute it across all of the groups 102. In this way, the host 
processor 104 may perform load-balancing between the 
groups 102 and determine where particular processes are to 
be performed within the data processing architecture 100. 

Referring to FIG. 2, one embodiment of a group 102 is 
illustrated. In general, a group 102 may be a semi-autono 
mous data processing unit that may include one or more 
clusters 200 of processing elements. The components of the 
group 102 may communicate over a bus 202. Such as a cross 
bar switch 202. The internal components of the clusters 102 
will be explained in more detail in association with FIG. 3. 
The group 102 may include one or more management pro 
cessors 204 (e.g., MIPS processors 204), large local group 
memories 206 and associated memory controllers 208. A 
bridge 210 may connect the group 102 to the primary bus 116 
illustrated in FIG. 1. Among other duties, the management 
processors 204 may perform load balancing across the clus 
ters 200 and dispatch tasks to individual clusters 200 based on 
their availability. Prior to dispatching a task, the management 
processors 204 may, if needed, send parameters to the clusters 
200 in order to program them to perform particular tasks. For 
example, the management processors 204 may send param 
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6 
eters to program an address generation unit, a cluster sched 
uler, or other components within the clusters 200, as shown in 
FIG. 3. 

Referring to FIG.3, in selected embodiments, a cluster 200 
in accordance with the invention may include an array 300 of 
processing elements (i.e., a vector processing unit (VPU) 
array 300). An instruction memory 304 may store instructions 
associated with all the threads running on the cluster 200 and 
intended for the VPU array 300. A vector processor unit 
controller (VPC) 302 may fetch instructions from the instruc 
tion memory 304, decode the instructions, and transmit the 
decoded instructions to the VPU array 300 in a “modified 
SIMD' fashion. As will be explained in more detail in asso 
ciation with FIG. 6, the VPC 302 may act in a “modified 
SIMD fashion by grouping particular processing elements 
and applying an instruction modified to each group. This may 
allow different processing elements to handle the same 
instruction differently. For example, this mechanism may be 
used to cause half of the processing elements to perform an 
ADD instruction while the other halfperforms a SUB instruc 
tion, all in response to a single instruction from the instruction 
memory 304. This feature adds a significant amount of flex 
ibility and functionality to the cluster 200 as will be shown in 
more detail hereafter. 
The VPC 302 may have associated therewith a scalar ALU 

306 which may perform Scalar algorithm computations, per 
form control-related functions, and manage the operation of 
the VPU array 300. For example, the scalar ALU 306 may 
reconfigure the processing elements by modifying the groups 
that the processing elements belong to or designating how the 
processing elements should handle instructions based on the 
group they belong to. 
The cluster 200 may also include a data memory 308 stor 

ing vectors having a defined number (e.g., sixteen) of ele 
ments. In certain embodiments, the number of elements in 
each vector may be equal to the number of processing ele 
ments in the VPU array 300. Similarly, in selected embodi 
ments, each vector element may include a defined number 
(e.g., sixteen) of bits. The number of bits in each element may 
be equal to the width (e.g., sixteen bits) of the data path 
between the data memory 308 and each processing element. 
It follows that if the data path between the data memory 308 
and each processing element is 16-bits wide, the data ports 
(i.e., the read and write ports) to the data memory 308 may be 
256-bits wide (16 bits for each of the 16 processing elements). 
These numbers are presented only by way of example are not 
intended to be limiting. 

In selected embodiments, the cluster 200 may include an 
address generation unit 310 to generate real addresses when 
reading data from the data memory 308 or writing data back 
to the data memory 308. As will be explained in association 
with FIGS. 7 and 8, in selected embodiments, the address 
generation unit 310 may generate addresses in response to 
read/write requests from either the VPC 302 or connection 
manager 312 in a way that is transparent to the VPC 302 and 
connection manager 312. The cluster 200 may include a con 
nection manager 312, communicating with the bus 202, 
whose primary responsibility is to transfer data into and out of 
the cluster 200. 

In selected embodiments, instructions fetched from the 
instruction memory 304 may include a multiple-slot instruc 
tion (e.g., a three-slot instruction). For example, where a 
three-slot instruction is used, up to two (i.e., 0, 1, or 2) instruc 
tions may be sent to each processing element and up to one 
(i.e., 0 or 1) instruction may be sent to the scalar ALU 306. 
Instructions sent to the scalar ALU 306 may, for example, be 
used to change the grouping of processing elements, change 
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how each group of processing elements should handle a par 
ticular instruction, or change the configuration of a permuta 
tion engine 318. In certain embodiments, the processing ele 
ments within the VPU array 300 may be considered parallel 
semantic, variable-length VLIW (very long instruction word) 
processors, where the packet length is at least two instruc 
tions. Thus, in certain embodiments, the processing elements 
in the VPU array 300 may execute at least two instructions in 
parallel in a single clock cycle. 

In certain embodiments, the cluster 200 may further 
include a parameter memory 314 to store parameters of vari 
ous types. For example, the parameter memory 314 may store 
a processing element (PE) map to designate which group each 
processing element belongs to. The parameters may also 
include an instruction modifier designating how each group 
of processing elements should handle aparticular instruction. 
In selected embodiments, the instruction modifier may des 
ignate how to modify at least one operand of the instruction, 
Such as a source operand, destination operand, or the like. 
This concept will be explained in more detail in association 
with FIGS. 6A and 6B. 

In selected embodiments, the cluster 200 may be config 
ured to execute multiple threads simultaneously in an inter 
leaved fashion. In certain embodiments, the cluster 200 may 
have a certain number (e.g., two) of active threads and a 
certain number (e.g., two) of dormant threads resident on the 
cluster 200 at any given time. Once an active thread has 
finished executing, a cluster scheduler 316 may determine the 
next thread to execute. In selected embodiments, the cluster 
scheduler 316 may use a Petri net or other tree structure to 
determine the next thread to execute, and to ensure that any 
necessary conditions are satisfied prior to dispatching a new 
thread. As previously mentioned, in certain embodiments, 
one or more of the group processors 204 (shown in FIG. 2) 
may program the cluster scheduler 316 with the appropriate 
Petri nets/tree structures prior to executing a program on the 
cluster 200. 

Because a cluster 200 may execute and finish threads very 
rapidly, it is important that threads can be scheduled in an 
efficient manner. In certain embodiments, an interrupt may be 
generated each time a thread has finished executing so that a 
new thread may be initiated and executed. Where threads are 
relatively short, the interrupt rate may become so high that 
thread scheduling has the potential to undesirably reduce the 
processing efficiency of the cluster 200. Thus, apparatus and 
methods are needed to improve scheduling efficiency and 
ensure that scheduling does not create bottlenecks in the 
system. To address this concern, in selected embodiments, the 
cluster scheduler 316 may be implemented in hardware as 
opposed to software. This may significantly increase the 
speed of the cluster scheduler 316 and ensure that new threads 
are dispatched in an expeditious manner. Nevertheless, in 
certain cases, the cluster hardware scheduler 316 may be 
bypassed and Scheduling may be managed by other compo 
nents (e.g., the group processor 204). 

In certain embodiments, the cluster 200 may include per 
mutation engine 318 to realign data that it read from or written 
to the data memory 308. The permutation engine 318 may be 
programmable to allow data to a reshuffled in a desired order 
before or after it is processed by the VPU array 300. In certain 
embodiments, the programming for the permutation engine 
318 may be stored in the parameter memory 314. The permu 
tation engine 318 may permute data having a width (e.g., 256 
bits) corresponding to the width of the data path between the 
data memory 308 and the VPU array 300. In certain embodi 
ments, the permutation engine 318 may be configured to 
permute data with a desired level of granularity. For example, 
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8 
the permutation engine 318 may reshuffle data on a byte-by 
byte basis or other desired level of granularity. 

Referring to FIG. 4, as previously mentioned, the VPU 
array 300 may include an array of processing elements. Such 
as an array of sixteen processing elements (hereinafter 
labeled PE 0 through PE15). As previously mentioned, these 
processing elements may simultaneously execute the same 
instruction on multiple data elements (i.e., a vector of data 
elements) in a “modified SIMD fashion, as will be explained 
in more detail in FIGS. 6A and 6B. In the illustrated embodi 
ment, the VPU array 300 includes sixteen processing ele 
ments arranged in a 4x4 array, with each processing element 
configured to process a sixteen bit data element. This arrange 
ment of processing elements allows data to be passed between 
the processing elements in a specified manner as will be 
discussed in association with FIG. 5. Nevertheless, the VPU 
array 300 is not limited to a 4x4 array. Indeed, the cluster 200 
may be configured to function with other nxn or even nxm 
arrays of processing elements, with each processing element 
configured to process a data element of a desired size. 

Referring to FIG. 5, in selected embodiments, each of the 
processing elements of the VPU array 300 may include vari 
ous registers to store data while it is being operated on. For 
example, the processing elements may include one or more 
internal general purpose registers 500 in which to store data. 
In addition, each of the processing elements may include one 
or more exchange registers 502 to transfer data between the 
processing elements. This may allow the processing elements 
to communicate with neighboring processing elements with 
out the need to save the data to data memory 308 and then 
reload the data into internal registers 500. 

For example, in selected embodiments, an exchange reg 
ister 502a may have a read port that is coupled to PE 0 and a 
write port that is coupled to PE 4, allowing data to be trans 
ferred from PE4 to PE0. Similarly, an exchange register 502b 
may have a read port that is coupled to PE 4 and a write port 
that is coupled to PE 0, allowing data to be transferred from 
PE 0 to PE 4. This enables two-way communication between 
adjacent processing elements PE 0 and PE 4. 

Similarly, for those processing elements on the edge of the 
array 300, the processing elements may be configured for 
"wrap-around communication. For example, in selected 
embodiments, an exchange register 502c may have a write 
port that is coupled to PE 0 and a read port that is coupled to 
PE 12, allowing data to be transferred from PE 0 to PE 12. 
Similarly, an exchange register 502d may have a write port 
that is coupled to PE 12 and a read port that is coupled to PE 
0, allowing data to be transferred from PE12 to PE 0. Simi 
larly, exchange registers 502e, 502f may enable two-way 
communication between processing elements PE 0 and PE 3 
and exchange registers 502g, 502h may enable two-way com 
munication between processing elements PE 0 and PE 1. 

In certain embodiments, the cluster 200 may be configured 
such that data may be loaded from data memory 308 into 
either the internal registers 500 or the exchange registers 502 
of the VPU array 300. The cluster 200 may also be configured 
such that data may be loaded from the data memory 308 into 
the internal registers 500 and exchange registers 502 simul 
taneously. Similarly, the cluster 200 may also be configured 
such that data may be transferred from either the internal 
registers 500 or the exchange registers 502 to data memory 
3O8. 

Referring to FIG. 6A, as previously mentioned, in selected 
embodiments, the VPU array 300 may be configured to act in 
a “modified SIMD fashion. This may enable certain process 
ing elements to be grouped together and the groups of pro 
cessing elements to handle instructions differently. To pro 
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vide this functionality, in selected embodiments, the VPC 302 
may contain a grouping module 612 and a modification mod 
ule 614. In general, the grouping module 612 may be used to 
assign each processing element within the VPU array 300 to 
one of several groups. A modification module 614 may des 
ignate how each group of processing elements should handle 
different instructions. 

FIG. 6B shows one example of a method for implementing 
the grouping module 612 and modification module 614 of 
FIG. 6A. In selected embodiments, the grouping module 612 
may include a PE map 602 to designate which group each 
processing element belongs to. This PE map 602 may, in 
certain embodiments, be stored in a register 600 on the VPC 
302. This register 600 may be read by each processing ele 
ment so that it can determine which group it belongs to. For 
example, in selected embodiments, the PE map 602 may store 
two bits for each processing element (e.g., 32 bits total for 16 
processing elements), allowing each processing element to be 
assigned to one of four groups (groups 0, 1, 2, and 3). This PE 
map 602 may be updated as needed by the scalar ALU306 to 
change the grouping. 

In selected embodiments, the modification module 614 
may include an instruction modifier 604 to designate how 
each group should handle an instruction 606. Like the PE map 
602, this instruction modifier 604 may, in certain embodi 
ments, be stored in a register 600 that may be read by each 
processing element in the array 300. For example, consider a 
VPU array 300 where the PE map 602 designates that PE 0 
through PE 7 belong to “group 0' and PE8 through PE 15 
belong to 'group 1.” An instruction modifier 604 may desig 
nate that group 0 should handle an ADD instruction as an 
ADD instruction, while group 1 should handle the ADD 
instruction as a SUB instruction. This will allow each group to 
handle the ADD instruction differently. Although the ADD 
instruction is used in this example, this feature may be used 
for a host of different instructions. 

In certain embodiments, the instruction modifier 604 may 
also be configured to modify a source operand 608 and/or a 
destination operand 610 of an instruction 606. For example, if 
an ADD instruction is designed to add the contents of a first 
Source register (R1) to the contents of a second source register 
(R2) and to store the result in a third destination register (R3), 
the instruction modifier 604 may be used to modify any or all 
of these source and/or destination operands. For example, the 
instruction modifier 604 for a group may modify the above 
described instruction such that a processing element will use 
the source operand in the register (R5) instead of R1 and will 
save the destination operand in the destination register (R8) 
instead of R3. In this way, different processing elements may 
use different source and/or destination operands 608, 610 
depending on the group they belong to. 

Referring to FIG. 7, as previously mentioned, in selected 
embodiments, an address generation unit 310 may be used to 
generate real addresses in response to read/write requests 
from either the VPC 302 or the connection manager 312. In 
selected embodiments, the cluster 200 may be configured 
such that the VPC 302 and connection manager 312 make 
read or write requests to a “connection’ 708 as opposed to 
specifying the real address 706 in data memory 308 where the 
read or write is to occur. This allows real addresses 706 to be 
generated in away that is transparent to code in the instruction 
memory 304 and executed on the VPU array 300, thereby 
simplifying the writing of code for the cluster 200. That is, 
code that is executed by the VPU array 300 may read and 
write to “connections’ 708 as opposed to real addresses 706 
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10 
in data memory 308. The address generation unit 310 may be 
configured to translate the “connections’ 708 into real 
addresses 706. 

In selected embodiments, a “connection'708 may be iden 
tified by a connection ID 700. Thus, whenever code attempts 
to read or write to the data memory 308, the code may identify 
a connection ID 700 as opposed to a real address 706. In 
certain embodiments, the connection ID 700 may be com 
posed of both a buffer ID 702 and a port ID 704. The buff 
er ID 702 and port ID 704 may correspond to a buffer and 
port, respectively. In general, the buffer may identify one or 
more regions in data memory 308 in which to read or write 
data. The port, on the other hand, may identify an access 
pattern for reading or writing data to the buffer. Various dif 
ferent types of buffers and ports will be explained in more 
detail in association with FIGS. 9A through 13K. 

In selected embodiments, the connection ID 700 may be 
made up of a pre-defined number of bits (e.g., sixteen bits). 
Accordingly, the buffer ID 702 and port ID 704 may use 
some portion of the pre-defined number of bits. For example, 
where the connection ID 700 is sixteen bits, the buffer ID 
702 may make up the lower seven bits of the connection ID 
700 and the port ID 704 may make up the upper nine bits of 
the connection ID 700. This allows for 27 (i.e., 128) buffers 
and 2 (i.e., 512) ports. 

Referring to FIG. 8, in selected embodiments, the address 
generation unit 310 may include various mechanisms for 
translating the connection ID 700 into real addresses 706. 
For example, in certain embodiments, the address generation 
unit 310 may include a buffer descriptor memory 800 and a 
port descriptor memory 802. These memories 800, 802 may 
be two separate memory devices or the same memory device. 

In selected embodiments, the buffer descriptor memory 
800 may contain a buffer descriptor table 804 containing 
buffer records 808. In certain embodiments, the buffer 
records 808 are indexed by buffer ID 702, although other 
indexing methods are also possible. Along with other infor 
mation, the buffer records 808 may include a type 810, which 
may describe the type of buffer associated with the buffer ID. 
In selected embodiments, buffer types may includebutare not 
limited to “point-to-point,” “broadcast,” “scatter” and 
"gather buffer types, which will be explained in more detail 
in association with FIGS. 9A through 9D. 
The buffer records 808 may also store attributes 812 asso 

ciated with the buffers. These attributes 812 may include, 
among other information, the size of the buffer, a data avail 
able indicator (indicating whether data is available that may 
be read from the buffer), a space available indicator (indicat 
ing whether space is available in the buffer to write data), or 
the like. In selected embodiments, the buffer record 808 may 
also include a buffer base address 814. Using the buffer base 
address 814 and an offset 822 (as will be described in more 
detail hereafter), the address generation unit 310 may calcu 
late real addresses in the data memory 308 when reading or 
writing thereto. The address generation unit 310 may gener 
ate the real addresses internally, eliminating the need for 
external code to specify real addresses for reading and writ 
1ng. 

Similarly, in selected embodiments, the port descriptor 
memory 802 may store a port descriptor table 806 containing 
port records 816. In certain embodiments, the port records 
816 are also indexed by port ID 704. In certain embodiments, 
the port records 816 may store a type 818, which may describe 
the type of port associated with the port ID 704. In selected 
embodiments, port types may include but are not limited to 
“FIFO,” “matrix transform.” “nested loop.” “end point pat 
tern” (EPP), and “non-recursive pattern” (NRP) port types, 
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various of which will be explained in more detail in associa 
tion with FIGS. 11A through 13K. 

The port records 816 may also store attributes 820 of the 
ports they describe. These attributes 820 may vary depending 
on the type of port. For example, attributes 820 for a “nested 
loop'port may include, among other information, the number 
of times the nested loops are repeated, the step size of the 
loops, the dimensions of the two-dimensional data structure 
(to Support wrapping in each dimension), or the like. Simi 
larly, for an “end point pattern port, the attributes 820 may 
include, among other information, the end points to move 
between when Scanning the vectors in a buffer, the step size 
between the end points, and the like. Similarly, for a “matrix 
transform” port, the attributes 820 may include the matrix that 
is used to generate real addresses, or the like. The attributes 
820 may also indicate whether the port is a “read' or “write' 
port. 

In general, the attributes 820 may include the rules or 
parameters required to advance the offset 822 as vectors are 
read from or written to the buffer. The rules may follow either 
a “FIFO,” “matrix transform.” “nested loop.” “end point pat 
tern” (EPP), or “non-recursive pattern” model, as previously 
discussed, depending on the type 818 of port. The offset 822 
may be defined as the distance from the base address 814 of 
the buffer where data is read from or written to memory 308 
(depending on whether the port is a “read” or “write' port). 
The offset 822 may be updated in the port descriptor 816a 
when data is read from or written to the data memory 308 
using the port 816a. The address generation unit 310 may 
advance and keep track of the offset 822 internally, making it 
transparent to code executed on the VPU array 300. 

Referring to FIGS. 9A through 9D, various embodiments 
of the “point-to-point,” “broadcast,” “scatter,” and gather 
buffers briefly described above are explained in more detail. 
FIG.9A is a block diagram showing one example of a “point 
to-point'buffer; FIG. 9B is a block diagram showing one 
example of a “broadcast' buffer; FIG.9C is a block diagram 
showing one example of a “scatter buffer; and FIG. 9D is a 
block diagram showing one example of a "gather buffer. 
“Point-to-Point Buffer 
As illustrated in FIG. 9A, a point-to-point buffer may be 

generally defined as a buffer where there is a single producer 
(associated with a single write port) that writes data to a buffer 
900, and a single consumer (associated with a single read 
port) that reads the data from the buffer 900 written by the 
producer. In selected embodiments, the consumer reads the 
data in the same order in which it was written to the buffer 
900. In other embodiments, the consumer reads the data in a 
different order from which it was written to the buffer 900. 
For example, the read port of the consumer may be defined as 
a “FIFO port, whereas the write port of the producer may be 
defined as a “nested loop' port. This may cause the consumer 
to read the data in a different pattern than it was written by the 
producer. 
“Broadcast Buffer 
As shown in FIG.9B, a broadcast buffer may be generally 

defined as a buffer 900 where each vector that is written to the 
buffer 900 by a single producer (with a single write port) may 
be broadcast to multiple consumers (each with a different 
read port). Stated otherwise, each vector that is written to the 
buffer 900 by a single producer may be consumed by multiple 
consumers. Nevertheless, in certain cases, although the con 
Sumers may read the same data from the same buffer, the 
consumers may be reading from different parts of the buffer at 
any given time. 
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“Scatter Buffer 
As shown in FIG. 9C, a scatter buffer may be generally 

defined as a buffer 900 in which vectors that are written to the 
buffer 900 by a single producer (with a single write port) may 
be"scattered for consumption by multiple consumers (each 
with a different read port). In certain embodiments, a scatter 
buffer may be implemented by establishing several sub-buff 
ers (or subdivisions) within a larger buffer 900. For example, 
if a producer writes three vectors to the larger buffer 900, the 
first vector may be written to a first sub-buffer, the second 
vector may be written to a second sub-buffer, and the third 
vector may be written to a third sub-buffer within the buffer 
900. Vectors that are written to the first sub-buffer may be 
consumed by a first consumer, Vectors that are written to the 
second Sub-buffer may be consumed by a second consumer, 
and vectors that are written to the third sub-buffer may be 
consumed by a third consumer. Thus, this type of buffer 900 
enables a producer to "scatter vectors across various sub 
buffers, each of which may be consumed by a different con 
Sumer. This is similar to the broadcast buffer except that each 
vector that is written to the buffer 900 is only consumed by a 
single consumer as opposed to multiple consumers. Thus, 
unlike the broadcast buffer, all the consumers do not share the 
same data. 
“Gather Buffer 
As shown in FIG. 9D, a gather buffer may be generally 

defined as a buffer in which vectors generated by multiple 
producers may be gathered together into a single buffer. In 
certain embodiments, this type of buffer may also be imple 
mented by establishing a number of sub-buffers within a 
larger buffer. For example, a first producer may be configured 
to write data to a first sub-buffer within the buffer, a second 
producer may be configured to write data to a second sub 
buffer within the buffer, and a third producer may be config 
ured to write data to a third sub-buffer within the buffer. A 
single consumer may be configured to consume the data 
produced by the multiple producers. In this way, data gener 
ated by multiple producers may be "gathered together so that 
it may be consumed by a single or Smaller number of con 
SUCS. 

Referring to FIG.10, as previously mentioned, a buffer 900 
may identify one or more regions in data memory 308 in 
which to read or write data. A buffer 900 may store vectors 
1000 (herein shown as vectors a, a2, as a) with each 
vector 1000 storing a defined number (e.g., sixteen) of ele 
ments, and each element storing a defined number (e.g., six 
teen) of bits. The number of elements in each vector may be 
equal to the number of processing elements in the VPU array 
3OO. 

In selected applications, the buffer 900 may be used to store 
a multi-dimensional data structure, Such as a two-dimen 
sional data structure (e.g., two-dimensional video data). The 
VPU array 300 may operate on the multi-dimensional data 
structure. In such an embodiment, each of the vectors 1000 
may represent some portion of the multi-dimensional data 
structure. For example, where the multi-dimensional data 
structure is a two-dimensional data structure, each of the 
vectors 1000 may representa 4x4 block of pixels, where each 
element of a vector 1000 represents a pixel within the 4x4 
block. 

For example, referring to FIGS. 11A and 11B, consider a 
two-dimensional data structure stored in a buffer 900. Each 
vector 1000 in the buffer 900 may represent some portion of 
the two-dimensional data structure. In this example, each 
vector 1000 represents a 4x4 block of pixels, with each ele 
ment of the vector 1000 representing a pixel within the 4x4 
block. FIG. 11A shows the two-dimensional data structure 
stored in a buffer 900 in data memory 308. FIG. 11B shows 
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the same two-dimensional data structure in two dimensions 
for illustration purposes. As shown in FIG. 11B, the 4x4 
blocks 1102 of pixels are arranged in rows, with vectors a 

a representing the 4x4 blocks of the first row, 
Vectors a, a, a2, ... a representing the 4x4 blocks of the 
Second row, Vectors als, as ass. . . . as representing the 4x4 
blocks of the third row, and so forth. 
As previously mentioned, different "ports' may be used to 

access (i.e., read and/or write) data in a buffer 900 in different 
patterns. It has been found that processing video data may 
require the data to be accessed in different patterns. Some of 
these ports, more particularly the “FIFO,” “nested loop.” 
“matrix transform, and “end point pattern' ports previously 
discussed, will be explained in more detail in association with 
FIGS. 11C through 13K. In general, a port type may be 
selected based on the desired access pattern. 
“FIFO Port 

An access pattern for a FIFO port (also known as “raster 
scan access) may simply include an address increment with 
wrap around. For example, referring to FIG. 11C, an access 
pattern using a FIFO port may traverse the following path of 
the nxn two-dimensional data structure 1100: a, a 
als. . . . a 1, a21, a22, a23. . . . a2, as 1, as2, a33. . . . as and so 
forth. When the access pattern reaches the end of the buffer 
900, it may wrap around to access the first address in the 
buffer 900. 

“Nested Loop' Port 
FIG. 11D shows one example of a pattern for accessing an 

nxm two-dimensional data structure 1100 using a “nested 
loop' port. This access pattern may be generated using a 
series of nested loops associated with a “nested loop' port. 
The port and associated nested loops (including the jumps 
(step size) and number of iterations for each loop) may be 
pre-programmed into the address generation unit as part of a 
port descriptor prior to accessing the two-dimensional data 
structure 1100. As shown in FIG. 11D, the access pattern 
follows the Substantially Zig-Zag path (i.e. a 1, a2, a2, a 22. 
as a 23. . . . a1, a2, as a 41, etc.). After setting the initial 
offset in the buffer to a, the access pattern may be generated 
in the address generation unit 310 using the following nested 
loops: 

a 12, a 13 . . . 

inner loop: jump by n (loops 1 time) 
intermediate loop: jump by 1 (loops in times) 
outer loop: jump by 2n (loops m/2 times) 
In the above example, the loops do not inherit the starting 

points of the previous loops. However, in other embodiments, 
the loops may be configured to inherit the starting points of 
the previous loops. The parameters (i.e., the step-size and 
number of iterations for each loop) of the nested loops may be 
varied to generate various types of access patterns. Thus, the 
access pattern shown in FIG. 11D represents just one exem 
plary access pattern and is not intended to be limiting. 
“Matrix Transform Port 

Ports having the matrix port type may have a counter mul 
tiplied by a transform matrix to determine a buffer offset 822. 
The matrix multiplication of a FIFO pointer (or simple 
counter) by a transform matrix creates a new programmable 
access pattern. An 8-bit offset may require a 64-entry trans 
form matrix, where each entry is one bit. Since the matrix 
elements are single bits, the multiplication reduces to an AND 
operation, while the addition reduces to an XOR operation as 
shown in the equation below. The port descriptor may contain 
both the offset information as well as the transform matrix. 
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The matrix transform may be used to Support recursive 
access patterns such as U-order (FIG. 12A), N-order (FIG. 
12B), X-order (FIG. 12C), Z-order (FIG. 12D), and Gray 
order (FIG. 12E) access patterns. The access patterns shown 
in FIGS. 12A through 12E are examples of patterns that may 
be generated with the matrix transform port and are not 
intended to be limiting. 
“End-Point Pattern Port 

Ports having the "end-point pattern' type may be used to 
Support non-recursive access patterns such as the wiper scan 
(FIG. 13A), diagonal (Zigzag) scan D (FIG. 13B), raster scan 
R (FIG. 13C), vertical continuous wiper scan (FIG. 13D), 
spiral scan S (FIG. 13E), horizontal continuous raster scan C 
(FIG. 13F), right orthogonal (FIG. 13G), diagonal symmetry 
Y (FIG. 13H), horizontal symmetry M (FIG. 13I), diagonal 
parallel E (FIG. 13J), and diagonal secondary W. (FIG. 13K). 
These patterns may be derived by establishing endpoints, and 
then moving between the end points to generate a desired 
access pattern. These patterns represent just a few patterns 
that are possible using the 'end-point pattern port, and are 
not intended to be limiting. 

For example, referring to the access pattern of FIG. 13E, 
consider an initial set of end points 1300a, 1302a, 1304a, 
1306a. The access pattern may be generated by initially mov 
ing from a first end point 1300a to a second endpoint 1302a, 
and then from the second endpoint 1302a to a third endpoint 
1304a, and then from the third endpoint 1304a to a fourth end 
point 1306a. These end points 1300a, 1302a, 1304a, 1306a 
may then be moved or modified (by program code or other 
means) to new locations to continue the pattern. For example, 
the first end point 1300a may be moved to a fifth end point 
1300b, a second endpoint 1302a may be moved to a sixth end 
point 1302b: a third end point 1304a may be moved to a 
seventh endpoint 1304b; and a fourth endpoint 1306a may be 
moved to an eighth end point 1306b. The pattern may then 
continue by moving from the fourth end point 1306a to the 
fifth end point 1300b, from the fifth end point 1300b to the 
sixth end point 1302b, from the sixth end point 1302b to the 
seventh end point 1304b, and from the seventh end point 
1304b to the eighth end point 1306b, and so forth. This 
process may continue until the access pattern of FIG. 13E is 
generated. A certain step-size or jump between vectors may 
be defined when moving between endpoints. The end points 
and the jumps or step-size between end points may be pro 
grammed into the port descriptor associated with the "end 
point pattern' port. 
The "end-point pattern port type is useful to generate 

many access patterns that may be difficult or impossible to 
generate using other port types. This algorithm may also be 
useful in many mathematical operations, particularly faster 
search algorithms to improve encoding efficiency. 
“Non-Recursive Pattern Port 

This type of port may be used to Support non-recursive 
access patterns that are not achievable or Supported using the 
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matrix transform port or other types of ports. In general, the 
“non-recursive pattern' port may be similar to the “nested 
loop port except that it may use consecutive loops (i.e., 
sequential loops) instead of nested loops to generate 
addresses. 

The invention may be embodied in other specific forms 
without departing from its spirit or essential characteristics. 
The described examples are to be considered in all respects 
only as illustrative and not restrictive. The scope of the inven 
tion is, therefore, indicated by the appended claims rather 
than by the foregoing description. All changes which come 
within the meaning and range of equivalency of the claims are 
to be embraced within their scope. 
The invention claimed is: 
1. A method for operating a data system component com 

prising: 
a data memory providing a multi-dimensional data struc 

ture; 
providing an address generation unit configured to calcu 

late real addresses in order to access the multi-dimen 
sional data structure in a desired pattern; 

configuring the address generation unit to calculate the real 
addresses by moving across the multi-dimensional data 
structure between pairs of end points, wherein the pairs 
of end points are pre-programmed into the address gen 
eration unit prior to accessing the multi-dimensional 
data structure, and using a vector processor unit to 
access the data structure at the real addresses calculated 
by the address generation unit: 

wherein said address generation unit comprises a buffer 
descriptor memory and a port descriptor memory; and 

using said address generation unit to generate real 
addresses in response to read/write requests from either 
a Vector processor unit controller or a connection man 
ager communicating with a bus whose primary respon 
sibility is to transfer data; 

wherein said vector processor unit controller makes read or 
Write requests to a connection as opposed to specifying 
the real address in said data memory where the read or 
write is to occur; 

and wherein said connection is identified by a connection 
identification composed of a buffer identification and a 
port identification. 

2. The method of claim 1, wherein accessing the multi 
dimensional data structure includes at least one of reading 
from and writing to the multi-dimensional data structure. 

3. The method of claim 1, wherein the multi-dimensional 
data structure is a two-dimensional data structure. 

4. The method of claim 1, wherein providing a multi 
dimensional data structure comprises storing the multi-di 
mensional data structure in a buffer in data memory. 

5. The method of claim 1, further comprising pre-program 
ming a step size into the address generation unit for each pair 
of end points. 

6. The method of claim 1, wherein said address generation 
unit is programmed by management processors. 

7. The method of claim 1, wherein said port descriptor 
memory stores a port descriptor table containing port records 
indexed by port identification and port type. 
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8. The method of claim 7, wherein said data memory has a 

buffer capable of storing vectors; 
said port records additionally comprise attributes of the 

ports they describe, and wherein said attributes include 
the end points to move between when scanning the vec 
tors in a buffer, and the step size between the endpoints. 

9. The method of claim 8, wherein the number of elements 
in said vector is equal to the number of processing elements in 
a vector processing unit array (VPU array) that operates on 
the multi-dimensional data structure. 

10. The method of claim 1, further moving said pairs of end 
points to new locations, or modifying said pairs of endpoints. 

11. A method for operating a data system component com 
prising: 

a data memory providing a multi-dimensional data struc 
ture; 

providing an address generation unit configured to calcu 
late real addresses in order to access the multi-dimen 
sional data structure in a desired pattern; 

configuring the address generation unit to calculate the real 
addresses by moving across the multi-dimensional data struc 
ture between pairs of end points, wherein the pairs of end 
points are pre-programmed into the address generation unit 
prior to accessing the multi-dimensional data structure, and 
accessing the data structure at the real addresses calculated by 
the address generation unit; 

wherein said address generation unit comprises a buffer 
descriptor memory and a port descriptor memory; 

programming said address generation unit by management 
processors; 

using said address generation unit to generate real 
addresses in response to read/write requests from either 
a Vector processor unit controller or a connection man 
ager communicating with a bus whose primary respon 
sibility is to transfer data; 

wherein said vector processor unit controller makes read or 
Write requests to a connection as opposed to specifying 
the real address in said data memory where the read or 
write is to occur; 

wherein said connection is identified by a connection iden 
tification composed of a buffer identification and a port 
identification; 

wherein said port descriptor memory stores a port descrip 
tortable containing port records indexed by port identi 
fication and port type: 

wherein said data memory has a buffer capable of storing 
Vectors, said port records additionally comprise 
attributes of the ports they describe; 

wherein said attributes include the end points to move 
between when scanning the vectors in a buffer, and the 
step size between the end points; and 

wherein the number of elements in said vector is equal to 
the number of processing elements in a vector process 
ing unit array (VPU array) that operates on the multi 
dimensional data structure. 

12. The method of claim 11, further moving said pairs of 
end points to new locations, or modifying said pairs of end 
points. 
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