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COMPUTING DEVICE 

Direct memory access (DMA) is provided between input/ 
output (I/O) devices and memory within virtual machine 
(VM) environments. A computing device includes an I/O 
device, an operating system (OS) running on a VM of the 
computing device, a device driver for the I/O device, a VM 
manager (VMM), I/O translation hardware, and a hardware 
abstraction component for the OS. The I/O translation 
hardware is for translating physical addresses of the com 
puting device assigned to the OS to machine addresses of the 
I/O device. The hardware abstraction component and the 
VMM cooperatively interact to enable the device driver to 
initiate DMA between the I/O device and memory via the 
translation hardware. The OS may be unmodified to run on 
the VM of the computing device, except that the hardware 
abstraction component is particularly capable of coopera 
tively interacting with the VMM to enable the device driver 
to receive DMA from the I/O device. 
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DIRECTMEMORY ACCESS BETWEEN 
INPUT/OUTPUT DEVICE AND PHYSICAL 
MEMORY WITHIN VIRTUAL MACHINE 

ENVIRONMENT 

FIELD OF THE INVENTION 

0001. The present invention relates generally to virtual 
machine environments, in which guest operating systems 
run within virtual machines of a computing device, and more 
particularly to direct memory access between input/output 
(I/O) devices and memory within such virtual machine 
environments. 

BACKGROUND OF THE INVENTION 

0002 Historically, a single computing device ran a single 
operating system. Each computer user, for instance, was 
assigned his or her own client computing device, and that 
computing device ran an operating system in which the user 
could run application programs as desired. Similarly, a 
server computing device ran a single operating system that 
ran application programs. 
0003. However, this type of computer architecture has 
disadvantages. First, it is costly, because each computing 
device needs a complete assortment of processors, memory, 
and input/output (I/O) devices to properly function whether 
it is being utilized or not. Second, the use of this type of 
architecture can be inefficient. At any given time, a given 
computing device may not be performing work, and rather 
is sitting idle, waiting for a task to be performed during times 
when workloads increase. 

0004 Therefore, a technology has been developed in 
which more than one operating system is capable of running 
on a single computing device, sharing at least the memory 
and the processors of the computing device. Such technol 
ogy is referred to as virtualization. With virtualization, a 
given computing device has a number of virtual machines 
(VM's), or VM environments, where a guest operating 
system is run in each VM or VM environment. Therefore, 
guest operating systems for multiple computer users can be 
run simultaneously on a single computing device. Such as a 
single server computing device. When workload demands 
are high, more VM’s can be instantiated and run. When 
workloads are low, VM’s can be suspended. 
0005 One type of virtualization technology is referred to 
as full virtualization. Full virtualization has the advantage of 
being able to be employed with “off-the-shelf operating 
systems, with no modification made to these operating 
systems. This is particularly advantageous with respect to 
x86-based operating systems, such as versions of the 
Microsoft Windows(R) operating system and versions of the 
Linux operating system. Thus, a fully virtualized environ 
ment can be set up in which different instances of a 
Microsoft Windows(R) operating system and/or a Linux 
operating system can be run simultaneously on the same 
computing device, within different VM's (isolated from one 
another), without having to modify the operating systems 
0006. However, full virtualization has a significant dis 
advantage. In full virtualization, I/O access to I/O devices of 
the computing device, by a guest operating system running 
within a VM environment, is typically emulated. That is, the 
guest operating system does not have direct access to I/O 
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devices, but rather the I/O requests from the operating 
system are sent to a VM manager, or hypervisor, which 
manages all the IO requests, processes them accordingly and 
sends them to the I/O devices as desired. Thus, full virtu 
alization typically incurs a performance penalty during IO 
because the VM manager must monitor and emulate all IO 
operations on behalf of all VM's. 
0007 Another type of virtualization technology is 
referred to as para-virtualization. In para-virtualization, 
operating system software leverages programmatic inter 
faces exposed by the hypervisor to perform IO and DMA 
operations. Often, in a para-virtualized model, a special 
partition or VM is created to manage all IO. In a para 
virtualized model, there is typically very little, if any, 
emulation, thus enabling a “thinner” or more lightweight 
hypervisor. Hence, para-virtualization has the advantage of 
providing for significantly better I/O performance than does 
full virtualization. For environments in which I/O perfor 
mance is critical, para-virtualization can be a desirable 
Solution. 

0008 However, para-virtualization suffers from a very 
significant disadvantage in that guest operating systems have 
to be customized, or completely rewritten, in order to run 
within para-virtualized environments. That is, an “off-the 
shelf operating system, such as versions of the Microsoft 
Windows(R operating system and versions of the Linux 
operating system, cannot run within a para-virtualized envi 
ronment without significant and fundamental modification. 
0009. Within fully virtualized systems there is consider 
able overhead associated with monitoring and emulation I/O 
purely in Software without hardware assistance. In this case, 
hardware assistance refers to a set of hardware translation 
tables that enable secure address translation between a single 
DMA device and memory within a VM. Currently, the x86 
processor architecture does not itself incorporate DMA 
translation capabilities. However, some x86-based systems 
do contain hardware features that enable the ability to 
translate, or remap DMA address spaces within the chipset 
used in the platform architecture. 

SUMMARY OF THE INVENTION 

0010. The present invention relates to direct memory 
access (DMA) between input/output (I/O) devices and 
physical memory within virtual machine (VM) environ 
ments. A computing device of an embodiment of the inven 
tion includes an I/O device, an operating system (OS) 
running on a VM of the computing device, a device driver 
for the I/O device running in the VM, a VM manager 
(VMM), or hypervisor, running on the computing device, 
I/O translation hardware, and a hardware abstraction com 
ponent for the OS running in the VM. The I/O translation 
hardware is for translating physical addresses of the com 
puting device assigned to the OS to machine addresses 
between the I/O device and physical memory. The hardware 
abstraction component and the VMM cooperatively interact 
to enable access to system memory from the DMA I/O 
device via the I/O translation hardware. 

0011. It is noted that an I/O device as described herein in 
actuality incorporates two components: the device itself. 
such as the storage device itself, and an I/O controller for the 
device that manages access to and from the device. The I/O 
controller manages DMA to and from memory and the 
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device. In one embodiment, two basic I/O access approaches 
are enabled. First, the VM manager enables operating sys 
tem access to the I/O controller, and thus allows the oper 
ating system to program the controller directly. Second, the 
VM manager leverages the I/O translation hardware to 
enable the I/O controller to directly address the memory 
space allocated to the guest operating system. The first type 
of access approach does not depend on the I/O translation 
hardware to enable the operating system to access the I/O 
controller, and this type of access is known as programmed 
I/O, as opposed to DMA, and the translation of this address 
space in handled by the x86 page tables. By comparison, the 
second access approach enables the I/O controller to read 
and write memory directly, and this is the crux of the DMA 
benefits provided by embodiments of the invention. 
0012. Thus, the I/O controller is not actually the target of 
a DMA operation, but rather is an initiator of a DMA 
operation where the memory allocated to the operating 
system and the device itself are targets. The OS may be 
unmodified to run on the VM of the computing device, 
except that the hardware abstraction component is particu 
larly capable of being able to cooperatively interact with the 
VMM. That is, unlike para-virtualized environments in 
which fundamental changes need to be made to the OS, the 
virtualized environment of the present invention does not 
require fundamental changes to be made to the OS. Rather, 
just a new hardware abstraction component for the OS needs 
to be designed, and nearly all OSs, such as versions of the 
Microsoft Windows(R operating system and versions of the 
Linux operating system, enable third parties to provide new 
hardware abstraction components for their otherwise 
unchanged OSs. Stated another way, whereas para-virtual 
ized environments require changes to be made to OSs, the 
virtualized environment of the invention does not require 
widespread changes to be made to OSs, and instead just 
requires changes to be made to hardware abstraction com 
ponents, which localizes access to the DMA hardware at a 
relatively low level. 
0013 A computing device of another embodiment of the 
invention includes one or more I/O devices, one or more VM 
environments, I/O translation hardware, and a VMM. Each 
VM environment includes an OS, a device driver for the I/O 
device, and a hardware abstraction component for the OS. 
The I/O translation hardware translates physical addresses 
assigned to the OS of each VM environment to machine 
addresses of the I/O devices for DMA between at least one 
of the I/O devices and the physical memory of each VM 
environment. The VMM manages the VM environments, 
and is capable of permitting DMA between at least one of 
the I/O devices and the memory of a VM environment, and 
is capable of denying DMA between the I/O devices and the 
memory of a VM environment. 
0014) Thus, some of the OS's of some of the VM 
environments may have DMA for some of the I/O devices, 
and other of the OS's of other of the VM environments may 
not have DMA for these I/O devices. Stated another way, the 
VMM allows on a per-OS basis whether the device driver 
for a given I/O device and of a given OS allows DMA 
between an I/O device or virtualized I/O access to the I/O 
device. In this way, the virtualized environment provided by 
at least Some embodiments of the invention can be com 
pletely virtualized, so that new hardware abstraction com 
ponents are not needed for “off-the-shelf and unmodified 
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OS's to run within the environment. The same virtualized 
environment can, however, not be completely virtualized, so 
that for OS's that have such new hardware abstraction 
components and for which high I/O performance is required 
can have DMA. 

0015 The virtualized environment therefore can support 
“mixed-and-matched operating systems, where some oper 
ating systems leverage DMA and some operating systems 
have virtualized I/O access to these I/O devices. The virtu 
alized environment of at least some embodiments of the 
invention can thus offer dynamic virtualization, ranging 
from full virtualization for highest compatibility to less 
than-full virtualization for highest performance, on both a 
per-OS basis and a per-I/O device basis. The less-than-full 
virtualization provided is still more advantageous than para 
virtualization, because the OS's do not have to be funda 
mentally modified, and rather just their hardware abstraction 
components need to be modified. That is, the less-than-full 
virtualization provided by these embodiments of the inven 
tion still offer the same advantages over para-virtualization 
that have been noted above. 

0016 A method of an embodiment of the invention is for 
DMA between physical memory and an I/O device of a 
computing device within a VM environment running within 
the computing device. A VMM running on the computing 
device programs I/O translation hardware to translate physi 
cal addresses of the computing device assigned to the VM 
environment to machine addresses of the VM. A device 
driver for the I/O device running within the VM environ 
ment thus can initiate DMA to/from the I/O device, such that 
the I/O translation hardware translates the physical 
addresses provided by the device driver to the machine 
addresses of the VM's physical memory, and vice-versa. 

0017. In a method of another embodiment of the inven 
tion, a device driver running within a VM environment of a 
computing device calls a hardware abstraction component 
also running within the VM environment to setup DMA for 
an I/O device of the computing device. The hardware 
abstraction component determines whether DMA for the I/O 
device is enabled by communicating with a VMM on the 
computing device. If DMA is not enabled, the VMM emu 
lates all I/O between the device driver and the I/O device in 
software of the VMM. If DMA is enabled, the VMM 
programs I/O translation hardware of the computing device 
to translate physical addresses of the computing device 
assigned to the VM environment to machine address of the 
VM, so that (non-emulated) DMA is capable of occurring 
between the I/O device and memory. 

0018 Still other embodiments, aspects, and advantages 
of the invention will become apparent by reading the 
detailed description that follows, and by referring to the 
accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0019. The drawings referenced herein form a part of the 
specification. Features shown in the drawing are meant as 
illustrative of only some embodiments of the invention, and 
not of all embodiments of the invention, unless otherwise 
explicitly indicated, and implications to the contrary are 
otherwise not to be made. 
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0020 FIG. 1 is a diagram of a computer architecture for 
implementing a virtual machine (VM) environment within a 
computing device, according to an embodiment of the 
invention. 

0021 FIG. 2 is a diagram of an architecture of a com 
puting device for achieving direct memory access (DMA) 
within a VM environment from an input/output (I/O) device 
of the computing device, according to an embodiment of the 
invention. 

0022 FIG. 3 is a flowchart of a method for initializing 
I/O access, be it virtualized DMA or non-virtual DMA, 
between a VM environment and an I/O device, according to 
an embodiment of the invention. 

0023 FIG. 4 is a flowchart of a method for achieving I/O 
access, be it virtualized DMA or non-virtual DMA, between 
a VM environment and an I/O device, according to an 
embodiment of the invention. 

DETAILED DESCRIPTION OF THE DRAWINGS 

0024. In the following detailed description of exemplary 
embodiments of the invention, reference is made to the 
accompanying drawings that form a part hereof, and in 
which is shown by way of illustration specific exemplary 
embodiments in which the invention may be practiced. 
These embodiments are described in sufficient detail to 
enable those skilled in the art to practice the invention. Other 
embodiments may be utilized, and logical, mechanical, and 
other changes may be made without departing from the spirit 
or scope of the present invention. The following detailed 
description is, therefore, not to be taken in a limiting sense, 
and the scope of the present invention is defined only by the 
appended claims. 

0.025 FIG. 1 shows a computing device 100, according to 
an embodiment of the invention. The computing device 100 
includes a virtual machine (VM) manager 102, and a number 
of virtual machines (VM's) 104A, 104B, . . . , 104N, 
collectively referred to as the VM's 104. The VM's 104 may 
also be referred to as VM environments. The VMS 104 have 
correspondingly running on them operating systems (OSS) 
106A, 106B, ..., 106N, collectively referred to as the OS's 
106. 

0026. Each of the VM's 104 is a virtualized environment 
that enables a corresponding one of the OS's 106 to run on 
it as if the OS in question were the only OS running on the 
computing device 100. In this way, a number of OS's 106 
can run on the computing device 100, within a number of 
VM's 104. That is, the VM's 104 are VM environments in 
that each of the VM's 104 appears to software running 
within the VM's 104 as a traditional hardware environment, 
Such as the sole hardware environment of the computing 
device 100. 

0027. The VM manager 102 manages the VM's 104. That 
is, the VM manager 102 allows for administration of the 
individual VM's 104, such as their startup, shutdown and 
maintenance. When a new VM is desired to be run on the 
computing device 100, it is started from within the VM 
manager 102, and when an existing VM is desired to be 
shutdown, it is shutdown from within the VM manager 102. 
The VM manager 102 is also commonly referred to as a 
hypervisor. 
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0028. The computing device 100 includes hardware, such 
as one or more processors 108, memory 110, and input/ 
output (I/O) devices 112A, 112B. . . . , 112M, collectively 
referred to as the I/O devices 112. As can be appreciated by 
those of ordinary skill within the art, the computing device 
100 may have other hardware, in addition to and/or in lieu 
of that depicted in FIG.1. The memory 110 is shared by the 
VM's 104. The memory 110 is addressable by a physical 
address space, having a range of physical memory 
addresses. Each of the VM's 104 in one embodiment is 
assigned a section of the physical address space. Such that 
each of the VM's 104 has assigned thereto a portion of the 
physical memory addresses of the memory 110. 
0029. The processors 108 may be shared by the VM's 
104, or each of the processors 108 may be utilized by a 
single one of the VM's 104. In one embodiment, the 
processors 108 are X86 processors, and thus are processors 
that are not typically well situated for virtualization. That is, 
x86 processors are processors that do not inherently provide 
for virtualization, and thus do not have virtualization-spe 
cific processor commands, or opcodes. Therefore, embodi 
ments of the invention can be employed with processors that 
do not provide for virtualization. Such embodiments can be 
implemented in relation to x86 operating systems, such as 
versions of the Microsoft Windows(R) operating system, and 
versions of the Linux operating system. 
0030 The I/O devices 112 can include storage devices, 
Such as disk drive devices, communication devices, such as 
network adapters, output devices, such as display devices 
and their conjoining display device adapters, as well as other 
types of I/O devices, as can be appreciated by those of 
ordinary skill within the art. As will be described in more 
detail later in the detailed description, each of the I/O 
devices 112 may be dedicated, or reserved, to one of the 
VM's 104 in one embodiment, or it may be shared by more 
than one of the VM's 104 in another embodiment. For 
example, a given storage device having a storage device 
interface adapter may be dedicated, or reserved, to one of the 
VM's 104, such that only this VM can use the storage 
device, or it may be shared by more than one of the VM's 
104, such that all of these VM's can use the storage device. 
0.031) Furthermore, for each of the I/O devices 112 to 
which a given one of the VM's 104 has access, the VM in 
question may have one of two different types of access to 
this I/O device. First, the VM may have virtualized I/O 
access to the I/O device, such as virtualized direct memory 
access (DMA) with the I/O device. In virtualized access, I/O 
requests from the VM and I/O responses from the I/O device 
pass through the VM manager 102. The VM manager 102. 
in other words, handles all I/O access between the VM and 
the I/O device where the access is virtualized. 

0032) Second, the VM may have DMA with the I/O 
device. In DMA, I/O requests from the VM and I/O 
responses from the I/O device do not pass through the VM 
manager 102. Rather, such requests and responses pass 
directly from the VM in question to the I/O device in 
question, and vice-versa. True DMA provides for better 
performance than virtualized I/O access, but does require a 
specialized hardware abstraction component in order to 
occur, whereas virtualized I/O access does not, as is 
described in more detail later in the detailed description. 
0033 FIG. 2 shows a portion of the computing device 
100 in more detail, according to an embodiment of the 
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invention. In FIG. 2, just a single VM 104A is depicted, and 
a single I/O device 112A is depicted, as representative of all 
the VM's 104 and of all the I/O devices 112. Furthermore, 
the processors 108 and the memory 110 are not shown in 
FIG. 2 for illustrative convenience and clarity. An additional 
piece of hardware, I/O translation hardware 216, is present 
in the computing device 100 in the embodiment of FIG. 2, 
however. The individual components of the computing 
device 100 of FIG. 2 are now described, and then the way 
they function and interrelate with one another is described in 
relation to two methods. 

0034) The VM 104A is divided into a user mode 202 and 
a kernel mode 204. Application programs, such as the 
application program 206, run in the user mode 202, whereas 
the OS 106A for the VM 104A runs in the kernel mode 204. 
The user mode 202 and the kernel mode 204 can be 
considered as the two operating modes of the VM 104A. 
Application programs that run in the user mode 202 have 
access only to an address space provided within the user 
mode 202, so that when a user-mode process requires data 
that resides in the kernel mode 204, it calls a system service 
provided by the OS 106A to obtain that data. 
0035) The distinction between user mode 202 and kernel 
mode 204 is made so that a certain amount of protection, or 
security, can be afforded the critical system processes that 
run in the kernel mode 204, so that these processes may not 
be able to be directly affected from within the user mode 
202. The kernel mode 204 thus contains the kernel of the 
VM 104A, which is the fundamental part of the VM 104A, 
including the OS 106A, that provides basic services to the 
application programs running within the user mode 202. 
Access to the I/O device 112A, for instance, from within the 
user mode 202 is accomplished via the kernel mode 204 of 
the VM 104A. 

0.036 Besides the application program 206, a represen 
tative buffer 208 is depicted as residing within the user mode 
202. The buffer 208 Stores the data that is sent from the 
application program 206 to the I/O device 112A, and vice 
versa, where DMA between the program 206 and the I/O 
device 112A is afforded. The utilization of this buffer 208 is 
described in more detail later in the detailed description. 
0037 Besides the OS 106A, the kernel mode 204 also 
includes a hardware abstraction component 210 for the OS 
106A, and a device driver 212 for the I/O device 112A. The 
hardware abstraction component 210 may in Some situations 
be considered a part of the OS 106A. However, the hardware 
abstraction component 210 is a component separate from 
other components of the OS 106A, and resides at a signifi 
cantly lower level relative to other parts of the OS 106A. 
Therefore, it can be said that the OS 106A is unmodified 
even though the hardware abstraction component 210 has 
been unmodified, since the component 210 is modularized. 
0038. The hardware abstraction component 210 abstracts 
the hardware of the computing device 100, such as the I/O 
device 112A, for the OS 106A. In other words, the compo 
nent 210 hides the details of interfacing with the hardware 
of the computing device 100 from the OS 106A. The 
component 210 thus functions similarly to an application 
programming interface (API), and is used by programmers 
to write device-independent application programs. A pro 
grammer, for instance, just has to write code that stores data 
to a storage device, and does not have to write code for each 
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particular type of storage device that may be present within 
the computing device 100. The component 210 in some 
types of operating systems, such as versions of the Microsoft 
Windows(R operating system, is referred to as a hardware 
abstraction layer. 
0039 Whereas the hardware abstraction component 210 
provides a general level of abstraction of all the hardware of 
the computing device 100, the device driver 212 enables the 
OS 106A and the application program 206 to communicate 
with a particular piece of hardware. The device driver 212 is 
particularly for the I/O device 112A, and contains the code 
that is specifically written to communicate with the I/O 
device 112A driver, it is a program routine that links the 
operating system to a peripheral device. The device driver 
212 thus contains the precise machine language necessary to 
interact with the I/O device 112A. 

0040. The hardware abstraction component 210 and the 
device driver 212 act in concert to provide access to the I/O 
device 112A. As is described in more detail later in the 
detailed description, the device driver 212 can be said to 
register with the hardware abstraction component 210, and 
in this way the I/O device 112A is revealed to the OS 106A 
and thus to the application program 206 running in the user 
mode 202 of the VM 104A. It is noted that the device driver 
212, as afforded by the hardware abstraction component 210 
and indeed ultimately the VM manager 102, provide DMA 
or virtualized access to the I/O device 112A. 

0041. The VM manager 102 includes a particular com 
ponent that is relevant here, the VM kernel 214. The VM 
kernel 214 is the kernel 214 of the VM manager 102, and for 
the purposes herein provides the necessary routines for the 
access to be made to the I/O device 112A from within the 
VM manager 102. The VM kernel 214 furthermore provides 
the necessary routines for setting up DMA between the I/O 
device 112A and the VM 104A, or for providing virtualized 
I/O access to the I/O device 112A from within the VM 104A. 

0042. The VM kernel 214 interacts with the hardware 
abstraction component 210 to enable DMA for the I/O 
device 112A, via the device driver 212, where such DMA to 
within the VM 104A from the I/O device 112A is authorized. 
Furthermore, where such DMA is not authorized the VM 
kernel 214 acts to virtualize I/O access from within the VM 
104A to the I/O device 112A, as may be considered con 
ventional. It can be appreciated why virtualized I/O access 
is slower than non-virtualized DMA, because virtualized I/O 
access means that all access from within the VM 104A must 
pass through VM kernel 214 of the VM manager 102 before 
proceeding to the I/O device 112A, and thus all such I/O 
access is first virtualized in software. 

0043. The I/O translation hardware 216 translates 
machine addresses of the I/O device 112A to physical 
addresses of the memory 110 of the computing device 100, 
and Vice-versa. This is necessary for DMA to occur to within 
the VM 104A from the I/O device 112A. That is, the 
machine addresses of the I/O device 112A encompass the 
address space of the computing device 100 that is dedicated, 
or reserved, to the I/O device 112A. For customary DMA in 
a non-VM environment, DMA can be achieved by having an 
application program, through a device driver, to communi 
cate directly to these machine addresses. 
0044) However, in a VM environment like that of the 
embodiment of FIG. 2, the address space assigned to the VM 
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104A may not include the machine addresses of the I/O 
device 112A, but rather includes a portion of the physical 
addresses of the memory 110 of the computing device 100. 
Therefore, when the device driver 212 is granted DMA with 
respect to the I/O device 112A via the hardware abstraction 
component 210 cooperatively interacting with the VM ker 
nel 214, such DMA is nevertheless accomplished, from the 
perspective of the VM 104A, not via the machine addresses 
of the I/O device 112A, but rather via corresponding physi 
cal addresses. 

0045. Therefore, the I/O translation hardware 216 trans 
lates the machine addresses of the I/O device 112A to the 
physical addresses assigned to the VM 104A, on the fly, as 
DMA occurs. Such translation may occur either upstream, 
from the VM 104A to the I/O device 112A, downstream, 
from the I/O device 112A to the VM 104A, or both upstream 
and downstream. An example of Such I/O translation hard 
ware 216 is that which is available from International 
Business Machines, Inc., of Armonk, N.Y., as part of IBM's 
EXA architectural platform. 
0046) The embodiment of FIG. 2 can thus provide vir 
tualized I/O access to the I/O device 112A from within the 
VM 104A, as is customary, and where such I/O access is 
virtualized in software by the VM kernel 214, and/or can 
provide DMA from the I/O device 112A within the VM 
104A. In the latter instance, the I/O translation hardware 216 
is leveraged to enable the OS 106A to initiate DMA directly 
from the I/O device 112A. The I/O translation hardware 216 
thus effectively enables isolated or contained DMA, in that 
it controls the physical address aperture, or space, from and 
to which the OS 106A can DMA. The hardware abstraction 
component 210 is leveraged to implement and isolate the I/O 
translation interfaces to provide such DMA, so that the OS 
106A itself does not have to be modified, but can instead be 
an “off-the-shelf OS. 

0047. Furthermore, the VM kernel 214 provides a very 
minimal set of hypervisor calls, so that the hardware abstrac 
tion component 210 calls the VM kernel 214 to determine 
whether DMA is authorized for the VM 104A or not. If 
DMA is authorized, the component 210 informs the device 
driver 212 that such DMA can be accomplished, and the VM 
kernel 214 programs the I/O translation hardware 216 to 
properly translate the machine addresses of the I/O device 
112A to the physical addresses assigned to the VM 104A, 
and Vice-versa. In at least this sense, the hardware abstrac 
tion component 210 and the VM kernel 214 interactively 
cooperate to provide DMA between the I/O device 112A and 
memory within the VM 104A. 
0048. The VM kernel 214 thus provides hybrid virtual 
ization. First, the VM kernel 214 can provide DMA for the 
I/O device 112A, such that the hardware abstraction com 
ponent 210 has to be written or modified to take advantage 
of such DMA when requested by the device driver 212, 
although the OS 106A does not need to be modified. Second, 
the VM kernel 214 can virtualize I/O access to the I/O device 
112A, where the hardware abstraction component 210 does 
not have to be rewritten or modified. Such virtualized I/O 
access may be considered virtualized DMA in one embodi 
ment. 

0049 FIG. 3 shows a method 300 for initializing DMA 
between the VM 104A and the I/O device 112A, as part of 
a broader initialization of the OS 106A within the VM 104A, 
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according to an embodiment of the invention. The OS 106A 
initializes as usual (302), including initialization of the 
hardware abstraction component 210 and the device driver 
212 for the I/O device 112A (as to the OS 106A). During 
initialization of the device driver 212 (304), the device 
driver 212 attempts to register for DMA support relative to 
the I/O device 112A, by appropriately calling the hardware 
abstraction component 210 to register for DMA. This may 
more generally be considered as the device driver 212 
calling the hardware abstraction component 210 to setup 
access to the I/O device 112A. 

0050. Next, the hardware abstraction component 210 
calls the VM kernel 214, and more generally calls the VM 
manager 102, to determine if the OS 106A is running within 
a VM environment (306), such as the VM 104A. That is, just 
the hardware abstraction component 210 has knowledge that 
the OS 106A is running within the VM 104A. The OS 106A 
does not know that it is running within the VM 104A. This 
is in contradistinction to para-virtualized environments, in 
which an OS is specifically modified to know that it is 
running within a VM. Thus, in embodiments of the inven 
tion, the OS 106A does not have to be modified to run within 
the VM 104A, even where DMA is provided for between the 
device driver 212 and the I/O device 112A. Because the OS 
106A is indeed running within the VM 104A, the VM 
manager 102 (i.e., the VM kernel 214) returns the fact that 
the OS 106A is running within a VM environment. 

0051) The hardware abstraction component 210 next 
identifies the I/O device 112A, and calls the VM kernel 214 
(and more generally the VM manager 102) to determine if 
DMA is enabled for the I/O device 112A (308). Identifica 
tion of the I/O device 112A is by Peripheral Component 
Interface (PCI) bus, device, and/or function, as can be 
appreciated by those of ordinary skill within the art. The VM 
kernel 214 is provided with this information when the 
component 210 calls the VM kernel 214 to determine 
whether DMA is enabled for the I/O device 112A, so that the 
VM kernel 214 can also appropriately identified the I/O 
device 112A that is the subject of the inquiry from the 
component 210. This may also be generally considered the 
calling of the VM kernel 214 to set up DMA of the I/O 
device 112A for the device driver 212. 

0.052) If DMA is enabled (i.e., authorized or permitted) 
for the I/O device 112A, the VM kernel 214 enables access 
by the device driver 212 and the hardware access component 
210 to the machine addresses of the I/O device 112A (310). 
Access to the machine addresses of the I/O device 112A is 
allowed via access to corresponding physical addresses that 
have been assigned to the VM 104A. As has been described, 
the I/O translation hardware 216 translates the machine 
addresses of the I/O device 112A to these physical addresses, 
and vice-versa. This part 310 of the method 300 may also be 
generally considered as enabling DMA for the I/O device 
112A. 

0053 Next, assuming again that DMA is enabled for the 
I/O device 112A, the hardware abstraction component 210 
builds a table for bookkeeping of the DMA to the I/O device 
112A via the device driver 212 (312). This is conventional 
for DMA, as can be appreciated by those of ordinary skill 
within the art. The only difference here is that the DMA is 
accomplished within a virtualized environment, between a 
device driver 212 running in a VM 104A and an I/O device 
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112A. Furthermore, where DMA is enabled for the I/O 
device 112A, the hardware abstraction component 210 
returns to the device driver 212 that DMA has been enabled 
(314), so that the device driver 212 can receive DMA from 
the I/O device 112A 

0054) However, if DMA is not enabled for the I/O device 
112A, then the VM kernel 214 of the VM manager 102 
subsequently virtualizes all I/O between the device driver 
212 and the I/O device 112A (316). Such virtualization is 
accomplished in Software, and may be considered virtual 
ized DMA in one embodiment of the invention, in that such 
“DMA is in fact emulated in software. Such virtualization 
I/O access is also accomplished where the hardware access 
component 210 has not been modified or written to take 
advantage of DMA between the device driver 212 of the VM 
104A and the I/O device 112A. That is, an “off-the-shelf 
hardware access component 210 may not know to access the 
VM kernel 214 whether DMA is authorized, and thus always 
return to the device driver 212 that no DMA is enabled, such 
that all I/O access with the I/O device 112A is virtualized in 
software by the VM kernel 214 of the VM manager 102. 
0055 FIG. 4 shows a method 400 for actually performing 
DMA between the VM 104A and the I/O device 112A, 
where the initialization of the method 300 has already been 
performed, according to an embodiment of the invention. 
The user mode application program 206 issues an I/O call to 
the I/O device 112A using an existing (i.e., native) I/O call 
provided by the OS 106A (402). That is, the application 
program 206 does not have to use any special type of I/O call 
in order to achieve DMA with the I/O device 112A. Simi 
larly, the OS 106A does not have to expose any special type 
of I/O call in order to allow DMA with the I/O device 112A 
within the VM 104A. Rather, the standard I/O calls of the 
OS 106A are employed, such that the OS 106A does not 
have to be modified in order to achieve DMA with the I/o 
device 112A within the VM 104A. 

0056) Next, the device driver 212 that is associated with 
the I/O device 112A performs native I/O preparation for 
achieving DMA with the I/O device 112A (404). Such native 
I/O preparation includes calling the hardware abstraction 
component 210 as is customary, such that the device driver 
212 also does not have to be modified to take advantage of 
DMA to the I/O device 112A within the VM 104A. Calling 
the component 210 is accomplished in order to build a list 
of physical addresses within the device driver 212 that 
correspond to the buffer 208 in which the results of DMA 
will be placed, as can be appreciated by those of ordinary 
skill within the art. 

0057 The hardware access component 210 in turn vali 
dates that the I/O device 112A is indeed DMA enabled (406). 
For instance, the component 210 may reference a table that 
has been constructed earlier (Such as a part of the method 
300 that is not depicted specifically in FIG. 3), and which 
lists all the I/O devices for which DMA has been enabled. 
Validation may also be accomplished by communicating 
with the VM manager 102, instead of referencing a table. 
0058. It is noted that even if DMA within the auspices of 
the VM 104A is not enabled, the hardware abstraction 
component 210 prepares for what is referred to as native 
DMA (408), where such native DMA is virtualized, or 
emulated, in software by the VM kernel 214 of the VM 
manager 102. That is, the component 210 prepares for DMA 
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in this case as it would normally if it were not specially 
written to provide DMA within the VM 104A within the 
auspices of embodiments of the invention, as is the case 
where the component 210 is unmodified and "off the shelf.” 
In Such instances, the hardware access component 210 
prepares for DMA as is customary and conventional vis-a- 
vis the device driver 212, such that the “DMA in this 
respect is ultimately emulated or virtualized by the VM 
kernel 214. 

0059. Such preparation for DMA in part 408 of the 
method 400, even where actual DMA cannot be provided, is 
important for two reasons. First, it allows the VM manager 
102, such as the VM kernel 214, to determine which of the 
VM's 104 are allowed to actually receive DMA from the I/O 
device 112A. In other words, even if a given VM is not 
allowed to actually receive DMA from the I/O device 112A, 
the VM is still able to communicate with the I/O device 
112A, via virtualized or emulated DMA within the VM 
manager 102. Second, it can allow for hardware access 
components to be utilized in relation to embodiments of the 
invention that are not particularly modified to enable actual 
DMA from the I/O device 112A. Again, in other words, even 
if a given hardware access component cannot take advantage 
of actual DMA with the I/O device 112A, the VM of which 
this component is a part is still able to communicate with the 
I/O device 112A, via virtualized or emulated DMA within 
the VM manager 102, in software. 

0060) If true DMA is enabled, then the hardware abstrac 
tion component 210 calls the VM kernel 214 (410). In this 
call, the hardware abstraction component 210 identifies the 
I/O device 112A with which DMA is to be achieved. In 
response, the VM kernel 214 of the VM manager 102 
verifies that the machine addresses of the I/O device 112A 
are in a DMA-capable state (412), as can have been accom 
plished in the method 300 (and that is not specifically shown 
in FIG. 3). Furthermore, the VM kernel 214 programs the 
I/O translation hardware 216. Specifically, the VM kernel 
214 indicates to the hardware 216 which of the physical 
addresses assigned to the VM 104A correspond to the 
machine addresses of the I/O device 112A, so that the I/O 
translation hardware 216 is able to translate the physical 
addresses to the machine addresses, and Vice-versa. The VM 
kernel 214 finally indicates to the component 210 that 
Success has been achieved in verifying the machine 
addresses of the I/O device 112A and in programming the 
I/O translation hardware 116. 

0061 The hardware abstraction component 210 then 
returns the physical addresses to be used for DMA by the 
device driver 212 (414). These physical addresses may be 
returned as a list, and are used for or as the buffer 208. Thus, 
the device driver 212 can initiate DMA by writing to the I/O 
device 112A directly via the physical addresses provided 
(416). DMA is then initiated from the I/O device 112A to the 
buffer 208 via these same physical addresses (418). The I/O 
translation hardware 216 translates the physical addresses to 
the machine addresses of the I/O device 112A upstream, 
from the device driver 212 to the I/O device 112A in part 
416, downstream, from the I/O device 112A to the buffer 208 
in part 418, or both upstream and downstream. That is, parts 
416 and 418 can be more generally referred to as DMA'ing 
between the I/O device 112A and memory within the VM 
104A. 
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0062. It is noted that, although specific embodiments 
have been illustrated and described herein, it will be appre 
ciated by those of ordinary skill in the art that any arrange 
ment calculated to achieve the same purpose may be Sub 
stituted for the specific embodiments shown. This 
application is thus intended to cover any adaptations or 
variations of embodiments of the present invention. There 
fore, it is manifestly intended that this invention be limited 
only by the claims and equivalents thereof. 

We claim: 
1. A computing device comprising: 
an input/output (I/O) device: 
a guest operating system (OS) running on a virtual 

machine (VM) of the computing device: 
a device driver for the I/O device running on the VM; 
a VM manager (VMM) running on the computing device; 

I/O translation hardware to translate physical addresses of 
the computing device assigned to the guest OS to 
machine address of the I/O device; and, 

a hardware abstraction component for the OS running on 
the VM, the hardware abstraction component and the 
VMM cooperatively interacting to enable the device 
driver to receive direct-memory access (DMA) from 
the I/O device via the I/O translation hardware. 

2. The computing device of claim 1, wherein the VMM 
comprises a VM kernel that interacts with the hardware 
abstraction component to enable the device driver to have 
DMA from the I/O device via the I/O translation hardware. 

3. The computing device of claim 1, wherein the OS is 
unmodified to run on the VM of the computing device 
except for the hardware abstraction component being 
capable of cooperatively interacting with the VMM to 
enable the device driver to have DMA from the I/O device. 

4. The computing device of claim 1, wherein the VMM is 
capable of permitting DMA from the I/O device to the 
device driver and of denying DMA from the I/O device to 
the device driver. 

5. The computing device of claim 4, wherein the VMM is 
to deny DMA from the I/O device to the device driver by 
instead virtualizing all I/O between the device driver and the 
I/O device in Software of the VMM. 

6. The computing device of claim 1, wherein the I/O 
device is reserved for the VM of the computing device and 
is unable to DMA to other VM's of the computing device. 

7. The computing device of claim 1, wherein the I/O 
device is shared by the VM of the computing device with 
other VM's of the computing device for DMA. 

8. A computing device comprising: 
an input/output (I/O) device: 
an operating system (OS) running on a virtual machine 
(VM) of the computing device: 

a device driver for the I/O device running on the VM; 
a virtual machine manager (VMM) running on the com 

puting device; 
means for translating physical addresses of the computing 

device assigned to the OS to machine address of the I/O 
device; and, 
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means for cooperatively interacting with the VMM to 
enable the device driver to receive direct-memory 
access (DMA) from the I/O device via the means for 
translating physical addresses to machine addresses. 

9. The computing device of claim 8, wherein the VMM is 
capable of permitting DMA from the I/O device to the 
device driver and of denying DMA from the I/O device to 
the device driver. 

10. The computing device of claim 8, wherein the I/O 
device is reserved for the VM of the computing device and 
is unable to DMA to other VM's of the computing device. 

11. The computing device of claim 8, wherein the I/O 
device is shared by the VM of the computing device with 
other VM's of the computing device for DMA. 

12. A computing device comprising: 
one or more input/output (I/O) devices: 
one or more virtual machine (VM) environments, each 
VM environment comprising: 
an operating system (OS); 
a device driver for the I/O device; and, 
a hardware abstraction component for the OS; 

I/O translation hardware to translate physical addresses 
assigned to the OS of each VM environment to machine 
addresses of the I/O devices for direct-memory access 
(DMA) from at least one of the I/O devices to the 
device driver of each VM environment; 

a virtual machine manager (VMM) to manage the VM 
environments, the VMM capable of permitting DMA 
from at least one of the I/O devices to the device driver 
of a VM environment and of denying DMA from the 
I/O devices to the device driver of a VM environment. 

13. The computing device of claim 12, wherein the VMM 
is to permit DMA from at least one of the I/O devices to the 
device driver of a VM environment by cooperatively inter 
acting with the hardware abstraction component of the VM 
environment to enable the device driver of the VM envi 
ronment to receive direct-memory (DMA) access from at 
least one of the I/O devices via the I/O translation hardware. 

14. The computing device of claim 12, wherein the VMM 
is to deny DMA from the I/O devices to the device driver of 
aVM environment by virtualizing all I/O between the device 
driver and the I/O devices in Software of the VMM. 

15. The computing device of claim 12, wherein the VMM 
comprises a VM kernel that interacts with the hardware 
abstraction component of a VM environment to enable the 
device driver to have DMA from at least one of the I/O 
devices via the I/O translation hardware. 

16. The computing device of claim 12, wherein the OS of 
a VM environment is unmodified to run within the VM 
environment except for the hardware abstraction component 
being capable of cooperatively interacting with the VMM to 
enable the device to have DMA from at least one of the I/O 
devices. 

17. The computing device of claim 12, wherein each I/O 
device is reserved for one of the VM environments and is 
able to be accessed only by the VM environment for which 
the I/O device is reserved. 

18. The computing device of claim 12, wherein the I/O 
devices are shared by the VM environments, such that each 
VM environment is capable of receiving DMA from each 
I/O device. 
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19. A method for direct memory access (DMA) from an 
input/output (I/O) device of a computing device to a virtual 
machine (VM) environment running within the computing 
device, comprising: 

programming I/O translation hardware to translate physi 
cal addresses of the computing device assigned to the 
VM environment to machine addresses of the I/O 
device, by a VM manager (VMM) running on the 
computing device; and, 

DMA’ing from the I/O device to a device driver for the 
I/O device running within the VM environment, such 
that the I/O translation hardware translates the physical 
addresses provided by the device driver to the machine 
addresses of the I/O device, and Vice-versa. 

20. The method of claim 19, further initially comprising: 
calling a hardware abstraction component running within 

the VM environment by the device driver; and, 
validating that DMA is authorized for the device driver by 

the hardware abstraction component, 
such that the VMM and the hardware abstraction com 

ponent cooperatively interact to enable the device 
driver to have DMA from the I/O device via the I/O 
translation hardware. 

21. The method of claim 20, wherein the hardware 
abstraction component is for an operating system running 
within the VM environment and that is unmodified to run 
within the VM of the environment except for the hardware 
abstraction component being capable of cooperatively inter 
acting with the VMM to enable the device driver to receive 
DMA from the I/O device. 

22. The method of claim 19, further initially comprising: 
registering for DMA with a hardware abstraction compo 

nent running within the VM environment by the device 
driver; 

calling the VMM by the hardware abstraction component 
to determine whether the device driver is operating 
within the VM environment; 

calling the VMM by the hardware abstraction component 
to setup DMA with the I/O device for the device driver; 
and, 

enabling access to the machine addresses of the I/O 
device from the VM environment, by the VMM, 

such that the VMM and the hardware abstraction com 
ponent cooperatively interact to enable the device 
driver to receive DMA from the I/O device via the I/O 
translation hardware. 

23. The method of claim 22, wherein the hardware 
abstraction component is for an operating system running 
within the VM environment and that is unmodified to run 
within the VM of the environment except for the hardware 
abstraction component being capable of cooperatively inter 
acting with the VMM to enable the device driver to receive 
DMA from the I/O device. 
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24. A method comprising: 
calling a hardware abstraction component running within 

a virtual machine (VM) environment of a computing 
device by a device driver running within the VM 
environment to setup access by the device driver to an 
input/output (I/O) device of the computing device; 

determining by the hardware abstraction component 
whether direct-memory access (DMA) from the I/O 
device to the device driver is enabled, by communi 
cating with a VM manager (VMM) of the computing 
device; 

where DMA is not enabled, the VMM virtualizing all I/O 
between the device driver and the I/O device in soft 
ware of the VMM to emulate DMA between the device 
driver and the I/O device; and, 

where DMA is enabled, the VMM programming an I/O 
translation hardware of the computing device to trans 
late physical addresses of the computing device 
assigned to the VM environment to machine addresses 
of the I/O device, so that DMA is capable of occurring 
between the device driver and the I/O device. 

25. The method of claim 24, further comprising, where 
DMA is enabled, DMA'ing from the I/O device to the device 
driver, such that the I/O translation table translates the 
physical addresses provided by the device driver to the 
machine addresses of the I/O device, and Vice-versa. 

26. The method of claim 24, further initially comprising: 
registering for DMA with the hardware abstraction com 

ponent, by the device driver; 
calling the VMM by the hardware abstraction component 

to determine whether the device driver is operating 
within the VM environment; 

calling the VMM by the hardware abstraction component 
to setup DMA with the I/O device for the device driver; 
and, 

where DMA of the DMA is permitted for the VM envi 
ronment, the VMM enabling access to the machine 
addresses of the I/O device from the VM environment. 

27. The method of claim 24, wherein the hardware 
abstraction component is for an operating system running 
within the VM environment and that is unmodified to run 
within the VM of the environment except for the hardware 
abstraction component being capable of cooperatively inter 
acting with the VMM to enable the device driver to receive 
DMA from the I/O device. 

28. The method of claim 24, wherein the I/O device is 
reserved for the VM environment and is unable to DMA 
other VM environments of the computing device. 

29. The method of claim 24, wherein the I/O device is 
shared by the VM environment of with other VM environ 
ments of the computing device for DMA. 
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