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(57) ABSTRACT 

In general, in aspect, the disclosure describes a system 
integrated on a single die that includes a first processor core 
to receive commands from at least one other processor core 
to perform at least one specified transformative operation on 
specified data, multiple processing units to perform trans 
formative operations on data, a shared memory, and logic to 
transfer data between a one of the set of multiple processing 
units and the shared memory. 
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CRYPTOGRAPHC SYSTEM COMPONENT 

REFERENCE TO RELATED APPLICATIONS 

0001. This relates to co-pending U.S. Patent Application 
Ser. No. , attorney docket 42390.P22797 filed on the 
same day as the present application, and entitled “MULTI 
PLIER. 

0002 This relates to co-pending U.S. Patent Application 
Ser. No. , attorney docket 42390.P22799 filed on the 
same day as the present application, and entitled “CRYP 
TOGRAPHY PROCESSING UNITS AND MULTIPLIER. 

BACKGROUND 

0003 Cryptography can protect data from unwanted 
access. Cryptography typically involves mathematical 
operations on data (encryption) that makes the original data 
(plaintext) unintelligible (ciphertext). Reverse mathematical 
operations (decryption) restore the original data from the 
ciphertext. Typically, decryption relies on additional data 
Such as a cryptographic key. A cryptographic key is data that 
controls how a cryptography algorithm processes the plain 
text. In other words, different keys generally cause the same 
algorithm to output different ciphertext for the same plain 
text. Absent a needed decryption key, restoring the original 
data is, at best, an extremely time consuming mathematical 
challenge. 
0004 Cryptography is used in a variety of situations. For 
example, a document on a computer may be encrypted so 
that only authorized users of the document can decrypt and 
access the document's contents. Similarly, cryptography is 
often used to encrypt the contents of packets traveling across 
a public network. While malicious users may intercept these 
packets, these malicious users access only the ciphertext 
rather than the plaintext being protected. 
0005 Cryptography covers a wide variety of applications 
beyond encrypting and decrypting data. For example, cryp 
tography is often used in authentication (i.e., reliably deter 
mining the identity of a communicating agent), the genera 
tion of digital signatures, and so forth. 
0006 Current cryptographic techniques rely heavily on 
intensive mathematical operations. For example, many 
schemes involve the multiplication of very large numbers. 
For instance, many schemes use a type of modular arith 
metic known as modular exponentiation which involves 
raising a large number to Some power and reducing it with 
respect to a modulus (i.e., the remainder when divided by 
given modulus). The mathematical operations required by 
cryptographic schemes can consume considerable processor 
resources. For example, a processor of a networked com 
puter participating in a secure connection may devote a 
significant portion of its computation power on encryption 
and decryption tasks, leaving less processor resources for 
other operations. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007 FIG. 1 is a diagram of a cryptographic component. 
0008 FIG. 2 is a flow diagram illustrating operation of a 
cryptographic component. 
0009 FIG. 3 is a diagram of a processor including a 
cryptographic component. 
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0010 FIG. 4 is a diagram illustrating processing unit 
architecture. 

0011 FIG. 5 is a diagram of logic interconnecting shared 
memory and the processing units. 
0012 FIG. 6 is a diagram of a set of processing units 
coupled to a multiplier. 
0013 FIG. 7 is a diagram of a programmable processing 
unit. 

0014 FIG. 8 is a diagram illustrating operation of an 
instruction to cause transfer of data from an input buffer into 
a data bank. 

0015 FIGS. 9-11 are diagrams illustrating operation of 
instructions to cause an arithmetic logic unit operation. 
0016 FIG. 12 is a diagram illustrating concurrent opera 
tion of datapath instructions. 
0017 FIG. 13 is a diagram illustrating different sets of 
variables corresponding to different hierarchical scopes of 
program execution. 
0018 FIG. 14 is a diagram illustrating windowing of an 
exponent 

0019 FIG. 15 is a diagram of windowing logic. 
0020 FIG. 16 is a diagram illustrating operation of a 
hardware multiplier. 
0021 FIG. 17 is a diagram of a hardware multiplier. 
0022 FIGS. 18-20 are diagrams of different types of 
processing units. 
0023 FIG. 21 is a diagram of a processor having multiple 
processor cores. 

0024 FIG. 22 is a diagram of a processor core. 
0025 FIG. 23 is a diagram of a network forwarding 
device. 

DETAILED DESCRIPTION 

0026 FIG. 1 depicts a sample implementation of a sys 
tem component 100 to perform cryptographic operations. 
The component 100 can be integrated into a variety of 
systems. For example, the component 100 can be integrated 
within the die of a processor or found within a processor 
chipset. The system component 100 can off-load a variety of 
cryptographic operations from other system processor(s). 
The component 100 provides high performance at relatively 
modest clock speeds and is area efficient. 
0027. As shown, the sample component 100 may be 
integrated on a single die that includes multiple processing 
units 106-112 coupled to shared memory logic 104. The 
shared memory logic 104 includes memory that can act as a 
staging area for data and control structures being operated 
on by the different processing units 106-112. For example, 
data may be stored in memory and then sent to different 
processing units 106-112 in turn, with each processing unit 
performing some task involved in cryptographic operations 
and returning the, potentially, transformed data back to the 
shared memory logic 104. 
0028. The processing units 106-112 are constructed to 
perform different operations involved in cryptography Such 
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as encryption, decryption, authentication, and key genera 
tion. For example, processing unit 106 may perform hashing 
algorithms (e.g., MD5 (Message Digest 5) and/or SHA 
(Secure Hash Algorithm)) while processing unit 110 per 
forms cipher operations (e.g., DES (Data Encryption Stan 
dard), 3DES (Triple DES), AES (Advanced Encryption 
Standard), RC4 (ARCFOUR), and/or Kasumi). 
0029. As shown, the shared memory logic 104 is also 
coupled to a RAM (random access memory) 114. In opera 
tion, data can be transferred from the RAM 114 for pro 
cessing by the processing units 106-112. Potentially, trans 
formed data (e.g., encrypted or decrypted data) is returned to 
the RAM 114. Thus, the RAM 114 may represent a nexus 
between the component 100 and other system components 
(e.g., processor cores requesting cryptographic operations 
on data in RAM 114). The RAM 114 may be external to the 
die hosting the component 100. 

0030 The sample implementation shown includes a pro 
grammable processor core 102 that controls operation of the 
component 100. As shown, the core 102 receives commands 
to perform cryptographic operations on data. Such com 
mands can identify the requesting agent (e.g., core), a 
specific set of operations to perform (e.g., cryptographic 
protocol), the data to operate on (e.g., the location of a 
packet payload), and additional cryptographic context data 
Such as a cryptographic key, initial vector, and/or residue 
from a previous cryptographic operation. In response to a 
command, the core 102 can execute program instructions 
that transfer data between RAM 114, shared memory, and 
the processing units 106-112. 

0.031) A program executed by the core 102 can perform a 
requested cryptographic operation in a single pass through 
program code. As an example, FIG. 2 illustrates processing 
of a command to encrypt packet 'A' stored in RAM 114 by 
a program executed by core 102. For instance, another 
processor core (not shown) may send the command to 
component 100 to prepare transmission of packet 'A'across 
a public network. As shown, the sample program: (1) reads 
the packet and any associated cryptography context (e.g., 
keys, initial vectors, or residue) into shared memory from 
RAM 114; (2) sends the data to an aligning processing unit 
106 that writes the data back into shared memory 114 
aligned on a specified byte boundary; (3) sends the data to 
a cipher processing unit 108 that performs a transformative 
cipher operation on the data before sending the transformed 
data to memory 104; and (4) transfers the transformed data 
to RAM 114. The core 102 may then generate a signal or 
message notifying the processor core that issued the com 
mand that encryption is complete. 

0032. The processor core 102 may be a multi-threaded 
processor core including storage for multiple program 
counters and contexts associated with multiple, respective, 
threads of program execution. That is, in FIG. 2, thread 130 
may be one of multiple threads. The core 102 may switch 
between thread contexts to mask latency associated with 
processing unit 106-112 operation. For example, thread 130 
may include an instruction (not shown) explicitly relinquish 
ing thread 130 execution after an instruction sending data to 
the cipher processing unit 108 until receiving an indication 
that the transformed data has been written into shared 
memory 104. Alternately, the core 102 may use pre-emptive 
context Switching that automatically Switches contexts after 
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certain events (e.g., requesting operation of a processing unit 
106-112 or after a certain amount of execution time). Thread 
switching enables a different thread to perform other opera 
tions such as processing of a different packet in what would 
otherwise be wasted core 102 cycles. Throughput can be 
potentially be increased by adding additional contexts to the 
core 102. In a multi-threaded implementation, threads can be 
assigned to commands in a variety of ways, for example, by 
a dispatcher thread that assigns threads to commands or by 
threads dequeuing commands when the threads are avail 
able. 

0033 FIG. 3 illustrates a sample implementation of a 
processor 124 including a cryptographic system component 
100. As shown, the component 100 receives commands from 
processor core(s) 118-122. In this sample implementation, 
core 102 is integrated into the system component 100 and 
services commands from the other cores 118-122. In an 
alternate implementation, processing core 102 may not be 
integrated within the component. Instead cores 118-122 may 
have direct control over component 100 operation. Alter 
nately, one of cores 118-122., may be designated for con 
trolling the cryptographic component 100 and servicing 
requests received from the other cores 118-122. This latter 
approach can lessen the expense and die footprint of the 
component 100. 

0034. As shown in FIG. 4, the different processing units 
106-112 may feature the same uniform interface architecture 
to the shared memory logic 104. This uniformity eases the 
task of programming by making interaction with each pro 
cessing unit very similar. The interface architecture also 
enables the set of processing units 106-112 included within 
the component 100 to be easily configured. For example, to 
increase throughput, a component 100 can be configured to 
include multiple copies of the same processing unit. For 
instance, if the component 100 is likely to be included in a 
system that will perform a large Volume of authentication 
operations, the component 100 may be equipped with mul 
tiple hash processing units. Additionally, the architecture 
enables new processing units to be easily integrated into the 
component 100. For example, when a new cryptography 
algorithm emerges, a processing unit to implement the 
algorithm can be made available. 
0035) In the specific implementation shown in FIG. 4. 
each processing unit includes an input buffer 142 that 
receives data from shared memory logic 104 and an output 
buffer 140 that stores data to transfer to shared memory logic 
104. The processing unit 106 also includes processing logic 
144 such as programmable or dedicated hardware (e.g., an 
Application Specific Integrated Circuit (ASIC)) to operate 
on data received by input buffer 142 and write operation 
results to buffer 140. In the example shown, buffers 140, 142 
may include memory and logic (not shown) that queue data 
in the buffers based on the order in which data is received. 
For example, the logic may feature head and tail pointers 
into the memory and may append newly received data to the 
tail. 

0036). In the sample implementation shown, the input 
buffer 140 is coupled to the shared memory logic 104 by a 
different bus 146 than the bus 148 coupling the output buffer 
140 to the shared memory logic 104. These buses 146, 148 
may be independently clocked with respect to other system 
clocks. Additionally, the buses 146, 148 may be private to 
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component 100, shielding internal operation of the compo 
nent 100. Potentially, the input buffers 140 of multiple 
processing units may share the same bus 146; likewise for 
the output buffers 140, 148. Of course, a variety of other 
communication schemes may be implemented Such as a 
single shared bus instead of dual-buses or dedicated con 
nections between the shared memory logic 104 and the 
processing units 106-112. 
0037 Generally, each processing unit is affected by at 
least two commands received by the shared memory logic 
104: (1) a processing unit READ command that transfers 
data from the shared memory logic 104 to the processing 
unit input buffer 142 and (2) a processing unit WRITE 
command that transfers data from the output buffer 140 of 
the processing unit to the shared memory logic 104. Both 
commands can identify the target processing unit and the 
data being transferred. The uniformity of these instructions 
across different processing units can ease component 100 
programming. In the specific implementation shown, a pro 
cessing unit READ instruction causes a data push from 
shared memory to a respective target processing units 
106-112 input buffer 142 via bus 146, while a processing 
unit WRITE instruction causes a data pull from a target 
processing units 106-112 output buffer 140 into shared 
memory via bus 148. Thus, to process data, a core 102 
program may issue a command to first push data to the 
processing unit and later issue a command to pull the results 
written into the processing units output buffer 144. Of 
course, a wide variety of other inter-component 100 com 
munication schemes may be used. 
0038 FIG. 5 depicts shared memory logic 104 of the 
sample implementation. As shown, the logic 104 includes a 
READ queue and a WRITE queue for each processing unit 
(labeled “PU”). Commands to transfer data to/from the 
banks of shared memory (banks a-n) are received at an inlet 
queue 180 and sorted into the queues 170-171 based on the 
target processing unit and the type of command (e.g., READ 
or WRITE). In addition to commands targeting processing 
units, the logic 104 also permits cores external to the 
component (e.g., cores 118-122) to READ (e.g., pull) or 
WRITE (e.g., push) data from/to the memory banks and 
features an additional pair of queues (labeled “cores') for 
these commands. Arbiters 182-184 dequeue commands from 
the queues 170-171. For example, each arbiter 182-184 may 
use a round robin or other servicing scheme. The arbiters 
182-184 forward the commands to another queue 172-178 
based on the type of command. For example, commands 
pushing data to an external core are enqueued in queue 176 
while commands pulling data from an external core 
enqueued in queue 172. Similarly, commands pushing data 
to a processing unit are enqueued in queue 178 while 
commands pulling data from a processing unit are endueued 
in queue 174. When a command reaches the head of a queue, 
the logic 104 initiates a transfer of data/to from the memory 
banks to the processing unit using buses 146 or 148 as 
appropriate or by sending/receiving data by a bus coupling 
the component 100 to the cores 118-122. The logic 104 also 
includes circuitry to permit transfer (push and pulls) of data 
between the memory banks and the external RAM 114. 
0039. The logic 104 shown in FIG. 5 is merely an 
example, and a wide variety of other architectures may be 
used. For example, an implementation need not sort the 
commands into per processing unit queues, although this 
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queuing can ensure fairness among request. Additionally, the 
architecture reflected in FIG. 5 could be turned on its head. 
That is, instead of the logic 104 receiving commands that 
deliver and retrieve data to/from the memory banks, com 
mands may be routed to the processing units which in turn 
issue requests to access the shared memory banks. 
0040. Many cryptographic protocols, such as public-key 
exchange protocols, require modular multiplication (e.g., 
AxB mod m) and/or modular exponentiation (e.g., A 
Aexponent mod m) of very large numbers. While compu 
tationally expensive, these operations are critical to many 
secure protocols such as a Diffie-Helman exchange, DSA 
signatures, RSA signatures, and RSA encryption/decryption. 
FIG. 6 depicts a dedicated hardware multiplier 156 coupled 
to multiple processing units 150-154. The processing units 
150-154 can send data (e.g., a pair of variable length 
multi-word vector operands) to the multiplier 156 and can 
consume the results. To multiply very large numbers, the 
processing units 150-154 can decompose a multiplication 
into a set of Smaller partial products that can be more 
efficiently performed by the multiplier 156. For example, 
multiplication of two 1024-bit operands can be computed as 
four sets of 512-bitx512 bit multiplications or sixteen sets of 
256-bitx256-bit multiplications. 
0041. The most efficient use of the multiplier 156 may 
vary depending on the problem at hand (e.g., the size of the 
operands). To provide flexibility in how the processing units 
150-154 use the multiplier 156, the processing units 150-154 
shown in FIG.6 may be programmable. The programs may 
be dynamically downloaded to the processing units 150-154, 
along with data to operate on, from the shared memory logic 
104 via interface 158. The program selected for download to 
a given processing unit 150-154 can change in accordance 
with the problem assigned to the processing unit 150-154 
(e.g., a particular protocol and/or operand size). The pro 
grammability of the units 150-154 permits component 100 
operation to change as new security protocols, algorithms, 
and implementations are introduced. In addition, a program 
mer can carefully tailor processing unit 150-154 operation 
based on the specific algorithm and operand size required by 
a protocol. Since the processing units 150-154 can be 
dynamically reprogrammed on the fly (during operation of 
the component 100), the same processing units 150-154 can 
be used to perform operations for different protocols/proto 
col options by simply downloading the appropriate software 
instructions. 

0042. As described above, each processing unit 150-154 
may feature an input buffer and an output buffer (see FIG. 4) 
to communicate with shared memory logic 104. The mul 
tiplier 156 and processing units 150-154 may communicate 
using these buffers. For example, a processing unit 150-154 
may store operands to multiply in a pair of output queues in 
the output buffer for consumption by the multiplier 156. The 
multiplier 156 results may be then transferred to the pro 
cessing unit 150-154 upon completion. The same processing 
unit 150-154 input and output buffers may also be used to 
communicate with shared memory logic 104. For example, 
the input buffer of a processing unit 150-154 may receive 
program instructions and operands from shared memory 
logic 104. The processing unit 150-154 may similarly store 
the results of program execution in an output buffer for 
transfer to the shared memory logic 104 upon completion of 
program execution. 
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0043. To coordinate these different uses of a processing 
units input/output buffers, the processing units 150-154 
provide multiple modes of operation that can be selected by 
program instructions executed by the processing units. For 
example, in “I/O mode, the buffers of programming unit 
150-154 exclusively exchange data with shared memory 
logic unit 104 via interface 158. In “run” mode, the buffers 
of the unit 150-154 exclusively exchange data with multi 
plier 156 instead. Additional processing unit logic (not 
shown), may interact with the interface 158 and the multi 
plier 156 to indicate the processing units current mode. 
0044 As an example, in operation, a core may issue a 
command to shared memory logic 104 specifying a program 
to download to a target processing unit and data to be 
processed. The shared memory logic 104, in turn, sends a 
signal, via interface 158, awakening a given processing unit 
from a “sleep' mode into I/O mode. The input buffer of the 
processing unit then receives a command from the shared 
memory logic 104 identifying, for example, the size of a 
program being downloaded, initial conditions, the starting 
address of the program instructions in shared memory, and 
program variable values. To avoid unnecessary loading of 
program code, if the program size is specified as Zero, the 
previously loaded program will be executed. This optimizes 
initialization of a processing unit when requested to perform 
the same operation in Succession. 

0045. After loading the program instructions, setting the 
variables and initial conditions to the specified values, an 
instruction in the downloaded program changes the mode of 
the processing unit from I/O mode to run mode. The 
processing unit can then write operands to multiply to its 
output buffers and receive delivery of the multiplier 156 
results in its input buffer. Eventually, the program instruc 
tions write the final result into the output buffer of the 
processing unit and change the mode of the processing back 
to I/O mode. The final results are then transferred from the 
units output buffer to the shared memory logic 104 and the 
unit returns to sleep mode. 
0046 FIG. 7 depicts a sample implementation of a pro 
grammable processing unit 150. As shown, the processing 
unit 150 includes an arithmetic logic unit 216 that performs 
operations such as addition, Subtraction, and logical opera 
tions such as boolean AND-ing and OR-ing of vectors. The 
arithmetic logic unit 216 is coupled to, and can operate on, 
operands stored in different memory resources 220, 212, 214 
integrated within the processing unit 150. For example, as 
shown, the arithmetic logic unit 216 can operate on operands 
provided by a memory divided into a pair of data banks 212, 
214 with each data bank 212, 214 independently coupled to 
the arithmetic logic unit 216. As described above, the 
arithmetic logic unit 216 is also coupled to and can operate 
on operands stored in input queue 220 (e.g., data transferred 
to the processing unit 150, for example, from the multiplier 
or shared memory logic 104). The size of operands used by 
the arithmetic logic unit 216 to perform a given operation 
can vary and can be specified by program instructions. 

0047 As shown, the arithmetic logic unit 216 may be 
coupled to a shifter 218 that can programmatically shift the 
arithmetic logic unit 216 output. The resulting output of the 
arithmetic logic unit 216/shifter 218 can be “re-circulated 
back into a data bank 212, 214. Alternately, or in addition, 
results of the arithmetic logic unit 216/shifter 218 can be 
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written to an output buffer 222 divided into two parallel 
queues. Again, the output queues 222 can store respective 
sets of multiplication operands to be sent to the multiplier 
156 or can store the final results of program execution to be 
transferred to shared memory. 
0048. The components described above form a cyclic 
datapath. That is, operands flow from the input buffer 220, 
data banks 212, 214 through the arithmetic logic unit 216 
and either back into the data banks 212, 214 or to the output 
buffer(s) 222. Operation of the datapath is controlled by 
program instructions stored in control store 204 and 
executed by control logic 206. The control logic 206 has a 
store of global variables 208 and a set of variable references 
202 (e.g., pointers) into data stored in data banks 212, 214. 
0049. A sample instruction set that can be implemented 
by control logic 206 is described in the attached Appendix 
A. Other implementations may vary in instruction operation 
and syntax. 
0050 Generally, the control logic 206 includes instruc 
tions ("setup' instructions) to assign variable values, 
instructions (“exec' and “fexec’ instrucions) to perform 
mathematical and logical operations, and control flow 
instructions such as procedure calls and conditional branch 
ing instructions. The conditional branching instructions can 
operate on a variety of condition codes generated by the 
arithmetic logic unit 216/shifter 218 such as carry, msb (if 
the most significant bit=1), lsb (if the least significant bit=1). 
negative, Zero (if the last quadword =0), and Zero vector (if 
the entire operand=0). Additionally, the processing unit 150 
provides a set of user accessible bits that can be used as 
conditions for conditional instructions. 

0051. The control logic 206 includes instructions that 
cause data to move along the processing unit 150 datapath. 
For example, FIG. 8 depicts the sample operation of a 
“FIFO instruction that, when the processing unit is in “run” 
mode, pops data from the input queue 220 for storage in a 
specified data bank 212, 214. In “I/O mode, the FIFO 
instruction can, instead, transfer data and instructions from 
the input queue 220 to the control store 204. 
0.052 FIG. 9 depicts sample operation of an “EXEC 
instruction that Supplies operands to the arithmetic logic unit 
216. In the example shown, the source operands are Supplied 
by data banks 212, 214 and the output is written to an output 
queue 222. As shown in FIG. 10, an EXEC instruction can 
alternately store results back into one of the data banks 212, 
214 (in the case shown, bank B 214). 
0053 FIG. 11 depicts sample operation of an “FEXEC 
(FIFO EXEC) instruction that combines aspects of the FIFO 
and EXEC instructions. Like an EXEC instruction, an 
FEXEC instruction supplies operands to the arithmetic logic 
unit 216. However, instead of operands being supplied 
exclusively by the data banks 212, 214, an operand can be 
Supplied from the input queue 222. 
0054 Potentially, different ones of the datapath instruc 
tions can be concurrently operating on the datapath. For 
example, as shown in FIG. 12, an EXEC instruction may 
follow a FIFO instruction during the execution of a program. 
While these instructions may take multiple cycles to com 
plete, assuming the instructions do not access overlapping 
portions of the data banks 212, 214, the control logic 206 
may issue the EXEC instruction before the FIFO instruction 
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completes. To ensure that the concurrent operation does not 
deviate from the results of in-order operation, the control 
logic 206 may determine whether concurrent operation 
would destroy data coherency. For example, if the preceding 
FIFO instruction writes data to a portion of data bank A that 
Sources an operand in the Subsequent EXEC instruction, the 
control logic 206 awaits writing of the data by the FIFO 
instruction into the overlapping data bank portion before 
starting operation of the EXEC instruction on the datapath. 

0055. In addition to concurrent operation of multiple 
datapath instructions, the control logic 206 may execute 
other instructions concurrently with operations caused by 
datapath instructions. For example, the control logic 206 
may execute control flow logic instructions (e.g., a condi 
tional branch) and variable assignment instructions before 
previously initiated datapath operations complete. More 
specifically, in the implementation shown, FIFO instructions 
may issue concurrently with any branch instruction or any 
setup instruction except a mode instruction. FIFO instruc 
tions may issue concurrently with any execute instruction 
provided the destination banks for both are mutually exclu 
sive. FEXEC and EXEC instructions may issue concurrently 
with any mode instructions and instructions that do not rely 
on the existence of particular condition states. EXEC 
instructions, however, may not issue concurrently with 
FEXEC instructions. 

0056. The processing unit 150 provides a number of 
features that can ease the task of programming crypto 
graphic operations. For example, programs implementing 
many algorithms can benefit from recursion or other nested 
execution of subroutines or functions. As shown in FIG. 13, 
the processing unit may maintain different scopes 250-256 
of variables and conditions that correspond to different 
depths of nested subroutine/function execution. The control 
logic uses one of the scopes 250-256 as the current scope. 
For example, the current scope in FIG. 13 is scope 252. 
While a program executes, the variable and condition values 
specified by this scope are used by the control logic 206. For 
example, a reference to variable “A0” by an instruction 
would be associated with A0 of the current scope 252. The 
control logic 206 can automatically increment or decrement 
the scope index in response to procedure calls (e.g., Sub 
routine calls, function calls, or method invocations) and 
procedure exits (e.g., returns), respectively. For example, 
upon a procedure call, the current scope may advance to 
scope 254 before returning to scope 252 after a procedure 
return. 

0057. As shown, each scope 250-256 features a set of 
pointers into data banks A and B 212, 214. Thus, the A 
variables and B variables accessed by a program are de 
referenced based on the current scope. In addition, each 
scope 250-256 stores a program counter that can be used to 
set program execution to the place where a calling procedure 
left off. Each scope also stores an operand scale value that 
identifies a base operand size. The instructions access the 
scale value to determine the size of operands being Supplied 
to the arithmetic logic unit or multiplier. For example, an 
EXEC instruction may specify operands of Nxcurrent 
Scope-scale size. Each scope further contains Index and 
Index Compare values. These values are used to generate an 
Index Compare condition that can be used in conditional 
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branching instructions when the two are equal. A scope may 
include a set of user bits that can be used as conditions for 
conditional instructions. 

0058. In addition to providing access to data in the 
current scope, the processing unit instruction set also pro 
vides instructions (e.g., "set scope <target scoped') that 
provide explicit access to scope variables in a target scope 
other than the current scope. For example, a program may 
initially setup, in advance, the diminishing scales associated 
with an ensuing set of recursive/nested Subroutine calls. In 
general, the instruction set includes an instruction to set each 
of the scope fields. In addition, the instruction set includes 
an instruction (e.g., "copy Scope') to copy an entire set of 
Scope values from the current scope to a target scope. 
Additionally, the instruction set includes instructions to 
permit Scope values to be computed based on the values 
included in a different scope (e.g., “set variable relative”). 

0059. In addition to the scope support described above, 
the processing unit 150 also can include logic to reduce the 
burden of exponentiation. As described above, many cryp 
tographic operations require exponentiation of large num 
bers. For example, FIG. 14 depicts an exponent 254 raising 
some number, g, to the 6,015,455,113-th power. To raise a 
number to this large exponent 254, many algorithms reduce 
the operation to a series of simpler mathematical operations. 
For example, an algorithm can process the exponent 254 as 
a bit string and proceeding bit-by-bit from left to right 
(most-significant-bit to least-significant-bit). For example, 
starting with an initial value of “1”, the algorithm can square 
the value for each “0” encountered in the bit string. For each 
'1' encountered in the bit string, the algorithm can square 
the value and multiply by g. For example, to determine the 
value of 29, the algorithm would operate on the binary 
exponent of 1001b as follows: 

initialization 1 
exponent bit 1-1 1 2 * 2 = 2 

bit 2-0 2 2 = 4 
bit 3-0 4 2 = 16 
bit 4–1 16 2 * 2 = 512 

0060. To reduce the computational demands of this algo 
rithm, an exponent can be searched for windows of bits that 
correspond to pre-computed values. For example, in the 
trivially small example of 29, a bit pattern of “10 corre 
sponds to g2 (4). Thus, identifying the “10 window value 
in exponent “1001 enables the algorithm to simply square 
the value for each bit within the window and multiply by the 
precomputed value. Thus, an algorithm using windows 
could proceed: 

value 

initialization 
exponent 

M 

bit 1-1 
bit 2–0 
window “10 value 
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-continued 

value 

4 ·2 = 16 
16 2 * 2 = 512 

bit 3-0 
bit 4–1 

0061 Generally, this technique reduces the number mul 
tiplications needed to perform an exponentiation (though not 
in this trivially small example). Additionally, the same 
window may appear many times within an exponent 254 bit 
string, thus the same precomputed value can be used. 
0062 Potentially, an exponent 254 may be processed in 
regularly positioned window segments of N-bits. For 
example, a first window may be the four most significant bits 
of exponent 254 (e.g., “0001), a second window may be the 
next four most significant bits (e.g., “0110) and so forth. 
Instead of regularly occurring windows, however, FIG. 14 
depicts a scheme that uses sliding windows. That is, a 
window of some arbitrary size of N-bits can be found at any 
point within the exponent rather than aligned on an N-bit 
boundary. For example, FIG. 14 shows a bit string 256 
identifying the location of 4-bit windows found within 
exponent 254. For example, an exponent window of “1011 
is found at location 256a and an exponent window of “1101 
is found at location 256b. Upon finding a window, the 
window bits are Zeroed. For example, as shown, a window 
of "0011” is found at location 256c. Zeroing the exponent 
bits enables a window of "0001 to be found at location 
256d. 

0063 FIG. 15 shows logic 210 used to implement a 
sliding window Scheme. As shown, the logic 210 includes a 
set of M register bits (labeled C4 to C-4) that perform a left 
shift operation that enables windowing logic 250 to access 
M-bits of an exponent string at a time as the exponent bits 
stream through the logic 210. Based on the register bits and 
an identification of a window size 252, the windowing logic 
250 can identify the location of a window-size pattern of 
non-Zero bits with the exponent. By searching within a set 
of bits larger than the window-size, the logic 250 can 
identify windows irrespective of location within the expo 
nent bit string. Additionally, the greater swath of bits 
included in the search permits the logic 250 to select from 
different potential windows found within the M-bits (e.g., 
windows with the most number of “1” bits). For example, in 
FIG. 14, the exponent 254 begins with bits of “0001’, 
however this potential window is not selected in favor of the 
window “1011 using “look-ahead' bits (C -1-C -4). 
0064. Upon finding a window of non-zero bits, the logic 
210 can output a “window found” signal identifying the 
index of the window within the exponent string. The logic 
210 can also output the pattern of non-zero bits found. This 
pattern can be used as a lookup key into a table of pre 
computed window values. Finally, the logic 210 Zeroes the 
bits within the window and continues to search for window 
sized bit-patterns. 

0065. The logic 210 shown can be included in a process 
ing unit. For example, FIG. 7 depicts the logic 210 as 
receiving the output of shifter 218 which rotates bits of an 
exponent through the logic 210. The logic 210 is also 
coupled to control logic 206. The control logic 206 can 
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feature instructions that control operation of the windowing 
logic (e.g., to set the window size and/or select fixed or 
sliding window operation) and to respond to logic 210 
output. For example, the control logic 206 can include a 
conditional branching instruction that operates on “window 
found output of the control logic. For example, a program 
can branch on a window found condition and use the output 
index to lookup a precomputed value for the window. 
0066. As described above, the processing units may have 
access to a dedicated hardware multiplier 156. Before turn 
ing to sample implementation (FIG. 17), FIG. 16 illustrates 
sample operation of a multiplier implementation. In FIG. 16 
the multiplier 156 operates on two operands. A 256 and B 
258, over a series of clock cycles. As shown, the operands 
are handled by the multiplier as sets of segments, though the 
number of segments and/or the segment size for each 
operand differs. For instance, in the example shown, the 
N-bits of operand Aare divided into 8-segments (0-7) while 
operand B is divided into 2-segments (0-1). 
0067. As shown, the multiplier operates by successively 
multiplying a segment of operand A with a segment of 
operand B until all combinations of partial products of the 
segments are generated. For example, in cycle 2, the mul 
tiplier multiplies segment 0 of operand B (B0) with segment 
0 of operand A (A0) 262a while in cycle 17 2621 the 
multiplier multiplies segment 1 of operand B (B1) with 
segment 7 of operand A(A7). The partial products are shown 
in FIG. 16 as boxed sets of bits. As shown, based on the 
respective position of the segments within the operands, the 
set of bits are shifted with respect to one another. For 
example, multiplication of the least significant segments of 
A and B (B0xA0) 262a results in the least significant set of 
resulting bits with multiplication of the most significant 
segments of A and B (B1xA7) 2621 results in the most 
significant set of resulting bits. The addition of the results of 
the series of partial products represents the multiplication of 
operands A 256 and B 258. 
0068 Sequencing computation of the series of partial 
products can incrementally yields bits of the final multipli 
cation result well before the final cycle. For example, FIG. 
16 identifies when bits of a given significance can be retired 
as arrowed lines spanning the bits. For example, after 
completing B0xA0 in cycle 2, the least significant bits of the 
final result are known since Subsequent partial product 
results do not affect these bits. Similarly, after completing 
B0xA1 in cycle 3, bits can be retired since only partial 
products 262a and 262b affect the sum of these least 
significant bits. As shown, each cycle may not result in bits 
being retired. For example multiplication of different seg 
ments can yields bits occupying the exact same significance. 
For example, the results of B0xA4 in cycle 6 and B1xA0 in 
cycle 7 exactly overlap. Thus, no bits are retired in cycle 6. 
0069 FIG. 17 shows a sample implementation of a 
multiplier 156 in greater detail. The multiplier 156 can 
process operands as depicted in FIG. 16. As shown, the 
multiplier 156 features a set of multipliers 306–312 config 
ured in parallel. While the multipliers may be N-bitxN-bit 
multipliers, the N-bits may not be a factor of 2. For example, 
for a 512-bitx512-bit multiplier 156, each multiplier may be 
a 67-bitx67-bit multiplier. Additionally, the multiplier 156 
itself is not restricted to operands that are a power of two. 
0070 The multipliers 156 are supplied segments of the 
operands in turn, for example, as shown in FIG. 16. For 
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instance, in a first cycle, segment 0 of operand A is Supplied 
to each multiplier 306–312 while sub-segments d-a of seg 
ment 0 of operand B are respectively supplied to each 
multiplier 306–312. That is, multiplier 312 may receive 
segment 0 of operand A and segment 0, Sub-segment a of 
operand B while multiplier 310 receives segment 0 of 
operand A and segment 0, Sub-segment, b of operand B in a 
given cycle. 
0071. The outputs of the multipliers 306-312 are shifted 
314-318 based on the significance of the respective seg 
ments within the operands. For example, shifter 318 shifts 
the results of BnbxAn 314 with respect to the results of 
BnaxAn 312 to reflect the significance of sub-segment b 
relative to Sub-segment a. 
0072 The shifted results are sent to an accumulator 320. 
In the example shown, the multiplier 156 uses a carry/save 
architecture where operations produce a vector that repre 
sents the results absent any carries to more significant bit 
positions and a vector that stores the carries. Addition of the 
two vectors can be postponed until the final results are 
needed. While FIG. 17 depicts a multiplier 156 that features 
a carry/save architecture other implementations may use 
other schemes (e.g., a carry/propagate adder), though a 
carry/save architecture may be many times more area and 
power efficient. 
0073. As shown, in FIG. 16, sequencing of the segment 
multiplications can result in the output of bits by the 
multipliers 306-312 that are not affected by subsequent 
output by the multipliers 306–312. For example, in FIG. 16, 
the least significant bits output by the multipliers 306–312 
can sent to the accumulator 320 in cycle-2. The accumulator 
320 can retire such bits as they are produced. For example, 
the accumulator 320 can output retired bits to a pair of 
FIFOs 322, 324 that store the accumulated carry/save vec 
tors respectively. The multiplier 156 includes logic 326,328, 
336, 338 that shifts the remaining carry/save vectors in the 
multiplier by a number of bits corresponding to the number 
of bits retired. For example, if the accumulator 320 sends the 
least significant 64-bits to the FIFOs 322,324, the remaining 
accumulator 320 vectors can be right shifted by 64-bits. As 
shown, the logic can shift the accumulator 320 vectors by a 
variable amount. 

0074 As described above, the FIFOs 322, 324 store bits 
of the carry/save vectors retired by the accumulator 320. The 
FIFOs 322, 324, in turn, feed an adder 330 that sums the 
retired portions of carry/save vectors. The FIFOs 322, 324 
can operate to smooth feeding of bits to the adder 330 such 
that the adder 330 is continuously fed retired portions in 
each successive cycle until the final multiplier result is 
output. In other words, as shown in FIG. 16, not all cycles 
(e.g., cycle-6) result in retiring bits. Without FIFOs 322. 
324, the adder 330 would stall when these cycles-without 
retirement filter down through the multiplier 156. Instead, by 
filling the FIFOs 322,324 with the retired bits and deferring 
dequeuing of FIFO 322, 324 bits until enough bits are 
retired, the FIFOs 322,324 can ensure continuous operation 
of the adder 330. The FIFOs 322, 324, however, need not be 
as large as the number of bits in the final multiplier 156 
result. Instead the FIFOs 322,324 may only be large enough 
to store a sufficient number of retired bits such that 
"skipped’ retirement cycles do stall the adder 330 and large 
enough to accommodate the burst of retired bits in the final 
cycles. 
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0075. The multiplier 156 acts as a pipeline that propa 
gates data through the multiplier stages in a series of cycles. 
As shown the multiplier features two queues 302, 304 that 
store operands to be multiplied. To support the partial 
product multiplication scheme described above, the width of 
the queues 302, 304 may vary with each queue being the 
width of 1-operand-segment. The queues 302, 304 prevent 
starvation of the pipeline. That is, as the multipliers com 
plete multiplication of one pair of operands, the start of the 
multiplication of another pair of operands can immediately 
follow. For example, after the results of B1xA7 is output to 
the FIFOs 322,324, logic 326, 328 can Zero the accumulator 
320 vectors to start multiplication of two new dequeued 
operands. Additionally, due to the pipeline architecture, the 
multiplication of two operands may begin before the mul 
tiplier receives the entire set of segments in the operands. 
For example, the multiplier may begin AxB as soon as 
segments A0 and B0 are received. In such operation, the 
FIFOs 322,324 can not only smooth output of the adder 330 
for a given pair of operands but can also Smooth output of 
the adder 330 across different sets of operands. For example, 
after an initial delay as the pipeline fills, the multiplier 156 
may output portions of the final multiplication results for 
multiple multiplication problems with each Successive 
cycle. That is, after the cycle outputting the most significant 
bits of AxB, the least significant bits of CxD are output. 

0076) The multiplier 156 can obtain operands, for 
example, by receiving data from the processing unit output 
buffers. To determine which processing unit to service, the 
multiplier may feature an arbiter (not shown). For example, 
the arbiter may poll each processing unit in turn to determine 
whether a given processing unit has a multiplication to 
perform. To ensure multiplier 156 cycles are not wasted, the 
arbiter may determine whether a given processing unit has 
enqueued a Sufficient amount of the operands and whether 
the processing unit has sufficient space in its input buffer to 
hold the results before selecting the processing unit for 
service. 

0077. The multiplier 156 is controlled by a state machine 
(not shown) that performs selection of the segments to 
supply to the multipliers, controls shifting, initiates FIFO 
dequeuing, and so forth. 

0078 Potentially, a given processing unit may decom 
pose a given algorithm into a series of multiplications. To 
enable a processing unit to quickly complete a series of 
operations without interruption from other processing units 
competing for use of the multiplier 156, the arbiter may 
detect a signal provided by the processing unit that signals 
the arbiter to continue servicing additional sets of operands 
provided by the processing unit currently being serviced by 
the multiplier. In the absence of such a signal, the arbiter 
resumes servicing of the other processing units for example 
by resuming round-robin polling of the processing units. 

0079 Though the description above described a variety 
of processing units, a wide variety of processing units may 
be included in the component 100. For example, FIG. 18 
depicts an example of a “bulk” processing unit. As shown, 
the unit includes an endian Swapper to change data between 
big-endian and little-endian representations. The bulk pro 
cessing unit also includes logic to perform CRC (Cyclic 
Redundancy Check) operations on data as specified by a 
programmable generator polynomial. 
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0080 FIG. 19 depicts an example of an authentication/ 
hash processing unit. As shown the unit stores data ("com 
mon authentication data structures') that are used for mes 
sage authentication that are shared among the different 
authentication algorithms (e.g., configuration and state reg 
isters). The unit also includes dedicated hardware logic 
responsible for the data processing for each algorithm Sup 
ported (e.g., MD5 logic, SHA logic, AES logic, and Kasumi 
logic). The overall operation of the unit is controlled by 
control logic and a finite state machine (FSM). The FSM 
controls the loading and unloading of data in the authenti 
cation data buffer, tracks the amount of data in the data 
buffer, sends a start signal to the appropriate authentication 
core, controls the source of data that gets loaded into the data 
buffer, and sends information to padding logic to help 
determine padding data. 
0081 FIG. 20 depicts an example of a cipher processing 
unit. The unit can perform encryption and decryption, 
among other tasks, for a variety of different cryptographic 
algorithms. As shown, the unit includes registers to store 
state information including a configuration register (labeled 
“config), counter register (labeled “ctr), key register, 
parameter register, RC4 state register, and IV (Initial Vector) 
register. The unit also includes multiplexors and XOR gates 
to support CBC (Cipher Block Chaining), F8, and CTR 
(Counter) modes. The unit also includes dedicated hardware 
logic for multiple ciphers that include the logic responsible 
for the algorithms Supported (e.g., AES logic, 3DES logic, 
Kasumi logic, and RC4 logic). The unit also includes control 
logic and a state machine. The logic block is responsible for 
controlling the overall behavior of the cipher unit including 
enabling the appropriate datapath depending on the mode 
the cipher unit is in (e.g., in encryption CBC mode, the 
appropriate IV is chosen to generate the encrypt IV while the 
decrypt IV is set to 0), selecting the appropriate inputs into 
the cipher cores throughout the duration of cipher processing 
(e.g., the IV, the counter, and the key to be used), and 
generating control signals that determine what data to send 
to the output datapath based on the command issued by the 
core 102. This block also initiates and generates the neces 
sary control signals for RC4 key expansion and AES key 
conversion. 

0082 The processing units shown in FIGS. 18-20 are 
merely examples of different types of processing units and 
the component may feature many different types of units 
other than those shown. For example, the component may 
include a unit to perform pseudo random number generation, 
a unit to perform Reed-Solomon coding, and so forth. 
0083. The techniques describe above can be implemented 
in a variety of ways and in different environments. For 
example, the techniques may be integrated within a network 
processor. As an example, FIG. 21 depicts an example of 
network processor 400 that can be programmed to process 
packets. The network processor 400 shown is an Intel(R) 
Internet eXchange network Processor (IXP). Other proces 
sors feature different designs. 

0084. The network processor 400 shown features a col 
lection of programmable processing cores 402 on a single 
integrated semiconductor die 400. Each core 402 may be a 
Reduced Instruction Set Computer (RISC) processor tai 
lored for packet processing. For example, the cores 402 may 
not provide floating point or integer division instructions 
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commonly provided by the instruction sets of general pur 
pose processors. Individual cores 402 may provide multiple 
threads of execution. For example, a core 402 may store 
multiple program counters and other context data for dif 
ferent threads. 

0085. As shown, the network processor 400 also features 
an interface 420 that can carry packets between the proces 
sor 400 and other network components. For example, the 
processor 400 can feature a switch fabric interface 420 (e.g., 
a Common Switch Interface (CSIX)) that enables the pro 
cessor 400 to transmit a packet to other processor(s) or 
circuitry connected to a switch fabric. The processor 400 can 
also feature an interface 420 (e.g., a System Packet Interface 
(SPI) interface) that enables the processor 400 to commu 
nicate with physical layer (PHY) and/or link layer devices 
(e.g., MAC or framer devices). The processor 400 may also 
include an interface 404 (e.g., a Peripheral Component 
Interconnect (PCI) bus interface) for communicating, for 
example, with a host or other network processors. 
0086 As shown, the processor 400 includes other 
resources shared by the cores 402 Such as the cryptography 
component 100, internal Scratchpad memory, and memory 
controllers 416, 418 that provide access to external memory. 
The network processor 400 also includes a general purpose 
processor 406 (e.g., a StrongARMR XScaleR) or Intel 
Architecture core) that is often programmed to perform 
“control plane' or “slow path’ tasks involved in network 
operations while the cores 402 are often programmed to 
perform “data plane' or “fast path’ tasks. 
0087. The cores 402 may communicate with other cores 
402 via the shared resources (e.g., by writing data to external 
memory or the scratchpad 408). The cores 402 may also 
intercommunicate via neighbor registers directly wired to 
adjacent core(s) 402. The cores 402 may also communicate 
via a CAP (CSR (Control Status Register) Access Proxy) 
410 unit that routes data between cores 402. 

0088 FIG. 22 depicts a sample core 402 in greater detail. 
The core 402 architecture shown in FIG. 22 may also be 
used in implementing the core 102 shown in FIG. 1. As 
shown the core 402 includes an instruction store 512 to store 
program instructions. The core 402 may include an ALU 
(Arithmetic Logic Unit), Content Addressable Memory 
(CAM), shifter, and/or other hardware to perform other 
operations. The core 402 includes a variety of memory 
resources such as local memory 502 and general purpose 
registers 504. The core 402 shown also includes read and 
write transfer registers 508, 510 that store information being 
sent to/received from targets external to the core. The core 
402 also includes next neighbor registers 506, 516 that store 
information being directly sent to/received from other cores 
402. The data stored in the different memory resources may 
be used as operands in the instructions. As shown, the core 
402 also includes a commands queue 524 that buffers 
commands (e.g., memory access commands) being sent to 
targets external to the core. 
0089. To interact with the cryptography component 100, 
threads executing on the core 402 may send commands via 
the commands queue 524. These commands may identify 
transfer registers within the core 402 as the destination for 
command results (e.g., a completion message and/or the 
location of encrypted data in memory). In addition, the core 
402 may feature an instruction set to reduce idle core cycles 
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while waiting, for example for completion of a request by 
the cryptography component 100. For example, the core 402 
may provide actX arb (context arbitration) instruction that 
enables a thread to Swap out of execution until receiving a 
signal associated with component 100 completion of an 
operation. 

0090 FIG. 23 depicts a network device that can process 
packets using a cryptography component. As shown, the 
device features a collection of blades 608-620 holding 
integrated circuitry interconnected by a switch fabric 610 
(e.g., a crossbar or shared memory Switch fabric). As shown 
the device features a variety of blades performing different 
operations such as I/O blades 608a-608n, data plane switch 
blades 618a-618b, trunk blades 612a-612b, control plane 
blades 614a-614n, and service blades. The Switch fabric, for 
example, may conform to CSIX or other fabric technologies 
such as HyperTransport, Infiniband, PCI, Packet-Over-SO 
NET, RapidlO, and/or UTOPIA (Universal Test and Opera 
tions PHY Interface for ATM). 
0.091 Individual blades (e.g., 608a) may include one or 
more physical layer (PHY) devices (not shown) (e.g., optic, 
wire, and wireless PHYs) that handle communication over 
network connections. The PHY's translate between the 
physical signals carried by different network mediums and 
the bits (e.g., “O-S and “1”-s) used by digital systems. The 
line cards 608-620 may also include framer devices (e.g., 
Ethernet, Synchronous Optic Network (SONET), High 
Level Data Link (HDLC) framers or other “layer 2 devices) 
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602 that can perform operations on frames such as error 
detection and/or correction. The blades 608a shown may 
also include one or more network processors 604, 606 that 
perform packet processing operations for packets received 
via the PHY(s) 602 and direct the packets, via the switch 
fabric 610, to a blade providing an egress interface to 
forward the packet. Potentially, the network processor(s) 
606 may perform “layer 2 duties instead of the framer 
devices 602. The network processors 604, 606 may feature 
techniques described above. 

0092. While FIGS. 21-23 described specific examples of 
a network processor and a device incorporating network 
processors, the techniques may be implemented in a variety 
of architectures including general purpose processors, net 
work processors and network devices having designs other 
than those shown. Additionally, the techniques may be used 
in a wide variety of network devices (e.g., a router, Switch, 
bridge, hub, traffic generator, and so forth). Further, many of 
the techniques described above may be found in components 
other than components to perform cryptographic operations. 

0093. The term circuitry as used herein includes hard 
wired circuitry, digital circuitry, analog circuitry, program 
mable circuitry, and so forth. The programmable circuitry 
may operate on computer programs disposed on a computer 
readable medium. 

0094. Other embodiments are within the scope of the 
following claims. 
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Appendix A: Sample Instruction Set for Programmable Processing Unit 

This appendix contains material which is subject to copyright protection. 

instruction 

Execute (exec) 

Fifo in Execute (fexec) 

Fifo in Execute and Execute - Second Word Operand 2 

Fifo in (queue) - Run Mode of Fae Operand A Operand B 

Fifo in (queue) - I/O Mode OO1 Operand 

Condition 
Branch (branch) Code Target Address 

Setup (setup) Setup Type Type Specific 

Execute Instruction Definition - first word 

Description 

Shift by 1 configuration (the operation depends on the shift mode set by last setup shift 
op) 
e OO - No Shift 

• 01 - Left Shift with carry in (carry defined by left shift configuration) 
10 - Right Shift 
11 - Right Shift Conditional (if LSB == 0) 

Operand Config 
• Output Queue A - can be enqueued with data from the output of the ALU or from the 

variable specified in operand 0 (Bank A). ('-' indicates that there is no data enqueued 
to Output Queue A) 

r Output Queue B - can be enqueued with data from the output of the ALU or from the 
12.9 Op Config variable specified in operand 1 (Bank B). ('-' indicates that there is no data enqueued 

to Output Queue B) 
• When Queues are enqueued with data from the data rams (Op0/1), the data will be 

the state of the RAM before the ALU operation in a particular cycle 
Operand 2 of the second control word specifies the index of the destination variable in 
the current scope to be written and write bank determines which is the relevant bank. 
('-' indicates that there is no write to the data ram) 

A. Output Output 
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ALU configuration (note: carry refers to the previous carry generated by the ALU) 
OOOO - A 

0001 - A+ carry 
OO10 - B 

O011 - B+ carry 
O100 - A - B 

01.01 - A+B+ carry 
O110 - A - B 

O111 - A - B+ carry 
1OOO - B - A 

1001 - B - A + carry 
1010 - A config xor B 
1011 - not A+ carry 
1100 - A and B 

1101 - not B+ carry 
1110 - A or B 

1111 - carry 

Reference Count - (note: here Scale equals the value of Scale in the current scope) 
OO - 1 

01 - Scale 
10 - 2 xScale 
11 - 4 x Scale 
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Zero field - specifies in the way the most significant word of a vector operation are handled 

Ref Count 
A operand Modifier 

not zeroed 

zeroed 

fa 

Zeroed 

Zeroed (-,b)+1 

not zeroed 

not Zeroed (a,b)+1 

win - the shift carry is 
shifted into the windowing 
hardware 

nia 

fa 

descripton FIFo IN Execute Instruction Definition - first word 

Op Config 

Operand Config 

Description 

ALU Op. A - The source of data to Op A of the ALU is either the input queue or the 
variable specified in Op O of the second instruction word 
ALU Op B - Same as for ALU Op. A 
Bank A Source - The source of data to be written into Bank A of the data ram can be 
either the input queue or the result of the ALU 
Bank B Source - Same as for Bank A Source 
Op O Bank - Variable used as a source of data to the ALU. It can reference either 
bank A or B depending on the encoding of Op Config 
Op. 1 Bank - Variable used as a destination for data (ALU output or input queue) that 
is to be written to Bank A ('-' indicates that there is no data written to bank A) 
Op 2 Bank - Same as for Op. 1 Bank, but relevant to Bank B 
Note: Op0 is fetched before queuel ALU data is written in a given cycle when source 
E destination. 

  

  

  

  

  

  

  

  

  

  

      

  

    

    

  



US 2007/O157030 A1 Jul. 5, 2007 

input 
Input Queue ALU Oueue Op O 

Input 

input oo input Queue A 
Input 

LU 

l 

Queue ALU - 

B A 

a 
OOO 

OO1 

A 

011 

101 

1 O 1 

111 ALU 

ALU configuration (note: carry refers to the previous carry generated by the ALU) 
OOOO - A 

• 0001 - A+ carry 
e OO10 - B 

• O011 - B+ carry 
• O100 - A - B 

• 01 01 - A + B+ carry 
is 0110 - A - B 

Opcode • O111 - A - B+ carry 
e 1000 - B - A 

• 1001 - B - A + carry 
• 1010 - A configxor B 
• 1011 - not A+ carry 

1100 - A and B - 

• 1101 - not B+ carry 
is 1110 - A or B 

• 1111 - carry 
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Shift by 1 configuration 
e OO - No Shift 

4:3 Shift • 01 - Left Shift with carry in (carry defined by the left shift configuration) 
• 10- Right Shift 
• 11 - Right Shift Conditional (if LSB == 0) The LSB refers to the LSB of the 

intermediate result vector of the adder 

Zero field - specifies the way the most significant word of a vector operation are handled 

Ref Count Zero field A operand B operand Modifier Syntax 

+1 

to . . . . . . 
to 

win - the shift carry is 
111 n/a na +O shifted into the windowing 

hardware 

descripton Execute 1 FIFO IN Execute instruction Definition - second word 

Queue in Execute and Execute - Second Word 

Hold I Release flag 
• O - Hold the multiplier 
* 1 - Release the multiplier 

Index - index of variables in the current scope 

Offset - an immediate that is shifted left by the value of the current scope's scale and 
added to the base address of the variable implied by the ind field. 
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Descripton FIFo in - Run mode - Instruction Definition 

FIFO in (queue) - Run Mode 

Full Result flag 
F • 0 - Dequeue 16 longwords 

• 1 - Dequeue 17 longwords 

Bank A enable - if set queue payload is written to Operand A 

B Bank B enable - if set queue payload is written to Operand B 

Operand A Operand as defined in exec 1 fexec second word - relevant to BankA 

Operand B Operand as defined in exec 1 fexec second word - relevant to Bank B 

descreton Fro In - /O Mode - Instruction Definition 

Truncated zero field 

• 0-+0 to vector length 
• 1 - +1 to vector length (note: an additional quadword will be dequeued and written to 

data RAM) 

immediate / Scale flag 
0 0 - immediate - use the Scale field in the ref count calculation instead of the Scale in 

NIZ. 

IIS the current scope (i.e. the local scale will overshadow the global scale variable for the 
ref count calculation for this vector) 

• 1 - Scale - use the Scale in the current scope 

Bank A / Bank B flag 
AV • 0 - Bank A - Operand is a reference to a variable in Bank A 

1 - Bank B - Operand is a reference to a variable in Bank B 

Operand Operand as defined in exec 1 fexec second word 

Ref C Reference Count - same as is used in the execute instruction 

scale scale - immediate value used to override the scale value in the current scope 
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descripton setup Instruction Prototype 

Instruction Specific 

Description Setup instruction Definition (instruction set keyword) 

MMP Mode (mode) OOOO Model Xor-mode setting 

Modify Index 1 Index Compare (index mod f index cmp mod 1 9 9. Global 
index Cmp global / index global) S is 

CD Set Variable Relative - Variable f Global (var relf warrel global) oo is dest scoreg 
Set Variable Relative - Window f index (varrel win f war relind) scessic sales 

Set Variable immediate A (var A imm) Base Address 

Set Variable immediate B (var Bimm) Of 11 

load car car) to cuesas 
Set User Bit (user bit) 1001 

sesale ceae. I too she global sc 
se scope scope to selmed globa 

sawdo soondone to so I g : 
setshamoen 101 scRsc 

cop score copy scope to 
unused 111 

so 
coo Model 
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Description 

MMP Mode 
OO-IO mode 
01 - Run mode 

10 - Sleep - Puts processing unit into idle state 
11 - nop - single nop instruction 

load Index (index) 

Low I High flag 
o O - load the immediate value into the low (LSB) half and zero the high (MSB) half 
c 1 - load the immediate value into the high (MSB) half 

Load Index Compare 

sao 
Load index Compare (index cmp) O010 

be name Descripton 
Low / High flag 

8 LIH c O - load the immediate value into the low (LSB) half and zero the high (MSB) half 
c 1 - load the immediate value into the high (MSB) half 

7:O immediate The value to be loaded into the index register 

Description Modify Index 1 Index Compare 

Modify Index 1 Index Compare (index mod 1 index cmp mod 1 9 9. Global 
index cmp global / index global) St 
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Description 

Increment Decrement 

• 0- increment the destination register if M/G == 
• 1 - Decrement the destination register if M/G == 

Modify f Global 
0 - Modify the destination register 
1 - Set the destination register equal to the global variable specified by the Global field 

Global Global variable - index of a global variable 

Index findex Compare 
• 0- Index is the destination register 
c 1 - Index Compare is the destination register 

descripton set Variable Relative - Variable 1 Global 

S 

Description 

Bank select 
e O - Bank A 
• 1 - Bank B 

Destination Variable Number - index of a target scope variable 

Source Variable Number - either an index of a variable in the current scope or a global 
variable 

Offset as defined by the operand definition in the execute command (note: uses the scale 
in the current scope) 

Variable / Global flag: defines the source variable to be either a variable from the scope or 
a global variable. 
• 0 - Variable: the Src field represents the index of a scope variable 
r 1 - Global: the Src field represents the index of a global variable 

descroton set Variable Relative - Window / Index 

Set Variable Relative - Window 1 Index (varrel win f war relind) 
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Description 

Bank select 
e O - BankA 
e 1 - Bank B 

Dest Destination Variable Number - index of a target Scope variable 

Src Source Variable Number - index of a current scope variable 

Scale as defined by the operand definition in the execute command. The offset portion of 
the operand definition is supplied by either the current scope index (NW == 0) or the 
windowing hardware (NW == 1). 

index I Window flag: defines the offset to be either the index in the current scope or the 
appropriate bits from the windowing hardware. 
• 0 - Index: the offset is specified by the index of the current scope 

1 - Window: the offset is specified by the upper C., Cibits of the windowing 
hardware (sliding mode) or the lower C. ... Cubits (fixed windowing mode). In 
either case the upper five bits of the windowing hardware ({C, C, C, C, CB) are 
set to zero. 

Description Set Variable immediate A 

Set Variable immediate A (var A imm) O110 Base Address 

Name Description 

8:7 Dest Destination Variable number - the index of a variable in the target scope 

6:0 BaseAddress The absolute address that the destination variable is to take 

descripton set Variable immediate B 

Set Variable immediate B (var B imm) 

121110 : 3 

O111 Base Address 

Destination Variable number - the index of a variable in the target scope 

so Base Address The absolute address that the destination variable is to take 
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load Carry (carry) 

Shift flag 
a 0 - Shift carry is not modified 
• 1 - Shift carry is set to the source carry 

ALU flag 
• 0 - ALU carry is not modified 
• 1 - ALU carry is set to the source carry 

Immediate | User flag 
0 - The source carry is set to the C field 
1 - The source carry is set to the User bit defined by the User field 

Description Set User Bit 

Set User Bit (user bit) 

Description 

User Bit Destination - index of a user bit in the target scope 

v value - immediate used to populate the user bit specified by the UBD field (if Src == 2) 

UBS User Bit Source - index of a user bit in the current scope used to populate the user bit 
specified by the UBD field (if Src = 3) 

Source - selects the source of the boolean that will populate the destination user bit 
• 00 - Shift carry 

01 - ALU carry 
• 10 - immediate supplied by the V field 

11 - user bit defined by the UBS field 
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3. : 

Description 

as shim Shift field - immediate value 
54 Global Global variable - index of a global variable 

Source - selects which of four sources will populate the scale in the target scope 
(Hardware will allow scale values to wrap around in 01, 10 modes) 

OO - immediate contained in the Shift field 
01 - the current scope scale plus one 
10 - the current scope scale minus one 
11 - the value of the (3 lsbs of) global variable defined by the Global field 

Set Scope (scope) 1011 Global 

et name Descreton 
Source - selects the source of the target scope 

00 - the immed field 

Src 01 - the (3 Isbs of) global variable defined the Global field 
10- an increment or decrement (defined by the I/D field) of the current target scope 
(hardware will allow wrap-around of scope values) 
11 - the current scope plus one 

8:7 

6:4 Immediate value - index of a scope in the variable ram 

3:2 Global Global variable - index of a global variable 

Increment 1 Decrement flag 
1 D • 0- increment the target scope 

• 1 - Decrement the target scope 
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Description Set Window Size 

Description 

Set Window Size to value of the Size field plus one (encodings 101 and greater are not 
used; hardware will produce undefined results on such reserved encodings) 

OOO - window size = 1 if SIG == 
001 - window size F 2 if SIG == 
010 - window size = 3 if SIG FF 
011 - window size = 4 if SIG FF 
100 - window size = 5 if SIG == 

Global variable - index of a global variable 

Size 1 Global flag - selects whether the window size is defined by the Size field or a global 
variable 

0 O - Size field 
D 1 - Global variable 

(note: global uses the same mapping as the Size field - i.e.: window size = global variable 
+ 1) The 31sbs of the global variable will be used; these values should not exceed 101 to 
prevent undefined hardware behavior. 

Fixed/Sliding exponent windows 
0 - Sliding Window 
1 - Fixed-sb Window 

Set Shift Mode 

Set Shift Mode (shift) 

Description 

Left Shift Configuration 
00-nop (i.e. - leave the current config unchanged) 
01 - arithmetic shift (note: this is equivalent to a logical shift with 'O' shifted in) 
10 - logical shift with 'O' shifted in 
11 - logical shift with shift carry shifted in 
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Right Shift Configuration 
00 - nop (i.e. - leave the current config unchanged) 
O1a arithmetic shift 

10 - logical shift with 'O' shifted in 
11 - logical shift with shift carry shifted in (the new msb of the most significant word 
will be the shift carry value prior to this vector operation) 

Copy Scope (Copy scope) 1110 immed 

Description 

Immediate value - index of a scope 

Immediate 1 Target scope flag - selects which destination scope is to equal the contents of 
the Current Scope 
| O - Immediate 

1 - Target scope 

Description Setup Instruction Definition (instruction set keyword) 

1211 109 8 7. 6. as 2 || 1 || 0 

User Bit 0 (user0) OOOO Target Address 

User Bit 1 (user 1) OOO1 Target Address 

User Bit 2 (user2) colo Target Address 

User Bit 3 (user3) OO11 Target Address 

Exponentiation Window Found (window found) O100 Target Address 

Shift Carry Set (shift carry) O101 Target Address 

zero Lasword zero to targe address 
Zero: Entire Vector (zero vector) 1001 Target Address 

ALU Carry Set (carry) 1010 Target Address 
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Negative (negative) Target Address 

Index: index = index compare in current scope (index) too Target Address 

LSB of first vector == 1 (Isb) Target Address 

MSB of last vector == 1 (msb) Target Address 

Unconditional (always) 1111 Target Address 
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What is claimed is: 
1. A system integrated on a single die, comprising: 
a first processor core to receive commands from at least 

one other processor core, the commands requesting 
performance of at least one specified transformative 
operation on specified data; 

a set of multiple processing units comprising logic to 
perform transformative operations on data; 

a shared memory coupled to the set of multiple processing 
units; and 

logic to receive commands from the first processor core, 
the commands to transfer data between a one of the set 
of multiple processing units and the shared memory. 

2. The system of claim 1, wherein at least two processing 
units of the multiple processing units perform the same 
operations and wherein at least two processing units of the 
multiple processing units perform different operations. 

3. The system of claim 1, wherein at least one of the 
processing units of the set of multiple processing units 
comprises a processing unit to perform encryption. 

4. The system of claim 1, wherein at least one of the 
processing units of the set of multiple processing units 
comprises at least one programmable processing unit. 

5. The system of claim 4, wherein the at least one 
programmable processing unit receives instructions to 
execute from the shared memory. 

6. The System of claim 1, wherein each processing unit in 
the set of multiple processing units comprises a processing 
unit having an input buffer to store data transferred from the 
shared memory, an output buffer to store data to be trans 
ferred to the shared memory, and a logic block to operate on 
data received by the input buffer. 

7. The system of claim 1, wherein the transformative 
operation comprises at least one of data encryption, data 
decryption, and data hashing. 

8. The system of claim 1, wherein the commands com 
prise commands specifying a particular processing unit of 
the set of multiple processing units and an operation selected 
from one of the following group: transfer of data from the 
shared memory to the particular processing unit and transfer 
of data from the particular processing unit to the shared 
memory. 

9. The system of claim 1, further comprising logic to 
transfer data from the shared memory to a randomly acces 
sible memory external to the silicon die and to transfer data 
from the randomly accessible memory external to the silicon 
die to the shared memory. 

10. The system of claim 1, wherein the first processor core 
comprises a processor core having storage for multiple 
program counters to provide multiple threads of execution. 

11. The system of claim 1, wherein the logic enqueues the 
received commands based on a target one of the processing 
units specified by the command. 

12. The system of claim 11, wherein the logic enqueues 
the received commands based on whether a command 
specifies a transfer to the target one of the processing units 
or a command specifies a transfer from the target one of the 
processing units. 

13. The system of claim 1, further comprising a first bus 
coupling the first processor core with the at least one other 
processor core, and a second bus coupling the logic and the 
processing units. 
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14. The system of claim 1, wherein the at least one other 
processor core comprises multiple processor cores. 

15. A method comprising: 
receiving a command at a first processor core, the first 

processor core providing multiple threads of program 
execution, the command specifying at least one cryp 
tographic operation to perform on specified data; 

causing a thread of the multiple threads to: 
cause the data to be transferred to a shared memory; 
cause multiple ones of a set of multiple processing units 

coupled to the shared memory to perform operations 
based on the data in a sequence specified by the 
thread, each of the multiple ones of the set of 
multiple processing units operating on data from the 
shared memory and returning processed data to the 
shared memory. 

16. The method of claim 15, wherein the at least one 
cryptographic operation comprises at least one selected from 
a group comprising: encryption, decryption, authentication, 
and generation of a cryptographic key. 

17. The method of claim 15, wherein causing multiple 
ones of the set of multiple processing units to perform 
operations based on the data comprises transferring execut 
able instructions of a program to implement at least one of 
the operations to at least one of the multiple processing units 
in response to the command, the executable instructions 
including at least one conditional branch of execution. 

18. A computer program disposed on a computer readable 
medium, the program comprising instructions for causing a 
processor to: 

receive a command specifying at least one cryptographic 
operation to perform on specified data; 

cause a thread of the multiple threads to service the 
command, the thread comprising a thread to: 
cause the data to be transferred to a shared memory; 
cause multiple ones of a set of multiple processing units 

coupled to the shared memory to perform operations 
based on the data in a sequence specified by the 
thread, each of the multiple ones of the set of 
multiple processing units operating on data from the 
shared memory and returning processed data to the 
shared memory. 

19. The program of claim 18, wherein the at least one 
cryptographic operation comprises at least one selected from 
a group comprising: encryption, decryption, authentication, 
and generation of a cryptographic key. 

20. The program of claim 18, wherein causing multiple 
ones of the set of multiple processing units to perform 
operations based on the data comprises transferring execut 
able instructions of a program to implement at least one of 
the operations to at least one of the multiple processing units 
in response to the command, the executable instructions 
including at least one conditional branch of execution. 

21. A system, comprising: 

an Ethernet MAC (media access controller); and 
multiple processor cores integrated on a single die, a first 

of the processor cores to receive commands from the 
other processor cores to perform at least one specified 
transformative operation on specified data; 
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a set of multiple processing units comprising logic to 
perform transformative operations on data; 

a shared memory coupled to the set of multiple processing 
units; and 

logic to receive commands from the first processor core, 
the commands to transfer data between a one of the set 
of multiple processing units and the shared memory. 

22. The system of claim 21, wherein at least one of the 
processing units of the set of multiple processing units 
comprises a processing unit having dedicated hardware to 
perform encryption. 

23. The system of claim 21, 
wherein at least one of the processing units of the set of 

multiple processing units comprises at least one pro 
grammable processing unit; and 

wherein the at least one programmable processing unit 
receives instructions to execute from the shared 
memory in response to a command received by the 
logic to transfer data from the shared memory to the 
programmable processing unit. 

26 
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24. The system of claim 21, wherein each processing unit 
in the set of multiple processing units comprises a process 
ing unit having an input buffer to store data transferred from 
the shared memory, an output buffer to store data to be 
transferred to the shared memory, and a logic block to 
operate on data received by the input buffer. 

25. The system of claim 21, wherein the transformative 
operation comprises at least one of data encryption, data 
decryption, and data hashing. 

26. The system of claim 21, wherein the commands 
comprise commands specifying a particular processing unit 
of the set of multiple processing units and an operation 
selected from one of the following group: transfer data from 
the shared memory to the particular processing unit and 
transfer data from the particular processing unit to the shared 
memory. 

27. The system of claim 21, further comprising a first bus 
coupling the first processor core with the at least one other 
processor core, and a second bus coupling the logic and the 
processing units. 


