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OPTIMIZED EMULATION AND 
PROTOTYPING ARCHITECTURE 

FIELD OF THE INVENTION 

The present invention pertains to the field of program 
mable logic device architectures, and more particularly to a 
logic block and programmable interconnect network Spe 
cially adapted for use as an optimized emulation and pro 
totyping logic chip. 

BACKGROUND OF THE INVENTION 

General purpose programmable logic chips that are avail 
able as off-the-shelf components (i.e., are commercially 
available) are generally not custom designed for special 
applications Such as logic emulation, prototyping and com 
puting. Examples of a general purpose programmable logic 
chips are field programmable gate arrays ("FPGAs), pro 
grammable logic arrays (“PLAS”), and programmable array 
logic (“PALs”). General-purpose programmable logic chips 
have served adequately in the initial development of appli 
cations Such as hardware logic emulation, prototyping and 
computing. However, in these applications, general-purpose 
logic chips have Some drawbackS. Many general-purpose 
logic chips emphasize speed and density (i.e., how many 
logic gates can be implemented in a single chip) above other 
goals. To be cost effective for most applications, a general 
purpose programmable logic architecture should provide 
routing resources Sufficient to give a good chance of fitting 
a design therein and allowing the use of most of the available 
logic gates in the integrated circuit. However, with a 
general-purpose programmable logic architecture, there is 
always a possibility that a given design or partition may not 
be implementable, even though the gate count (i.e., the 
number of gates that the manufacturer of the programmable 
logic chip claims the chip can implement) is within the rated 
capacity of the chip. Also, the Speed of the compile proceSS 
is of lesser importance in the general purpose logic chip. 

In contrast, in a logic emulation, prototyping or comput 
ing application, the priorities are different. The logic chip is 
normally part of a larger, multi-chip System, often with tens 
or hundreds of logic chips. Large input design netlists must 
be automatically compiled into all these logic chips with a 
very high degree of Success and a minimum of user inter 
vention. A netlist is a description of a logic design that 
Specifies the components of the design (e.g., the logic gates) 
and how the components are interconnected. Each "net' of 
a netlist defines a circuit path between pins on a component 
or an input/output pad. It is essential that the logic chip used 
in these applications provide routing resources which are 
flexible and capable enough to nearly always Succeed in 
allowing most of the logic resources to be used by a filly 
automatic compile process. This compile process should 
execute rapidly. Fast compile times minimize the time 
required to get from the time the user's design is presented 
to the emulator System to the time all the logic chips are 
programmed and ready to run the user's design (i.e., emulate 
the user's design). 

The differences between the goals of the general purpose 
logic chip and the goals of a logic chip used in emulation, 
prototyping and computing applications present a situation 
where there is a need for a logic chip which is specialized for 
logic emulation, prototyping and computing applications. 

SUMMARY OF THE INVENTION 

The present invention is directed to a programmable logic 
device architecture that is particularly useful in logic 
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2 
emulation, prototyping and/or computing applications. A 
particular embodiment of the present invention comprises a 
plurality of logic elements, which is divided into a plurality 
of Subsets of logic elements. In a preferred embodiment of 
the present invention, each of the plurality of logic elements 
comprises data Selector logic. 
The logic chip further comprises a plurality of first level 

interconnects. The plurality of first level interconnects inter 
connect one of the plurality of Subsets of logic elements, 
thereby forming a plurality of first level logical units. The 
plurality of first level logical units is divided into a plurality 
of Subsets of first level logical units. The logic chip also 
comprises a plurality of Second level interconnects. In a 
preferred embodiment, the plurality of second level inter 
connects comprises a partial crossbar interconnect. The 
Second level interconnects interconnect one of the plurality 
of Subsets of first level logic units, thereby forming a 
plurality of Second level logic units. The logic chip also 
comprises a third level interconnect. In a preferred 
embodiment, the third level interconnect comprises a partial 
crossbar interconnect. The third level interconnect intercon 
nects the plurality of Second level logic units, thereby 
forming a third level logic unit. 

In a particular aspect of the present invention, the plurality 
of first level interconnects comprise a plurality of fully and 
partially populated crossbars. A particular embodiment of a 
partially populated crossbar can comprise a plurality of 
groups of inputs and a plurality of multiplexers. Each of the 
plurality of multiplexers comprises at least two data inputs, 
at least one Select input and at least one output. Each input 
of the plurality of groups of inputs electrically communi 
cates with the data inputs of one of the plurality of multi 
plexers. At least one Select input on each of the plurality of 
multiplexerS is electrically connected to a decoder, which is 
electrically connected to a programming cell. A program 
mable croSSpoint is in electrical communication between the 
output of each of the plurality of multiplexers and the 
crossbar output pin. The programmable croSSpoint com 
prises a pass transistor and a programmable memory cell. 
The partial crossbar architecture used in the preferred 

Second and third level interconnects is powerful, flexible and 
reduces the amount of time it takes to compile a users design 
into a System-level logic emulation application. 

Implementations of partial crossbar interconnects on a 
chip may take different forms than they do at the System 
level, Since the logic blocks being interconnected, the croSS 
bars and the interconnecting wires are all in the same 
medium, not separated into different packages. This inven 
tion includes Several ways of implementing partial crossbar 
interconnections on a chip. The partial crossbar interconnect 
may be applied hierarchically, using multiple levels of 
crossbars to Span large numbers of logic blocks more 
efficiently than a single-level partial crossbar interconnect. 
The above and other preferred features of the invention, 

including various novel details of implementation and com 
bination of elements will now be more particularly described 
with reference to the accompanying drawings and pointed 
out in the claims. It will be understood that the particular 
methods and circuits embodying the invention are shown by 
way of illustration only and not as limitations of the inven 
tion. As will be understood by those skilled in the art, the 
principles and features of this invention may be employed in 
various and numerous embodiments without departing from 
the Scope of the invention. 

BRIEF DESCRIPTION OF THE DRAWINGS 

Reference is made to the accompanying drawings in 
which are shown illustrative embodiments of aspects of the 
invention, from which novel features and advantages will be 
apparent. 
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FIG. 1 is a block diagram of a partial crossbar intercon 
nect Structure. 

FIG. 2 is a block diagram of a Second-level partial 
crossbar interconnect Structure. 

FIG. 3 is a block diagram of a hierarchy of logic blocks 
and interconnects. 

FIG. 4 is a block diagram depicting a crossbar. 
FIG. 5 is a block diagram detailing a croSSpoint-type 

structure of the crossbar of FIG. 4. 

FIG. 5A is a Schematic diagram of a presently preferred 
bidirectional transceiver used in the croSSpoint-type Struc 
ture shown in FIG. 5. 

FIG. 5B is a schematic diagram of a presently preferred 
croSSpoint used in the croSSpoint-type structure shown in 
FIG. 5. 

FIG. 6 is a block diagram of a two-level hierarchical 
partial crossbar interconnect, interconnecting L0 and L1 
logic blockS. 

FIG. 7 is a block diagram of the L1 block of FIG. 6. 
FIG. 8 is a block diagram illustrating a crossbar circuit 

and layout technique that uses multiplexers with hard-wired 
line drivers. 

FIG. 9A is a block diagram of a six-pin crossbar with 
hard-wired croSSpoints according to the technique of FIG. 8. 
FIG.9B is a schematic block diagram of a programmable 

multiplexer of the six-pin crossbar of FIG. 9A. 
FIGS. 10A-D are block diagrams illustrating various 

layout configuration versions of the six-pin crossbar of FIG. 
9. 

FIG. 11A is a block diagram of a partial crossbar inter 
connect structure using the crossbars of FIGS. 9A and 9B. 

FIG. 11B is a more detailed block diagram of the partial 
crossbar interconnect Structure of FIG. 11A, using the croSS 
bars of FIGS. 9A and 9B. 

FIG. 12A is a block diagram of a partial crossbar inter 
COnnect Structure. 

FIG. 12B is a block diagram of a pass-transistor croSS 
point. 

FIG. 12C is a block diagram of the physical layout of the 
partial crossbar interconnect Structure using pass-transistor 
croSSpoints. 

FIG. 13A is a block diagram of an L0 block. 
FIG. 13B is a block diagram of the LUs and X0 crossbars 

of the L0 logic block. 
FIG. 13C is a block diagram of a fully populated 

croSSpoint-type crossbar. 
FIG. 13D is a block diagram of a fully populated hybrid 

multiplexer-croSSpoint crossbar. 
FIG. 13E is a block diagram of a partially populated 

croSSpoint-type X0 output crossbar. 
FIG. 14 is a diagram of a chip, showing the physical 

arrangement of L1 and L0 blocks and interconnects. 
FIG. 15 is a diagram of a chip, showing a different 

physical arrangement of other L1 and L0 blocks and inter 
COnnectS. 

FIG. 16 is a diagram of the X2 interconnect of FIG. 14, 
showing physical arrangement of X2 crossbars. 

FIG. 17 is a block diagram illustrating connections 
between L1 logic blocks and X2 crossbars in the chip of 
FIG. 14. 

FIG. 18 is a diagram of an L1 logic block, showing the 
physical arrangement of X1 crossbars, and L0 logic blockS. 
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FIG. 19 is a block diagram illustrating connections 

between L0 logic blocks and X1 crossbars in the L1 logic 
block of FIG. 18. 

FIG. 20 is a diagram of an L0 logic block, showing the 
physical arrangement of its components. 

FIG. 21 is a block diagram of the chip routing architecture 
for the chip of FIG. 14. 
FIG.22A is a block diagram of a logic unit used in the L0 

logic block of FIG. 18, and 
FIG.22B is a block diagram showing facilities for using 

a group of the logic units as a memory. 
FIG. 23 is a block diagram of the logic units and X0 

crossbars of the L0 logic block of FIG. 18. 
FIG. 24 is a chart showing an example population pattern 

for crosspoints in the X0 output crossbar of FIG. 23. 
DETAILED DESCRIPTION OF THE DRAWINGS 

Turning to the figures, the presently preferred apparatus 
and methods of the present invention will now be described. 
The following general discussion provides a general back 

ground with reference to FIGS. 1-13, as well as for a 
preferred embodiment disclosed below in connection with 
FIGS. 14-24. Additional, detailed description of program 
mable logic Systems and interconnect networks can be found 
in U.S. Pat. Nos. 5,036,473, 5,109,353, 5,448,496, and 
5,452,231, each of which is assigned to the assignee of the 
present application. The disclosures of U.S. Pat. Nos. 5,036, 
473, 5,036,353, 5,448,496, and 5,452,231 incorporated 
herein by reference in their entireties. 

For a device to be useful as a logic chip for emulation: 
1) It should have the ability to be configured according to 

any digital logic network consisting of combinational logic 
(and optionally storage), Subject to capacity limitations. 

2) It should be electronically reconfigurable, in that its 
function and internal interconnect may be configured elec 
tronically any number of times to Suit many different logic 
networks. 

3) It should have the ability to freely connect input/output 
pins with the digital network, regardless of the particular 
network or which input/output pins are Specified, to allow 
the emulation System partial crossbar or direct interconnect 
to Successfully interconnect logic chips. 
The present invention contains internal logic blockS 

which can be programmed to provide combinational logic 
functions (e.g., AND gates, OR gates, etc.), Sequential logic 
functions (e.g., flip-flops, latches, etc.) and storage func 
tions. Each logic block contains a plurality of input/output 
(“I/O”) pins which are used to interconnect the logic blocks 
to circuitry outside of each particular logic block. The 
present invention also comprises external input/output (“I/ 
O”) pads and programmable interconnect. External I/O pads 
allow for connection to other chips and devices. Program 
mable interconnect acts to pass Signals among the logic 
blocks and/or I/O pads. In particular, the programmable 
interconnect uses a partial crossbar interconnect architec 
ture. To be interconnectable by partial crossbar 
interconnects, each logic block has the characteristics 
described above with respect to the entire logic chip. 
Specifically, each logic block should (1) have the ability to 
be configured according to any digital logic network con 
sisting of combinational logic (and optionally storage), 
Subject to capacity limitations; (2) be electronically 
reconfigurable, in that its function and internal interconnect 
may be configured electronically any number of times to Suit 
many different logic networks; and (3) have the ability to 
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freely connect I/O pins with the digital network, regardless 
of the particular network or which I/O pins are specified, 
thereby allowing the partial crossbar interconnect to Suc 
cessfully interconnect logic blockS. 

In this invention, the logic blocks within the program 
mable logic chip meet these criteria Therefore they are 
equivalent to the “Realizer logic chips', as defined in U.S. 
Pat. Nos. 5,036,473, 5,448,496, and 5,452,231. The I/O pins 
of a logic block are its terminals for Signals passing between 
it and other internal components of the same programmable 
logic chip, not to be confused with the programmable logic 
chip’s external I/O pads, which may be connected to exter 
nal I/O pins when the chip is packaged. 
Partial Crossbar Interconnect Architecture 

In the partial crossbar interconnect utilized by the present 
invention, programmable crossbars interconnect the logic 
blocks. The I/O pins of each logic block are divided into 
proper Subsets, using the same division on each logic block. 
The pins of each crossbar are connected to the same Subset 
of pins from each of every logic block. Thus, crossbar n is 
connected to Subset 'n' of each logic block's pins. AS many 
crossbars are used as there are Subsets, and each crossbar has 
as many pins as the number of pins in the Subset times the 
number of logic blockS. Each logic block/crossbar pair is 
interconnected by as many wires, called paths, as there are 
pins in each Subset. 

Since each crossbar is connected to the same Subset of 
pins on each logic block, an interconnection from an I/O pin 
in one Subset of pins on one logic block to an I/O pin in a 
different Subset of pins on another logic block cannot be 
configured. This is avoided by interconnecting each net 
using I/O pins from the same Subset of pins on each of the 
logic blockS to be interconnected, and configuring the logic 
blockS accordingly. 

FIG. 1 shows a Schematic block diagram of an example of 
a partial crossbar interconnect of the present invention. 
Interconnect 115 comprises four crossbars (first crossbar 
110, second crossbar 111, third crossbar 112 and fourth 
crossbar 113) and a plurality of wires 108. Each of the four 
crossbars 110, 111, 112, and 113 have eight pins 114. Each 
of the logic blocks 100, 101, 102, and 103 has 8 pins 105, 
divided into four Subsets of two each, named A, B, C and D. 
Each crossbar connects to the Same two pin Subset of each 
logic block. Thus, the first crossbar 110 can interconnect any 
of the A-Subset pins of the four logic blocks 100, 101, 102, 
and 103. Second crossbar 111 can interconnect any of the 
B-subset pins of the four logic blocks 100, 101, 102, and 
103. Third crossbar 112 can interconnect any of the C-Subset 
pins of the four logic blocks 100, 101,102, and 103. Finally, 
fourth crossbar 113 can interconnect any of the D-Subset 
pins of the four logic blocks 100, 101, 102, and 103. 
Crossbars 110, 111, 112 and 113, with the wires 108 con 
necting them to the logic blocks 100, 101, 102, and 103, 
together make up a partial crossbar interconnect 115. 
An example of how a net is implemented in logic chip 

utilizing the partial crossbar architecture of the present 
invention is shown in FIG. 1. Design net X has a source in 
third logic block 102, and must be connected to destinations 
in first logic block 100 and second logic block 101. Any of 
the four crossbars has the inherent capability to accomplish 
Such an interconnection. In this example, first crossbar 110 
and thus the A-Subset logic block pins are chosen. First 
crossbar 110 will be programmed Such that a pin connected 
to the source logic block, third logic block 102, will be 
routed through to pins connected to first logic block 100 and 
second logic block 101. The third logic block 102 will be 
programmed to connect the Source of the net to its A-Subset 
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pin, which is wired to the pin of first crossbar 110 chosen for 
this net. Likewise, first logic block 100 and second logic 
block 101 will be programmed to connect the destinations to 
their A-Subset pins which are wired to the pins of crossbar 
110 chosen for this net. Similarly, design net Y is intercon 
nected by choosing third crossbar 112 and thus the C-Subset 
logic block pins for it. Fourth logic block 103 and first logic 
block 100 and third crossbar 112 are programmed accord 
ingly. 
The collection of logic blocks 100, 101, 102, 103 and 

crossbar interconnects 110, 111, 112, 113 can itself act as a 
single higher-level logic block. In the example of FIG. 1, the 
logic blocks 100, 101, 102 and 103, interconnected by the 
partial crossbar interconnect 115, can act as a Single higher 
level logic block. When used as a Single high-level logic 
block, each crossbar 110, 111, 112 and 113 has additional 
terminals 120 that serve as I/O pins. Terminals 120 carry 
Signals in and out of this higher-level logic block. 

Such higher-level logic blocks may themselves be hier 
archically interconnected by a partial crossbar interconnect 
as shown in FIG. 2. Four second-level logic blocks 200, each 
consist of first-level logic blocks 210, interconnected by a 
partial crossbar interconnect 220. These logic blocks 200 are 
interconnected by a Second-level partial crossbar intercon 
nect 240, containing second-level crossbars 230. This col 
lection of second-level logic blocks 200 and partial crossbar 
interconnect 220 can itself act as logic block at a Still higher 
third level, and so on. Each crossbar 230 has additional 
terminals 250, which serve as I/O pins, to carry signals in 
and out of this third-level logic block. 

Hierarchical interconnection of logic blockStakes advan 
tage of the fact that most user designs (i.e., the input logic 
design) that are emulated by these programmable logic 
devices are, in general, more richly interconnected locally 
(i.e., at the lowest level of the design), and less richly 
interconnected globally (i.e., at the highest level of the 
design). The first-level logic blocks (i.e., logic blocks 100, 
101, 102, 103) are usually richly interconnected only in 
Small groups, comprising basic functions in the input logic 
design, Such as arithmetic units, control logic networks, 
counters and the like. These basic functions are generally 
connected to one another to form higher level functions. 
LeSS richness of interconnect is needed between the basic 
functions than is needed inside of the basic functions. 
Providing a Single level interconnect among all the first 
level logic blocks on a chip is unduly expensive when there 
is a large number of first-level logic blocks on one chip. The 
reason for this is that the richness of interconnection needed 
locally among a Small number of logic blockS would be 
duplicated globally among all logic blocks if there were only 
a single level of interconnect. Instead, a hierarchical multi 
level interconnect can reflect the locality of interconnect, 
and accomplish the interconnection of all first-level logic 
blocks more economically. 
Hierarchical Programmable Logic Chip 
A programmable logic chip with three levels of hierarchy 

is shown in FIG. 3. The first-level logic block will be 
referred to as the L0 block 525. It contains a number of logic 
units (LU) 526, each of which can provide a small combi 
national logic function and/or a Small amount of Storage. 
The LUS 526 are interconnected by an interconnect that will 
be referred to as XO interconnect 527. XO interconnect 527 
also comprises I/O pins 528 that allow for connections to the 
next level of interconnect. 
The second-level logic block will be referred to as the L1 

block 505. It contains a number of L0 logic blocks 525 that 
are interconnected by an interconnect which will be referred 
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to as X1 interconnect 521. X1 interconnect 521 also has I/O 
pins 522 for connections to the next level up. The third-level 
logic block will be referred to as the L2 block 425. L2 block 
425 contains a number of L1 logic blocks 505. L1 logic 
blocks 505 are interconnected by an interconnect which will 
be referred to as X2 interconnect 511. X2 interconnect 511 
has I/O pins 512. In the presently preferred embodiment of 
the invention, a single L2 logic block comprises an entire 
programmable logic chip. Its I/O pins 512 connect to chip 
I/O pads 435, which may be connected to external pins or 
leads when the chip is packaged. 

Enough I/O pins should be provided to Support the logic 
capacity of the logic blocks at each level. The preferred size 
of each of the X0 interconnect 527, X1 interconnect 521 and 
X2 interconnect 511 is a function of how many I/O pins must 
be interconnected. An optimum balance should be struck 
between the total number of levels used, the sizes of the 
logic blocks at each level, the numbers of logic block I/O 
pins at each level, and the resulting Size of the interconnects. 

The multi-level hierarchically interconnected program 
mable logic chip of FIG. 3 may use one or more of many 
different architectures internal to its X0 interconnect 527, X1 
interconnect 521 and X2 interconnect 511. In the discussion 
to follow, crossbar-based architectures are used, either a 
Single simple crossbar, fully or partially populated, or else a 
partial crossbar interconnect comprising multiple Simple 
crossbars. 
Crossbars 
A Schematic block diagram of a simple crossbar 410 is 

shown in FIG. 4. Crossbar 410 can be programmed to 
establish connections between the local terminals 411. If the 
crossbar 410 is fully populated, then any connection from 
any local terminal 411 to one or more other local terminals 
411 may be programmed. If it is partially populated, then 
Some connections, but not all Such connections, may be 
programmed. Partially populated crossbars are leSS costly in 
hardware, but leSS capable at interconnection, and may 
require more complicated Software or additional Software 
routines to determine connections. 

External terminals 412 for crossbar 410 are shown in FIG. 
4. Crossbar 410 can establish connections between external 
terminals 412 and local terminals 411, but not necessarily 
between external terminals 412 and other external terminals 
412. When crossbar 410 is used in a partial crossbar 
interconnect, the local terminals 411 are connected to the 
logic blocks being interconnected, and the external terminals 
412 are used as I/O pins for the resulting higher-level logic 
block. 

Internal structure of one possible form of crossbar 410, a 
crosspoint-type crossbar, is shown in FIG. 5. Each of the 
local terminals 411 and the external terminals 412 is con 
nected to a programmable bidirectional transceiver 1040. A 
Schematic diagram of a presently preferred bidirectional 
transceiver 1040 is shown in FIG. 5A. Each transceiver 1040 
has a pair of drivers 1041. Each driver 1041 is controlled by 
programming a memory cell 1042. Programming memory 
cell 1042 may be built as an SRAM cell, a flip-flop, a latch, 
or any other structure that will hold a bit of programming 
information on its output. Such Structures are known to those 
skilled in the art and, as Such, their programming facilities 
are not shown. If the programmable memory cell 1042 is set 
to zero, one driver 1041 is on and the other is off, thus 
conducting Signals in one direction through the transceiver 
1040. If the programmable memory cell 1042 is set to one, 
the condition is reversed, which causes driver 1041 to drive 
Signals in the opposite direction. Thus, each terminal is 
programmed to be either an input to the crossbar or an output 
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to the crossbar 410. When programmed as an input to the 
crossbar 410, the terminal drives signals into the crossbar 
410 from the outside world. When programmed as an output 
from the crossbar 410, the terminal drives signals from the 
crossbar to the outside world. 

Each transceiver 1040 is connected to an internal wire. 
These wires are arranged logically in a matrix, and pairs of 
wires are joined by crosspoints 1030. Each crosspoint 1030 
has a programming memory cell 1034, which controls a pass 
transistor 1033, either turning it on to be passing Signals, or 
off to be blocking them. An example of this circuit can be 
seen in FIG. 5B. The source and drain of pass transistor 1033 
join the two wires 1031 and 1032, respectively, thereby 
passing Signals driven by the transceivers 1041 in either 
direction or blocking them. Crosspoints 1030 are arranged 
So as to allow connections to be programmed between the 
local terminals 411 and external terminals 412. As shown, 
the example of FIG. 5 has crosspoints 1030 to permit any 
local terminal 411 to be connected to any one or more other 
local terminals 411. It also has crosspoints 1030 that can 
establish connections between external terminals 412 and 
local terminals 411, but not directly between external ter 
minals 412 and other external terminals 412. Other forms of 
implementation of crossbars 410 are within the scope of the 
invention, So long as enough routability is available to 
Satisfy the application. Other preferred forms of implemen 
tation more Suitable to this chip-level application are shown 
below. 
Partial Crossbar Interconnected Programmable Logic Chip 
A partial crossbar interconnect is shown in FIG. 6. FIG. 

6 Shows an example of interconnect implementations for the 
hierarchically interconnected programmable logic chip 
depicted in FIG. 3. This comprises a single L2 logic block 
425. In this example, the X1 interconnect 521 and X2 
interconnect 511 are each partial crossbar interconnects. 
Together the X1 interconnect 521 and X2 interconnect 511 
form a two-level hierarchical partial crossbar interconnect. 
The X2 interconnect 511 comprises X2 crossbars 510, each 
of which are each instances of a crossbar 410 (shown in FIG. 
4), with local terminals 610 and external terminals 615, and 
the wires connecting the local terminals 610 with the L1 
logic block I/O pins 725. 
The X2 crossbars 510 are connected to L1 logic blocks 

505 such that the I/O pins 725 of each L1 logic block 505 
are divided into proper Subsets, using the same division on 
each L1 logic block 505. The local terminals 610 of each X2 
crossbar 510 are connected to the same Subset of I/O pins 
725 from each of every L1 logic block 505. Only the 
outermost wires of the network of wires connecting croSS 
bars 510 with L1 logic blocks 505 are shown, being far too 
many to show in the diagram individually. The other Such 
wires are according to the above definition also exist 
although they are not shown in FIG. 6. The external termi 
nals 615 are connected to the L2 logic block I/O pins 515. 
The components of each L1 logic block 505 are shown in 

FIG. 7. The X1 interconnect 521 consists of X1 crossbars 
520 with local terminals 916 and external terminals 915, that 
are each instances of crossbar 410 (shown in FIG. 4), and the 
wires connecting the local terminals 916 with the L0 logic 
block I/O pins 925. In this X1 interconnect 521, X1 cross 
bars 520 are connected to L0 logic blocks 525 such that the 
I/O pins 925 of each L0 logic block 525 are divided into 
proper Subsets, using the same division on each L0 logic 
block 525. The local terminals 916 of each X1 crossbar 520 
are connected to the same subset of I/O pins 725 from each 
of every L1 logic block 505. The external terminals 915 are 
connected to the I/O pins 725 of the L1 logic block 505, 
which are connected to the X2 crossbars 510 as shown in 
FIG. 6. 
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Depending on the number of L0 logic blocks 525, the 
number of I/O pins 925 on each L0 logic block 525, the 
number of X1 crossbars 520, and the number of local 
terminals 916 on each X1 crossbar 520, there will be some 
number “n” of wires between each L0 block 525 and X1 
crossbar 520 pair. For example, if there were 8 L0 logic 
blocks 525 with 64 I/O pins 925 on each, and 16 X1 
crossbars 520 with 32 local terminals 916 on each, then “n” 
would equal 4, that is, there would be 4 wires between each 
L0 block 525 and X1 crossbar 520 pair. The higher the value 
of “n”, the greater the ease of routing and the higher the 
likelihood of routing Success. 
Chip-Oriented Crossbar and Partial Crossbar Interconnect 
Implementations 

Other means of implementing crossbars 410 are more 
Suitable for use in a programmable logic chip because they 
are more congruent with the rectilinear layout of compo 
nents on a single Silicon die, as is commonly practiced when 
laying out integrated circuits, and because these other imple 
mentations have operational advantages. FIG. 8 shows a 
crossbar 410 implemented as a multiplexer-type crossbar. 
Each of the four terminals 1320 corresponds to a local 
terminal 411 or an external terminal 412. The driver 1310 
always drives the logic value on terminal 1320 onto one of 
the wires 1330. Note that wires 1330 are horizontal only for 
the Sake of illustration in the diagram. In actual 
implementation, each wire 1330 need not be horizontal. 
Each terminal 1320 thus has a wire 1330 always carrying its 
logic value. Each terminal 1320 is also drivable by a 
programmable multiplexer 1300, which can be programmed 
to select one of the wires 1330, and may also be programmed 
to drive its logic value onto terminal 1320 or not. If the 
terminal 1320 is to be an output from this crossbar 410, its 
multiplexer 1300 is programmed to drive the terminal and to 
select the wire 1330 driven by desired input terminal 1320. 
If instead, the terminal 1320 is to be an input to the crossbar 
410, the multiplexer is programmed to not drive the termi 
nal. 

This multiplexer implementation of crossbar 410 has the 
operational advantage that the propagation delay through it 
is relatively insensitive to the crossbar's programming. This 
is less true with the croSSpoint-type crossbar, as shown in 
FIG. 5. Also, the multiplexer need not be implemented with 
passive pass transistors, like the transistors 1033 of FIG. 5, 
but can be implemented instead with active logic circuits, 
which can permit faster operation. Also the multiplexer 
naturally has a rectangular shape, which may reach acroSS 
long distances on the chip, which is physically advantageous 
when used to construct partial crossbar interconnects. 
A similar multiplexer-type crossbar 410 implementation 

is shown in FIGS. 9A and 9B. Each of the terminals 1450 
and 1470 corresponds to a local terminal 411 or an external 
terminal 412. The programmable tri-state driver 1440 drives 
the logic value on terminal 1450 onto one of the wires 1430 
if it is programmed by programming memory cell 1441 to be 
in the driving state. Each terminal 1450 has a programmable 
multiplexer 1410 which can be programmed by program 
ming memory cells 1411 to select one of the wires 1430. As 
seen in FIG. 9B, the multiplexer-selected logic value is 
driven onto terminal 1450 using programmable driver 1480 
if programmable driver 1480 is programmed by program 
ming memory cell 1481 to be driving. If the terminal 1450 
is to be an output from this crossbar 410, its multiplexer 
1410 and driver 1480 is programmed to drive the terminal 
and to select the desired wire 1430. If the terminal 1450 is 
to be an input, the driver 1480 is programmed to not drive 
the terminal. These terminals 1450 are naturally arrayed 
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acroSS the crossbar 410 Structure, and are useful for con 
nections to devices on the top or bottom of this structure on 
the chip. 

Each terminal 1470 may be connected to a wire 1430. If 
the terminal 1470 is to be an output, then the multiplexer 
1410 and drivers 1440 and 1480 which drive its wire 1430 
are programmed to Select the desired input and to drive this 
wire 1430. The bidirectional transceiver 1460 is then pro 
grammed to drive the external terminal 1470. If the terminal 
1470 is to be an input, its wire 1430's programmable 
bidirectional transceiver 1460 is programmed to drive its 
logic value onto the wire. These terminals 1470 are naturally 
located at the ends of the crossbar 410 structure, and are 
useful for connections to devices on the left or right ends of 
this structure on the chip. 

FIGS. 10a–10a illustrate the variations of physical signal 
paths possible with these crossbar 410 implementation struc 
tures. Depending on the desired physical arrangement of the 
Structures on the logic chip, Such as logic blockS and I/O 
pins, which connect with this crossbar 410, one of the 
variations appropriate to the particular path to be routed may 
be chosen. The multiplexer output driver 1480, and all the 
programming memory cells 1411, 1441 and 1481, are not 
shown in the FIGS. 10a–10a in the interest of clarity. They 
can be seen in FIG. 9B. 

In FIG. 10a, a signal is input to the crossbar on terminal 
1450a on the top edge of the structure, and routed through 
to output terminal 1450b, also on the top edge. Since 
terminal 1450a is an input, its multiplexer 1410a is pro 
grammed off, and its driver 1440a is programmed on. Since 
terminal 1450b is an output, its multiplexer 1410b is pro 
grammed on, and selecting the wire 1430 driven by driver 
1440a, 

In FIG. 10b, a signal is input to the crossbar on terminal 
1470 on the end of the structure, and routed through to 
output terminal 1450, on the top edge. Since terminal 1470 
is an input, its bidirectional transceiver 1460 is programmed 
to drive its wire 1430. Since terminal 1450 is an output, its 
multiplexer 1410 is programmed on, and Selecting the wire 
1430 driven by transceiver 1460. 

In FIG. 10c, a signal is input to the crossbar on terminal 
1450 on the top edge of the structure, and routed through to 
output terminal 1470, on the end. Since terminal 1450 is an 
input, its multiplexer 1410a is programmed off, and its 
driver 1440 is programmed on. Since terminal 1470 is an 
output, its bidirectional transceiver 1460 is programmed to 
drive the terminal 1470. 

In FIG. 10d., a signal is input to the crossbar on terminal 
1470a on the end of the structure, and routed through to 
output terminal 1470b, on the end. Since terminal 1470a is 
an input, its bidirectional transceiver 1460a is programmed 
to drive its wire 1430a. Since terminal 1470b is an output, 
its multiplexer 1410 is programmed on, and Selecting the 
wire 1430a driven by transceiver 1460, and its driver 1480 
is programmed on, driving its wire 1430b. The bidirectional 
transceiver 1460b on wire 1430b is programmed to drive the 
terminal 1470b. 

FIGS. 11A and 11B show an exemplary partial crossbar 
interconnect using the crossbar 410 Structures shown in 
FIGS. 9A, 9B, 10a, 10b, 10c and 10d. As shown in FIG. 
11A, an L1 logic block 1500 is composed of four L0 logic 
blocks 1160, with three I/O pins each, interconnected by 
three X1 crossbars 1400, with four local terminals 1450 each 
and two external terminals each, which Serve as the Six I/O 
pins 1470 of the L1 logic block. 

FIG. 11B shows the X1 crossbars 1400, L0 logic blocks 
1160 and L1 I/O pins 1470, in their relative physical 
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arrangements on the logic chip. The X1 crossbars 1400 
stretch across the full width of the structure, the L0 logic 
blocks 1160 are arranged across the top edge, and the I/O 
pins 1470 are placed on the ends, three on the left and three 
on the right. 

FIGS. 12A-12C show an alternate implementation for 
crossbars 410 and a partial crossbar interconnect. FIG. 12A 
shows the L1 logic block used in this example. L1 logic 
block of FIG. 12A comprises four L0 logic blocks 1600, and 
two X1 crossbars, first X1 crossbar 1610 and second X1 
crossbar 1612. In this embodiment, first X1 crossbar 1610 
and second X1 crossbar 1612 are connected to the I/O pins 
of the L0 logic blocks 1600 by a partial crossbar intercon 
nect. In this embodiment, first X1 crossbar 1610 and second 
X1 crossbar 1612 has sixteen local terminals, which corre 
spond to local terminals 411. This allows for four connec 
tions to each of the four L0 logic blocks 1600. First X1 
crossbar 1610 and second X1 crossbar 1612 also have two 
external terminals 1630, which correspond to external ter 
minals 412, making up the four I/O pins for this L1 logic 
block. 

FIG. 12B shows the details of a crosspoint 1620. Each 
croSSpoint has a programming memory cell 1624, which 
controls a pass transistor 1623, either turning it on to be 
passing Signals (i.e., creating a short circuit), or turning it off 
to be blocking them (i.e., creating an open circuit). The pass 
transistor joins the two wires 1621 and 1622 to which it is 
connected, either passing Signals driven in either direction or 
blocking them. 

FIG. 12C shows an embodiment of an L1 logic block 
comprised of two X1 crossbars (first X1 crossbar 1610 and 
second X1 crossbar 1612), four L0 logic blocks 1600, and 
L1 I/O pins 1630, in their relative physical arrangements on 
the logic chip. Note that the crosspoints 1620 of first X1 
crossbar 1610 and second X1 crossbar 1612 are physically 
interleaved in their locations on the chip. The croSSpoints of 
first X1 crossbar 1610 that connect to each L0 logic block 
are located directly next it. Thus each of the X1 crossbars 
will have Some of its croSSpoints next to each L0 logic block. 
The sum total of each X1 crossbar's (e.g., first X1 crossbar 
1610 and second X1 crossbar 1612) crosspoints spans the 
entire width of the Structure. Noting that a roughly triangular 
overall shape results, two Such structures may be placed 
Side-by-side Such that their diagonals approximately fit 
together. The resulting pair of Structures efficiently fills a 
rectangular area. 

Given “L” logic blocks 1600 and “X” crossbars 1610, 
1612, with each logic block 1600 having (xi) pins and each 
crossbar 1610, 1612 having (L * i) plus “k” external pins 
each, there are "i" paths per logic block-crossbar pair. 
Denoting the area taken up by one programmable croSSpoint 
1620 a cell, each cell is crossed by “X” horizontal wires and 
one vertical wire. Thus, the total width can be written as 
(L*,x*i) cells, and the total height is given by (L-1)*i+k) 
cells. This interleaved structure allows for greater density, 
and hence Space efficiency, than active croSSpoints permit. 
However, as discussed above, active croSSpoints like those 
of FIGS. 8, 9, 10 and 11 can provide greater speed and more 
uniform delay. 
L0 Logic Block and X0 Interconnect Implementations 

FIG. 13A shows the basic components of an L0 logic 
block 525, in their relative physical arrangements on the 
logic chip. An X0 interconnect 527 has logic units (LUs) 526 
placed along one or both of its long dimensions. The L0 
block 525's I/O pins 528 are located on one or both ends of 
the X0 interconnect 527. The X0 interconnect 527 may be 
constructed in one of many different forms, including a fully 
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populated Simple crossbar, or a partially populated Simple 
crossbar, or a combination of both. 

FIG. 13B shows one possible implementation of the X0 
interconnect 527 in an L0 logic block 525. X0 interconnect 
527 is composed of two crossbars, the X0 input crossbar 600 
and the X0 output crossbar 700. This permits each crossbar 
to be optimized according to its function. The X0 input 
crossbar 600 gets inputs from the LU outputs 560, and from 
the L0 logic block I/O pins 528. The outputs of the X0 input 
crossbar 600 are connected to the inputs 550 of each of the 
LUs 526. The X0 output crossbar 700 gets inputs from the 
LU outputs 560. Its outputs are connected to the L0 logic 
block I/O pins 528. Each L0 logic block I/O pin 528 has a 
programmable bidirectional transceiver 540. Programmable 
bidirectional transceiver 540 drives in an output direction if 
the I/O pin 528 is programmed to be an output from the L0 
logic block 525, driven by the X0 output crossbar 700. 
Programmable bidirectional transceiver 540 drives in an 
input direction if the I/O pin 528 is programmed to be an 
input to the L0 logic block 525, driven by the X1 crossbar 
520 (shown in FIG. 7) to which it is connected. 
The flexibility and compile speed of the programmable 

logic chip 400 will be maximized if the crossbars in the X0 
interconnect 527 are simple full crossbars. The reason for 
this is that simple full crossbars can accomplish all possible 
interconnections directly. Thus, the compiler will not have to 
Solve any routing problems Such as the blocking of an 
interconnection because the resources necessary for Such an 
interconnection were not available. One way to construct 
Such a full crossbar is to provide a programmable croSSpoint 
between every pair of input and output pins. An example of 
this is seen in FIG. 5 for local terminals 411. In a preferred 
embodiment, however, it is best if the L0 logic block.525 has 
as large a number of LUS 526 as is affordable. This makes 
the size of the X0 interconnect 527 large, which is especially 
costly since there are So many X0 interconnects in the entire 
L2 logic block 425. 

In crossbar 600 shown in FIG. 13C, there is a program 
mable croSSpoint 605 interconnecting each possible input 
signal 610 to each output 620. Each of these crosspoints 605 
contains a programmable memory cell 607 and a pass 
transistor 606. Out of all these crosspoints 605 connected to 
any one output 620, only one has its programmable memory 
cell 607 set to one (or “high”), and the others are all set to 
Zero (or “low”). In an information encoding Sense, the single 
number representing which input 610 is to be connected to 
the output 620, is represented in a fully decoded fashion, 
with one bit 607 for each value of the number. Thus, it is 
useful to Speak of this as the fully decoded croSSpoint-type 
crossbar. In contrast to this, a multiplexer-type crossbar 
(e.g., the multiplexer-type crossbar shown in FIG. 9 and 
discussed above) fully encodes this number in binary form 
in the multiplexer select memory cells 1411, with each 
combination of the bits 1411 representing a different choice 
of input. The number of memory cells that have to be 
fabricated onto the Silicon wafer has a Strong relationship on 
the chip area of the crossbar, as the programmable memory 
cells take most of the Silicon area in practice. Thus, as the 
number of memory cells that are required increases, the size 
of the Silicon chip increases as well. 
A hybrid between the fully decoded croSSpoint-type croSS 

bar and the fully encoded multiplexer-type crossbar is 
shown in FIG. 13D. The crossbar's input signals 610 are 
taken in groups. In the example of FIG. 13D, two groups are 
shown. The first group 611 comprises four input Signals and 
the Second group 612 comprises four input signals. For each 
crossbar output 620, there are as many four-input multiplex 



US 6,289,494 B1 
13 

ers 630, as there are groups. In the example of FIG. 13D, 
because there are two groups, there are two multiplexers 
630. Each multiplexer 630 has what are commonly referred 
to as their data inputs connected to the input signals 611 (or 
612) of its group. All multiplexers 630 serving a crossbar 
output 620 have what are commonly referred to as their 
Select inputs 631 connected in common to a set of program 
ming memory cells 641 via a binary decoder 640. This is 
acceptable because only one input signal 610 out of all input 
signals 610 will be ultimately selected for input. Therefore, 
the settings of all the other multiplexers 630 not connected 
to the selected input 610 have no effect on the crossbar 
output 620. Each multiplexer output 632 is connected via a 
programmable crosspoint 650 to the crossbar output 620. 
Each programmable crosspoint 650 has a pass transistor 651 
and a programmable memory cell 652. Only the croSSpoint 
650 connected to the multiplexer 630 connected to the 
desired input signal 610 is programmed to be on. The other 
croSSpoints 650 are programmed Such that they are turned 
off. 

Fewer programmable memory cells are needed in this 
organization. Therefore, the crossbar 600 requires less area 
on the chip. For example, if there are ninety-six inputs 610 
to the X0 input crossbar 600, as in the preferred embodiment 
described below, the fully decoded croSSpoint-type crossbar, 
as in FIG. 13C, would require ninety-six programmable 
memory cells 607 per crossbar output 620. In the hybrid 
multiplexer-croSSpoint crossbar organization shown in FIG. 
13D, the ninety-six inputs 610 would be broken into twenty 
four groups. Each output 620 would have twenty-four mul 
tiplexers 630, all controlled by two programming memory 
cells 641 (as discussed, the number of programming 
memory cells 641 does not increase). Each output 620 would 
have twenty-four crosspoints 650 connecting the multi 
plexer outputs 632 to the crossbar output 620. Thus a total 
of twenty-six programming memory cells total per crossbar 
output 620 are needed. 

If instead, a fully encoded multiplexer-type crossbar were 
used, with only one ninety-six input multiplexer 630 and no 
croSSpoints 650, it would require ninety-six pass transistors 
and ninety-six select inputs 631 if it were constructed like 
the multiplexer 630 shown in FIG. 13D. This is extremely 
expensive. Further, if a binary-tree type of pass-transistor 
multiplexer, of the type well known in the multiplexer art, 
was used instead, the Signal would have to pass through 
Seven pass transistors in Series. Because each pass transistor 
adds resistance and capacitance to a Signal path, Speed and 
Signal quality would be degraded when Seven pass transis 
tors are utilized. Thus the hybrid multiplexer-crosspoint 
crossbar shown in FIG.13D strikes a good balance between 
economy of encoding and minimizing the Signal delay path. 

Another alternative for decreasing the number of pro 
grammable memory cells in a crossbar is to use a decoded 
croSSpoint-type crossbar configuration, as in FIG. 13C, but 
to only partially populate it with programmable croSSpoints 
605. In other words, not all the possible input signals are 
connectable to each output. Such a crossbar is shown in FIG. 
13E, where it is used as the X0 output crossbar 700. LUs 526 
each have their LU outputs 560 connected to the input 
terminals 710 of the crossbar 700. Programmable cross 
points 605 can connect inputs 710 to output terminals 720. 
Only Some of the possible croSSpoint locations are occupied 
by crosspoints 605. 

In general, given a set of interconnections required 
between X0 output crossbar input terminals 710 and output 
terminals 720, a partial population of crosspoints 605 will 
often fail to provide the interconnections. However, if the 
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signal sources on input terminals 710 are free to be 
rearranged, it can be seen that a higher Success rate is 
achievable. Given a destination output terminal 720, the 
Source can be placed such that it drives an input terminal 710 
which does have a crosspoint 605 joining it to the destination 
output 720. In the L0 logic block 525 organization shown in 
FIG. 13B, the uniformly identical LUS 526 may be rear 
ranged in any relative placement, Since the fully populated 
input crossbar 600 can accomplish any connection to their 
inputs 550. 

Likewise, if the Signal destinations connected to the 
output terminals 720 are free to be rearranged to some 
extent, then a higher Success rate is achievable. The desti 
nation can be placed Such that it is connected to an output 
terminal 720 that does have a crosspoint 605 joining it to the 
source input 710. In the L0 logic block 525 shown in FIG. 
13B, the four X0 output crossbar outputs which connect to 
the same X1 crossbar 520 may be rearranged in any relative 
placement. The reason for this is that the fully populated X1 
crossbar 520 can accomplish any connection from its local 
terminals 916 to other local terminals 916 and/or external 
terminals 915. If both signal sources and signal destinations 
have Some freedom of rearrangement, then both freedoms 
may be taken advantage of in this way to allow connections 
to be accomplished even though the crossbar is only sparsely 
populated with crosspoints 605. 

Thus, this partially populated X0 output crossbar 700 can 
be used with a very high rate of Success in Spite of its partial 
population. A routing Stage in the compiler that prepares 
programming for the L0 logic block 525 works out the 
assignment of logic into Specific physical logic units 526. 
The compiler does this Simultaneously while working out 
the programming of the croSSpoints 605 in the X0 input 
crossbar 600 and the X0 output crossbar 700, and further 
Specifying the programming of the X1 crossbars 520. 
Preferred Embodiment 

In a preferred embodiment, a programmable logic chip 
optimized for emulation and prototyping is shown in FIG. 
14. It contains a single L2 logic block 1100. The L2 logic 
block 1100 architecture is organized according to the chip 
floor plan depicted in FIG. 14. The L2 logic block 1100 is 
Structured to function as an optimized emulation and pro 
totyping chip. 

In the L2 chip architecture 1100, a plurality of X2 
crossbars 1110 form an X2 partial crossbar interconnect 
1120 between a plurality of L1 logic blocks 1130. Each L1 
logic block 1130 contains a plurality of X1 crossbars 1140, 
which form an X1 partial crossbar interconnect 1150 
between a plurality of L0 logic blocks 1160. Each L0 logic 
block 1160 contains an X0 interconnect 1170, which inter 
connects a plurality of LUs 1180. 

There are fifty-two X2 crossbars 1110 in the X2 partial 
crossbar interconnect 1120. Each X2 crossbar 1110 is of the 
multiplexer type, as shown in FIGS. 9, 10, 11 and 12. Each 
X2 crossbar has thirty-two (32) local terminals, each of 
which is connected to an L1 logic block I/O pin. Each X2 
crossbar has ten (10) external terminals, each of which is an 
L2 logic block I/O pin 1190. The L2 logic block 1100 
includes six hundred thirty (630) pads 1190, of which five 
hundred twenty (520) are pads connected to L2 logic block 
I/O pins 1190. The remaining pads are used for secondary 
control purposes, and for power and ground connections. 

There are eight L1 logic blocks 1130, each containing 208 
I/O pins and an X1 partial crossbar interconnect 1150, which 
comprises sixteen X1 crossbars 1140. Each X1 crossbar 
1140 is of the multiplexer type, as shown in FIGS. 9, 10, 11 
and 12. Each X1 crossbar has thirty-six (36) local terminals, 
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each of which is connected to an L0 logic block I/O pin. 
Each X1 crossbar has thirteen (13) external terminals, each 
of which is an L1 logic block I/O. Each L1 logic block 1130 
contains nine L0 logic blocks 1160, each of which includes 
sixty-four I/O pins and an X0 interconnect 1170, which 
connects thirty-two logic units (LUs) 1180. Each LU 1180 
contains a memory element, a flip-flopl/latch, and a pro 
grammable delay element. There are two hundred eighty 
eight (288) LUs 1180 within each L1 logic block 1130. 
Therefore, there are two thousand three hundred four (2304) 
LUs 1180 within the L2 logic block 1100. 
Such an L2 logic block on a programmable logic chip may 

be arranged according to many other possible layouts, the 
choice of which is dictated only by efficiency of size and 
routing. For example, in contrast to the physical arrange 
ment of the L2 logic block 1100 of FIG. 14, an L2 logic 
block 1200 can be arranged according to an alternate 
embodiment, as shown in FIG. 15. The L2 logic block 1200 
also has two thousand three hundred four (2304) LUs total. 
The L2 logic block 1200 has six hundred sixteen (616) I/O 
pins that are connected to the L2 logic block 1200 via 
fourteen pin Swapping crossbars 1210, which facilitate the 
routability of the interconnect, even if the top-level input and 
output nets in the input design are pre-assigned to specific 
L2 I/O pins. Pin Swapping crossbars 1210 can also be time 
multiplexed for pin sharing. The L2 logic block 1200 also 
includes an X2 interconnect 1230 that uses active cross 
points. 

Eight L1 logic blocks 1220 are included within the L2 
logic block 1200. Each L1 logic block 1220 has two hundred 
twenty-one (221) 110 pins, an X1 interconnect 1240 that 
uses passive croSSpoint crossbars of the type shown in FIG. 
12, and twelve L0 logic blocks 1250. Each L0 logic block 
1250 has twenty-four LUs 1260 and an X0 interconnect 
network 1270. 

In a presently preferred embodiment, the X2 crossbars 
1110 of the L2 chip 1100 of FIG. 14 can be physically 
arranged as depicted in FIG. 16. The X2 crossbars 1110 
interface logically with the L1 logic blocks 1130 to create 
the X2 partial crossbar interconnect 1120 shown in FIG. 17. 
This X2 partial crossbar interconnect 1120 is constructed 
with multiplexer-type crossbars in the fashion shown in 
FIGS. 8, 9, 10 and 11. Thus, in a presently preferred 
embodiment, fifty-two X2 crossbars 1110 each contain 
forty-two terminals (shown as Single lines for simplicity)— 
thirty-two local terminals and ten external terminals. Four of 
the local terminals are connected to I/O pins 1131 on each 
of the eight L1 logic blocks 1130. The external terminals are 
L2 logic block I/O pins connected to logic chip I/O pads 
1190, which in this presently preferred embodiment will 
total five hundred twenty (520). Each X2 crossbar 1110 
contains forty-two 42-input multiplexers 1410 (not shown). 
The X1 crossbars 1140, L0 logic blocks 1160, and LUs 

1180 of an L1 logic block 1130 can be physically arranged 
as shown in FIG. 18. The X1 crossbars 1140 interface 
logically with the L0 logic blocks 1160 to form the X1 
partial crossbar interconnect 1150 depicted in FIG. 19. This 
X1 partial crossbar interconnect 1150 is constructed with 
multiplexer-type crossbars in the fashion shown in FIGS. 8, 
9, 10 and 11. Thus, sixteen X1 crossbars 1140 each include 
thirteen external terminals, for a total of two hundred eight 
L1 logic block I/O pins 1131 to the rest of the L2 logic block 
1100, and thirty-six local terminals, connected in fours to 
1/O pins 1161 on nine L0 logic blocks 1160. (For simplicity, 
the pins are depicted as single lines.) Each X1 crossbar 1140 
contains forty-nine 49-input multiplexers 1410 (not shown). 

In a presently preferred embodiment, an L0 logic block 
1160 is arranged as shown in FIG. 20. The L0 logic block 
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1160 shown in FIG. 20 is arranged such that an X0 inter 
connection network 1170 interconnects thirty-two LUs 
1180. The X0 interconnect network 1170 includes sixty-four 
I/OS. In a presently preferred embodiment, a Single fully 
populated input crossbar feeds the LU inputs from the L0 
I/O pins and the LU outputs, and a Single partially populated 
output crossbar connects the LU outputs with the L0 I/O 
pins. 

In a preferred embodiment, the L2 logic block 1100 
arrangement of FIG. 14 comprises a programmable logic 
chip routing architecture 1100 depicted in FIG. 21, which 
Summarizes graphically the interconnections described 
above with reference to FIGS. 16-20. 

In a presently preferred embodiment, an LU 1180 is 
implemented as shown in FIG. 22A. The LU 1180 includes 
a 16-bit static RAM memory 1900 and a flip-flop or latch 
circuit 1910. The presently preferred LU 1180 also com 
prises a 16:1 multiplexer 1920 and a programmable delay 
element 1930. In addition, the presently preferred LU 1180 
also comprises a sixteen-bit dynamic shift register 1940 and 
a one-bit shift register 1950. The sixteen-bit dynamic shift 
register 1940 and one-bit shift register 1950 are used for 
programming. 
The presently preferred LU 1180 uses data selector logic 

to accomplish its combinational logic functions. An SRAM 
1900 is programmed with the truth table of a logic function. 
The four LU inputs 198 are used to select one of the 16 
SRAM bits, via multiplexer 1920. A programmable flip 
flop/latch 1910 is available for logic value storage. The 
flip-flop/latch 1910 may be programmed to operate either as 
an edge-triggered D flip-flop, or as a transparent latch. 
Flip-flop/latch 1910 is otherwise of the conventional type, 
With data, clock, clock enable, preset and clear inputs, and 
one output. Programmable multiplexer 1931 selects either 
the output of multiplexer 1920, for purely combinational LU 
operation, or the output of the flip-flop/latch 1910. This 
Selects either registered or latched LU operation. This value 
then passes through a programmable delay element 1930, 
which may be programmed for no delay, or for one or more 
time delay values. The ability to program time delayS 
through the use of programmable delay element 1930 is 
important because it allows the LU 1180 to be used for 
resolving hold-time violations. It can also be used for other 
timing purposes, Such as delays that intentionally designed 
into the user's design. The output of LU 1180 is LU output 
1990. 

In a presently preferred embodiment, a Set of four clock 
signals 1925 is distributed to all LUs 1180 in the entire L2 
logic block 1100. A set of four flip-flop control signals 1926 
is distributed to all LUs 1180 in each L0 logic block 1160. 
Programmable logic 1980 can select from among the clock 
signals 1925 and control signals 1926, and provide clock, 
clock enable, preset and clear Signals, as programmed, to the 
flip-flop/latch 1910. Logic 1980 can also programmably 
invert any of these signals if desired. 
The memory cells (not shown) within SRAM 1900 are 

programmed from the sixteen-bit shift register 1940 into a 
dedicated write port 1975. Thus, an LU 1900 may be 
Selectively programmed during operation of the L2 logic 
block 1100. The contents of the LU 1900 can also be read 
back into the sixteen-bit shift register 1940. Also, the LU 
output 1990 can be sampled into the 1-bit shift register 1950, 
and read back rapidly while the L2 logic block 1100 is 
running. The programming shift registers 1940 and 1950 of 
each LU in an L0 logic block 1160 are connected in series. 
These shift registers 1940 and 1950 are each connected in 
series across the entire L2 logic block 1100, and connected 
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through control logic to a Standard Serial interface, Such as 
an IEEE Standard 1149 JTAG test port. This programming 
control logic also provides the control signals necessary to 
program the SRAM 1900 cells, and all the other program 
mable memory cells in the L2 logic block 1100. 

In a presently preferred embodiment, groups of eight LUS 
1180 (shown as LUs 1181-1188) are grouped together as 
shown in FIG. 22B so that, if desired, they can be pro 
grammed to act as a sixteen word by eight bit memory. The 
SRAM 1900 in each LU 1180 (LUs 1181–1188 of FIG.22B) 
acts as one bit of the eight bit memory. This memory has a 
read port and a write port. The read port reads the data Stored 
in the memory cells of SRAM 1900 using the LU input 1985 
and multiplexer 1920. A write decoder 1994 and a write 
enable pulse generator 1992, common to all eight LUs 
1181-1188, writes data into the memory cells of each SRAM 
1900. The four write address bits are taken from the signals 
normally used for one of the LUs, LU 1181, as shown in 
FIG.22B. Three multiplexers 1810 are inserted between the 
inputs of three of the LUs 1180, which in this embodiment 
are LUs 1181,1182 and 1183, and the X0 interconnect 1170. 
Normally these multiplexers are Set to pass the Signals 
through from X0 interconnect 1170 to each of those LU's 
inputs 1985. When the group of eight LUs is programmed 
for use as a memory, the three multiplexers 1810 are 
Switched instead to copy the input signals being Sent to the 
inputs 1985 of the fourth LU 1184, to the inputs 1985 of the 
first three, 1181, 1182 and 1183. This allows the 4 signals 
from the X0 interconnect 1170 that are normally sent to the 
inputs 1985 of the first LU 1181 to be used for the write 
address 1820, sent to the write decoder 1994. It also allows 
the 8 signals from the X0 interconnect 1170 that are nor 
mally sent to the inputs 1985 of the second and third LUs 
1182 and 1183 to be used for the write data inputs to each 
of the eight LUs in the group. The write enable input to the 
write enable pulse generator 1992 is taken from one of the 
control signals 1926. 

FIG. 23 shows the internal structure of the L0 logic block 
1160 in this preferred embodiment. The multiplexers 1810 
are not shown in the interest of clarity. X0 interconnect 1170 
is composed of two crossbars, the X0 input crossbar 1700 
and the X0 output crossbar 1750. The X0 input crossbar 
1700 gets inputs from the thirty-two LU outputs 1990, and 
from the L0 logic block I/O pins 1161, totaling ninety-six 
inputs. Its outputs are connected to the four inputs 1985 of 
each of the thirty-two LUs 1180, totaling one hundred 
twenty-eight outputs, and to the four control inputs 1926 
shared by all LUs. The X0 input crossbar 1700 is constructed 
using the hybrid multiplexer-croSSpoint crossbar organiza 
tion of FIG. 13D. Its ninety-six inputs are broken up into 
twenty-four groups of four inputs each, So each output has 
twenty-four four-input multiplexers and twenty-four 
multiplexer-to-output croSSpoints. 

The X0 output crossbar 1750 gets inputs from the thirty 
two LU outputs 1990. Its sixty-four outputs are connected to 
the L0 logic block I/O pins 1161. Each L0 logic block I/O 
pin 1161 has a programmable bidirectional transceiver 1162. 
Bidirectional transceiver 1162 drives in an output direction 
if the I/O pin it is driving is programmed to be an output 
from the L0 logic block 1160, driven by the X0 output 
crossbar 1750. Bidirectional transceiver 1162 drives in an 
input direction if it is programmed to be an input to the L0 
logic block 1160, driven by the X1 crossbar 1140 to which 
it is connected. The X0 output crossbar is a partially 
populated croSSpoint-type crossbar of the type shown as 
crossbar 700 in FIG. 13E, and discussed above. 

FIG. 24 shows the pattern of population for the cross 
points 605 (shown in FIG. 13E) in the X0 output crossbar 
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1750. Each column in the chart represents a single input 
terminal 710, connected to a single LU output 1990. Each 
row in the chart represents four output terminals 720, which 
are connected to the four X0 logic block I/O pins 1161 that 
connect to a single X1 crossbar 1140. If a row-column entry 
shows a “..', there is no crosspoint 605 connecting the input 
terminal 710 for that column to any of the output terminals 
720 for that row. If a row-column entry shows a number (0, 
1, 2 or 3), there is a crosspoint 605 connecting the input 
terminal 710 for that column to one of the output terminals 
720 for that row. Which one of the four output terminals 720 
is connected is denoted by the number in the row-column 
entry. It will be seen that each input terminal 710 has four 
crosspoints 605 connecting it to output terminals 720. Since 
a fully populated crossbar would have 64 crosspoints 605 
connected to each input terminal 710, this partially popu 
lated X0 output crossbar 1750 has only one-sixteenth the 
number of croSSpoints, and thus one-sixteenth the area, of a 
fully populated equivalent crossbar. 

Preferred embodiments of the present invention have thus 
been shown and described. It would be apparent to one of 
ordinary skill in the art, however, that numerous alterations 
may be made to the embodiments herein disclosed without 
departing from the Spirit or Scope of the invention. 
Therefore, the invention is not to be limited except in 
accordance with the following claims. 
We claim: 
1. An integrated circuit comprising: 
a plurality of logic elements, Said plurality of logic 

elements divided into a plurality of Subsets of logic 
elements, 

a plurality of first level interconnects, each of Said plu 
rality of first level interconnects interconnecting logic 
elements within one of Said plurality of Subsets of logic 
elements, thereby forming a plurality of first level 
logical units, Said plurality of first level logical units 
divided into a plurality of Subsets of first level logical 
units, each of Said plurality of first level interconnects 
comprising input interconnect Structures and output 
interconnect Structures, Said input interconnect Struc 
tures and Said output interconnect Structures compris 
ing a fully populated crossbar network; 

a plurality of Second level interconnects, each of Said 
Second level interconnects interconnecting one of Said 
plurality of Subsets of first level logic units, thereby 
forming a plurality of Second level logic units, each of 
Said plurality of Second level interconnects comprising 
a partial crossbar architecture; 

a third level interconnect, Said third level interconnect 
interconnecting Said plurality of Second level logic 
units, thereby forming a third level logic unit, Said third 
level interconnect comprising a partial crossbar archi 
tecture, 

wherein each of Said fully populated crossbar networks 
comprises: 
a plurality of groups of inputs; 
a plurality of multiplexers, each of Said plurality of 

multiplexers comprising at least two data inputs, at 
least one Select input and at least one output, each 
input of one Said plurality of groups of inputs elec 
trically communicating with Said data inputs of a 
corresponding one of Said plurality of multiplexers, 
Said at least one Select input on each of Said plurality 
of multiplexers electrically connected to a decoder, 
Said decoder electrically connected to a program 
ming cell, 
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a programmable croSSpoint in electrical communica 
tion between Said at least one output of each of Said 
plurality of multiplexerS and a crossbar output pin, 
Said programmable croSSpoint comprising a pass 
transistor and a programmable memory cell. 

2. The integrated circuit of claim 1 wherein each of Said 
plurality of logic elements comprises data Selector logic. 

3. The integrated circuit of claim 1 further comprising a 
plurality of input/output pins. 

4. The integrated circuit of claim 3 wherein said plurality 
of logic elements are configurable according to any digital 
logic network, Subject to capacity limitations of each of Said 
plurality of logic elements. 

5. The integrated circuit of claim 4 wherein said third 
level interconnect freely connects Said plurality of input/ 
output pins with Said digital logic network configured in Said 
plurality of logic elements. 

6. An integrated circuit comprising: 
a plurality of logic elements, said plurality of logic 

elements divided into a plurality of Subsets of logic 
elements, 

a plurality of first level interconnects, each of Said plu 
rality of first level interconnects interconnecting logic 
elements within one of Said plurality of Subsets of logic 
elements, thereby forming a plurality of first level 
logical units, Said plurality of first level logical units 
divided into a plurality of Subsets of first level logical 
units, each of Said plurality of first level interconnects 
comprising input interconnect Structures and output 
interconnect Structures, Said input interconnect Struc 
tures comprising a fully populated crossbar network 
and Said output interconnect Structures comprising a 
partially populated crossbar network, 

a plurality of Second level interconnects, each of Said 
Second level interconnects interconnecting one of Said 
plurality of Subsets of first level logic units, thereby 
forming a plurality of Second level logic units, each of 
Said plurality of Second level interconnects comprising 
a partial crossbar architecture; 

a third level interconnect, Said third level interconnect 
interconnecting Said plurality of Second level logic 
units, thereby forming a third level logic unit, Said third 
level interconnect comprising a partial crossbar archi 
tecture, 
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wherein Said fully populated crossbar network comprises: 

a plurality of groups of inputs; 
a plurality of multiplexers, each of Said plurality of 

multiplexers comprising at least two data inputs, at 
least one Select input and at least one output, each 
input of one Said plurality of groups of inputs elec 
trically communicating with Said data inputs of a 
corresponding one of Said plurality of multiplexers, 
Said at least one Select input on each of Said plurality 
of multiplexers electrically connected to a decoder, 
Said decoder electrically connected to a program 
ming cell, 

a programmable croSSpoint in electrical communica 
tion between Said at least one output of each of Said 
plurality of multiplexerS and a crossbar output pin, 
Said programmable croSSpoint comprising a pass 
transistor and a programmable memory cell; 

wherein Said partially populated crossbar network com 
prises: 
a plurality of inputs, 
a plurality of outputs; 
a plurality of programmable croSSpoints in electrical 

communication between Some of Said plurality of 
inputs and Some of Said plurality of outputs, Said 
programmable croSSpoint comprising a pass transis 
tor and a programmable memory cell. 

7. The integrated circuit of claim 6 wherein each of said 
plurality of logic elements comprises data Selector logic. 

8. The integrated circuit of claim 6 further comprising a 
plurality of input/output pins. 

9. The integrated circuit of claim 8 wherein said plurality 
of logic elements are configurable according to any digital 
logic network, Subject to capacity limitations of each of Said 
plurality of logic elements. 

10. The integrated circuit of claim 9 wherein said third 
level interconnect freely connects Said plurality of input/ 
output pins with Said digital logic network configured in Said 
plurality of logic elements. 


