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USING TRANSACTIONS TO COMPUTE AND PROPAGATE
NETWORK FORWARDING STATE

[0001] BACKGROUND

[0002] Within networks, it is the network forwarding state that carries packets from

the packets' network entry points to their egress points. Hop-by-hop, the forwarding state

makes the network elements forward a packet to an element that is a step closer to the

destination of the packet. Clearly, computing forwarding state that is in compliance with the

configured network policies is crucial for the operation of the network. That is because

without the proper forwarding state, the network will not deliver packets to their destinations,

nor will the forwarding be done according to the configured policies.



[0003] BRIEF SUMMARY

[0004] Some embodiments of the invention provide a controller cluster that updates

forwarding state to specify a new network policy. The controller cluster sends the updated

forwarding state to a set of forwarding elements in a manner that the forwarding elements

consistently apply the new network policy to a packet and do not apply a mixture of the new

and old policies.

[0005] In some embodiments, the controller cluster configures a first-hop managed

forwarding element, which is in the beginning of a path for a packet, to make all the logical

forwarding decisions (e.g., finding logical egress ports and identifying physical egress ports

to the logical egress ports) to forward the packet. Other managed and unmanaged forwarding

elements in the path of the packet do not make logical forwarding decisions for the packet

and thus does not need nor receive the forwarding state. These other forwarding elements are

used merely as fabric for sending the packet to the destination based on the packet's source

and destination information. The packet does not need to carry any version information to

indicate that the packet should be forwarded using the updated forwarding state. This is

because all the logical forwarding decisions for the packet is performed by the first-hop

managed forwarding element and the non-first-hop forwarding elements do not receive the

updated forwarding state. The packet is forwarded only by the new policy as the packet is

forwarded by the first-hop managed forwarding element that makes all the logical forwarding

decisions based on the new policy.

[0006] In some embodiments, the controller cluster configures the managed

forwarding elements in a way that the logical forwarding decisions are spread over and

performed by the first-hop as well as non-first-hop forwarding elements. In these

embodiments, the controller cluster first sends the updated forwarding state to the non-first-

hop forwarding elements that are in the path of the packet. Only after the controller cluster

sends the updated forwarding state to the non-first-hop forwarding elements, the controller

cluster sends the updated forwarding state to the first-hop forwarding element of the packet.

The controller cluster then directs the first-hop forwarding element to use the updated

forwarding state to forward the packet. In some embodiments, the packet forwarded by the

first-hop forwarding element carries version information that indicates that the packet should

be forwarded using the updated forwarding state. In this manner, the packet forwarded by the

first-hop forwarding element to the non-first-hop forwarding elements is guaranteed to be

forwarded under the new network policy.



[0007] Some embodiments of the invention also provide a managed forwarding

element that is configured to achieve a transaction across a set of channels that the managed

forwarding element has established with several network controllers of a network controller

cluster. In particular, the managed forwarding element of some embodiments does not

commit the forwarding state received through the channels until a barrier is received through

a particular channel. Barriers that the managed forwarding element may have received

through the other channels does not make the managed forwarding element to commit the

forwarding state received. That is, only after a barrier is received from the particular channel,

the managed forwarding element commits the forwarding state. In this manner, the managed

forwarding batches transactional inputs coming through the other channels with the

transactional inputs coming through the particular channel.

[0008] The preceding Summary is intended to serve as a brief introduction to some

embodiments of the invention. It is not meant to be an introduction or overview of all

inventive subject matter disclosed in this document. The Detailed Description that follows

and the Drawings that are referred to in the Detailed Description will further describe the

embodiments described in the Summary as well as other embodiments. Accordingly, to

understand all the embodiments described by this document, a full review of the Summary,

Detailed Description and the Drawings is needed. Moreover, the claimed subject matters are

not to be limited by the illustrative details in the Summary, Detailed Description and the

Drawing, but rather are to be defined by the appended claims, because the claimed subject

matters can be embodied in other specific forms without departing from the spirit of the

subject matters.



BRIEF DESCRIPTION OF THE DRAWINGS

[0009] The novel features of the invention are set forth in the appended claims.

However, for purpose of explanation, several embodiments of the invention are set forth in

the following figures.

[0010] Figure 1 describes an example hierarchy of network controllers.

[0011] Figure 2 illustrates architecture of a network controller of some embodiments.

[0012] Figure 3 illustrates an example of multiple logical switching elements

implemented across a set of managed forwarding elements.

[0013] Figure 4 illustrates several logical forwarding elements implemented in a

physical infrastructure.

[0014] Figure 5 illustrates sending updated forwarding state information to a set of

managed forwarding elements.

[0015] Figure 6 conceptually illustrates a process that some embodiments perform to

send updated forwarding state information to a set of managed forwarding elements.

[0016] Figure 7 conceptually illustrates a process that some embodiments perform to

receive the updated forwarding state at a managed forwarding element.

[0017] Figure 8 illustrates sending updated forwarding state information to a set of

managed forwarding elements.

[0018] Figure 9 conceptually illustrates a process that some embodiments perform to

send updated forwarding state information to a set of managed forwarding elements.

[0019] Figure 10 conceptually illustrates a process that some embodiments perform

to receive the updated forwarding state at a managed forwarding element.

[0020] Figure 11 conceptually illustrates a process that some embodiments perform

to transactionally compute and send forwarding state to a set of managed forwarding

elements.

[0021] Figure 12 illustrates a managed forwarding element to which several

controllers of a controller cluster have established several communication channels to send

updates to the managed forwarding element.

[0022] Figure 13 conceptually illustrates a process that some embodiments perform

to batch transactions received through a set of secondary channels into a transaction received

through a primary channel.

[0023] Figure 14 conceptually illustrates an electronic system with which some

embodiments of the invention are implemented.



[0024] DETAILED DESCRIPTION

[0025] In the following detailed description of the invention, numerous details,

examples, and embodiments of the invention are set forth and described. However, it will be

clear and apparent to one skilled in the art that the invention is not limited to the

embodiments set forth and that the invention may be practiced without some of the specific

details and examples discussed.

[0026] Some embodiments provide a network control system in which network

controllers compute forwarding state information to push to a set of managed forwarding

elements in order to define forwarding behaviors of the set of managed forwarding elements.

The controllers also update the forwarding state information to modify the forwarding

behaviors of the managed forwarding elements. When the network controllers update the

forwarding state information, the controllers push down the updated forwarding state

information to the managed forwarding elements so that the managed forwarding elements

forward data (e.g., in the form of data packets) in the network according to the updated

forwarding state information.

[0027] In some embodiments, the controllers push the updated forwarding state

information to the managed forwarding elements in a manner that all of the managed

forwarding elements that are in the path of a packet apply the updated forwarding state

information. For instance, in some embodiments, the controllers configure a first-hop

forwarding element in the path of the packet to perform all logical forwarding decisions such

that the other forwarding elements in the path merely serve as forwarding fabric to forward

the packet to the destination. In these embodiments, the controllers send the updated

forwarding state information to the first-hop forwarding element only. This eliminates the

need of any version information in the packet to indicate the non-first-hop forwarding

elements should use the updated forwarding information to forward the packet towards the

destination.

[0028] In some embodiments, the controllers configure the forwarding elements such

that the logical forwarding decisions are made by the first-hop as well as the no-first-hop

forwarding elements of the path of the packet. In some of these embodiments, the controllers

first send the updated forwarding state information to all of the managed forwarding elements

in the path of the packet (i.e., the path between the entry point and the exit point of the

packet) except one managed forwarding element that is a first-hop forwarding element with

respect to the packet. The first-hop forwarding element for the packet receives the packet



directly from the source machine. That is, the first-hop forwarding element for the packet is

at the beginning of the path.

[0029] The controllers then send the updated forwarding state information to the first-

hop managed forwarding element. In some embodiments, the first-hop managed forwarding

element includes version information in the packet as the first-hop managed forwarding

element forwards the packet to a next-hop forwarding element. This version information

indicates that the packet should be forwarded based on the updated forwarding state

information rather than the old forwarding state information. In this manner, the packet

received and forwarded by the first-hop managed forwarding element that uses the updated

forwarding state information is further forwarded by the non-first-hop managed forwarding

elements in the path of the packet that have been prepared to use the updated forwarding state

information.

[0030] More detailed embodiments are described in the following sections.

Specifically, Section I first describes a network control system of some embodiments for

controlling logical and physical networks. Next, Section II describes network controllers that

generate, update, and push forwarding state information according to some embodiments of

the invention. Section III follows with a description of a managed forwarding element that

uses several communication channels to receive forwarding state information from the

controllers. Finally, Section IV describes an electronic system with which some embodiments

of the invention are implemented.

[0031] I. NETWORK CONTROL SYSTEM

[0032] Figure 1 illustrates a network control system 100 in which network controllers

compute forwarding state information to push to a set of managed forwarding elements in

order to define forwarding behaviors of the set of managed forwarding elements. The

network control system 100 includes a controller cluster 105 and three managed forwarding

elements 125-135. The network controller cluster 105 includes three network controllers - a

logical controller 110 and two physical controllers 115 and 120. The network control system

100 represents a simplified example, with one controller cluster 105 pushing state down to

three managed forwarding elements. In many cases, the network control system of some

embodiments would include numerous controller clusters, each of which includes numerous

controllers, and hundreds or thousands of managed forwarding elements.

[0033] In some embodiments, the network controller cluster 105 performs

computation of forwarding state and pushes this state down to the managed forwarding

elements in the form of flow entries. The network controller cluster of some embodiments



receives logical control plane (LCP) data that defines a logical network and converts this

LCP data into physical control plane (PCP) data to send to the managed forwarding elements

125-135. The logical control plane of a logical network, in some embodiments, defines one or

more logical forwarding elements (e.g., logical switches, logical routers) that connect end

machines (e.g., virtual machines) in a logical topology. The logical forwarding elements

define how packets from a source machine should be forwarded in the logical space to a

destination machine (e.g., the binding of virtual machine MAC addresses to logical ports). In

addition, in some embodiments the LCP defines logical policies (e.g., access control lists)

implemented by the logical forwarding elements. The LCP and its constructs are agnostic to

the physical network through which it is implemented.

[0034] The network controller cluster of some embodiments performs several distinct

conversions of the LCP data to arrive at the PCP data that is pushed down to the managed

forwarding elements. In some embodiments, the controller cluster converts the LCP data into

logical forwarding plane (LFP) data, and then subsequently converts the LFP data into PCP

data. The LFP data defines forwarding entries for forwarding packets in the logical space.

That is, beyond simply binding an address to a logical port, the LFP data includes an entry

stating that if the address is matched, to forward the packet to the logical port.

[0035] The conversion of the LFP data to PCP data integrates the logical forwarding

entries into the physical network. The PCP entries contain information to perform forwarding

in the logical address space within the physical network (e.g., mapping logical ports to

physical ports, etc.).

[0036] In some embodiments, the computation of PCP to push to the managed

forwarding elements is distributed between different layers of controllers in a controller

cluster. For instance, in some embodiments, the logical controller 110 manages at least one

logical forwarding element. The logical controller 110 performs the LCP to LFP conversion

and a subsequent LFP to universal PCP (UPCP) conversion as indicated by the right half of

this figure. UPCP data includes flow entries that have not been customized to include data

specific to any managed forwarding element, and instead only include abstractions for such

data that is specific to a particular physical implementation (e.g., port numbers, tunnel

identifiers, etc.).

[0037] The logical controller that manages a particular logical forwarding element

sends the UPCP data to any number of physical controllers in some embodiments. For

instance, the logical controller 110 sends the UPCP data to the two physical controllers 115

and 120. Each managed forwarding element is managed by a master physical controller.



Thus, UPCP data for a logical forwarding element implemented across several managed

forwarding elements may be sent to the several different master physical controllers that

managed these forwarding elements. As shown, the physical controller 115 is the master

controller that manages two managed forwarding elements 125 and 130. The physical

controller 120 is the master controller that manages the managed forwarding element 135.

[0038] At either the physical controller, or a chassis controller (not shown in this

figure) in the same physical machine as the managed forwarding element, the UPCP data is

converted to customized PCP (CPCP) data. The CPCP data is the physical control plane data

with the customization data particular to a specific managed forwarding element filled in. As

mentioned, in some embodiments the physical controller performs this conversion using

information received from the managed forwarding element. In other embodiments, the

physical controller acts as a pass-through to send the UPCP data to the host machine on

which the managed forwarding element resides, where controller logic (the chassis

controller) performs the UPCP to CPCP conversion.

[0039] The managed forwarding elements 125-135 are software or hardware

forwarding elements that are managed by (e.g., receive forwarding state information from)

the network controller. In some embodiments, the managed forwarding elements are software

forwarding elements that operate on a host machine (e.g., within the user space and/or kernel

of the host machine). These managed forwarding elements receive packets from end

machines 140-160, perform logical processing on the packets, and send the packets across the

physical network to their destination (e.g., at another end machine also connected to a

different managed forwarding element).

[0040] The end machines 140-160 may be physical machines or virtual machines. In

some embodiments, the end machines as virtual machines operate in the same hosts with the

managed forwarding elements that forward packets for the end machines. Because virtual

machines belonging to multiple physical networks may be located within a single host

machine (e.g., the end machines 140 and 145 may be located within the same host machine in

which the managed forwarding element 125 is located), each managed forwarding element

may implement multiple different logical forwarding elements. Additionally, as indicated

above, a single logical forwarding element will generally be implemented across numerous

managed forwarding elements.

[0041] In addition to the managed forwarding elements located at the network edge,

on hosts with the virtual machines, some embodiments additionally include second-level non-

edge managed forwarding elements (referred to in some cases as pool nodes or service



nodes). When an edge managed forwarding element is unable to perform all of the processing

for a packet (e.g., because it does not have a flow entry for binding a destination MAC

address to a logical port), the edge managed forwarding element sends the packet to a pool

node in order for the pool node to process the packet and send the packet towards its

destination.

[0042] Figure 2 conceptually illustrates example architecture of a network controller

200 of some embodiments. The network controller 200 is capable of functioning as a logical

controller, a physical controller, or a chassis controller, depending on the types of data that

the network controller 200 handles.

[0043] As a logical controller, the network controller 200 takes as inputs the LCP

data. The network controller 200 translates the LCP data into LFP data and then into the

UPCP data in some embodiments. The network controller 200 pushes the UPCP data to a set

of physical controllers that are masters of the managed forwarding elements that implement

the logical forwarding elements that the network controller 200 as a logical controller

manages.

[0044] As a physical controller of some embodiments, the network controller 200

takes as inputs the UPCP data and translates the UPCP data into the CPCP data. The network

controller then pushes the CPCP data to a set of managed forwarding elements of which the

network controller 200 is a master. In other embodiments, the network controller 200 as a

physical controller relays the UPCP data to a set of chasses controllers that operate in the

hosts in which a set of managed forwarding elements operate. The network controller 200 is

the master of this set of managed forwarding elements in these embodiments.

[0045] As a chassis controller, the network controller 200 takes as inputs the UPCP

data from a set of physical controllers. The network controller 200 translates the UPCP data

to the CPCP data for a managed forwarding element that the chassis controller manages and

then sends the CPCP data to the managed forwarding element.

[0046] As shown in Figure 2, the network controller 200 includes a set of rule-engine

input tables 210, a set of function and constant tables 215, an importer 220, a rules engine

225, a set of rule-engine output tables 245, a translator 250, an exporter 255, a persistent

transactional database (PTD) 260, and a compiler 235. The compiler 235 is one component of

the controller that operates at a different instance in time than the controller's other

components. The compiler operates when a developer needs to specify the rules engine for a

particular network controller and/or virtualized environment, whereas the rest of the



controller's modules operate at runtime when the controller interfaces with other controllers

or managed forwarding elements.

[0047] In some embodiments, the compiler 235 takes a relatively small set (e.g., few

hundred lines) of declarative instructions 240 that are specified in a declarative language and

converts these into a large set (e.g., thousands of lines) of code (i.e., object code) that

specifies the operation of the rules engine 225, which performs the controller's table

mapping. As such, the compiler greatly simplifies the network controller developer's process

of defining and updating the network controller. This is because the compiler allows the

developer to use a high level programming language that allows a compact definition of the

network controller's complex mapping operation and to subsequently update this mapping

operation in response to any number of changes (e.g., changes in the logical networking

functions supported by the network controller, changes to desired behavior of the network

controller, etc.). Moreover, the compiler relieves the developer from considering the order at

which the events would arrive at the network controller, when the developer is defining the

mapping operation. Also, the developer programs the network controller 200 with different

rules sets to make the network controller 200 function as a logical controller, a physical

controller, or a chassis controller.

[0048] In some embodiments, the rule-engine (RE) input tables 210 include tables

with different types of data based on the type of network controller as which the network

controller 200 operates. The input tables 210 include LCP data that need to be mapped to LFP

data, and include LFP data that need to be mapped to UPCP data when the network controller

200 operates as a logical controller. The input tables 210 include UPCP data that need to be

mapped to CPCP data when the network controller 200 operates as a physical controller or as

a chassis controller.

[0049] In addition to the RE input tables 210, the network controller 200 includes

other miscellaneous tables 215 that the rules engine 225 uses to gather inputs for its table

mapping operations. These tables 215 include constant tables that store defined values for

constants that the rules engine 225 needs to perform its table mapping operations. For

instance, the constant tables 215 may include a constant "zero" that is defined as the value 0,

a constant "dispatch_port_no" as the value 4000, and a constant "broadcast MAC addr" as

the value 0xFF:FF:FF:FF:FF:FF.

[0050] When the rules engine 225 references constants, the corresponding value

defined for the constants are actually retrieved and used. In addition, the values defined for

constants in the constant tables 215 may be modified and/or updated. In this manner, the



constant tables 215 provide the ability to modify the value defined for constants that the rules

engine 225 references without the need to rewrite or recompile code that specifies the

operation of the rules engine 225. The tables 215 further include function tables that store

functions that the rules engine 225 needs to use to calculate values needed to populate the

output tables 245.

[0051] The rules engine 225 performs table mapping operations that specifies one

manner for converting the input data to the output data. Whenever one of the rule-engine

(RE) input tables is modified, the rules engine performs a set of table mapping operations that

may result in the modification of one or more data tuples in one or more RE output tables. In

some embodiments, the network control system uses a variation of the datalog database

language, called nLog, to create the rules engine 225. Like datalog, nLog provides a few

declaratory rules and operators that allow a developer to specify different operations that are

to be performed upon the occurrence of different events. In some embodiments, nLog

provides a limited subset of the operators that are provided by datalog in order to increase the

operational speed of nLog. For instance, in some embodiments, nLog only allows the AND

operator to be used in any of the declaratory rules.

[0052] As shown in Figure 2, the rules engine 225 includes an event processor 222,

several query plans 227, and a table processor 230. Each query plan is a set of rules that

specifies a set of join operations that are to be performed upon the occurrence of a

modification to one of the RE input tables. Such a modification is referred to below as an

input table event. Each query plan is generated by the compiler 235 from one declaratory rule

in the set of declarations 240. In some embodiments, more than one query plan is generated

from one declaratory rule. For instance, a query plan is created for each of the tables joined

by one declaratory rule. That is, when a declaratory rule specifies to join four tables, four

different query plans will be created from that one declaration. In some embodiments, the

query plans are defined by using the nLog declaratory language.

[0053] The event processor 222 of the rules engine 225 detects the occurrence of each

input table event. The event processor of different embodiments detects the occurrence of an

input table event differently. In some embodiments, the event processor registers for

callbacks with the RE input tables for notification of changes to the records of the RE input

tables. In such embodiments, the event processor 222 detects an input table event when it

receives notification from an RE input table that one of its records has changed.

[0054] In response to a detected input table event, the event processor 222 (1) selects

the appropriate query plan for the detected table event, and (2) directs the table processor 230



to execute the query plan. To execute the query plan, the table processor 230, in some

embodiments, performs the join operations specified by the query plan to produce one or

more records that represent one or more sets of data values from one or more input and

miscellaneous tables 210 and 215. The table processor 230 of some embodiments then (1)

performs a select operation to select a subset of the data values from the record(s) produced

by the join operations, and (2) writes the selected subset of data values in one or more RE

output tables 245.

[0055] In some embodiments, the RE output tables 245 store both logical and

physical network element data attributes. The tables 245 are called RE output tables as they

store the output of the table mapping operations of the rules engine 225. In some

embodiments, the RE output tables can be grouped in several different categories. For

instance, in some embodiments, these tables can be RE input tables and/or controller output

tables. A table is an RE input table when a change in the table causes the rules engine to

detect an input event that requires the execution of a query plan. A RE output table 245 can

also be an RE input table 210 that generates an event that causes the rules engine to perform

another query plan. Such an event is referred to as an internal input event, and it is to be

contrasted with an external input event, which is an event that is caused by an RE input table

modification made by the importer 220.

[0056] A table is a controller output table when a change in the table causes the

exporter 255 to export a change to another controller(s) or managed forwarding element(s). A

table in the RE output tables 245 can be an RE input table, a controller output table, or both

an RE input table and a controller output table. In some embodiments, the RE input tables

and the RE output tables are tables of a relational database management system (RDBMS).

These tables are stored as relational database data structures, which are the primary data

storage structure of the network controller.

[0057] The exporter 255 detects changes to the controller output tables of the RE

output tables 245. The exporter of different embodiments detects the occurrence of a

controller output table event differently. In some embodiments, the exporter registers for

callbacks with the controller output tables for notification of changes to the records of the

controller output tables. In such embodiments, the exporter 255 detects an output table event

when it receives notification from a controller output table that one of its records has

changed.

[0058] In response to a detected output table event, the exporter 255 takes some or all

of modified data tuples in the modified controller output tables and propagates this modified



data tuple(s) to other controllers or managed forwarding elements. Specifically, when the

network controller 200 operates as a logical controller, the exporter 255 propagates the UPCP

data to a set of physical controllers through a set of communication channels (e.g., remote

procedure call (RPC) channels) established with the physical controllers. When the network

controller 200 operates as a physical controller, the exporter 255 of some embodiments

propagates the UPCP data to a set of chassis controllers through a set of communication

channels established with the chassis controllers. The exporter 255 of other embodiments

propagates the CPCP data to a set of managed forwarding elements through a pair of

communication channels (e.g., an OpenFlow channel and a configuration channel)

established with each of the managed forwarding elements. When the network controller 200

operates as a chassis controller, the exporter 255 of some embodiments propagates the CPCP

data to a set of managed forwarding elements through a pair of communication channels

(e.g., an OpenFlow channel and a configuration channel) with each of the managed

forwarding elements.

[0059] In some embodiments, the network controller does not keep in the output

tables 245 the data that the network controller is not responsible for managing. However,

such data will be translated by the translator 250 into a format that can be stored in the PTD

and gets stored in the PTD 260. The PTD is a secondary storage structure for the network

controller. The PTD of the network controller 200 propagates this data to one or more other

network controllers so that some of the other network controllers that are responsible for

managing the data can process the data.

[0060] In some embodiments, the network controller also brings the data stored in the

output tables 245 (i.e., the data that the network controller is responsible for managing) to the

PTD for resiliency of the data. Such data is also translated by the translator 250, stored in the

PTD, and propagated to other PTDs of other controller instances. Therefore, in these

embodiments, a PTD of a controller instance has all the configuration data for all data

managed by the network control system. That is, each PTD contains the global view of the

configuration of the logical and physical network in some embodiments.

[0061] The importer 220 interfaces with a number of different sources of input data

and uses the input data to modify or create the input tables 210. The importer 220 of some

embodiments receives the input data from a user (a tenant) through an input translation

controller (not shown) that translates the user inputs into LCP data when the network

controller 200 operates as a logical controller. The importer 220 receives the LCP data

through communication channels in some embodiments. The importer 220 also interfaces



with the PTD 260 so that the data received through the PTD from other controller instances

can be used as input data to modify or create the input tables 210. Moreover, the importer 220

also detects changes in the RE input tables and controller output tables of the RE output

tables 245. The LFP data produced and stored in the output tables 245 are fed back to the

rules engine 225 by the importer 220 for the rules engine 225 to produce the UPCP data.

[0062] When the network controller 200 operates as a physical controller, the

importer 220 gets the UPCP data from a set of logical controllers through a set of

communication channels established with the set of logical controllers. When the network

controller 200 operates as a chassis controller, the importer gets the UPCP data from a set of

physical controllers through a set of communication channels established with the set of

physical controllers.

[0063] Figure 3 conceptually illustrates logical forwarding elements 380 and 390

implemented across managed forwarding elements 310-330. The top half of this figure shows

three managed forwarding elements 310-330 and end machines 340-365. As indicated in this

figure, the machines 340, 350, and 360 belong to user A and the machines 345, 355, and 365

belong to user B. This figure shows that a logical forwarding element is connected to several

end machines and is implemented in several managed forwarding elements for simplicity of

illustration and description. As mentioned above, a logical forwarding element may be

connected to numerous end machines and implemented in numerous managed forwarding

elements.

[0064] The managed forwarding elements 310-330 of some embodiments forward

network data (e.g., packets, frames, etc.) between network elements in the network that are

coupled to the managed forwarding elements 310-330. As shown, the managed forwarding

element 310 forwards network data between the machines 340 and 345 and the forwarding

element 320. Similarly, the forwarding element 320 forwards network data between the

machine 350 and the managed forwarding elements 310 and 330, and the forwarding element

330 forwards network data between the machines 355-365 and the forwarding element 320.

[0065] Moreover, each of the managed forwarding elements 310-330 forwards

network data based on the forwarding element's forwarding logic, which in some

embodiments are in the form of tables. In some embodiments, a forwarding table determines

where to forward network data (e.g., a port on the forwarding element) according to

forwarding criteria. For instance, a forwarding table of a layer 2 forwarding element may

determine where to forward network data based on MAC addresses (e.g., source MAC

address and/or destination MAC address). As another example, a forwarding table of a layer



3 forwarding element may determine where to forward network data based on IP addresses

(e.g., source IP address and/or destination IP address). Many other types of forwarding

criteria are possible.

[0066] As shown, the forwarding table in each of the managed forwarding elements

310-330 includes several records. In some embodiments, each of the records specifies

operations for forwarding network data based on forwarding criteria. The records may be

referred to as flow entries in some embodiments as the records control the "flow" of data

through the managed forwarding elements 310-330.

[0067] The bottom half of Figure 3 illustrates conceptual representations of each

user's logical network. As shown, the logical network 380 of user A includes a logical

forwarding element 385 to which user A's machines 340, 350, and 360 are coupled. User B's

logical network 390 includes a logical forwarding element 395 to which user B's machines

345, 355, and 365 are coupled. As such, from the perspective of user A, user A has a

forwarding element to which only user A's machines are coupled, and, from the perspective

of user B, user B has a forwarding element to which only user B's machines are coupled. In

other words, to each user, the user has its own network that includes only the user's

machines.

[0068] The following will describe the conceptual flow entries for implementing the

flow of network data originating from the machine 340 and destined for the machine 350 and

originating from the machine 340 and destined for the machine 360. First, the flow entries for

forwarding network data originating from the machine 340 and destined for the machine 350

will be described followed by the flow entries for forwarding network data originating from

the machine 340 and destined for the machine 360.

[0069] The flow entry "Al to A2" in the managed forwarding element 310's

forwarding table instructs the managed forwarding element 310 to forward network data that

originates from machine 310 and is destined for the machine 350 to the forwarding element

320. The flow entry "Al to A2" in the forwarding table of the forwarding element 320

instructs the forwarding element 320 to forward network data that originates from machine

310 and is destined for the machine 350 to the machine 350.

[0070] Furthermore, the flow entry "Al to A3" in the managed forwarding element

310's forwarding table instructs the managed forwarding element 310 to forward network

data that originates from machine 340 and is destined for the machine 360 to the forwarding

element 320. The flow entry "Al to A3" in the forwarding table of the forwarding element

320 instructs the forwarding element 320 to forward network data that originates from



machine 340 and is destined for the machine 360 to the forwarding element 330. The flow

entry "Al to A3" in the forwarding table of the forwarding element 330 instructs the

forwarding element 330 to forward network data that originates from machine 340 and is

destined for the machine 360 to the machine 360.

[0071] While conceptual flow entries for forwarding network data originating from

the machine 340 and destined for the machine 350 and originating from the machine 340 and

destined for the machine 360 are described above, similar flow entries would be included in

the forwarding tables of the managed forwarding elements 310-330 for forwarding network

data between other machines in user A's logical network 380. Moreover, similar flow entries

would be included in the forwarding tables of the managed forwarding elements 310-330 for

forwarding network data between the machines in user B's logical network 390.

[0072] The conceptual flow entries shown in Figure 3 include both the source and

destination information for the managed forwarding elements to figure out the next-hop

forwarding elements to which to send the packets. However, the source information does not

have to be in the flow entries as the managed forwarding elements of some embodiments can

figures out the next-hop forwarding elements using the destination information (e.g., a

destination address, etc.) only.

[0073] In some embodiments, tunnels provided by tunneling protocols (e.g., control

and provisioning of wireless access points (CAPWAP), generic forward encapsulation

(GRE), GRE Internet Protocol Security (IPsec), etc.) may be used to facilitate the

implementation of the logical forwarding elements 385 and 395 across the managed

forwarding elements 310-330. By tunneling, a packet is transmitted through the forwarding

elements as a payload of another packet. That is, a tunneled packet does not have to expose

its addresses (e.g., source and destination MAC addresses) as the packet is forwarded based

on the addresses included in the header of the outer packet that is encapsulating the tunneled

packet. Tunneling, therefore, allows separation of logical address space from the physical

address space as a tunneled packet can have addresses meaningful in the logical address

space while the outer packet is forwarded based on the addresses in the physical address

space. In this manner, the tunnels may be viewed as the "logical wires" that connect managed

forwarding elements in the network in order to implement the logical forwarding elements

385 and 395.

[0074] Configuring the forwarding elements in the various ways described above to

implement multiple logical forwarding elements across a set of forwarding elements allows

multiple users, from the perspective of each user, to each have a separate network and/or



forwarding element while the users are in fact sharing some or all of the same set of

forwarding elements and/or connections between the set of forwarding elements (e.g.,

tunnels, physical wires).

[0075] Although Figure 3 illustrates implementation of logical forwarding elements

in a set of managed forwarding elements, it is possible to implement a more complex logical

network (e.g., that includes several logical L3 forwarding elements) by configuring the

forwarding tables of the managed forwarding elements. Figure 4 conceptually illustrates an

example of a more complex logical network. Figure 4 illustrates network architecture 400 of

some embodiments which implements three logical forwarding elements - a logical router

425 and logical switches 420 and 430. Specifically, the network architecture 400 represents a

physical network that effectuate logical networks whose data packets are forwarded by the

logical router 425 and the logical switches 420 and 430. The figure illustrates in the top half

of the figure the logical router 425 and the logical switches 420 and 430. This figure

illustrates, in the bottom half of the figure, the managed forwarding elements 455 and 460.

The figure illustrates end machines (e.g., virtual machines (VMs)) 1-4 in both the top and the

bottom of the figure.

[0076] In this example, the logical switching element 420 forwards data packets

between the logical router 425, the end machine 1, and the end machine 2 . The logical

switching element 430 forwards data packets between the logical router 425, the end machine

3, and the end machine 4 . As mentioned above, the logical router 425 routes data packets

between the logical switches 420 and 430 and other logical routers and switches (not shown).

The logical switches 420 and 430 and the logical router 425 are logically coupled through

logical ports (not shown) and exchange data packets through the logical ports. These logical

ports are mapped or attached to physical ports of the managed forwarding elements 455 and

460.

[0077] In some embodiments, a logical router is implemented in each managed

switching element in the managed network. When the managed switching element receives a

packet from a machine that is coupled to the managed switching element, the managed

switching element performs the logical routing. In other words, a managed switching element

that is a first-hop switching element with respect to a packet performs the logical routing in

these embodiments.

[0078] In this example, the managed forwarding elements 455 and 460 are software

switches running in hosts 465 and 470, respectively. The managed forwarding elements 455

and 460 have flow entries which implement the logical switches 420 and 430 to forward and



route the packets that the managed switching element 455 and 460 receive from the end

machines 1-4. The flow entries also implement the logical router 425. Using these flow

entries, the managed forwarding elements 455 and 460 can forward and route packets

between network elements in the network that are coupled to the managed forwarding

elements 455 and 460.

[0079] As shown, the managed forwarding elements 455 and 460 each have three

ports (e.g., virtual interfaces (VIFs)) through which to exchange data packets with the

network elements that are coupled to the managed forwarding elements 455 and 460. In some

cases, the data packets in these embodiments will travel through a tunnel that is established

between the managed forwarding elements 455 and 460 (e.g., the tunnel that terminates at

port 3 of the managed switching element 455 and port 6 of the managed switching element

460). This tunnel makes it possible to separate addresses in logical space and the addresses in

physical space.

[0080] In this example, each of the hosts 465 and 470 includes a managed switching

element and several end machines as shown. The end machines 1-4 are each assigned a set of

network addresses (e.g., a MAC address for L2, an IP address for network L3, etc.) and can

send and receive network data to and from other network elements. The end machines are

managed by hypervisors (not shown) running on the hosts 465 and 470. The end machines 1

and 2 are associated with logical ports 1 and 2, respectively, of the same logical switch 420.

However, the machine 1 is associated with the port 4 of the managed switching element 455

and the machine 2 is associated with the port 7 of the managed switching element 460. The

logical ports 1 and 2 are therefore mapped to the ports 4 and 7, respectively, but this mapping

does not have to be exposed to any of the network elements (not shown) in the network. This

is because the packets that include this mapping information will be exchanged between the

end machines 1 and 2 over the tunnel based on the outer header of the outer packets that carry

the packets with mapping information as payloads.

[0081] Having described a network control system and implementation of a logical

network in a physical infrastructure, Section II below describes transactional propagation of

the updated forwarding state to the managed forwarding elements.

[0082] II. USING TRA SACTIO ALIT Y

[0083] There are several challenges to updating the forwarding state (i.e., migrating

from a previously computed state to a newly computed state) after the network configuration

has changed. Several solutions are described below. These solutions consider the problem in

two dimensions - correctness and efficiency. That is, these solutions consider how the state



that is currently present in the network can guarantee that the network policies are obeyed

correctly, not only before and after the update but also during the update. In terms of

efficiency, these solutions consider how the cost of potentially large state updates can be

minimized.

[0084] In the discussion below, the network control system includes a centralized

cluster of controllers that compute the forwarding state for the forwarding elements, in order

to manage the network forwarding elements. Also, in the discussion below, "network policy"

includes any configurational aspects: not only security policies, but also policies regarding

how to route the network traffic, as well as any physical (or logical) network configuration.

Hence, in this discussion, a "policy" is used for anything that relates to user-configured input.

[0085] A. Requirement for Transactions

[0086] A packet is what the forwarding state operates over. It is imperative that a

single packet is forwarded according to a single consistent policy and not a mixture of states

representing old and new policies. Subsequent packets may be treated by different versions of

the policy, as long as the transition from an old version to a new version occurs in a manner

that prevents a packet from being treated by a mixture of old and new policies.

[0087] The requirement for an atomic transition to a new policy implies that the

updates to the forwarding state have to be transactional. However, as discussed above, it does

not imply the whole network forwarding state should be atomically updated at the same time.

In particular, the network control system of some embodiments relaxes this requirement in

two regards. First, for a stream of packets from a source towards one or more destinations, it

is not critical to specify at which point the policy changes from an old one to new one. It is

only essential that no packet gets forwarded according to a mixture of the old and new

policies. Each packet should either be forwarded according to the old policy or the new

policy. Second, the network control system of some embodiments allows different policies to

be transiently applied to different streams of packets that ingress into the network at different

locations. Again, these embodiments only require that a single packet experience only a

single policy and not a mixture of the old and new policies.

[0088] B. Implementing Transactional Updates

[0089] Given these requirements and relaxations, the implementation of these

transactional updates will now be considered. In M. Reitblatt, et al, "Consistent Updates for

Software-Defined Networks: Change You Can Believe in!," Proceedings of the 10th ACM

Workshop on Hot Topics in Networks, p .1-6, November 14-15, 201 1, Cambridge,

Massachusetts (the "Reitblatt article"), it has been proposed that packets be tagged at network



ingress with a version of the forwarding state used at the ingress. Hence, when the packet

makes progress through the network, any subsequent network element knows which version

to use. This effectively realizes transactional, network-wide updates for any network

forwarding state.

[0090] However, this approach comes with a few practical challenges. First, without

assuming slicing of the network, updates to the network have to be serialized. That is, the

whole network has to be prepared for a particular version, then the ingresses are updated to

use the prepared version, and only after that, the preparations for the next version can begin.

[0091] Second, the packet needs to have an explicit version tag and hence enough bits

somewhere in the packet headers need to be allocated for the tag. If the network has a

requirement to operate with legacy tunneling protocols, it might be challenging to find such

free bits for the tag in the headers.

[0092] Hence, the network wide transactional updates as described in the Reitblatt

article, while powerful, come with practical challenges that ideally should be avoided. Thus,

instead of this approach described in the Reitblatt article, the network control system of some

embodiments exploits placement of the managed forwarding elements on the edge of the

network. The network control system of some embodiments makes the logical forwarding

decisions (that is, decisions on which logical port(s) should receive the packet) at the first-

hop, as described in Section I above. Any subsequent steps are merely forwarding the packet

based on this forwarding decision towards the selected destination.

[0093] Figure 5 conceptually illustrates a network controller cluster 505 of a network

control system that makes the logical forwarding decisions at the first-hop. Specifically, this

figure illustrates in four different stages 501-504 that the network controller cluster 505 sends

the forwarding state updates only to the first-hop managed forwarding elements. The network

controller cluster 505 is similar to the network controller cluster 105 described above by

reference to Figure 1 in that the network controller cluster 505 includes logical controllers

and physical controllers (not shown) that generate, update and propagate forwarding state to

an managed forwarding element (MFE) 510. The managed forwarding element 510 is a first-

hop forwarding element for the data that originates from an end machine 540. That is, the

managed forwarding element 510 directly interfaces with the end machine 540 and forwards

the data from the end machine 540 towards the destinations of the data. A set of forwarding

elements 515-535 forward data between a set of end machines 540-550.

[0094] At the first stage 501, the managed forwarding element 510 forward network

data (not shown) from the end machine 540 based on the current forwarding state (the old



state) that the managed forwarding element has. Specifically, for a packet that sent from the

end machine 540 to the end machine 545, the path defined by the controller cluster spans the

forwarding elements (FEs) 510, 515, and 520 as indicated by the sold arrow lines. Also at

stage 501, the controller cluster 505 receives updates to the forwarding state from the user

(e.g., through an input translation controller, which is not depicted in this figure). The updates

represent a new network policy (e.g., a new QoS policy defining a different allowable

bandwidth, a new path from a VM to another VM that has been newly provisioned, etc.).

[0095] At the second stage 502, the controller cluster 505 computes the forwarding

state updates (e.g., by converting the input LCP data into the UPCP or CPCP data). In some

embodiments, the controller cluster 505 identifies all the managed forwarding elements that

implement logical forwarding elements. In particular, for a path of a packet that will be

forwarded from a first physical port to a second physical port that are mapped to a logical

ingress port and a logical egress port of the logical forwarding elements, the controller cluster

505 identifies the forwarding element that has the first physical port (i.e., the first-hop

forwarding element) and the forwarding element that has the second physical port (i.e., the

last-hop forwarding element).

[0096] At the stage 502, the updated forwarding state has a new path for a packet that

originates from the end machine 540 and is destined to the end machine 550, which is an end

machine added to the network after the old forwarding state had been computed and

propagated to the network forwarding elements. With respect to this new path, the managed

forwarding element 510 is a first-hop managed forwarding element and the forwarding

element 520 is the last-hop forwarding element. The forwarding element 515 is one of the

"middle" managed and unmanaged forwarding elements that forward the packet towards the

last-hop managed forwarding element 535.

[0097] The controller cluster 505 computes the updated forwarding state for all the

paths affected by the user updates and identifies the first-hop managed forwarding element

for each of these paths. At stage 502, the controller cluster 505 sends to the managed

forwarding elements the updated forwarding state for the first-hop managed forwarding

elements of the paths. For the simplicity of illustration, stage 502 shows the old and new

forwarding state for those paths that start from the managed forwarding element 510. The

managed forwarding element 510 has the old and new forwarding state for these paths. The

managed forwarding element 510 does not use the new forwarding state yet and forwards

packet based on the old forwarding state.



[0098] In some embodiments, the managed forwarding elements that are first-hop

forwarding elements start using the new forwarding state when the managed forwarding

elements receive the new forwarding state. However, in some embodiments, the controller

cluster 505 sends a command to the managed forwarding elements to start using the updated

forwarding state to forward packets as first-hop forwarding elements. At the third stage 503,

the controller cluster 505 sends such a command to the managed forwarding the managed

forwarding element 510. The managed forwarding element 510 uses the new forwarding state

to perform as a first-hop forwarding element for the paths that begin at the managed

forwarding element 510. For a new path for a packet sent from the end machine 540 to the

end machine 550, the managed forwarding element 510 now can forward the packet based on

the new forwarding state. Because the non-first-hop forwarding elements do not need and

thus do not get the new forwarding state, the packet in these embodiments does not need to

carry any version information to indicate that the non-first-hop forwarding elements should

use the new forwarding state.

[0099] At the fourth stage 504, the managed forwarding elements 510-535 removes

the old forwarding state. In some embodiments, the controller cluster 505 configures the

managed forwarding element to remove the old forwarding state after a period of time

elapses after receiving the new forwarding state. In other embodiments, the controller cluster

505 sends a command to the managed forwarding elements to remove the old forwarding

state.

[00100] Figure 6 conceptually illustrates a process 600 that some embodiments

perform to update and send the forwarding state to the managed forwarding elements.

Specifically, the process 600 is for those embodiments where all logical forwarding decisions

for forwarding packets are made in the first-hop managed forwarding elements. The process

600 in some embodiments is performed by a controller cluster (not shown), such as the

controller cluster 105 or 505 of Figures 1 and 5 .

[00101] The process 600 begins by receiving (at 605) inputs, which are updates to the

forwarding state of the managed forwarding elements managed by the controller cluster.

These updates to the forwarding state may appear for at least three reasons. First, when a

logical policy changes because the network policy enforced by the logical pipeline is

reconfigured by the user (e.g., by updating of access control lists), the forwarding state

changes. Second, workload operational changes result in a change to the forwarding state.

For instance, when a virtual machine migrates from a first node to a second node, the logical

view remains unchanged. However, the forwarding state requires updating due to the



migration, as the logical port to which a VM attaches is now at a different physical location.

Third, physical reconfiguration events, such as managed forwarding element additions,

removals, upgrades and reconfiguration, may result in changes to the forwarding state.

[00102] Next, the process 600 computes (at 610) the updated forwarding state based on

the received inputs. The computation involves conversion of the LCP data to the LFP data

and then from the LFP data into the UPCP or CPCP data. The updated LCP data may affect

several logical forwarding elements. That is, the logical paths (i.e., the numerous logical

paths between numerous pairs of logical ports of the affected logical forwarding elements)

are removed, added, or modified, and therefore the physical paths implementing those

affected logical paths are also removed, added, or modified.

[00103] In some embodiments, the logical forwarding operations of these affected

logical forwarding elements are performed by the first-hop managed forwarding elements

only. For instance, the controller cluster configures the first-hop managed forwarding

elements to perform logical L2 forwarding operations of a first logical switch, logical L3

routing of a logical router, and logical L2 forwarding operations of a second logical switch

that gets the packets routed by the logical router. Thus, the forwarding state that the process

600 of these embodiments computes is for the first-hop forwarding elements only. The

middle and last-hop forwarding elements for these paths are used as fabric for forwarding the

packets to the destination machines. Therefore, the forwarding state does not make the

managed forwarding elements to add version information to the packets.

[00104] Next, the process 600 computes (at 610) the updated forwarding state for

operating as the first-hop forwarding elements to the managed forwarding elements. The

process 600 then sends (at 615) the updated forwarding state to the managed forwarding

elements. The managed forwarding elements now have both the old and updated forward

state.

[00105] The process 600 optionally sends (at 625) a command to the managed

forwarding elements to remove the old forwarding state from the managed forwarding

elements. In some embodiments, instead of sending an explicit command to switch over to

the new forwarding state, the controller cluster configures the managed forwarding elements

to replace the old forwarding state with the new forwarding state or remove the old

forwarding state as soon as the managed forwarding element receives the new forwarding

state. Alternatively or conjunctively, the controller cluster configures the managed

forwarding elements to remove the old forwarding state after a certain period of time elapses



after receiving the new forwarding state, instead of sending the command to the managed

forwarding elements. The process then ends.

[00106] While Figure 6 illustrates the process 600 that is performed by the network

controller cluster of some embodiments, Figure 7 illustrate a process that is performed by a

managed forwarding element of some embodiments. Figure 7 conceptually illustrates a

process 700 that some embodiments perform to forward data. The process 700 is performed

by a managed forwarding element that uses forwarding state for operating as first-hop

forwarding element.

[00107] The process begins by forwarding (at 705) the incoming packets using the

current forwarding state (the old forwarding state). The incoming packets are from the end

machines that the managed forwarding element directly interfaces. The forwarding state is

received from a controller cluster or a chassis controller that manages the managed

forwarding element by sending the forwarding state to the managed forwarding element.

[00108] Next, the process 700 receives (at 710) updated forwarding state from the

controller cluster. This forwarding state is updated by the controller cluster and includes the

CPCP data converted from the LCP data. In some embodiments, the controller sends the

updated forwarding element to the first-hop managed forwarding element after the managed

forwarding elements that operate as non-first-hop forwarding elements receive the updated

forwarding state. The managed forwarding element now has both the old forwarding state

and the updated forwarding state.

[00109] The process 700 then receives (at 715) a command from the controller cluster

to start using the updated forwarding state to forward the incoming data. Upon receiving the

command, the first-hop managed forwarding element of some embodiments switches over to

the updated forwarding state from the old forwarding state. In some embodiments, this

command could be implicit. That is, the first-hop managed forwarding element uses the new

forwarding state as soon as the new forwarding state is installed in the first-hop managed

forwarding element without having received an explicit command to switch over to the new

forwarding state.

[00110] The process 700 then forwards (at 720) the incoming packets using the

updated forwarding state. The non-first-hop managed forwarding elements that gets the

packets from the first-hop managed forwarding element will use the updated forwarding state

to forwarding these packets. In some embodiments, the process 700 adds version information

to the packets so that the non-first-hop managed forwarding elements can select the new



forwarding state to use to forward the packets from the first-hop managed forwarding

element.

[00111] At 725, the process 700 optionally receives a command from the controller

cluster to remove the old forwarding state. In some embodiments, the managed forwarding

element does not receive an explicit command to remove the old state. Instead, the managed

forwarding element is configured by the controller cluster to remove the old forwarding state

after a certain period of time elapses after receiving the updated forwarding state. The process

700 then removes (at 730) the old forwarding state. The process then ends.

[00112] The network control system of some embodiments makes the logical

forwarding decisions (that is, decisions on which logical port(s) should receive the packet) at

the first-hop as well as the non-first-hops, as described in Section I above. In some of these

embodiments, transactional updates across the network are split into two parts: (1)

transactional updates to the first-hop managed forwarding element, and (2) transactional

updates to the path through the network from the first-hop managed forwarding element to

the last-hop managed forwarding element. As long as these two can be implemented, the

global transactions can be provided. That is, by preparing any new required paths before

updating the first-hop with the new policies, the overall state update becomes atomic. After

these two steps, any network paths not required by the new first-hop state configuration can

be removed.

[00113] Figure 8 conceptually illustrates a network controller cluster 805 of a network

control system that employs this two-step approach. Specifically, this figure illustrates in four

different stages 801-804 that the network controller cluster 805 sends the forwarding state

updates in two parts to two groups of managed forwarding elements. The network controller

cluster 805 is similar to the network controller cluster 105 described above by reference to

Figure 1 in that the network controller cluster 805 includes logical controllers and physical

controllers (not shown) that generate, update and propagate forwarding state to a set of

managed forwarding elements 810-835. The managed forwarding elements 810-835 forward

network data (not shown), based on the forwarding state received from the network controller

cluster 805, between a set of end machines 840-850.

[00114] At the first stage 801, the managed forwarding elements 810-835 forward

network data (not shown) based on the current forwarding state (the old state) that the

managed forwarding elements have. Specifically, for a packet that sent from the end machine

840 to the end machine 845, the path defined by the controller cluster spans the managed

forwarding elements (MFEs) 810, 815, and 820 as indicated by the sold arrow lines. Also at



stage 801, the controller cluster 805 receives updates to the forwarding state from the user

(e.g., through an input translation controller, which is not depicted in this figure). The updates

represent a new network policy (e.g., a new QoS policy defining a different allowable

bandwidth, a new path from a VM to another VM that has been newly provisioned, etc.).

[00115] At the second stage 802, the controller cluster 805 computes the forwarding

state updates (e.g., by converting the input LCP data into the UPCP or CPCP data). In some

embodiments, the controller cluster 805 identifies all the managed forwarding elements that

implement logical forwarding elements. In particular, for a path of a packet that will be

forwarded from a first physical port to a second physical port that are mapped to a logical

ingress port and a logical egress port of the logical forwarding elements, the controller cluster

805 identifies the managed forwarding element that has the first physical port (i.e., the first-

hop managed forwarding element) and the managed forwarding element that has the second

physical port (i.e., the last-hop managed forwarding element). For this path, the controller

cluster 805 then categorizes the first-hop managed forwarding element in one group and the

last-hop managed forwarding element as well as other managed forwarding elements that are

in the path of the packet in another group.

[00116] For instance, the updated forwarding state has a new path for a packet that

originates from the end machine 840 and is destined to the end machine 850, which is an end

machine added to the network after the old forwarding state had been computed and

propagated to the network forwarding elements. With respect to this new path, the managed

forwarding element 810 is a first-hop managed forwarding element and the managed

forwarding element 820 is the last-hop manage forwarding element. The managed forwarding

element 815 is one of the "middle" managed and unmanaged forwarding elements (not

shown) that forward the packet towards the last-hop managed forwarding element 835.

[00117] The controller cluster 805 computes the updated forwarding state for all the

paths affected by the user updates and identifies the first-hop managed forwarding element

and the non-first-hop managed forwarding elements for each of these paths. At stage 802, the

controller cluster 805 sends the updated forwarding state for the non-first-hop managed

forwarding elements of the paths. For the simplicity of illustration, stage 802 shows the old

and new forwarding state for those paths that start from the managed forwarding element

810. Hence, the managed forwarding element 810 has the old forwarding state only and the

other managed forwarding elements have both the old and new forwarding state for these

paths. For the new path for a packet sent from the end machine 840 to the end machine 850,

the first-hop managed forwarding element 820 is not yet capable of forwarding the packet



correctly because the managed forwarding element 820 does not have the forwarding state to

forward the packet towards the destination machine 850 (i.e., the mapping between the

logical egress port and a physical port of the managed forwarding element 850 is missing at

the first-hop forwarding element 810).

[00118] At the third stage 803, the controller cluster 805 sends the computed updates

for the first-hop forwarding elements for all the paths. The managed forwarding element 810

now has the new forwarding state to perform as a first-hop forwarding element for the paths

that begin at the managed forwarding element 810. For the new path for a packet sent from

the end machine 840 to the end machine 850, the managed forwarding element 810 now can

forward the packet correctly based on the new forwarding state.

[00119] In some embodiments, the managed forwarding elements that are first-hop

forwarding elements start using the new forwarding state when the managed forwarding

elements receive the new forwarding state. However, in some embodiments, the controller

cluster 805 sends a command to the managed forwarding elements to start using the updated

forwarding state to forward packets as first-hop forwarding elements.

[00120] In some embodiments, the managed forwarding elements, operating as first-

hop forwarding elements for those packets that the managed forwarding elements receive

directly from the source machines, adds version information to the packets. In some

embodiments, the managed forwarding elements use a particular binary bit of a packet as the

version indicator or adds one more bit to each packet to store the version information. In

some such embodiments, this version bit alternates its value whenever the managed

forwarding element switches to a newer version of forwarding state updates. The non-first-

hop managed forwarding elements then use the old or new forwarding state based on the

version information that the packets are carrying. In this manner, a particular packet is

forwarded based on one of the old or new forwarding state and not a mixture of old and new

forwarding state.

[00121] At the fourth stage 804, the managed forwarding elements 810-835 removes

the old forwarding state. In some embodiments, the controller cluster 805 configures the

managed forwarding element to remove the old forwarding state after a period of time

elapses after receiving the new forwarding state. In other embodiments, the controller cluster

805 sends a command to the managed forwarding elements to remove the old forwarding

state.

[00122] The four stages 801-804 in Figure 8 are shown in terms of updates for one old

path and one new path. Because there may be many other paths defined for implementing the



logical forwarding elements, the controller cluster 805 and the managed forwarding elements

810-835 perform the two-step process described in terms of the four stages 801-804 for all

the paths affected by the user updates. The next figure, Figure 9, conceptually illustrates a

process 900 that some embodiments perform to send the updates to the managed forwarding

elements for all paths updated or created. The process 900 in some embodiments is

performed by a controller cluster (not shown), such as the controller cluster 105 or 805 of

Figures 1 and 8 .

[00123] The process 900 begins by receiving (at 905) inputs, which are updates to the

forwarding state of the managed forwarding elements managed by the controller

cluster.These updates to the forwarding state may appear for the three reasons discussed

above.

[00124] Next, the process 900 computes (at 910) the updated forwarding state based on

the received inputs. The computation involves conversion of the LCP data to the LFP data

and then from the LFP data into the UPCP or CPCP data. The updated LCP data may affect

several logical forwarding elements, including logical L2 switches and logical L3 routers.

That is, the logical paths (i.e., the numerous logical paths between numerous pairs of logical

ports of the affected logical forwarding elements) are removed, added, or modified, and

therefore the physical paths implementing those affected logical paths are also removed,

added, or modified. Hence, the updated forwarding state are for both the fist-hop forwarding

elements and the non-first-hop managed forwarding elements for all the affected physical

paths.

[00125] The process 900 then identifies (at 915) the new forwarding state for the

managed forwarding elements to operate as non-first-hop managed forwarding elements. This

forwarding state is for those managed forwarding elements that are in the paths affected by

the inputs but are not the first-hop managed forwarding elements of the paths.

[00126] In some embodiments, only the first-hop and the last-hop managed forwarding

elements need forwarding state updates. In some of these embodiments, the logical

forwarding elements affected by the inputs are implemented by the first-hop and the last-hop

managed forwarding elements only. For instance, the controller cluster configures the first-

hop managed forwarding elements to perform logical L2 forwarding operations (e.g.,

logically forwarding packets based on MAC addresses of the packets) of a first logical switch

and perform logical L3 routing operations (e.g., logically routing the packets based on IP

addresses of the packets) of a logical router. The controller cluster configures the last-hop

managed forwarding elements to perform logical L2 forwarding operations of a second



logical switch that gets the packets routed by the logical router. In these embodiments, the

new forwarding state identified (at 915) is for the last-hop managed forwarding element of

the affected paths. The forwarding elements in the middle of these paths are used as fabric for

connecting the first-hop and the last-hop managed forwarding element. At 915, the process

900 also sends the identified forwarding state for the non-first-hop forwarding elements to the

non-first-hop managed forwarding elements.

[00127] The process 900 then identifies (at 920) the new forwarding state for the

managed forwarding elements to operate as first-hop managed forwarding elements. This

forwarding state is for those managed forwarding elements that are first-hop forwarding

elements in the affected paths. At 920, the process 900 also sends the identified forwarding

state for the first-hop forwarding elements to the first-hop managed forwarding elements.

[00128] In some embodiments, updating the forwarding state does not have to be

ordered globally. Only serializing the updates per first-hop element is required. That is, if

multiple first-hop elements require forwarding state updates, their updates can proceed in

parallel, independently. Only the computation has to be transactional.

[00129] In some embodiments, the network control system uses the approach

described in the Reitblatt article for updating the network-wide state in some cases, where the

forwarding state for the non-first-hop forwarding elements of the paths changes enough that

the old and new paths would be mixed. For instance, this could happen when the addressing

scheme of the path labels change between software versions (of network controllers). For that

kind of condition, the controller cluster dedicates a network-wide version bit (or a few bits)

from the beginning of the path label/address, so that the structure of the path addressing can

be changed if necessary. Having said this, one should note that as long as the label/address

structure does not change, the network wide updates can be implemented as described above

by adding new paths and then letting the first-hop managed forwarding elements migrate to

the new paths after the rest of the paths is ready.

[00130] Having sent the updated forwarding state for the first-hop and non-first-hop

forwarding elements to the managed forwarding elements, the process 900 determines (at

925) whether the process 900 has received confirmations from all of the managed rewarding

elements that the process send the updated forwarding state. The confirmation indicates that

the managed forwarding element received the updated forwarding state from the controller

cluster. In some embodiments, the process 900 sends the forwarding state for the first-hop

forwarding elements to the managed forwarding elements only after each of the managed

forwarding elements that received the updated forwarding state for non-first-hop forwarding



elements sends back a confirmation. The process 900 of these embodiments then waits for a

confirmation from each of the managed forwarding elements that received the updated

forwarding state for the first-hop managed forwarding elements.

[00131] When the process 900 determines (at 925) that not all of the managed

forwarding elements that received the updated forwarding state sent back confirmations, the

process 900 loops back to 925 to wait for the confirmations. In some embodiments, however,

the process 900 proceeds to 930 after a certain period of time elapses after the process sends

the updated forwarding state to the managed forwarding elements.

[00132] When the process 900 determines (at 925) that all of the managed forwarding

elements that received the updated forwarding stated sent back confirmations, the process

900 of some embodiments sends (at 930) a command to the managed forwarding elements to

apply the updated forwarding state for first-hop forwarding elements. In some embodiments,

when the managed forwarding elements forwards packets using the updated forwarding state,

the managed forwarding elements includes version information (e.g., a version bit) in the

packets so that the non-first-hop managed forwarding elements forward these packets using

the updated forwarding state.

[00133] The process 900 then optionally sends (at 935) a command to the managed

forwarding elements to remove the old forwarding state from the managed forwarding

elements. In some embodiments, the controller cluster configures the managed forwarding

elements to remove the old forwarding state after a certain period of time elapses after

receiving the new forwarding state, instead of sending the command to the managed

forwarding elements. The process then ends.

[00134] Figure 9 illustrates the process 900 that is performed by the network

controller cluster of some embodiments, the next Figure, Figure 7 illustrates a process that is

performed by a managed forwarding element of some embodiments. Figure 10 conceptually

illustrates a process 1000 that some embodiments perform to forward data. The process 1000

is performed by a managed forwarding element that uses forwarding state for operating as

non-first-hop forwarding element.

[00135] The process 1000 begins by forwarding (at 1005) the incoming packets using

the current forwarding state (the old forwarding state). The incoming packets are not from the

end machines that the managed forwarding element directly interfaces. That is, the managed

forwarding element is in the paths of these packets but not as the first-hop forwarding

elements for the packets. The forwarding state is received from a controller cluster or a



chassis controller that manages the managed forwarding element by sending the forwarding

state to the managed forwarding element.

[00136] Next, the process 1000 receives (at 1010) updated forwarding state from the

controller cluster. This forwarding state is updated by the controller cluster and includes the

CPCP data converted from the LCP data in some embodiments. The managed forwarding

element now has both the old forwarding state and the updated forwarding state.

[00137] The process 1000 then forwards (at 1015) incoming packets using the old or

updated forwarding state. In some embodiments, the process 1000 selects the old or updated

forwarding state to use to forwarding the incoming packets based on the version information

that the incoming packets carry. That is, this version information is used to match the version

information that the old forwarding state and the updated forwarding state installed in the

managed forwarding element have.

[00138] At 1020, the process 1000 optionally receives a command from the controller

cluster to remove the old forwarding state. In some embodiments, the managed forwarding

element does not receive an explicit command to remove the old state. Instead, the managed

forwarding element is configured by the controller cluster to remove the old forwarding state

after a certain period of time elapses after receiving the updated forwarding state. The process

1000 then removes (at 1025) the old forwarding state. The process then ends.

[00139] C. Modeling the External Dependencies

[00140] The discussion above considered the requirements that are to be placed on the

transactionality in the network control system and the implementation of transaction updates

across the network (e.g., by separating the updates to the first-hop processing from the

updates to the non-first-hop processing). The network control system also transactionally

computes the update to the network forwarding state.

[00141] Clearly, before updating anything transactionally, the network control system

lets the computation converge given the policy changes. As described above, the network

control system of some embodiments uses an nLog table mapping engine to implement the

network controllers of the system. The nLog engine in some embodiments lets the

computation reach its fixed point —that is, the nLog engine computes all the changes to the

forwarding state based on the input changes received so far.

[00142] At the high-level, reaching a local fixed point is simple: it is sufficient to stop

feeding any new updates to the computation engine (i.e., the nLog engine), and to wait until

the engine has no more work to do. However, in networking, the definition of a fixed point is

a bit wider in its interpretation: while the computation may reach a fixed point, it does not



mean that the computation reached an outcome that can be pushed further down towards the

managed forwarding elements. For example, when changing the destination port of a tunnel,

the UPCP data may only have a placeholder for the physical port that the destination port

maps to.

[00143] It turns out that the computation may depend on external changes that have to

be applied before the computation can finish and reach a fixed point that corresponds to a

forwarding state that can be used and pushed down. To continue with the example, the

placeholder for the port number in the flow entry may only be filled after setting up a tunnel

port that will result in a port number. In this case, the UPCP computation cannot be

considered finished before the dependencies to any new external state (e.g., port numbers due

to the created tunnel) are met.

[00144] Hence, these external dependencies have to be considered in the computation

and included into the consideration of the fixed point. That is, a fixed point is not reached

until the computation finishes locally and no external dependencies are still unmet. In some

embodiments, the nLog computation is built on adding and removing intermediate results;

every modification of the configuration or to the external state results in additions and

removals to the computed state.

[00145] In order to consider the external dependencies in the UPCP computation, , the

nLog computation engine should:

[00146] (1) when a modification results in a state that should be added before

the new UPCP data can be pushed down (e.g., when a tunnel has to be created to complete a

UPCP flow entry), let the modification be applied immediately. The nLog computation

engine has to consider fixed point unreachable until the results (e.g., the new port number) of

the modification are returned to the nLog computation engine.

[00147] (2) when a modification results in a state that would affect the current

UPCP data (e.g., removing an old tunnel), though, the update cannot be let through before the

transaction is committed (i.e., the new network forwarding state is implemented). It should be

applied only after the transaction has been committed. Otherwise, the network forwarding

could change before the transaction is committed. Supporting atomic modification of an

external resource cannot be done with the above rules in place. Fortunately, most of the

resource modifications can be modeled as additions/removals; for instance, in the case of

changing the configuration of a port representing a tunnel towards a particular destination,

the new configuration can be considered as a new port, co-existing transiently with the old

port.



[00148] Hence, at the high-level, the above approach builds on the ability to add a new

configuration next to the old one. In the case of networking managed resources within the

paths, this is typically the case. In the case that constraints exist (say, for some reason, two

tunnels towards the same IP cannot exist), the approach does not work and the atomicity of

such changes cannot be provided.

[00149] Figure 11 conceptually illustrates a process 1100 that some embodiments

perform to transactionally compute and send forwarding state to a set of managed forwarding

elements. In some embodiments, the process 1100 is performed by a physical controller or a

chassis controller that receives UPCP data and translates the UPCP data into the CPCP data.

The process begins by receiving ( 1105) a set of forwarding state changes (e.g., data tuples)

containing UPCP data from a logical controller or a physical controller.

[00150] The process 1100 then determines (at 1105) whether the received changes

have external dependencies. In some embodiments, the changes have external dependencies

when the controller processing the changes does not have full information to process the

changes and have to get the missing information from another controller or from managed

forwarding elements. For instance, in order to translate UPCP changes that specify that the

managed forwarding element should establish a tunnel from a port of the managed

forwarding element to CPCP changes, the actual port number of the port is needed in the

CPCP changes. Therefore, the CPCP changes cannot be created until the actual port number

is received from the managed forwarding element.

[00151] When the process 1100 determines (at 1105) that the received changes do not

have external dependencies, the process 1100 proceeds to 1115, which will be described

further below. When the process 1100 determines (at 1105) that the change has external

dependencies, the process 1100 computes (at 1110) a set of output changes based on the

received changes that have external dependencies and sends the computed changes to the

managed forwarding elements. This set of output changes requests for the missing

information from the managed forwarding elements. The process 1100 then loops back to

1105 to receive more changes from the logical controller or the physical controller, or from

the managed forwarding elements that may send back the missing information to resolve the

external dependencies.

[00152] When the process 1100 determines (at 1105) that the received changes do not

have external dependencies, the process 1100 computes ( 1110) a set of output changes (e.g.,

by translating the UPCP changes into the CPCP changes) and then determines (at 1115)

whether the process 1100 has reached a fixed point, which would indicate an end of



transactional computation of the output changes. In other words, the process 1100 determines

whether the received changes have been completely processed and the process 1100 has no

more input changes to process for now.

[00153] When the process 1100 determines (at 1115) that the process has not reached

a fixed point, the process 1100 loops back to 1115 to keep computing output changes based

on the input changes. Otherwise, the process 1125 sends the output changes to the managed

forwarding elements. The process then ends.

[00154] D. Communication Requirements for Transactional Updates

[00155] The discussion above noted that it is sufficient to compute the updates in a

transactional manner, and then push them to the first-hop edge forwarding elements. Hence,

in addition to the computation, one more additional requirement is imposed to the system:

transactional communication channels.

[00156] Accordingly, in some embodiments, the communication channel towards the

forwarding elements (e.g., communication channels from input translation controllers to

logical controllers, from logical controllers to physical controllers, from physical controllers

to chassis controllers or managed forwarding elements, and/or from chassis controllers to

managed forwarding elements) supports batching changes to units that are applied completely

or not at all. In some of these embodiments, the communication channel only supports the

concept of the "barrier" (i.e., start and end tags), which signals the receiver regarding the end

of the transaction. A receiving controller or managed forwarding element merely queues the

updates until it receives a barrier as described above. In addition, the channel has to maintain

the order of the updates that are sent over, or at least guarantee that the updates that are sent

before a barrier do not arrive at the receiver after the barrier.

[00157] In this manner, the sending controller can simply keep sending updates to the

state as the computation makes progress and once it determines that the fixed point has been

reached, it signals the receiving first-hop forwarding elements about the end of the

transaction. As further described below, the communication channel in some embodiments

also supports synchronous commits, so that the sending controller knows when a transaction

has been processed (computed by reaching a fixed point) and pushed further down (if

required). One should note that this synchronous commit may result in further synchronous

commits internally, at the lower layers of the network control system, in the case of nested

transactions as discussed below.



[00158] Having described achieving a network-wide transaction, Section III below

describes achieving a transaction over several channels towards a managed forwarding

element.

[00159] III. NESTING TRANSACTIONS

[00160] By separating the beginning of the network from the rest of the network when

it comes to the forwarding state updates as described above by reference to Figures 5-10, the

network control system of some embodiments effectively creates a nested transaction

structure: one global transaction can be considered to include two sub-transactions, one for

first-hop ports and one for non-first-hop ports. The approach remains the same irrespective of

whether the solution manages the non-first-hop ports at the finest granularity (by knowing

every physical hop in the middle of the network and establishing the required state) or

assumes an external entity can establish the connectivity across the network in a transactional

manner.

[00161] In some embodiments, this generalizes to a principle that allows for creation

of basic distributed transactions from a set of more fine-grained transactions. In particular,

consider a managed forwarding element that has multiple communication channels towards a

controller, with each channel providing transactionality but no support for transactions across

the channels. That is, the channels have no support for distributed transactions. In such a

situation, the very same composition approach works here as well. None of the other

channels' state is used as long as one of the channels that can be considered as a primary

channel gets its transaction applied. With this sort of construction, the secondary channels

can again be 'prepared' before the primary channel commits the transaction (just like the non-

first-hop managed forwarding elements were prepared before the first-hop managed

forwarding elements committed its transaction). In this manner, the net result is a single

global transaction that gets committed as the transaction at the first-hop managed forwarding

element gets committed.

[00162] Figure 12 illustrates a managed forwarding element 1205 to which a

controller 1210 have established two channels 1215 and 1220 to send updates to the managed

forwarding element 1205. In particular, this figure illustrates in four different stages 1201-

1204 that the managed forwarding element 1205 does not use updates received through the

channels until the updates from the channel 1215 arrive.

[00163] The controller 1210 is similar to the controller 200 of Figure 2 . In some

embodiments, the controller 1210 is a physical controller that converts UPCP data to CPCP



data. In other embodiments, the controller 1210 is a chassis controller that converts UPCP

data received from a physical controller into CPCP data.

[00164] In some embodiments, the controller 1210 establishes the two channels 1215

and 1220 with the managed forwarding element 1205. The channel 1215 is established using

a communication protocol for controlling the forwarding plane (e.g., forwarding tables) of the

managed forwarding element 1205. For instance, the OpenFlow protocol provides commands

for adding flow entries to, removing flow entries from, and modifying flow entries in the

managed forwarding element 1205. The channel 1220 is established using a configuration

protocol. The managed forwarding element 1205 receives configuration information through

the channel 1220. In some embodiments, the managed forwarding element 1205 stores the

configuration information in a configuration database (not shown). In some embodiments,

configuration information includes information for configuring the managed forwarding

element 1205, such as information for configuring ingress ports, egress ports, QoS

configurations for ports, etc. For simplicity of illustration and discussion, flow entries and

configuration information are illustrated and referred to as forwarding state for this figure.

[00165] The managed forwarding element 1205 directly interfaces several end

machines (not shown) and forward data to and from the end machines using the forwarding

state received from the controller 1205 through the two channels. Neither of these two

channels supports distributed transactions but the managed forwarding element 1205

achieves distributed transactions across these two channels by nesting (batching) a

transaction from the channel 1220 into a transaction from the channel 1215, or vice versa. For

instance, in some embodiments, the managed forwarding element 1205 the channel 1215 as a

primary channel and the channel 1220 as secondary channel. The managed forwarding

element 1205 holds the application of the forwarding state received through the channels

until the managed forwarding element 1205 receives a transaction through the primary

channel.

[00166] At the first stage 1201, the managed forwarding element 1205 has received a

set of changes (e.g., data tuples) from the controller 1210 through the channels 1220 and

1220. These changes received through the channel 1215 include the flow entries. The

changes received through the channel 1220 include configuration information.

[00167] At stage 1201, a change 1-1 has been received through the primary channel

1215. Changes 2-1 and 2-2 have been received through the secondary channel 1220. The

managed forwarding element has stored these changes in a storage structure 1230 but has not

started using these changes to forward incoming packets (not shown) because the managed



forwarding element 1205 has not received a complete transaction through the primary

channel 1215. The managed forwarding element forwards the incoming packets using the

current forwarding state.

[00168] The first stage 1201 also shows that a change 1-2 is coming to the managed

forwarding element 1205 through the primary channel 1215 and a change 2-3 is coming to

the managed forwarding element 1205 through the secondary channel 1220. The change 2-3

is depicted as a parallelogram with bold border to indicate that the change 2-3 is the last

change of a transaction received through the secondary channel 1220 that includes the

changes 2-1, 2-2, and 2-3.

[00169] At the second stage 1202, the managed forwarding element 1205 has received

the changes 1-2 and 2-3 through the primary channel 1215 and the secondary channel 1220,

respectively. The managed forwarding element 1205 has stored the changes 1-2 and 2-3 in

the storage structure 1230 but has not started using these changes to forward incoming

packets and configure the managed forwarding element 1205 because the managed

forwarding element 1205 has not yet received a complete transaction through the primary

channel 1215.

[00170] The second stage 1202 also shows that a change 1-3 is coming to the managed

forwarding element 1205 through the primary channel 1215. The change 1-3 is depicted as a

parallelogram with bold border to indicate that the change 1-3 is the last change of a

transaction received through the secondary channel 1215 that includes the changes 1-1, 1-2,

and 1-3.

[00171] At the third stage 1203, the managed forwarding element 1205 has received

the change 1-3 through the primary channel 1215 and thus has completely received a

transaction from the primary channel 1215. The managed forwarding element 1205 thus

updates the forwarding state with the changes received through the channels 1215 and 1220

in two transactions.

[00172] The fourth stage 1204 shows that the changes are committed by the managed

forwarding element 1205. That is, the managed forwarding element 1205 uses the updated

forwarding state to forward incoming packets and configure the managed forwarding element

1205. In this manner, the managed forwarding element 1205 has nested the transactions

received through the secondary channel into the transaction received through the primary

channel in order to achieve a global transaction across the two channels.

[00173] Figure 13 conceptually illustrates a process 1300 that some embodiments

perform to batch transactions received through a secondary channel into a transaction



received through a primary channel. The process 1300 of some embodiments is performed by

a managed forwarding element (e.g., the managed forwarding element 1205 of Figure 12)

that receives forwarding state from a controller through several channels established to the

controller. The controller may be a physical controller that is a master of the managed

forwarding element or a chassis controller that operates in the same host in which the

managed forwarding element operates. In some embodiments, one of the channels is

designated as a primary channel and the other channel is designated as a secondary channel.

[00174] The process 1300 begins by receiving (at 1305) forwarding state through the

primary and secondary channels. In some embodiments, the forwarding state received from

the controller through the channels includes CPCP data. Specifically, the forwarding state

that comes through the primary channel includes control data that goes to the control plane of

the managed forwarding element. The forwarding state that comes through the secondary

channel includes configuration data (e.g., data for configuring ingress ports, egress ports,

QoS configurations for ports, middlebox instances, etc.). In some embodiments, however,

designation of the primary and secondary channels do not have to depend on the type of data

received through the channels, as long as one of the channels is designated as a primary

channel and the other channel is designated as a secondary channel.

[00175] Next, the process 1300 determines (at 1310) whether the process 1300 has

received a barrier through the primary channel. As mentioned above, a barrier, when received

at the receiving device, indicates that one transaction of inputs has been completely received

by the receiving device. In some embodiments, a barrier is information added to a change. A

barrier of other embodiments is a change itself that indicates the sender of the change has

completely sent a set of transactional inputs.

[00176] When the process 1300 determines (at 1310) that a barrier has not been

received through the primary channel, the process stores (at 1320) the forwarding state that

the process so far has received in a storage structure. The forwarding state stored in the

storage structure is not used by the managed forwarding element. The process 1300 then

loops back to 1305 to receive more forwarding state from the controller cluster through the

channels.

[00177] When the process 1300 determines (at 1310) that a barrier has been received

through the primary channel, the process updates the forwarding tables and the configuration

database of the managed forwarding element with the forwarding state received so far. The

managed forwarding element then configures the managed forwarding element using the



configuration data and starts forwarding incoming packets based on the updated flow entries

in the forwarding tables. The process 1300 then ends.

[00178] It is to be noted that the generalization allows for nesting the transactions to

arbitrary depths, if so needed. In particular, a transactional system may internally construct its

transactionality out of nested transactions. The ability to construct the transactionality out of

nested transactions comes useful not only in the hierarchical structure that the controllers may

form, but also in considering how the forwarding elements may internally provide a

transactional interface for the controllers managing the forwarding elements.

[00179] The network control system of some embodiments introduces transactionality

to a communication channel without any explicit support for transactionality in the

underlying managed resource, again by using the same principle of nesting. Consider a path

with an easily extendable table pipeline. Even if the flow table updates did not support

transactions, it is easy to add a stage to the front of the existing pipeline and have a single

flow entry decide which version of the state should be used. Hence, by then updating a single

flow entry (which is transactional), the whole flow table can be updated transactionally. The

details of this approach do not have to be exposed to the controllers above; however,

effectively there is now a hierarchy of transactions in place.

[00180] As a use case of the embodiments described above, a migration from a

controller version to another controller version (i.e., software versions) benefits from the

transactions and fixed point computation support in the system. In this use case, an external

upgrade driver runs the overall upgrade process from one controller version to another. It is

the responsibility of that driver to coordinate the upgrade to happen in a way that packet loss

does not occur.

[00181] The overall process that the driver executes to compose a single global

transaction of smaller sub-transactions is as follows:

[00182] (1) Once a need for upgrading the forwarding state is required, the driver asks

for the computation of the new state for the network middle (fabric) to start. This is done for

all the controllers managing the network middle state, and the new middle state is expected to

co-exist with the old one.

[00183] (2) The driver then waits for each controller to reach a fixed point and then

commits the transaction, synchronously downwards to the receiving contra llers/switching

elements. The driver does the committing in a synchronous manner because after the commit

the driver knows the state is active in the switching elements and is usable by the packets.



[00184] (3) After this, the driver asks for the controllers to update towards the new

edge forwarding state that will also use the new paths established in (1) for the middle parts

of the network.

[00185] (4) Again, the driver asks for the fixed point from all controllers and then once

reaching the fixed point, also synchronously commits the updates.

[00186] (5) The update is finalized when the driver asks for the removal of the old

network middle state. This does not need to wait for fixed point and commit; the removal will

be pushed down with any other changes the controllers will eventually push down.

[00187] IV. ELECTRONIC SYSTEM

[00188] Many of the above-described features and applications are implemented as

software processes that are specified as a set of instructions recorded on a computer readable

storage medium (also referred to as computer readable medium). When these instructions are

executed by one or more processing unit(s) (e.g., one or more processors, cores of processors,

or other processing units), they cause the processing unit(s) to perform the actions indicated

in the instructions. Examples of computer readable media include, but are not limited to, CD-

ROMs, f ash drives, RAM chips, hard drives, EPROMs, etc. The computer readable media

does not include carrier waves and electronic signals passing wirelessly or over wired

connections.

[00189] In this specification, the term "software" is meant to include firmware residing

in read-only memory or applications stored in magnetic storage, which can be read into

memory for processing by a processor. Also, in some embodiments, multiple software

inventions can be implemented as sub-parts of a larger program while remaining distinct

software inventions. In some embodiments, multiple software inventions can also be

implemented as separate programs. Finally, any combination of separate programs that

together implement a software invention described here is within the scope of the invention.

In some embodiments, the software programs, when installed to operate on one or more

electronic systems, define one or more specific machine implementations that execute and

perform the operations of the software programs.

[00190] Figure 14 conceptually illustrates an electronic system 1400 with which some

embodiments of the invention are implemented. The electronic system 1400 can be used to

execute any of the control, virtualization, or operating system applications described above.

The electronic system 1400 may be a computer (e.g., a desktop computer, personal computer,

tablet computer, server computer, mainframe, a blade computer etc.), phone, PDA, or any

other sort of electronic device. Such an electronic system includes various types of computer



readable media and interfaces for various other types of computer readable media. Electronic

system 1400 includes a bus 1405, processing unit(s) 1410, a system memory 1425, a read

only memory 1430, a permanent storage device 1435, input devices 1440, and output devices

1445.

[00191] The bus 1405 collectively represents all system, peripheral, and chipset buses

that communicatively connect the numerous internal devices of the electronic system 1400.

For instance, the bus 1405 communicatively connects the processing unit(s) 1410 with the

read-only memory 1430, the system memory 1425, and the permanent storage device 1435.

[00192] From these various memory units, the processing unit(s) 1410 retrieve

instructions to execute and data to process in order to execute the processes of the invention.

The processing unit(s) may be a single processor or a multi-core processor in different

embodiments.

[00193] The read-only-memory (ROM) 1430 stores static data and instructions that are

needed by the processing unit(s) 1410 and other modules of the electronic system. The

permanent storage device 1435, on the other hand, is a read-and- write memory device. This

device is a non-volatile memory unit that stores instructions and data even when the

electronic system 1400 is off. Some embodiments of the invention use a mass-storage device

(such as a magnetic or optical disk and its corresponding disk drive) as the permanent storage

device 1435.

[00194] Other embodiments use a removable storage device (such as a floppy disk,

flash drive, etc.) as the permanent storage device. Like the permanent storage device 1435,

the system memory 1425 is a read-and- write memory device. However, unlike storage device

1435, the system memory is a volatile read-and- write memory, such a random access

memory. The system memory stores some of the instructions and data that the processor

needs at runtime. In some embodiments, the invention's processes are stored in the system

memory 1425, the permanent storage device 1435, and/or the read-only memory 1430. From

these various memory units, the processing unit(s) 1410 retrieve instructions to execute and

data to process in order to execute the processes of some embodiments.

[00195] The bus 1405 also connects to the input and output devices 1440 and 1445.

The input devices enable the user to communicate information and select commands to the

electronic system. The input devices 1440 include alphanumeric keyboards and pointing

devices (also called "cursor control devices"). The output devices 1445 display images

generated by the electronic system. The output devices include printers and display devices,



such as cathode ray tubes (CRT) or liquid crystal displays (LCD). Some embodiments

include devices such as a touchscreen that function as both input and output devices.

[00196] Finally, as shown in Figure 14, bus 1405 also couples electronic system 1400

to a network 1465 through a network adapter (not shown). In this manner, the computer can

be a part of a network of computers (such as a local area network ("LAN"), a wide area

network ("WAN"), or an Intranet, or a network of networks, such as the Internet. Any or all

components of electronic system 1400 may be used in conjunction with the invention.

[00197] Some embodiments include electronic components, such as microprocessors,

storage and memory that store computer program instructions in a machine -readable or

computer-readable medium (alternatively referred to as computer-readable storage media,

machine-readable media, or machine-readable storage media). Some examples of such

computer-readable media include RAM, ROM, read-only compact discs (CD-ROM),

recordable compact discs (CD-R), rewritable compact discs (CD-RW), read-only digital

versatile discs (e.g., DVD-ROM, dual-layer DVD-ROM), a variety of recordable/rewritable

DVDs (e.g., DVD-RAM, DVD-RW, DVD+RW, etc.), flash memory (e.g., SD cards, mini-

SD cards, micro-SD cards, etc.), magnetic and/or solid state hard drives, read-only and

recordable Blu-Ray® discs, ultra density optical discs, any other optical or magnetic media,

and floppy disks. The computer-readable media may store a computer program that is

executable by at least one processing unit and includes sets of instructions for performing

various operations. Examples of computer programs or computer code include machine code,

such as is produced by a compiler, and files including higher-level code that are executed by

a computer, an electronic component, or a microprocessor using an interpreter.

[00198] While the above discussion primarily refers to microprocessor or multi-core

processors that execute software, some embodiments are performed by one or more

integrated circuits, such as application specific integrated circuits (ASICs) or field

programmable gate arrays (FPGAs). In some embodiments, such integrated circuits execute

instructions that are stored on the circuit itself.

[00199] As used in this specification, the terms "computer", "server", "processor", and

"memory" all refer to electronic or other technological devices. These terms exclude people

or groups of people. For the purposes of the specification, the terms display or displaying

means displaying on an electronic device. As used in this specification, the terms "computer

readable medium," "computer readable media," and "machine readable medium" are entirely

restricted to tangible, physical objects that store information in a form that is readable by a



computer. These terms exclude any wireless signals, wired download signals, and any other

ephemeral signals.

[00200] While the invention has been described with reference to numerous specific

details, one of ordinary skill in the art will recognize that the invention can be embodied in

other specific forms without departing from the spirit of the invention. In addition, a number

of the figures (including Figures 9, 6, 10, 7, 11, and 13) conceptually illustrate processes.

The specific operations of these processes may not be performed in the exact order shown

and described. The specific operations may not be performed in one continuous series of

operations, and different specific operations may be performed in different embodiments.

Furthermore, the process could be implemented using several sub-processes, or as part of a

larger macro process.



CLAIMS

What is claimed is

1. For a controller for managing a network comprising a plurality of managed

forwarding elements that forward data in the network, a method for configuring a managed

forwarding element, the method comprising:

generating a first set of flow entries for defining forwarding behaviors of the

managed forwarding element based on a current network policy for a logical network

implemented in the plurality of managed forwarding elements;

sending the first set of flow entries to the managed forwarding element in

order for the managed forwarding element to forward data that the managed forwarding

element directly receives from an end machine based on the current network policy;

generating a second set of flow entries for modifying forwarding behaviors of

the managed forwarding element based on a new network policy for the logical network; and

sending the second set of flow entries to the managed forwarding element in

order for the managed forwarding element to forward the data based on the new network

policy,

wherein the managed forwarding element forwards the data by making a set of

logical forwarding decisions for identifying a physical port to which a logical egress port of a

logical forwarding element is mapped, wherein the logical forwarding element is

implemented in the plurality of managed forwarding elements.

2 . The method of claim 1, wherein other managed forwarding elements do not

make any logical forwarding decisions for the data.

3 . The method of claim 1, wherein the managed forwarding element starts using

the second set of flow entries when the managed forwarding element completely receives the

second set of flow entries.

4 . The method of claim 1 further comprising sending a command to the managed

forwarding element for the managed forwarding element to start using the second set of flow

entries.

5 . The method of claim 1, wherein the managed forwarding element removes the

first set of flow entries from the managed forwarding element when a period of time elapses

after receiving the second set of flow entries.

6 . For a controller for managing a network comprising a plurality of managed

forwarding elements that forward data in the network, a method for configuring the managed

forwarding elements, the method comprising:



generating a first set of configuration data for configuring a managed

forwarding elements as a first-hop forwarding element for (i) receiving a packet directly from

an end machine that is a source of the packet and (ii) forwarding the packet towards an end

machine that is a destination of the packet;

generating a second set of configuration data for configuring a set of managed

forwarding elements as non-first-hop forwarding elements for (i) receiving the packet not

directly from the source end machine and (ii) forwarding the packet towards the destination

end machine; and

sending the second set of configuration data to the set of managed forwarding

elements prior to sending the first set of configuration data to the managed forwarding

element.

7 . The method of claim 6 further comprising:

before sending the second set of configuration data to the set of managed

forwarding elements:

generating a third set of configuration data for (i) configuring the

managed forwarding element as a first-hop forwarding element and (ii) configuring the

managed forwarding element to attach version information to a particular packet that the

managed forwarding element as a first-hop forwarding element receives and forwards;

controller, the set of managed forwarding elements uses the version information to choose the

fourth set of configuration data over the second set of configuration data to use to forward the

particular packet that the set of managed switching elements as non-first-hop forwarding

elements receive and forward.

8. The method of claim 7, wherein the version information has a size of a single

binary bit.

9 . The method of claim 7 further comprising:

sending the first set of flow entries to the managed forwarding element,



wherein the first set of flow entries is further for configuring the managed

forwarding element to attach different version information to the packet that the set of

managed forwarding elements as a first-hop forwarding element receives and forwards,

wherein after receiving the second set of flow entries, the set of managed

forwarding elements uses the different version information to choose the second set of

configuration data over the fourth set of configuration data to use to forward the packet that

the set of managed switching elements receives as non-first-hop forwarding elements.

10. The method of claim 7 further comprising configuring the managed

forwarding elements to remove the third set of configuration data after a certain period of

time elapses after receiving the first set of configuration data.

11. The method of claim 7 further comprising sending a command to the managed

forwarding elements to remove the third set of configuration data after receiving the first set

of configuration data.

12. The method of claim 6, wherein the managed forwarding element operates in a

host, wherein the source end machine operates within the same host.

13. The method of claim 6, wherein the second set of configuration data is further

for configuring a particular managed forwarding element of the set of managed forwarding

elements as a last-hop forwarding element for sending a packet, which the particular

forwarding element receives as a non-first-hop forwarding element, to the destination end

machine directly.

14. The method of claim 13, wherein the particular managed forwarding element

operates in a host, wherein the destination end machine operates within the same host.

15. For a controller for managing a network comprising managed forwarding

elements that forward data in the network, a method for configuring a set of managed

forwarding elements, the method comprising:

generating (i) a first set of flow entries for configuring the set of managed

forwarding elements as first-hop forwarding elements that forward data received directly

from a set of end machines and (ii) a second set of flow entries for configuring the set of

managed forwarding elements as non-first-hop forwarding elements that forward data not

received from the set of end machines; and

sending the second set of flow entries to the set of managed forwarding

elements prior to sending the first set of flow entries to the set of managed forwarding

elements.

16. The method of claim 15 further comprising:



before sending the second set of flow entries:

generating a third set of flow entries for (i) configuring the set of

managed forwarding elements as first-hop forwarding elements and (ii) configuring the set of

managed forwarding elements to attach version information to data that the set of managed

forwarding elements as first-hop forwarding elements receives and forwards;

generating a fourth set of flow entries for configuring the set of

managed forwarding elements as non-first-hop forwarding elements;

sending the third and fourth sets of flow entries to the set of managed

forwarding elements,

wherein after receiving the second set of flow entries from the controller, the

set of managed forwarding elements uses the version information to choose the fourth set of

flow entries over the second set of flow entries to use to forward the data that the set of

managed switching elements receives as non-first-hop forwarding elements

17. The method of claim 16, wherein the version information has a size of a single

binary bit.

18. The method of claim 16 further comprising:

sending the first set of flow entries to the set of managed forwarding elements,

wherein the first set of flow entries is further for configuring the set of

managed forwarding elements to attach different version information to the data that the set

of managed forwarding elements as first-hop forwarding elements receives and forwards,

wherein after receiving the second set of flow entries, the set of managed

forwarding elements uses the different version information to choose the second set of flow

entries over the fourth set of flow entries to use to forward the data that the set of managed

switching elements receives as non-first-hop forwarding elements.

19. The method of claim 16 further comprising configuring the set of managed

forwarding elements to remove the third and fourth sets of flow entries after a certain period

of time elapses after receiving the first set of flow entries.

20. The method of claim 16 further comprising sending a command to the set of

managed forwarding elements to remove the third and fourth sets of flow entries after

receiving the first set of flow entries.

2 1. For a managed forwarding element for forwarding data in a network, a method

for forwarding data comprising:

forwarding data based on old forwarding state information that defines

forwarding behaviors of the managed forwarding element, the old forwarding state



information received through a plurality of communication channels established between the

managed forwarding element and a controller that sends forwarding state information to the

managed forwarding element;

receiving new forwarding state information from the controller through the

communication channel established with the controller, the new forwarding state information

for modifying the forwarding behaviors of the managed forwarding element, the new

forwarding state received as sets of transactional input flow entries through the

communication channels, one set of transactional input flow entries received through a

particular channel, the other sets of transactional input flow entries received through other

channels of the plurality of channels; and

using the new forwarding state information to forward data only after

completely receiving the set of transactional input flow entries through the particular channel.

22. The method of claim 21, wherein each set of transactional input flow entries

comprises an indicator that indicates that, when received by the managed forwarding

elements, all of the transactional input flow entries of the set of the transactional input flow

entries have been received at the managed forwarding elements.

23. The method of claim 21, wherein the managed forwarding element operates in

a host, the method further comprising:

receiving data from the network, the data originating from a source machine

that is connected to the network; and

forwarding data to an end machine that is operating in the same host.

24. The method of claim 21, wherein the managed forwarding element operates in

a host, the method further comprising:

receiving data from an end machine that is operating in the same host; and

forwarding data to the network towards a destination of the data that is

connected to the network.

25. For a first network controller that pushes flow entries to a managed

forwarding element in order to configure the managed forwarding element to forward data in

a network, the method for pushing flow entries comprising:

receiving a set of flow entries from a second controller that generates flow

entries;

processing the received set of flow entries;

based on certain criteria, determining whether the set of flow entries should be

pushed to the managed forwarding element immediately;



when it is determined that the set of flow entries should be pushed to the

managed forwarding element immediately, pushing each flow entry of the set of flow entries

to the managed forwarding element as soon as the flow entry is processed; and

when it is determined that the set of flow entries do not have to be pushed to

the managed forwarding element immediately, pushing the set of flow entries to the managed

forwarding element only after processing all of the flow entries of the set of flow entries.

26. The method of claim 25 further comprising:

when it is determined the set of flow entries should be pushed to the managed

forwarding element immediately, receiving flow entries computed by the managed

forwarding element in response to receiving the flow entries that the managed forwarding

element receives from the first network controller; and

generating a set of flow entries from the set of flow entries computed by the

managed forwarding element in order to send the generated flow entries to the managed

forwarding element.

27. The method of claim 25, wherein the set of flow entries comprises an indicator

that indicates that, when received by the managed forwarding element, all of the flow entries

of the set of flow entries have been received by the managed forwarding element.
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