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Systems and Methods for Synchronizing Communication
Networks

Cross Reference to Related Applications

This application claims priority from U.S. Provisional Application No.

60/840,417, filed August 25, 2006, the disclosures of which are incorporated herein

by reference in their entirety.

Government Contract

The U.S. Government has a paid-up license in this invention and the right in

limited circumstances to require the patent owner to license others on reasonable

terms as provided for by the terms of Contract No. DAAD 19-01-2-001 1 awarded by

U.S. Army Research Laboratory (ARL).

Field of Invention

The present invention generally relates to systems and methods for

synchronizing devices or nodes in communication networks, particularly slotted ad-

hoc communication networks such as wireless sensor networks.

Background

Wireless sensor networks (WSN) are widely used in a number of military

and civilian applications including battlefield surveillance, environment/habitat

monitoring, healthcare applications, home automation and traffic control. These

WSNs are typically ad-hoc networks that include spatially distributed devices or

nodes having transceivers and sensors to cooperatively monitor physical or

environmental conditions and to communicate relevant information. The nodes are

typically powered by an on-board battery supply so that they may be deployed in

isolated locations and operate autonomously. To conserve battery energy and

thereby permit long-term use, the nodes are typically duty-cycled whereby each

node is turned on or off during selected time slots.



In ad-hoc communication networks including WSNs, each node may be

willing to forward information from one node to a neighboring node thereby

establishing one or more communication channels through the network. However,

due to signal propagation delay between nodes and drifting clocks within each node,

the time slots in neighboring nodes and across the network are not synchronized.

This poses a communication problem because, when one node transmits

information, another node that would otherwise be required to be turned on to

receive the information might be off and unable to receive information or only

receive portions of information.

Current techniques to solve this problem focus on synchronizing time clocks

in each of the nodes in the network to a single global time. Most of these techniques

involve an elaborate process of exchanging a series of messages between nodes that

contain time stamped information generated in higher layers of the network protocol

stack. A dominant source of error in such techniques is the variability between

nodes in the time spent by the time-stamped messages in these higher layers.

Furthermore, these techniques are energy inefficient in that they require numerous

exchanges of timing information between nodes to synchronize their respective

clocks, as well as the additional step of aligning the boundaries of the time slots

based on the now synchronized clocks.

Accordingly there is a need for an alternative technique to synchronize nodes

in communication networks such as WSNs.

Summary of the Invention

The systems and methods described herein provide for an accurate, energy

efficient and fault tolerant synchronization scheme that synchronizes boundaries of

time slots in neighboring nodes in slotted wireless communication networks, for

example, without the nodes first synchronizing clocks. The nodes in slotted

communication networks are configured to transmit or receive data during one or

more selected time slots. Typically, these time slots are short intervals in time (e.g.,



20ms), during which a node transmits or receives packets of data. The beginning

and the end of these time slots are referred to as the boundary or boundary region of

the time slots hi certain embodiments, during certain ones of these time slots, one

or more nodes transmit a synchronization message that is received by one or more

neighboring nodes. The neighboring nodes adjust the boundary of their time slots

based on the time of receipt of the synchronization message, thereby synchronizing

the neighboring nodes to the transmitting one or more nodes.

According to one aspect, the invention relates to a method for synchronizing

a communication network. The method includes providing a slotted communication

network, such as a mobile ad-hoc network, a wireless sensor network or a wireless

mesh network, which includes at least a first node and a second node. The first node

is configured to operate at least during a first time slot, and the second node is

configured to operate at least during a second time slot, which corresponds to the

first time slot. In certain embodiments, the first node and/or the second nodes are

configured to operate during a plurality of time slots according to pre-determined

schedule and/or a dynamically determined schedule.

The method further includes transmitting, from the first node, a message

during the first time slot and receiving the message at the second node at a first

receipt time during the second time slot. The message may include network

topology information and/or a heartbeat signal. The method includes the step of

aligning a boundary portion of the second time slot with the first receipt time,

thereby synchronizing the second time slot with the first time slot.

The step of aligning the boundary portion of the second time slot may

include shifting a start time or an end time of the second time slot based on the first

receipt time. In certain embodiments, the boundary portion includes a guard time,

and the second time slot includes a data time period in between two guard time

periods during which data packets may be transmitted and/or received. In such

embodiments, aligning the boundary portion of the second time slot includes

aligning an edge of the guard time period of the second time slot with the first



receipt time. The message may be transmitted from the first node, during or at the

beginning of a boundary portion of the first time slot.

Additionally and optionally, the method may include repeating the steps of

transmitting the message, receiving the message and, aligning a time slot after a re-

sync time period has elapsed. At least one of the first time slot and second time slot

may include a guard time period having a length based at least in part on the re-sync

time period.

In certain embodiments, the slotted communication network further includes

a third node configured to operate during a third time slot. In such embodiments, the

method may include the steps of transmitting, from the second node, a second

message during the second time slot, receiving the second message at the third node,

at a second receipt time during the third time slot, and aligning a boundary portion

of the third time slot with the second receipt time, thereby synchronizing the third

time slot with the second time slot.

According to another aspect, the invention relates to a node in a slotted-

communication network. The node includes a receiver and a processor. The

receiver is configured to receive a message, such as a heartbeat signal, at a receipt

time during a first time slot. The message would have been transmitted by a

transmitting node. The processor may be configured for aligning a boundary portion

of the first time slot with the receipt time. In certain embodiments, the processor

aligns the boundary portion of the first time slot with the receipt time without

synchronizing the clock of the node with the clock of the transmitting node. The

node may further include a transmitter for transmitting a message during a second

time slot based on which a second node synchronizes at least one time slot to at least

one time slot of the node.

In certain embodiments, the processor aligns the boundary portion of the first

time slot by shifting a start time or an end time of the first time slot based on the

receipt time. In certain embodiments, the boundary portion includes a guard time,



and the first time slot includes a data time period in between two guard time periods

during which data packets may be transmitted and/or received. In such

embodiments, the processor aligns the boundary portion of the first time slot by

aligning an edge of the guard time period of the first time slot with the receipt time.

The message may be transmitted from the first node, during or at the beginning of a

boundary portion of the first time slot.

Additionally and optionally, after a re-sync time period has elapsed, the

receiver may receive a second message and the processor aligns a second time slot

to the receipt time of the second message. The first time slot may include a guard

time period having a length based at least in part on the re-sync time period.

According to another aspect, the invention relates to a method for

synchronizing a communication network. The method includes providing a network

topology for a communication network including a plurality of nodes, and selecting

a root node from the plurality of nodes in the network. The method further include

transmitting from a first node a first message, and aligning a slot boundary of a

second node, neighboring the first node along the network topology, based on the

receipt time of the first message. In certain embodiments, the method includes

transmitting from the second node a second message, and aligning a slot boundary

of a third node, neighboring the second node along the network topology, based on

the receipt time of the second message.

In still another aspect, the invention relates to a method for synchronizing

communication schedules of nodes in a communication network having a plurality

of nodes. The method includes transmitting a plurality of messages from the

plurality of nodes, receiving at a first node, the plurality of messages, calculating a

statistic based, at least in part, on a time of reception of each of the plurality of

messages, and synchronizing the first node based on the statistic. In certain

embodiments, the statistic is calculated based on a set of slot deltas between

neighboring nodes. The slot deltas may represent differences between start times of

slots of the first node and start times of slots of the plurality of nodes.



Brief Description of the Drawings

The following figures depict certain illustrative embodiments of the

invention in which like reference numerals refer to like elements. These depicted

embodiments may not be drawn to scale and are to be understood as illustrative of

the invention and not as limiting in any way.

Figure 1 depicts an exemplary slotted ad-hoc communication network.

Figure 2 depicts a pair of nodes communicating in the communication

network of Figure 1, according to an illustrative embodiment of the invention.

Figure 3 depicts the misalignment of slots in a pair of nodes in a network.

Figure 4 depicts an exemplary pair of nodes of the communication network

of Figure 1.

Figure 5A depicts the synchronization of the pair of nodes, according to an

illustrative embodiment of the invention.

Figure 5B is a flow diagram depicting a process for synchronizing of the pair

of nodes of Figure 2, according to an illustrative embodiment of the invention.

Figure 6A depicts the synchronization of the network of Figure 1, according

to an illustrative embodiment of the invention.

Figure 6B is a flow diagram depicting a process for synchronizing the

network of Figure 2, according to an illustrative embodiment of the invention.

Figure 7 depicts an exemplary slotted ad-hoc communication network.



Figures 8A and 8B depict node-based processes for synchronizing a network,

according to an illustrative embodiment of the invention.

Figure 8C depicts a filter-based process for synchronizing a network,

according to an illustrative embodiment of the invention.

Figure 9 depicts the synchronization of slots provisioned with exemplary

guard times.

Figure 10 is a flow diagram depicting the synchronization and re-

synchronization of nodes in a network, according to an illustrative embodiment of

the invention.

Detailed Description of Certain Illustrated Embodiments

To provide an overall understanding of the invention, certain illustrative

embodiments will now be described, including the network synchronization scheme

and constituent components thereof. However, it will be understood by one of

ordinary skill in the art that the methods and systems described herein may be

adapted and modified as is appropriate for the application being addressed and that

the systems and methods described herein may be employed in other suitable

applications, and that such other additions and modifications will not depart from the

scope hereof.

As will be seen from the following description, in one aspect, the invention

relates to systems and methods for synchronizing a communication network,

particularly a slotted communication network, having a plurality of nodes. In slotted

communication networks, the nodes are configured to transmit or receive data

during one or more selected time slots. During these selected time slots, each node

may transmit a synchronization message that is received by a neighboring node.

The neighboring node adjusts its time slot boundary based on the time of receipt of



the synchronization message, thereby synchronizing each node with a neighboring

node.

Figure 1 depicts an exemplary communication network 100 having devices

or nodes 102a-102e (generally, "nodes 102") that are illustrated as being spatially

separated from each other. Each node may be capable of communicating with one

or more other nodes in the network 100 along any direction. In typical ad-hoc

communication networks, a node 102 communicates with other neighboring nodes

102 in the network, i.e., nodes located within its communication range. For

example, node 102c may be able to communicate with either one of neighboring

nodes 102b or 102d. Nodes 102 may also be able to communicate with more distant

nodes (i.e., those nodes that are out of communication range) through a hopping

process whereby one node 102 communicates with a neighboring node 102, which

in turn communicates with another node 102 that is more distant. Such a hopping

process, common to ad-hoc communication networks, facilitates communication

across vast distances whereby nodes transmit or receive data packets from distant

nodes by hopping through one or more intermediate nodes. For example, node 102b

looking to transmit a data packet to node 102e, first transmits the message to node

102c. Node 102c then transmits the received data to node 102d, and node 102d

finally transmits the data to the destination node 102e. In certain communication

networks (such as mobile sensor networks), the nodes 102 may be able to move

from one location to another and thereby communicate with other nodes 102 in the

network that were previously distant nodes. For example, node 102c may move

closer to node 102a and be able to directly communicate with node 102a.

The nodes 102a-102e may include sensors in a wireless sensor network

whereby the sensors are capable of measuring at least one of heat, pressure, sound,

light, electro-magnetic field and vibration. The nodes 102a-102e may also include

computer components for processing the sensor data and for communicating the

sensor data to other nodes in the network 100. The computer components may be

used for managing the operation of a node, and transmission and/or reception of data

packets to and from a node.



As noted earlier, nodes 102 in a stationary or mobile slotted communication

network 100 are configured to operate during one or more selected time slots during

which a node transmits or receives packets of data. Different nodes 102 may be

scheduled to operate during different such time slots to allow for a communication

across a network.

Figure 2 depicts an exemplary time slot scheduling scheme 200 that allows

communication between nodes through a network 100. In particular, Figure 2 shows

time slot schedules 202a, 202b and 202c for nodes 102a, 102b and 102c,

respectively. The time slot schedules 202a, 202b and 202c identify when the nodes

102a, 102b and 102c are powered-on and when they transmit and/or receive data.

Schedule 202a includes adjacent time slots 204a, 206a, 208a and 210a. Similarly,

schedules 202b and 202c include a corresponding set of time slots. In such

protocols, the time slots may be allocated in a periodic fashion such that they repeat

after certain intervals of time. The time slots may be of fixed or variable length

depending on the nature of the application. In certain embodiments, each of the time

slots are about 20ms long. Time slots can be longer or shorter than 20ms, without

departing from the scope of the invention. One class of protocols often used for

scheduling in an ad-hoc networking environment is a Time Division Multiple

Access (TDMA) Multiplexing MAC layer protocol. In practice, a communication

device using a periodic TDMA communications protocol remains in one of two

states, transmit or receive. In order to remain in either state, the communication

device supplies power to a transceiver.

As shown in Figure 2, the node 102a is "on," i.e., its transceiver is

operational, during time slot 204a. The data packet that is transmitted from node

102a during time slot 204a is received at node 102b during the time slot 204b. The

node 102b is configured to transmit the same or another data packet during the next

time slot 206b. The data packet transmitted from node 102b is received at node

102c during the time slot 206c. As shown in Figure 2, the boundaries of slots in

neighboring nodes are aligned with each other, i.e., for example, the beginning of

slot 204a is scheduled for the same time as the beginning of slot 204b. However, in



practicality, in most slotted communication networks, the time slots of

communicating nodes are misaligned. Such a misalignment of time slots can occur

due to various factors including factors that are internal to the node (e.g., clock

drifts), and factors that are external to the node (e.g., distance between nodes and

propagation delays).

Figure 3 depicts the misalignment of slots in a pair of nodes 102a and 102b

in the network 100 of Figure 1. In particular, Figure 3 shows a scheduling scheme

300 including a pair of nodes 302a and 302b that are duty-cycled such that their

transceivers are either "on" or "off during one or more time slots. Each time slot is

of duration 312. In the illustrative scheduling scheme 300 the time slot schedule

controlling the operation of node 102a requires the transceiver of node 102a to be

powered "on" at least during time slots 306a and 310a and powered "off at least

during time slots 304a and 308a. The node is capable of transmitting and/or

receiving data during a time slot that its transceiver is in the "on" state. Similarly,

the time slot schedule controlling the operation of node 102b requires the transceiver

of the node to be powered "on" at least during time slots 306b and 310b and

powered "off at least during time slots 304b and 308b.

The nodes 102a and 102b are misaligned such that the time slots are offset

by a time period 318. The offset time period 318 causes a portion of the "off slot

304b to overlap with a portion of the "on" slot 306a. During operation, a portion of

a message 316 transmitted during time slot 306a is not received by the node 102b

because it was "off when the message portion 316 arrived. Tn many slotted

communication protocols, the initial portion of a communication in a time slot is

critical for a recipient to receive in order to receive the remainder of the

communication. For example, the initial portions often include signaling data to

inform the receiving node that additional data is forthcoming directed to that node.

At the radio layer, the initial portions of a commuication include waveforms used for

phase alignment. Thus, even though node 102b is "on" when message portion 320

arrives, node 102b may not receive it.



To reliably communicate data, the nodes 102a and 102b have to be

synchronized such that a message transmitted in a time slot by node 102a arrives in

its entirety while node 102b is "on". This means that the beginning and end portions

of the message that are transmitted at the beginning and end, respectively, of a time

slot in node 102b have to be received during an "on" time slot in node 102b. If the

time slots in node 102b are not aligned with the time slots in node 102a, then

portions of the data packet may be received by node 102b in an adjacent time slot

during which the node 102b may be "off" and unable to receive these portions of the

transmitted data. To allow for reliable communication between nodes in the

network, one or more nodes may include circuitry, and/or software as shown in

Figure 4, to synchronize (e.g., modifying time slot schedules in response to received

data) it with another one of the nodes in the network.

Figure 4 is a block diagram of nodes 102a and 102b. Nodes 102a and 102b

include transceivers 404a and 404b ("transceiver 404"), respectively, that are

connected to antennas 406a and 406b ("antenna 406"). The nodes 102a and 102b

communicate with each other wirelessly; however, it can be understood that the

nodes 102a and 102b can communicate in a wired network, without departing from

the scope of the invention. The nodes 102a and 102b further include clocks 402a

and 402b ("clock 402") for maintaining time. The clocks 402a and 402b are

connected to processors 410a and 410b ("processor 410"). The processors 410a and

410b are connected to memory components 412a and 412b ("memory 412"). Nodes

102a and 102b may be part of a wireless sensor network. If so, the nodes 102a and

102b include one or more sensor components 414a and 414b ("sensors 414").

In a node 102, the processor 410 establishes a time slot schedule for the

node. The schedule indicates which time slots in the node 102a should be "on," and

in which of these "on" time slots, the node can transmit data. The processor 410

measures time with the aid of the clock 402.

A node 102a communicates with another node 102b when the transceivers of

both the nodes 102a and 102b are in a "on" or "powered" state. For reliable and



complete communication, the time slots during which each of the nodes 102a and

102b are "on," are synchronized, whereby each time slot begins and ends at

substantially the same time. However, during normal operation, the time slots

between neighboring nodes become misaligned and, consequently, unsynchronized.

Thus, from time to time the nodes need to resynchronize.

Figures 5A and 5B depict the synchronization of node 102b to node 102a of

Figures 1-4, according to an illustrative embodiment of the invention. In particular,

as depicted in Figure 5A, node 102a includes a time slot schedule 501a having

assigned time slots 502a, 504a, 506a and 508a. Similarly, node 102b includes a time

slot schedule 501b having a slotted configuration with time slots 502b, 504b, 506b

and 508b. Typically, the time slot schedules are calculated by the processor 410

(Figure 4) and the state of the node 102a and 102b are stored in memory 412 (Figure

4). During synchronization, the node 102a transmits a message 512 beginning at the

slot boundary 514a of a time slot 502a (step 532, Figure 5B). In certain

embodiments, the processor 410a generates the message and sends it to the

transceiver 404a, which in turn, transmits the message 512 during the appropriate

time interval. The message 512 may include, among other things, a message

identified as a synchronization message. The message 512 may exclusively consist

of such a synchronization message. The message 512 may also be heartbeat signal.

Alternatively, a receiving node may use any received message as a basis for

resynchronization. The node 102b receives the message 512 after a certain delay

(typically due to propagation of the signal through the wireless channel) at a receipt

time 510 (step 534, Figure 5B). As noted above due to factors such as clock drifts

and propagation delay, the receipt time may not coincide with the slot boundary

514b of time slot 502b in node 102b.

In certain embodiments (not illustrated in Figure 5A), the transmitted

message occupies substantially the entire length of the time slot 502. In such

embodiments, if the receipt time 510 does not coincide with the slot boundary 514b

of time slot 502b, certain portions of the message may be received in time slot 504b.

However, the node 102b may be duty-cycled such that the time slot 504b is assigned



as an "off state whereby the node 102b is non operational during the time slot 504b.

In such cases, any portion or the entirety of the message received during time slot

504b may not be reliably received. To prevent such occurrences, upon receiving the

message 512 at the receipt time 510, the node 102b adjusts its time slot schedule

501b to move the slot boundary 514b to substantially coincide with the receipt time

510, resulting in a new time slot schedule 501c (step 536, Figure 5B).

In certain embodiments, the message 512 includes a data packet configured

to be transmitted in a slotted communication network. The message 512 may

include particular information relating to a node's location in the network, a node's

relationship with one or more other nodes, one or more timestamps and any other

flags or information relevant towards synchronization. In certain embodiments, the

message 512 includes data that may not be related to synchronization. In such

embodiments, the message 512 may still be used for synchronization because the

receipt time of the message 512 in a node may be sufficient to align slot boundaries.

In other embodiments, the synchronization message 512 includes a heartbeat signal.

In still other embodiments, synchronization messages 512 may be embedded in

other communication messages.

In certain embodiments, the above described method 530 used to

synchronize communication pair 104 of nodes 102a and 102b, is applied repeatedly

across each of the nodes 102a-102e in the network 100 to synchronize the entire

network. Figures 6A and 6B depict the synchronization of the network 100 of

Figure 1, according to an illustrative embodiment of the invention.

Figures 6A and 6B depict the synchronization of the network 100 of Figure

1, according to an illustrative embodiment of the invention. As shown in Figure 6A,

nodes 102a and 102b are configured with time slot schedules having corresponding

time slots 602a, 604a, 606a, and 608a and time slots 602b, 604b, 606b, and 608b,

respectively. Time slot 602a corresponds to time slot 602b, time slot 604a

corresponds to time slot 604b, and so forth. Nodes 102c-102e are also configured

with timing protocols having time slots that correspond to the time slots of nodes



102a and 102b, for example, time slots 604c, 606c and 608c; 606d and 608d; and

time slots 608e and 61Oe, respectively. However, as noted earlier, due to various

internal as well as external factors, the time slots in each of the nodes 102a-102e

may become misaligned with respect to each other. As illustrated in the Figure, a

first time slot, for example, time slot 602a of node 102a, may have become

misaligned such that it begins after a second corresponding time slot, for example,

602b. In other cases, a first time slot, for example, time slot 604b, may begin before

the start time of a corresponding second time slot 604c. To correct such a

misalignment, the network 100 is synchronized such that each node 102a-102e is

synchronized to its neighbor from which the node receives messages.

Referring to Figure 6B, the synchronization process 630 begins with

selecting a starting node (step 63 1) or root node from which to begin transmitting

the synchronization message. In the illustrated embodiment of network 100, node

102a is selected as the starting root node since node 102a is not shown as having a

neighbor from which it receives data (step 631). The node 102a transmits a

synchronization message 612a to node 102b during time slot 602 (step 632). The

node 102b receives message 6 12a at a time within the time slot 602b. Node 102b re

aligns the boundary of its slot 602b to the receipt time of the message from node

102a (step 634). Node 102b transmits a synchronization message 612b to node 102c

during time slot 604b, and node 102c re-aligns the boundary of its slot 604c to the

receipt time of the message from node 102b. In certain embodiments, the processor

410 in each node determines if it is the last node in the network 100 to be

synchronized (step 636). If not, then the processor 410 instructs the node to transmit

a synchronization message during the next time slot. In certain embodiments,

synchronization of the network 100 is complete when each of the nodes 102a-102e

are synchronized to their neighbor (step 638). In such embodiments, node 102b is

synchronized with node 102a, node 102c is synchronized with node 102b, node

102d is synchronized with node 102c, and node 102e is synchronized with node

102d.



As noted earlier with reference to Figures 1-6B, network 100 includes nodes

102a-102e that are spatially arranged such that they are each within the range of one

or two other nodes. Therefore, depending on the direction of communication, each

node typically communicates with one other node in the network 100. The nodes in

network 100 may communicate and/or be synchronized in any direction as desired

without departing from the scope of the invention. However, in certain network

topologies, the nodes may be spatially arranged such that each node is within the

range of more than two nodes and therefore capable of communicating with more

than one node in the network. Figures 7-8C depict such networks and processes for

synchronizing them.

In particular, Figure 7 depicts an exemplary slotted ad-hoc communication

network 700 having a plurality of nodes 702. As shown, each node 702 in network

700 is connected to each other either through arrows or lines. The arrows indicate

possible direction of synchronization from one node 702 to another node 702. The

arrows are merely for illustrative purposes and do not limit the scope of the

invention. The nodes in network 700 may communicate and/or be synchronized in

any direction and along any path as desired without departing from the scope of the

invention. The straight lines connecting certain nodes indicate that those nodes 702

are within communication range of each other; however, they may not be configured

to communicate with each other. In certain embodiments, synchronization messages

are sent along the arrows from one node 702 to another until each node is

synchronized to its neighbor. These synchronization messages typically originate

from a starting node or root node 704 and propagate along a selected path through

the network to reach each of the nodes. In certain embodiments, the synchronization

messages originate from one or more nodes in network 700.

To achieve network-wide 700 synchronization in an efficient and accurate

manner, these synchronization messages are transmitted along a communication

path that is deemed to be optimal. In certain embodiments, for a given node, the

optimal path is the shortest path to the root or starting node. In other embodiments,

the optimal path is selected as desired based on the application. In certain



embodiments, based on the selection of the root or starting node, one path might

allow for faster synchronization of the network than another path. In such networks

700, the selection of a root node, calculation of optimal paths or network topology,

and the contents of synchronizing messages may play a role in the performance of

the synchronization of the network 700. Figures 8A-8C depict processes for

synchronizing networks such as network 700.

Figures 8A and 8B depicts processes for synchronizing a network, according

to an illustrative embodiment of the invention. The process 800 of Figure 8A begins

with determining a suitable synchronization network topology (step 802, Figure 8A).

A network topology typically describes the interconnectivity of the various nodes in

the network. In certain embodiments, to determine such a topology, the plurality of

nodes and their interconnectivity in a network can be modeled as a graph in

mathematics having several statistical properties. Using certain statistical properties

of these mathematical graphs, one or more interconnections can be identified,

thereby providing a network topology that describes the interconnection of nodes in

the network. In certain embodiments, the synchronization network topology

includes a Minimum Hop Level Spanning Tree or its approximation. In certain

embodiments, the synchronization network topology includes a Breadth-First Search

(BFS) Spanning Tree.

In certain embodiments, a synchronization network topology is determined

by each node from the information gathered from other nodes in the network. Each

of the nodes sends out periodic heartbeats to neighbors by means of a broadcast.

Each heartbeat broadcast contains information about the node, its neighbors and the

node's relationship with the neighbors. Each of the nodes adjusts its location in the

synchronization network topology based on the received heartbeat broadcasts.

Once the synchronization network topology is established whereby each

node is connected to a neighbor along a selected path, a node 704 is elected as a root

node or starting node (step 804, Figure 8A). In certain embodiments, the step of

electing a root node is performed simultaneously with the determination of a suitable



network topology. The root node transmits and/or broadcasts a synchronization

message (step 806) that is used to synchronize the neighboring nodes. With the aid

of these neighboring nodes, one or more synchronization messages are propagated

from the root node along the synchronization network topology to each of the other

nodes in the network.

In certain embodiments, the calculation of a synchronization network

topology may be avoided by driving the synchronization process from the root node

as depicted in Figure 8B. In particular, the process 820 depicted in Figure 8B begins

with electing a node in the network as a starting node or root node (step 822). The

root node broadcasts a message through a periodic heartbeat that contains a

sequence number (step 824). The root node increments the sequence number before

sending out the next heartbeat. Each node receiving the message, either directly or

indirectly, from the root node keeps track of the largest sequence number received

so far. Each node adjusts its slot boundary to the receipt time of the first message

having a particular sequence number (step 828), thereby synchronizing the network.

Each node may then broadcast another message that includes the largest sequence

number received so far in its periodic heartbeat message.

As discussed thus far, a node is synchronized with a neighboring node by

aligning its slot boundary based on the receipt time of a synchronization message

from the neighboring node. In certain embodiments, instead of associating the slot

boundary of a node to a particular neighboring node or the closest neighboring node,

the slot boundary can be associated with a plurality of neighboring nodes.

Figure 8C depicts a process 830 for synchronizing a network, according to an

illustrative embodiment of the invention. The process 830 begins when the nodes in

the network broadcast a message and/or a heartbeat signal (step 832). Each node

may, therefore, receive a plurality of messages or heartbeat signals from a plurality

of neighboring nodes (step 834). The node measures the time difference between its

slot boundary and the receipt times of each of the plurality of messages or heartbeat

signals (step 836). In certain embodiments, the node measures the time difference



between its slot boundary and the slot boundaries of each its neighboring nodes,

referred to as slot deltas. The node calculates one or more statistics from these slot

deltas including at least one of mean, median, mode, maximum, and minimum (step

838). To synchronize the network, the node adjusts its slot boundary based, at least

in part, on the calculated statistics (step 840). As an example, the node adjusts its

slot boundary by the mean of the slot-deltas.

In certain embodiments, the nodes in a network are re-synchronized when

the misalignment between communicating nodes are greater than certain thresholds.

If such thresholds are not crossed within a pre-determined waiting period, the nodes

in the network may be re-synchronized after the expiration of the waiting time

period. In certain embodiments, nodes in a network are re-synchronized after

periodic intervals of time. In still other embodiments, the nodes in a network are re-

synchronized as desired depending on the application. Depending on the direction

of communication, the transmitting node may periodically send synchronization

messages to synchronize one or more nodes in the network.

To ensure reliable communication of data between two or more nodes, even

if there are misalignments between re-synchronizations, the slots may be

provisioned with guard times. These guard times arc portions, typically at the

beginning and at the end of each slot, during which data is not transmitted. Guard

times are typically calculated based on the parameters described with reference to

Figure 3.

In certain embodiments, guard times are useful for communication in a

direction that is opposite to that of synchronization. As described earlier, a node is

synchronized with a neighbor when the slot boundary of the node is shifted in time

to match the receipt time of a message transmitted from the neighbor. However, in

certain embodiments, the node may need to transmit data back to the neighboring

node. This might be made difficult due to the shifting of the slot boundary of the

node. Figure 9 depicts the provisioning of guard times to ease such a reverse

transmission of data in a network.



Figure 9 depicts the synchronization 900 of slots provisioned with guard

times. Node 902a has a time slot schedule in which a slot 904a is provisioned with a

beginning guard time 908a and an end guard time 910a. Similarly, slot 906a is

provisioned with a beginning guard time 912a and an end guard time 914a. Also,

node 902b has a timing protocol in which slots 904b and 906b are provisioned with

guard times 908b, 910b, 912b and 914b. During operation, node 902a sends a

message 916 during slot 904a and after the end of the guard time 908a. On

receiving the message 916, the node 902b, aligns its slot boundary such that the end

of the guard time 908b is shifted to the receipt time of the message 916 at the node

902b.

In certain embodiments, the node 902b transmits a message 9 18 during slot

906b back to node 902a. Since the slots in node 902b are shifted from the previous

synchronization, a portion of the message sent near the end of the slot 906b is

received by node 902a during guard time 914a. In certain embodiments, node 902a

is capable of receiving messages during the guard times and therefore the message

can be reliably communicated. The guard times provide a buffer which is capable of

tolerating misalignments in the slots in the period between re-synchronizations. The

processes 900, 920 and 930 described with reference to Figures 8A-8C may be used

to re-synchronize a network either periodically or at selected times.

In certain embodiments, as illustrated in Figure 10, the processes 800, 820

and 830 may be used in combination for at least one of initial synchronization and

re-synchronization. Figure 10 is a flow diagram depicting a process 1000 for

synchronizing and re-synchronizing nodes in a network, according to an illustrative

embodiment of the invention. The process 1000 begins with initializing a network

to an asynchronous listening mode (step 1002) whereby each of the nodes in the

network are turned "on" and kept at low power so that they may be able to listen to

synchronization messages or heartbeat signals. During initial synchronization, the

processes 800 and 820 described with reference to Figures 8A and 8B are applied to

synchronize the network (step 1004). Once the network is initialized and



synchronized, the nodes are transitioned into a duty-cycling mode whereby the

nodes are either "on" or "off during selected time slots (step 1006). During the

duty-cycling mode the nodes are re-synchronized using the process 830 described

with reference to Figure 8C (step 1008).

The processes described herein may be carried out by software, firmware, or

microcode or computing device of any type. Additionally, software implementing

the processes may comprise computer executable instructions in any form (e.g.,

source code, object code, interpreted code, etc.) stored in any computer-readable

medium (e.g., ROM, RAM, magnetic media, punched tape or card, compact disc

(CD) in any form, DVD, etc.). Furthermore, such software may also be in the form

of a computer data signal embodied in a carrier wave, such as that found within the

well-known Web pages transferred among devices connected to the Internet.

Accordingly, the present invention is not limited to any particular platform, unless

specifically stated otherwise in the present disclosure.

The processor 410 may include a single microprocessor or a plurality of

microprocessors for configuring the node as a multi-processor system. The

processor may be a shared purpose processor, a DSP, an ASIC or other special

purpose processor. The memory 412 may include a main memory and a read only

memory. The memory 412 may also include a mass storage device having, for

example, various disk drives, tape drives, etc. The memory 412 may further include

dynamic random access memory (DRAM) and high-speed cache memory. In

operation, the main memory 412 stores at least portions of instructions and data for

execution by the processor 410 to carry out the functions described herein.

As noted above, the order in which the steps of the present method are

performed is purely illustrative in nature. In fact, the steps can be performed in any

order or in parallel, unless otherwise indicated by the present disclosure. The

invention may be embodied in other specific forms without departing from the spirit

or essential characteristics thereof. The forgoing embodiments are each therefore to

be considered in all respects illustrative, rather than limiting of the invention.



Claims

1. A method for synchronizing a communication network, comprising:

providing a slotted communication network, including

a first node configured to operate at least during a first time slot, and

a second node configured to operate at least during a second time

slot, wherein the second time slot corresponds to the first time slot;

transmitting, from the first node, a message during the first time slot;

receiving, at the second node, the message, at a first receipt time during the

second time slot; and

aligning a boundary portion of the second time slot with the first receipt

time, thereby synchronizing the second time slot with the first time slot.

2. The method of claim 1, wherein aligning a boundary portion of the second time

slot includes shifting a start time or an end time of the second time slot based on the

first receipt time.

3. The method of claim 1, wherein the boundary portion comprises a guard time

period.

4. The method of claim 3, wherein aligning a boundary portion includes aligning an

edge of the guard time period of the second time slot with the first receipt time.

5. The method of claim 4, wherein the second time slot includes a data time period

in between two guard time periods.

6. The method of claim 1, wherein the message is transmitted during or at the

beginning of a boundary portion of the first time slot.



7. The method of claim 1, wherein at least one of the first node and the second node

is configured to operate during a plurality of time slots according to pre-determined

schedule.

8. The method of claim 1, wherein at least one of the first node and the second

node is configured to operate during a plurality of time slots according to

dynamically determined schedule.

9. The method of claim 1, further comprising repeating the steps of transmitting the

message, receiving the message and aligning the second time slot after a re-sync

time period has elapsed.

10. The method of claim 9, wherein at least one of the first time slot and second

time slot includes a guard time period having a length based at least in part on the re-

sync time period.

11. The method of claim 1, wherein the slotted communication network further

includes a third node configured to operate during a third time slot, the method

further comprising:

transmitting, from the second node, a second message during the second time

slot;

receiving, at the third node, the second message, at a second receipt time

during the third time slot; and

aligning a boundary portion of the third time slot with the second receipt

time, thereby synchronizing the third time slot with the second time slot.

12. The method of claim 1, wherein the slotted communication network comprises

at least one of a mobile ad-hoc network, a wireless sensor network and a wireless

mesh network.

13. The method of claim 1, wherein the message includes network topology

information.



14. The method of claim 1, wherein the message includes a heartbeat signal.

15. A node in a slotted-communication network, comprising:

a receiver configured to receive a message at a receipt time during a

first time slot, the message having been transmitted by a transmitting node, and

a processor configured for aligning a boundary portion of the

first time slot with the receipt time.

16. The node of claim 15, wherein the processor aligns the boundary portion of the

first time slot with the receipt time without synchronizing the clock of the node with

the clock of the transmitting node.

17. The node of claim 15, wherein aligning a boundary portion of the first time slot

includes shifting a start time or an end time of the first time slot based on the receipt

time.

18. The node of claim 15, wherein the boundary portion comprises a guard time

period.

19. The node of claim 18, wherein aligning a boundary portion includes aligning an

edge of the guard time period of the first time slot with the receipt time.

20. The node of claim 19, wherein the first time slot includes a data time period in

between two guard time periods.

2 1. The node of claim 15, wherein after a re-sync time period has elapsed, the

receiver receives a second message and the processor aligns a second time slot to the

receipt time of the second message.

22. The method of claim 21, wherein the first time slot includes a guard time period

having a length based at least in part on the re-sync time period.



23. The node of claim 15, wherein the node comprises a transmitter for transmitting

a message during a second time slot based on which a second node synchronizes at

least one time slot to at least one time slot of the node:

24. The node of claim 15, wherein the message includes a heartbeat signal.

25. A method for synchronizing a communication network, comprising:

providing a network topology for a communication network

including a plurality of nodes,

selecting a root node from the plurality of nodes in the network,

transmitting from a first node a first message,

aligning a slot boundary of a second node, neighboring the first node

along the network topology, based on the receipt time of the first message, and

transmitting from the second node a second message, and

aligning a slot boundary of a third node, neighboring the second node

along the network topology, based on the receipt time of the second message.

26. A method of synchronizing a communication network having a plurality of

nodes, comprising:

transmitting a plurality of messages from the plurality of nodes,

receiving at a first node, the plurality of messages,

calculating a statistic based, at least in part, on a time of reception of

each of the plurality of messages, and

synchronizing the first node based on the statistic.

27. The method of claim 26, wherein the statistic is calculated based on a set of slot

deltas between neighboring nodes.

28. The method of claim 27, wherein the slot deltas comprises differences between

start times of slots of the first node and start times of slots of the plurality of nodes.
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