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ASYNCHRONOUS INTERFACE FOR A 
NONVOLATILE MEMORY 

This is a continuation of application Ser. No. 08/253,499, 
filed Jun. 3, 1994 now U.S. Pat. No. 5,696,917. 

FIELD OF THE INVENTION 

The present invention pertains to the field of the archi 
tecture of computer Systems. More particularly, the present 
invention relates to computer Systems that use a large-block 
erasable non-volatile Semiconductor memory as main 
memory. 

BACKGROUND OF THE INVENTION 

AS modern computer programs have become increasingly 
more Sophisticated, modern personal computer Systems have 
also had to become more Sophisticated in order to accom 
modate these computer programs. Computer programs are 
made up of a larger number of code instructions than they 
once were and on average, require access to larger files of 
data that are read from, and written to, when executing the 
programs. 

Typically, the heart of a personal computer System is a 
central processing unit (CPU) that resides on a micropro 
ceSSor chip. New microprocessor chips that operate at 
increasingly high operating Speeds are constantly being 
developed in order to permit personal computers to execute 
the larger programs in a timely manner. Usually, these 
microprocessor chips are developed using CMOS 
(complementary metal-oxide Semiconductor) technology. 
The greatest amount of power consumption for CMOS chips 
occurs on the leading and trailing edges of clock pulses (i.e. 
when a clock signal transitions from a low Voltage State to 
a higher voltage State and Vice versa). 
When the operating Speed of the microprocessor is 

increased, the number of clock pulses in a particular time 
period increases thereby increasing the power consumption 
of the microprocessor during this time period. Furthermore, 
more heat is generated by the microprocessor and must be 
dissipated in order to prevent the damage of components 
within the computer System. 

Both power consumption and heat dissipation pose Seri 
ous problems when designing a personal computer System. 
This is especially true in the case of mobile computers that 
are typically powered by batteries. The more power that the 
computer consumes, the less time that the computer can 
operate off of a given sized battery. Therefore, as the 
operating Speed of the computer is increased, a designer is 
faced with Several unattractive alternatives. 

If the same sized batteries are used, then the effective 
operating time for the computer System must decrease when 
the operating Speed is increased. On the other hand, if the 
effective operating time is to remain constant then it is 
necessary to either add additional batteries, thereby increas 
ing the bulk and weight of the computer, or to use an exotic 
and therefore expensive battery technology (or both). 
The trend in mobile computerS is towards Smaller, faster, 

leSS expensive and lighter units. Thus, the need to add 
additional batteries, or more expensive batteries is a signifi 
cant disadvantage. This disadvantage is exacerbated by the 
need to add cooling fans, or to implement other cooling 
techniques, in order to dissipate the additional heat that is 
generated by the high Speed microprocessors. 

Additionally, because the microprocessors are operating 
at a higher Speed, they can execute more instructions in a 
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2 
given amount of time, and therefore can also process a 
greater amount of data during that period. Abottle neck has 
developed in computer Systems having fast microprocessors 
that can prevent the higher Speed of the microprocessor to be 
utilized effectively. This bottle neck is the bus (or buses) that 
provide instructions for the microprocessor to execute and 
the data that the microprocessor will use when executing the 
instructions. 

If the next instruction to be executed is not available when 
the microprocessor needs it, then the microprocessor must 
wait idly (i.e. insert wait cycles) while the required instruc 
tion is retrieved and provided to the microprocessor. 
Furthermore, if the next instruction to be executed requires 
data that is not immediately available to the microprocessor, 
the microprocessor must also idle until the data has been 
retrieved. During this idle time, the microprocessor clock 
continues to toggle thereby needlessly consuming power and 
generating heat that must be dissipated. 

In order to decrease the frequency with which the micro 
processor encounters these wait cycles, many modern high 
performance microprocessors have a Small internal cache, 
called a primary cache. Instructions that are likely to be 
executed and data that is likely to be needed by the executing 
instructions are Stored in the internal cache So that they may 
be accessed immediately by the CPU of the microprocessor. 

The Sequential nature of computer programs is Such that 
when a particular instruction within the program is executed, 
it is highly probable that the next instruction to be executed 
will be the instruction that follows the currently executing 
instruction. Therefore, when an instruction is to be executed, 
the cache is checked to determine whether a copy of the 
required instruction is immediately available within the 
cache. If a copy of the required instruction is Stored within 
the cache (called a cache hit), then the copy of the instruction 
can be supplied to the CPU imnmediately from the cache 
and there is no need for the CPU to wait while the instruction 
is retrieved to the microprocessor chip from wherever it is 
Stored in the computer System. 
On the other hand, if a copy of the required instruction is 

not stored within the cache (called a cache miss), then the 
CPU must wait while the instruction is retrieved to the 
microprocessor chip from wherever it is Stored within the 
computer System. Actually, rather than only retrieving the 
next instruction to be executed, a cache line is formed by 
retrieving the next instruction to be executed and a certain 
number of instructions following the next instruction to be 
executed. That way, if the Subsequent instructions are in fact 
required to be executed, they will be immediately available 
to the CPU from within the cache line of the cache. Because 
of the Sequential nature of programs, the benefits of caching 
also applies to data used by the programs. 

Because the internal cache is filled a cache line at a time, 
many microprocessors can accept data in a burst mode. In a 
typical burst read, the microprocessor Specifies the first 
address of the data or instructions to be read into a cache 
line. Then, the data or instructions that are Stored at the 
addresses of the cache line are Sent Sequentially from where 
they are Stored within the computer System to the micro 
processor. 

Frequently the internal cache of the microprocessor is 
formed using Static random access memory (SRAM). 
Because each SRAM cell is formed by six to eight 
transistors, there is only room on a microprocessor chip for 
a relatively small SRAM cache. Furthermore, SRAM is 
volatile meaning that SRAM retains the information stored 
as long as there is enough power to run the device. If power 
is removed, the contents of the SRAM cache are lost. 
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Some microprocessors are dynamic, meaning that if 
power is removed from them, when power is restored they 
cannot return directly to the State they were in when the 
power was removed. When power is restored the micropro 
ceSSor must be reinitialized, and at least Some of the pro 
cessing progreSS previously made will probably be lost. 

Other microprocessors are Static, meaning that they can be 
placed in an energy Saving deep powerdown mode, and then 
be returned relatively quickly to the State they were in 
immediately before they entered the deep powerdown mode. 
AS mentioned earlier, data and instructions are Stored 

within the computer System and provided to the micropro 
cessor over one (or more) bus Systems. Because most types 
of relatively fast random access memory are both volatile 
and relatively expensive, a typical computer System Stores 
code and data on relatively inexpensive, nonvolatile 
memory Store Such as a floppy disk or hard disk. 

The typical computer System also has a main memory 
made of Volatile memory because the nonvolatile memory 
has a relatively slow acceSS Speed. When a program is to be 
executed, the computer System uses a technique known as 
Shadowing to copy the code and data required to execute the 
program from the slow nonvolatile memory to the faster 
Volatile memory. The Shadow copy in the main memory is 
then used to execute the program. If any changes are made 
to the Shadow copy during the course of the program 
execution, the Shadow copy can be copied back to the slower 
nonvolatile memory, when the program finishes execution. 
Furthermore, because an unexpected power failure will 
cause the contents of the Volatile main memory to be lost, it 
is common to Save intermediate results generated during the 
course of execution of the program. 

The most common form of main memory is dynamic 
random access memory (DRAM). DRAM is more com 
monly used than SRAM, even though it is slower than 
SRAM because DRAM can hold approximately four times 
as much data as a SRAM of the same complexity. 
DRAMs store information in integrated circuits that con 

tain capacitors. Because capacitors lose their charge over 
time, DRAMs must be controlled by logic that causes the 
DRAM chips to continuously “refresh" (recharge). When a 
DRAM is being refreshed, it cannot be read from, or written 
to, by the microprocessor. Thus, if the microprocessor must 
access the DRAM while it is being refreshed, one or more 
wait States occur. 

In Some computer Systems, SRAM is used as main 
memory in place of DRAM. One advantage of using SRAM 
as main memory is that SRAM is relatively faster to access 
than DRAM. Furthermore, because SRAM does not need to 
be refreshed, it is always available for access by the 
microprocessor, thereby eliminating the DRAM associated 
need for the microprocessor to include wait States when 
accesses are attempted while the DRAM is being refreshed. 
Moreover, the lack of a refresh requirement Simplifies 
designing a computer System having SRAM based main 
memory because one does not have to worry about control 
ling refresh cycles. In fact, a simple battery back-up can be 
supplied to preserve the contents of the SRAM in the event 
of a power failure. Of course, if the battery back-up fails, the 
contents of the SRAM main memory will be lost. 

Rather than building a main memory completely from 
SRAM, it is more common to implement the main memory 
using DRAM, and then to supplement the DRAM based 
main memory with a SRAM based external cache memory 
(i.e. a cache memory that is external to the microprocessor 
chip). Because the external cache is not contained on the 
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4 
microprocessor chip, it can typically be made to Store more 
data and instructions than can be Stored by the internal 
cache. Because the external cache is not located on the 
microprocessor chip, however, it must Supply the data and 
instructions to the microprocessor using one of the buses 
that often form bottlenecks for data and instructions entering 
and leaving the microprocessor chip. 
A high Speed microprocessor chip typically interfaces 

with the rest of the computer System using one or two high 
speed buses. The first of these buses is a relatively high 
Speed asynchronous bus called a main memory bus. The 
Second of these buses is a relatively high Speed Synchronous 
bus called a local bus. The typical operating Speed of main 
memory and local buses is in the range of 16 to 33 MHz and 
the trend is towards increasingly faster buses. 

Although most microprocessors can interface directly 
with a main memory bus, Some microprocessors do not 
provide an external interface to a local bus. These micro 
processors typically interface with a relatively slow Speed 
Synchronous bus called an expansion bus. The typical oper 
ating Speed of an expansion bus is in the range of 8 to 12 
MHZ. 

The main memory (or DRAM) bus is used by the micro 
processor chip to access main memory. Usually, rather than 
interfacing directly to the DRAM chips, the microprocessor 
is coupled to a DRAM controller chip that, in turn, is 
coupled to the DRAM chip or chips. The DRAM controller 
controls accesses to the DRAM chips initiated by the 
microprocessor. The DRAM controller also controls over 
head maintenance Such as the refresh cycles for periodically 
refreshing the DRAM contents. Some microprocessors have 
the DRAM controller built directly into them. Frequently, 
the DRAM or SRAM chips are contained in surface-mount 
packages and several DRAMs or SRAMs are attached to a 
small circuit board to form what is called a Single In-line 
Memory Module (SIMM). One can then relatively easily 
modify the total amount (or the access speed) of main 
memory in a computer System by Simply Swapping one type 
of SIMM for another. A SRAM based external cache may 
also be coupled to the microprocessor through the DRAM 
bus. 

If a computer System has a local bus, then the micropro 
ceSSor can acceSS devices coupled to the local bus at a 
relatively fast Speed. Thus, high bandwidth devices Such as 
graphics adapter cards and fast input/output devices are 
typically coupled directly to the local bus. Sometimes the 
external cache is coupled to the local bus rather than to the 
DRAM bus. It is also possible to supplement (or replace) the 
main memory on the main memory bus by coupling DRAM 
to the local bus using a DRAM controller designed to 
interface with the local bus. 

Each device coupled to the local bus has an associated 
capacitive load. AS the load on the local bus is increased, the 
maximum operating Speed for the local bus decreases and 
the power required to drive the buS increases. Therefore, one 
device coupled to the local bus can be a peripheral bus 
bridge from the local bus to another bus called a high Speed 
peripheral bus (e.g. a peripheral component interconnect 
(PCI) bus). The bus bridge isolates the load of the devices 
coupled to the high Speed peripheral bus from the high Speed 
local bus. 

Another device coupled to the local bus is typically an 
expansion bus bridge that couples the high performance 
local bus to a lower performance expansion bus. The low 
bandwidth components of the computer System are then 
coupled to the lower performance expansion bus. One type 
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of device that is typically coupled to the expansion bus uses 
flash memory. Flash memory typically is a high-density, 
nonvolatile, read-write memory. Examples of flash memory 
based devices include BIOS ROM and hard disk Substitutes. 

Flash memories differ from conventional EEPROMs 
(electrically erasable programmable read only memories) 
with respect to erasure. Conventional EEPROMs use a 
select transistor for individual byte erase control. Flash 
memories, on the other hand, achieve much higher density 
with Single transistor cells. For a typical flash memory array, 
a logical “one” means that few if any electrons are Stored on 
a floating gate associated with a bit cell. A logical “Zero” 
means that many electrons are Stored on the floating gate 
associated with the bit cell. Each bit of the flash memory 
array cannot be overwritten from a logical Zero State to a 
logical one State without a prior erasure. During a flash erase 
operation, a high Voltage is Supplied to the Sources of every 
memory cell in a block or in the entire chip Simultaneously. 
This results in a full array or a full block erasure. 

After a flash memory array has been erased, a logical one 
is stored in each bit cell of the flash memory array. Each 
Single bit cell of the flash memory array can then be 
programmed (overwritten) from a logical one to a logical 
Zero, given that this entails simply adding electrons to a 
floating gate that contains the intrinsic number of electrons 
asSociated with the erased State. Program operations for 
flash memories are also referred to as write operations. 

The read operation associated with a typical flash memory 
array closely resembles the read operation associated with 
other read-only memory devices. A read operation for a 
typical high Speed flash memory array takes on the order of 
80 nanoseconds (nS). Write and erase operations for a flash 
memory array are, however, Significantly slower. Typically, 
an erase operation takes on the order of one Second. A write 
operation for a single word of a flash memory array takes on 
the order of 10 microseconds. 

British patent document no. GB 2 251 324A, published 
Jul. 1, 1992, describes a computer system that uses flash 
memory. The patent document discloses various architec 
tures to incorporate a flash memory into a computer System. 
One architecture referred to therein is a variable file struc 
ture. For the variable file Structure, computer code is Stored 
contiguously in flash memory, allowing a CPU to execute 
computer code directly from the flash memory array without 
the need for RAM. A direct mapped variable file structure is 
described that allows direct code execution from all of the 
flash memory array. A page mapped variable file Structure is 
also described that allows direct code execution from a 
portion of the flash memory array. Thus, flash memory can 
Serve as the main memory within portable computers, pro 
Viding user functions similar to those of disk-based Systems. 
A ROM-executable DOS is available commercially and 

provides Several benefits to both System manufacturers and 
ultimately end users. First, because most of the operating 
System is composed of fixed code, the amount of System 
RAM required to execute DOS is reduced from 50K to 15K, 
thereby conserving System space and power. Secondly, DOS 
can now be permanently Stored in, and executed from, a 
single ROM-type of device such as flash memory. This 
enables Systems to be provided that are ready to run right out 
of the box. Lastly, users enjoy "instant on performance 
because the traditional disk-to-DRAM boot function and 
Software downloading StepS are eliminated. 

For example, by Storing application Software and operat 
ing System code in a Resident Flash Array (RFA), users 
enjoy virtually instant-on performance and in-place code 
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execution. An RFA also protects against Software obsoles 
cence because, unlike ROM, it is in-system updatable. 
Resident Software, Stored in flash rather than disk, extends 
battery life and increases System reliability. 

Because erasing and writing data to flash memory is a 
distinctly different operation than rewriting information to a 
disk, new Software techniques have been developed to allow 
flash to emulate disk functionality. File management Soft 
ware such as Microsoft's FLASH FILE SYSTEM (FFS) 
allows Flash Memory components and flash cards to emu 
late the file storage capabilities of disk. Microsoft's FFS 
transparently handles data Swaps between flash blocks simi 
lar to the way MS-DOS (MS-DOS is a trademark of 
Microsof) handles Swaps between disk sectors. Under FFS, 
the user can input a MS-DOS or Windows command without 
regard for whether a flash memory or magnetic disk is 
installed in the System. Flash filing Systems make the 
management of flash memory devices completely transpar 
ent to the user. Flash filing systems similar to the Microsoft 
FFS are available or are being developed for other operating 
systems besides DOS and WINDOWS (WINDOWS is a 
trademark of Microsoft). 

Flash Memory is exceptionally well-suited to serve as a 
Solid-State disk or a cost-effective and highly reliable 
replacement for DRAMs and battery-backed static RAMs. 
Its inherent advantages over these technologies make it 
particularly useful in portable Systems that require the 
utmost in low power, compact size, and ruggedness while 
maintaining high performance and full functionality. 

Flash memory, however, typically has an asynchronous 
interface wherein an address to be read is specified and then, 
a set time later, the contents Stored at the Specified address 
are output from the flash chip. It is only after the data has 
been output from the flash chip that the next address to be 
read can be sent to the flash chip. A high Speed bus like the 
local bus can run at 33 MHz wherein every cycle of the bus 
takes about 30 nS. A typical high performance flash chip, on 
the other hand, has a read access time of about 80 nS. Hence, 
if flash is to be used as main memory, every Single memory 
access to flash involves wait States and Zero wait State back 
to back burst read cycles from flash cannot be Supported. 
This is true for other devices having a read latency similar 
to that of flash memory. Thus, using prior art technology, it 
is not practical to use these memories as main memory for 
a high Speed microprocessor. 

SUMMARY AND OBJECTS OF THE 
INVENTION 

Therefore, one object of the present invention is to 
provide an efficient memory hierarchy based on non-volatile 
memory verSuS Volatile memory wherein both data and 
applications are Stored in random acceSS nonvolatile 
memory and further wherein applications are executed 
directly from the random acceSS nonvolatile memory. 

It is also an object of this invention to enable flash 
memory to operate in an optimal Synchronous fashion with 
any Synchronous buS. 

It is also an object of this invention to enable flash 
memory to operate in an optimal Synchronous fashion with 
any Synchronous bus to provide a low cost, low power 
alternative to volatile main memory, and to eliminate the 
time required to transfer code and data from the hard disk to 
the main memory. 

It is also an object of this invention to enable flash 
memory to operate in an optimal Synchronous fashion with 
any Synchronous bus So that the CPU can execute programs 
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directly out of the flash memory without any degradation in 
performance when compared to volatile memory based main 
memory. 

It is also an object of this invention to enable flash 
memory to operate in an optimal Synchronous fashion with 
any Synchronous bus and to thereby eliminate the need to 
incorporate costly memory Subsystem designs. Such as inter 
leaving into the System. 

It is also an object of this invention to enable flash 
memory to operate in an optimal Synchronous fashion with 
any Synchronous buS and to thereby Support back to back 
burst cycles and thus ensure that cache line fills are per 
formed in a quick and optimal fashion. 

It is also an object of this invention to enable flash 
memory to operate in an optimal asynchronous fashion with 
any asynchronous main memory bus. 

It is also an object of this invention to enable flash 
memory to operate in an optimal asynchronous fashion with 
any asynchronous main memory bus to provide a low cost, 
low power alternative to volatile memory based main 
memory and to also eliminate the time required to transfer 
code and data from the hard disk to the main memory. 

It is also an object of this invention to enable flash 
memory to operate in an optimal asynchronous fashion with 
any asynchronous main memory bus Such that the CPU can 
execute programs directly out of the flash memory without 
any degradation in performance when compared to volatile 
memory. 

It is also an object of this invention to enable flash 
memory to operate in an optimal asynchronous fashion with 
any asynchronous main memory bus and to eliminate the 
need to have custom controllers. 

It is also an object of this invention to enable flash 
memory to operate in an optimal asynchronous fashion with 
any asynchronous main memory bus to provide a glueleSS 
interface to the existing main memory controller and thus 
reduces cost and loading on the local bus. 
A flash memory chip that can be switched into four 

different read modes is described. Computer Systems and 
hierarchies that exploit these modes are also described. In 
the first read mode, asynchronous flash mode, the flash 
memory is read as a Standard flash memory. In this mode, the 
reading of the contents of a first address must be completed 
before a Second address to be read can be specified. 

In the Second read mode, Synchronous flash mode, a clock 
Signal is provided to the flash chip and a Series of addresses 
belonging to a data burst are specified, one address per clock 
tick. Then, the contents Stored at the addresses Specified for 
the burst are output Sequentially during Subsequent clock 
ticks in the order in which the addresses were provided. 
Alternately, if a Single address is provided to the flash chip 
when it is in the Synchronous mode, the Subsequent 
addresses for the burst will be generated within the flash chip 
and the data burst will then be provided as output from the 
flash chip. 

In the third read mode, asynchronous DRAM (dynamnic 
random access memory) mode, the flash memory emulates 
DRAM. Thus, row and column addresses are strobed into 
the flash memory using row and column address Strobe 
Signals. The flash memory then converts the row and column 
addresses internally into a single address and provides as 
output the data Stored at that Single address. Furthermore, 
although the flash memory does not need an extended 
precharge period or to be refreshed, when in the asynchro 
nous DRAM mode, the flash memory responds to precharge 
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periods and refresh cycles as would a DRAM. Therefore, 
when in the asynchronous DRAM mode, the flash memory 
can be controlled by a standard DRAM controller. 

In the fourth read mode, synchronous DRAM mode, the 
features of the Second and third modes are combined to yield 
a flash memory that emulates a synchronous DRAM. Thus, 
addresses to be read as a data burst are specified by Strobing 
row and column addresses into the flash memory using RAS 
and CAS signals. The data of the data burst is then provided 
Sequentially as output from the flash memory on Subsequent 
clock tickS. 

Other objects, features, and advantages of the present 
invention will be apparent from the accompanying drawings 
and from the detailed description which follows below. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The present invention is illustrated by way of example 
and not limitation in the figures of the accompanying 
drawings, in which like references indicate Similar elements, 
and in which. 

FIG. 1 illustrates a computer System having a micropro 
ceSSor that is coupled to a flash main memory by a high 
Speed bus, 

FIG. 2 illustrates computer System that combines a Static 
microprocessor with a flash main memory to form a low 
power consumption, but high performance, computer Sys 
tem, 

FIG. 3 illustrates a flash memory subsystem that inter 
laces Several asynchronous flash memory units to Support 
Synchronous back to back data burst read cycles, 

FIG. 4 is a timing diagram that illustrates a read cycle for 
an asynchronous flash memory; 

FIG. 5 illustrates a state transition diagram for the flash 
memory subsystem of FIG. 3; 

FIG. 6 illustrates a block diagram of a flash memory 
integrated circuit having a Synchronous flash interface to 
Support Synchronous back to back data burst read cycles 
from internal banks of flash arrays, 

FIG. 7 is a timing diagram that illustrates a back to back 
data burst read cycle or the flash memory having the 
Synchronous flash interface; 

FIG. 8 is a block diagram of a computer system illustrat 
ing a generic Synchronous flash interface flash memory unit 
coupled to a microprocessor using a high Speed Synchronous 
buS and buS Specific glue logic; 

FIG. 9 is a block diagram of a flash memory integrated 
circuit having an asynchronous main memory interface; 

FIG. 10 is a timing diagram that illustrates a column and 
row address multiplexed asynchronous read cycle for a flash 
memory having an asynchronous main memory interface; 

FIG. 11 is a timing diagram that illustrates a refresh cycle 
for a flash memory having an asynchronous main memory 
interface; 

FIG. 12 is a block diagram of an asynchronous main 
memory interface Single in-line memory module for the 
flash memory integrated circuit having the asynchronous 
main memory interface; 

FIG. 13 is a block diagram of a computer System that uses 
a dynamic random acceSS memory controller to access a 
flash memory based asynchronous main memory interface 
Single in-line memory module, 

FIG. 14 is a block diagram of a flash memory integrated 
circuit having a Synchronous main memory interface; and 

FIG. 15 is a block diagram of a computer system that uses 
a Synchronous dynamic random acceSS memory controller to 
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access a flash memory based Synchronous main memory 
interface Single in-line memory module. 

DETAILED DESCRIPTION 

FIG. 1 illustrates a computer system 100 wherein micro 
processor 110 is coupled to flash memory 130 by high speed 
bus 120. In computer system 100, flash memory 130 is used 
to replace Some, if not all, of volatile main memory (not 
shown). Thus, flash memory 130 is used in lieu of volatile 
main memory Such as dynamic random access memory 
(DRAM) or static random access memory (SRAM) to 
provide a high Speed non-volatile main memory for com 
puter system 100. 
A computer hierarchy based upon volatile main memory 

loses all information in main memory when power is turned 
off. A flash-based non-volatile main memory, however, 
reduces or eliminates the lengthy process of obtaining 
information from disk when power is turned on. Therefore 
flash main memory based computer system 100 has higher 
System performance when a program is initially executed 
than would a volatile main memory based computer System. 

Furthermore, by using flash memory as a main Store, the 
duplication of Shadowing information on both disk and 
RAM is no longer necessary thereby reducing memory cost 
by eliminating memory duplication. 

Moreover, by having information stored in non-volatile 
flash memory, power consumption is reduced because bat 
tery backup of volatile memory is eliminated and because 
disk accesses are minimized or eliminated. 

FIG. 2 illustrates a computer system 200 wherein static 
microprocessor 210 is coupled to flash main memory 230 
and battery-backed SRAM 240 by high speed bus 220. Bus 
bridge 280 couples high speed bus 220 to low speed bus 260. 
Slow non-volatile memory 250 is coupled to low speed bus 
260. 

In a typical modern volatile main memory based com 
puter System, there will be four to eight megabytes of 
Volatile main memory, of which, approximately half will be 
used to Store an operating System, executable code for 
applications and non changing data files. The rest of the 
main memory typically contains data files (and executable 
code for infrequently used applications) that are read from 
and written to frequently. The former type of information is 
stored in what is commonly referred to as “read mostly files 
and the latter type of information is Stored in what is 
commonly referred to as “read/write” files. In computer 
system 200, flash memory 230 is used to store the read 
mostly files and SRAM 240 is used to store the read/write 
files that are currently in use. 

The benefits obtainable by using a computer System 
having a flash memory based main memory architecture of 
system 200 is best illustrated by example. Suppose that a 
user had a computer and frequently used the computer in a 
windows operating System environment to run a word 
processor application (to write letters). Further Suppose that 
the user occasionally used the computer to play video 
gameS. 

Because most computer operating Systems (and 
applications) are designed to be executed from random 
access memory (i.e. memory that can be read from and 
written to), no effort is made to divide their memory address 
Space into read only and read/write areas. In actuality, very 
little of the memory address space will be written to. Most 
of the memory address Space will be read from to provide 
code instructions and data that infrequently changes. 
ROM-able programs are written to provide code that can 

be executed from read-only memory (ROM). In ROM-able 
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programs, the code is carefully written to ensure that most 
of the memory address Space is read-only. If there are any 
parts of the program memory address Space that must be 
written to, these parts are contained in a Separate read/write 
memory address space (that can be saved to a read/write 
memory device). ROM-able versions of WINDOWS, the 
underlying Disk Operating System (DOS), and popular 
applications Such as word processing programs are currently 
commercially available. Thus, the user of computer System 
200 can benefit by storing the read-only parts of ROM-able 
DOS, ROM-able WINDOWS and a ROM-able word pro 
cessing program in flash memory 230. The read/write parts 
of these programs and the rest of the applications and files 
can be stored in slow non-volatile memory 250. 

Then, when the user starts computer system 200 to write 
a letter, the read-only parts of the DOS, WINDOWS and the 
word processor will be resident in flash memory 230. If 
these programs need any read/write files (e.g. System con 
figuration information), these (typically Small) files will 
quickly be loaded from slow non-volatile memory 250 to 
battery backed SRAM 240 over bus bridge 280 and low 
speed bus 260. In short, the major parts of the DOS, 
WINDOWS and word processing programs will be resident 
in non-volatile flash memory 230 and can be executed in 
place directly from non-volatile main memory 230 as soon 
as the System powers up. Therefore, it will appear to the user 
as though computer system 200 starts up instantly with the 
word processor loaded and ready to write the letter. 

The user can then retrieve into SRAM 240 a file contain 
ing a previously written letter to modify (from where it was 
stored in slow non-volatile memory 250). Alternately, the 
user can open a new file in the memory address Space of 
SRAM 240 and can use the new file to start an entirely new 
letter. 

After working on the letter for a while, Suppose the user 
decides to play one of the computer games Stored in Slow 
non-volatile memory 250. In Such a case, the program 
associated with the selected game will be loaded into SRAM 
240 and the game will begin. If the user wishes to take a 
break, the user can Suspend the game and leave computer 
system 200 running. While the user is gone, static micro 
processor 210 will Sense user inactivity and Send a power 
down signal to flash memory 230 over powerdown signal 
line 270. Then static microprocessor 210 and flash memory 
230 will enter a state of low power consumption. 

Flash memory 230 and slow non-volatile memory 250 are 
both non-volatile. Additionally, flash memory 230 will draw 
little power when in its energy Saving powerdown mode and 
non-volatile memory 250 will not have to be accessed while 
the user is away. Furthermore, because microprocessor 210 
is a Static microprocessor, it will draw very little power but 
will retain its State when it enters its deep powerdown mode. 
Moreover, the read/write files (including the executable code 
for the game) stored in battery backed SRAM 240 will not 
be lost. 

Later, when the user returns, the game can be continued 
almost instantly from the place where it was Suspended. This 
is because, even though very little power will be consumed 
while the user is away, the state of computer system 200 will 
be retained. 

Furthermore, if the user desires to upgrade the DOS or 
WINDOWS operating systems or to upgrade the program 
stored in flash main memory 230, this will be easy to do 
because of the ability to write to flash memory. The erasing 
and then programming operations required to write to flash 
memory will mean that it will take longer to Store programs 
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in flash memory 230 than would be the case where the main 
memory was volatile memory such as DRAM. Installation 
of a program, however, is performed infrequently and is 
usually a relatively prolonged proceSS anyway. Therefore, 
the extra time required to install a program into non-volatile 
flash main memory 230 will usually be insignificant when 
compared to the benefit of having the program instantly 
available for execution from non-volatile flash memory 230 
whenever system 200 is started. 

The ability to write to flash main memory 230 further 
means that the user can install a different program in place 
of (or in addition to) the word processing program currently 
stored in flash main memory 230. Therefore, the user can 
Switch to a rival word processing program by installing the 
rival word processing program in flash main memory 230. 
Alternately, the user can, for example, install a spreadsheet 
or graphics design program in flash memory 230 in place of 
the word processing program that is currently Stored there. 

Moreover, provided there is sufficient room in the flash 
memory 230, the user can install additional applications 
there. Thus, for example, if the user has a particular com 
puter game that is the current favorite, it can be installed to 
reside in the flash memory 230. 

Note that a program can be installed in flash memory 230, 
even if the program is not ROM-able. As described 
previously, because flash memory can be written to, a flash 
file System will permit Standard applications to execute in 
place from flash memory 230. The asymmetric read/write 
nature of flash will, however, cause a performance penalty to 
be incurred when standard (i.e. non-ROM-able) programs 
are executed in place from flash main memory 230. 

There are approaches that can be used, however, to 
mitigate these performance problems. One approach is for 
the operating System to mark the memory address Space of 
the application as being read-only while the application is 
executing. Then, if the application attempts to write to flash 
main memory 230, an interrupt will occur and an error 
handler can cause the write to be redirected to SRAM 
memory 240. Later, when there is a lull in processing, the 
information can be written from SRAM 240 to flash 230 as 
a background operation. in effect, a portion of SRAM 240 
can be used as a write cache for flash main memory 230. 
One benefit of using a portion of SRAM 240 as a write 

cache is that applications stored in flash 230 do not need to 
be ROM-able. Another benefit is that the write areas of the 
application memory address Space will probably be rela 
tively well localized. In the fortunate case where this is so, 
any Subsequent read or write operations to the write cache 
will benefit from the faster access of SRAM 240. Also, 
because it is frequently the case that the information to be 
written back to the application memory Space is ephemeral 
(i.e. not to be saved from one execution of the application to 
the next), any ephemeral information in the write cache 
when the application terminates will not have to be written 
back to the flash memory 230. 

From the above example, one can see that, when com 
pared to a computer System that has the traditional volatile 
main memory based architecture, there are many beneficial 
and Synergistic effects that Stem from having the non 
Volatile main memory computer System architecture of 
computer system 200. 

First, computer 200 can start instantly when power is first 
applied. Thus, there is no need to spend time and power 
loading the operating System and frequently used applica 
tions Such as the word processor into main memory; they are 
already there and virtually instantly available. 
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Second, there is no need to Store a copy of an operating 

system (e.g. DOS and WINDOWS) or to store frequently 
used application programs (e.g. the word processing 
program) on slow non-volatile memory 250. Thus, slow 
non-volatile memory 250 can be smaller than would be 
required if shadowing of these files was required. 

Third, using techniques that will be described below in 
greater detail, unlike asynchronous (volatile) DRAM, a burst 
read can be made to flash memory 230. Thus, a cache line 
for internal cache 215 of microprocessor 210 can be filled 
from flash memory 230 faster than would be the case if 
asynchronous DRAM based main memory was used. 

Fourth, SRAM 240 can be written to, and read from, 
faster than can volatile DRAM. Thus, a cache line of internal 
cache 215 of microprocessor 210 can be filled from SRAM 
240 faster than would be the case if a DRAM based main 
memory was used. Also, programs executing from SRAM 
240 can be accessed, and hence executed, faster than would 
be the case if a DRAM based memory was used. Fifth, a 
portion of SRAM 240 can be used to provide an external 
cache for flash memory 230 thereby further enhancing the 
execution Speed. 

Sixth, a lower performance microprocessor can be used to 
provide the same level of performance as would be the case 
if a DRAM based main memory was used. This is because 
the low bandwidth constraint of a volatile DRAM based 
main memory caused by the need to load the operating 
System and programs will be eliminated. The operating 
System and programs are instead Stored in non-volatile flash 
main memory 230. This is also because in system 200 there 
will be a better match between the data and program 
instruction needs of microprocessor 210 and the ability of 
the flash 230/SRAM 240 based main memory to supply 
them than would be the case with a DRAM main memory 
system. This will result in fewer idle wait states for micro 
processor 210. Frequently, microprocessor 210 will be able 
to operate with Zero wait States. Therefore, even though 
there will be fewer cycles in which microprocessor 210 can 
do work because it is a lower performance microprocessor, 
fewer of the cycles that are available to the microprocessor 
will be wasted while the microprocessor is waiting for code 
or data. 

Seventh, because microprocessor 210 can have a lower 
clock rate for a given level of performance, microprocessor 
210 will be less expensive, have fewer heat dissipation 
problems and use less power than if a DRAM based main 
memory that required that a faster processor to be used. 

Eighth, because microprocessor 210 and flash 230 can 
enter a deep powerdown mode until they are needed, further 
energy Savings will result. 

Thus, a non-volatile read/write general purpose computer 
hierarchy can be achieved with the architecture described 
above when the dominant portion of main (execute) memory 
is flash memory. 

Depending upon the requirements of System 200, archival 
Storage (i.e. slow nonvolatile memory 250) may or may not 
be present in the System. If it is present, the needs of System 
200 can govern the technology used to provide it (i.e. 
mechanical, optical or Solid State). Also, depending upon the 
particular needs of the system 200, battery-backed SRAM 
240 can alternately be replaced by non-volatile RAM 
(NVRAM), electrically erasable programmable ROM 
(EEPROM), DRAM, SRAM, or battery-backed DRAM. 
The underlying theme of each of the above configurations 

for system 200 is that the CPU of microprocessor 210 is 
fetching code and/or data from random acceSS non-volatile 
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(flash) memory 230 and writing back different data and/or 
programs on an as-needed basis. AS described previously, 
the new information may or may not be written to the same 
place in main memory. A RAM based System is inherently 
volatile. A ROM based main memory system, although 
non-volatile, does not provide the capability to write back to 
the ROM. 

Flash is not a symmetrical technology as is the DRAM., 
i.e. it does not allow for byte alterability at read Speeds. 
Therefore, to modify a file or program in one embodiment, 
the portion to be altered is moved into byte alterable memory 
(e.g. NVRAM, EEPROM, SRAM or DRAM), modified, and 
then written back to flash main memory. This alterable 
memory can be separate memory chips and/or integrated 
onto a CPU or microprocessor. Data that is not being altered 
is read directly by the CPU from Flash. This configuration 
essentially eliminates disk down load for both read and 
unaltered data to provide faster read performance than a disk 
based System. For writes, the write back is comparable in 
performance to disk. Because the read cycle is faster, 
however, a higher overall System performance is provided. 

The key to each of these configurations is that a flash 
memory is used as a main memory and is read at a Speed that 
approximates, or Surpasses, the read access Speed of DRAM. 
There are basically four possible ways that this can be 
accomplished. The first way is to provide a hardware con 
troller that interleaves read operations to more than one 
conventional asynchronous flash main memory chip. 

Multiple Chip Interleave for Asynchronous Flash 
Main Memory 

FIG.3 illustrates a flash memory sub-system wherein four 
flash memory integrated circuits 320 (#1 through #4) are 
interlaced under the control of a controller unit to provide a 
burst read capability. Although FIG. 3 shows four flash 
integrated circuits 320, it is to be understood that if the data 
width of each individual integrated circuit 320 is not that of 
a double-word, an appropriate number of flash integrated 
circuits 320 would be provided in parallel with each of the 
circuits 320 of the figure to provide a double word data 
width. In this example, the controller is implemented using 
fully programmable gate array (FPGA) 310. In alternate 
embodiments, the interlace control is provided using alter 
nate technologies. 

FIG. 4 illustrates the read cycle for a typical asynchronous 
flash memory such as flash memory integrated circuits 320 
of FIG. 3. From FIG. 4 it can be seen that before and after 
a read cycle the data lines (D) of the flash memory are 
tri-stated (indicated in the figure as OPEN). This means that 
the data lines have been placed into a high impedance State. 

The read cycle of FIG. 4 begins with the transition of 
output enable (OEF) and chip enable (CEH) signals from low 
voltage (V) to high (V). Next, if it is not already high, a 
write enable (WEF) signal is transitioned high to signify a 
read operation and the address to be read is placed on the 
address pins (Ao through Alo) of the flash chip. The data 
Stored at the address Specified is then retrieved internally 
from the flash array. The read process takes a known amount 
of time that is constant. Once that amount of time has 
elapsed, the OEi Signal is brought low and the data that was 
read from the specified address is driven by the flash chip out 
onto the data lines (D). The read cycle ends when the 
CEif and OEif Signals are again brought high (perhaps to 
begin the next read cycle). 

Note in FIG. 4 that a new address to be read cannot be 
Specified until the previous read cycle has completed. 
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Therefore, a Single Standard asynchronous flash memory 
unit cannot be interlaced to Support rapid, back to back read 
cycles. One must instead wait for the first read cycle to 
complete before a next read cycle can be begun. 
The total access time of a Standard asynchronous flash 

component (TA) can be divided into two parts. First, there 
is the time to decode addresses and chip enable, Select the 
correct bits in the flash array to be read and then Sense their 
Stored data (TA-T). Second, there is the time required to 
drive this information onto the data bus through the output 
buffers (T,). Once a single address for a data burst read is 
known, the rest of the addresses of the data burst read are 
also known. Therefore, referring again to FIG. 3, interlacing 
exploits this property of a data burst to amortize the first 
access time (TA-T) across two or more flash chips to 
provide a burst that has an improved average read acceSS 
time. 

Consider the case of a 20 MHz synchronous local bus (i.e. 
each clock cycle takes approximately 50 nS). At that speed, 
a typical microprocessor will have a maximum burst read 
capability of 2-1-1-1 bursts. That means that when the 
microprocessor reads a burst of data, the burst will be made 
of four double-words of data that are each part of the same 
cache line. Furthermore, once the microprocessor Specifies 
the first address of the burst, it will be unable to accept the 
contents stored at that address for two cycles (approximately 
100 nS in this example). Then, the microprocessor will be 
able to accept the respective contents of the Second, third 
and fourth addresses of the cache line during the next three 
clock cycles. 

If flash memory chips 320 each have a (TA-T) less 
than 2 clock cycles (approximately 85 nS) and a (T) less 
than 40 nS, then flash memory sub-system 300 will be able 
to provide a burst read that matches the maximum burst read 
attainable by the microprocessor. This is because, as Soon as 
FPGA310 receives the first address of the data burst to be 
read, it will enable all four flash memory chips 320 and order 
each chip 320 to read one of the addresses of the data burst 
in parallel with the other chips 320. After the first two cycles, 
the data stored at the first address of the data burst will be 
available from flash 320 #1. Then, on each successive cycle 
thereafter, the data stored at the next address of the data burst 
will be available (from flash 320 #2, then #3 and finally #4). 

This means that in this example flash memory Sub-System 
300 will be able to provide a data read burst of four 
double-words of data during a five clock cycle period 
(approximately 250 nS) thereby providing an average read 
time of approximately 50 nS. If interleaving were not used 
(e.g. if only one flash memory chip 320 was used), the read 
for each address would take three cycles, (i.e. two cycles for 
(Tac-To.) and one for (To)) and each read would have to 
wait for any earlier read to complete. Using the numbers 
presented above, each address of the data "burst' to a single 
asynchronous flash 320 would take 150 nS. Therefore, 
without interlacing, the fastest burst Speed attainable would 
be a 3-3-3-3 data burst that would take 600 nS to complete 
(4 times 150). 

Clock signal CLK coordinates the operation of flash 
memory sub-system 300. In sub-system 300, four byte flash 
memory pages are Selected by common addresses A21 
through A2 of the AX through AO memory space. The higher 
order addresses (AX through A22) decode the 4 Mbyte flash 
array in the System memory map. Addresses A1 and A0, 
along with the RD# (read) signal input to FPGA310, cause 
FPGA310 to generate output enable signals (OE#) for flash 
memory components 320 (#1 through #4). Therefore, in one 
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embodiment, system addresses of flash Sub-system 300 are 
associated with flash memory components 320 as follows: 

System. Address Component Component Address 

#1 
#2 
#3 
#4 
#1 
#2 

etc . . . 

A data burst Series of read accesses from memory Sub 
system 300 will proceed as follows: 

First, the processor will signal that it is to read data from 
system address 0. Signal CEit will enable flash memories 
320 #1 through #4 and signal ADDR will provide them with 
address 0. FPGA310 will decode system address bits A1 and 
A0 and, because they are both Zero, will enable the OEif 
signal for flash component 320 #1. Because this is the first 
access to the four byte page, the access will take 150 nS (i.e., 
three 50 nS clock cycles). 

Second, the processor, executing Sequential code, will 
read from system address 1. Components 320 #1 through #4 
will remain enabled, and address (ADDR) inputs to them 
will remain as Zeros. FPGA 310 will then decode the “O1 
on system address bits A1 and A0, and enable the OEit line 
for component 320 #2. Because the data for component 320 
#2 has already been Selected and Sensed, the access time for 
component 320 #2, therefore, will only have a 50 nS delay 
(i.e., one clock cycle). 

Then, similar 50 nS accesses will follow for system 
addresses 2 and 3, reading from components #3 and #4, 
respectively. 

If the next data burst begins with address 4, the processor 
will then read from system address 4 on its next cycle. This 
will change System address A2 from Zero to one thereby 
incurring another full 150 nS delay for this access from 
component 320 #1. This is because a new 4-byte page, and 
therefore, new data from each of the flash memories 320 is 
to be read. Once again, however, Subsequent accesses to 
system addresses 5, 6, and 7 will each only have a 50 nS 
duration. 

FPGA310 decodes lower addresses and, correspondingly, 
generates OEit signals to flash memory devices 320 within 
an interleaving page. The earlier example was for a four-byte 
page, So addresses A1 and A0 are decoded. For a two-byte 
page, only address A0 would be examined, whereas an 
eight-byte page would use addresses A2 through AO. 
FPGA310 will examine all upper address bits (i.e. AX to 

A22 in this example), to determine first if the memory 
Subsystem 300 is being accessed, and then if access to the 
Same page is occurring, and adjust wait States back to the 
processor accordingly (via the READY signal output). This 
function is accomplished by the comparison logic Subblock 
340 of FIG. 3. 

Furthermore, FPGA 310 will distinguish between a read 
or write to flash memories 320, and adjust wait states 
accordingly. FIG. 5 illustrates a State transition diagram for 
hardware interleaving that is implemented in FPGA logic 
310. 

State transition diagram 500 begins in initial state 510 
wherein the FPGA is waiting for an access to a flash memory 
320 of sub-system 300. When the FPGA detects the begin 
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ning of an access to the flash memory 320 of Sub-system 
300, a test is made in state 520 to determine whether the 
acceSS is to the same four-byte page as was the previous 
access. If the acceSS is to the same four-byte page as was the 
previous access, then transition 524 is taken to state 530 and 
a test is made to determine whether the access is a read 
operation. 

If it is determined in state 530 that the access is a read 
operation, then the information to be read is already avail 
able and a transition is made on path 534 to ready state 560 
and the read is performed. After the read is performed, a 
transition is made from ready state 560 back to initial state 
510 and the next access is awaited. 

Returning now to state 530, if it is determined in state 530 
that the acceSS is not a read operation, then a transition is 
made on path 532 to wait state(s) generation state 550 and 
an appropriate number of wait States are performed while an 
erase is performed (if needed) and the information is pro 
grammed. 

Returning now to state 520, if it is determined in state 520 
that the access is not to the same four-byte page as the 
previous access, then a transition is made on path 522 to 
State 540 and a new address is latched for the page compare. 
Then, in state 550, an appropriate number of wait states are 
performed while the new four-byte page is accessed. 

Note that the flash memory writes cannot take advantage 
of interleaving as can reads because there are no TA or 
T equivalents for write operations. Although memory 
sub-system 300 supports back-to-back read bursts and 
reduces the average read access time for Sequential accesses, 
it increases the complexity of the System hardware required 
over that required for access to a conventional asynchronous 
flash memory chip. 
AS described previously, however, a write cache or Soft 

ware interleaving techniques can be used to maximize 
program and erase performance of memory Subsystem 300. 
Furthermore, in the case where a ROM-able program is 
being executed in place from flash memory sub-system 300, 
there will not be any writes to the flash memory during the 
execution of the program. In Such a case, the slower write 
performance of the flash memory will only be a factor on the 
rare occasion that a new ROM-able version of the program 
is installed. 

Synchronous Flash Interface (SFI) for Flash Main 
Memory 

Besides requiring the additional System complexity of 
FPGA310, a memory subsystem such as Subsystem 300 will 
have to have at least two flash memory chips 320 to 
interleave between (four in the example of FIG. 3). 
Furthermore, if additional flash memory chips are to be 
added to sub-system 300, they too must (at least) be added 
in pairs. Moreover, each flash memory chip added to Sub 
system 300 is enabled simultaneously and, hence Sub 
System 300 consumes a large amount of power. Alternately, 
an entire Synchronous flash interface can be incorporated 
onto a single flash memory chip. 

FIG. 6 illustrates a block diagram of a synchronous flash 
interface (SFI) flash memory integrated circuit 600 that 
incorporates a complete Synchronous flash interface in a 
Single flash memory chip. The Synchronous flash interface 
provides a means of converting the Synchronous cycles that 
appear from a controller to the asynchronous protocol that 
the flash core understands. The device is internally split into 
two banks and the least Significant address is used to 
distinguish between the two banks. In short the device is 
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interleaved internally. The user can direct back to back 
cycles to the alternate banks and, after an initial delay equal 
to an asynchronous flash access time, data will output onto 
the output bus at a rate that is approximately equivalent to 
half the asynchronous flash access time. Hence, the device 
using this interface creates an average access time for 
Sequential read accesses that is significantly less than the 
access time of an asynchronous flash device. 
A clock input is a part of the interface. An address latch 

enable pin is present to indicate that a valid address is 
present on the address bus. All the external operations of the 
device are Synchronized to the rising edge of the clock. 
ALEit is Sampled on the rising edge of the clock and, if it is 
Sampled valid, the address that is present on the address bus 
is latched into the part and an access commences. The user 
can alternately Strobe addresses into the device every clock 
cycle. After an initial delay the data corresponding to these 
addresses is output on the data buS in Synchronism with the 
rising edge of the clock. The user can cycle the device at 
frequencies as high as 33 MHZ and can expect back to back 
burst cycles to be performed without any wait States in 
between. Also part of the design is a programmable latency 
that enables the user to define the clock cycle latency 
between address strobe and valid data. 

In FIG. 6, the flash array of SFI 600 is divided into two 
banks, flashbank A610, and flash bank B 620. Mode register 
680 can be set to enable or disable the SFI mode. Thus, when 
mode register 680 is set, signal interlace enable (IE) enables 
interlace control logic and address transition detection 
(ATD) logic 670, transistor-to-transistor logic (TTL) stages 
672, bank select logic 674 and bus logic 640. When SFI is 
enabled, interlace control 670 and bank select logic 674 
operate to interlace read (and write) operations between 
flash bank A 610 and flash bank B 620 in a manner that is 
analogous to the way that FPGA 310 interlaced accesses to 
flash chips 320 in sub-memory system 300 of FIG. 3. Thus, 
a single SFI flash chip 600 can support back-to-back read 
bursts when mode register 680 has been set to SFI mode. 

In the SFI mode, an address to be accessed is presented to 
TTL stages 672 on address buses A19 through AO along with 
a clock pulse (CLK) and an address latch enable signal 
(ALEif). Output enable and write enable signals are also 
provided to TTL stages 672. Addresses A19 through A1 are 
then provided from TTL stages 672 to bank Aaddress latch 
630 and bank Baddress latch 632. Signals CLK, ALEH and 
A0 are provided to interlace control logic and ATD logic 
670. 

Based on the low order bit of the address (A0), interface 
control logic 670 controls bank Aaddress latch 630 and bank 
B address latch 632 using Signals address latch enable A 
(ALEA) and address latch enable B (ALEB), respectively. 
Thus, interface control logic 670 thereby steers the remain 
ing higher order bits of the address to be accessed to flash 
bank A 610 or flash bank B 620. Signals address transition 
detected A (ATDA) and address transition detected B 
(ATDB) output from interlace control logic and address 
transition detection logic 670 prepare flash array banks A 
610 and B 620, respectively, to be read. 

Data multiplexer (MUX) 650 receives as input signal S/A 
OUTA from the sense amplifiers of flash bank A 610 when 
bank A 610 is read. Data MUX 650 also receives as input 
signal S/AOUTB from the sense amplifiers of flash bank B 
620 when bank B is read. Bank select logic 674 receives 
Signals CLK, ALEH and A0 as input and provides output 
signal bank select (BS). Signal BS is used to control data 
MUX 650 So that it interlaces the data read from bankSA 610 
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and B 620 and steers the data into output buffer 660. Output 
buffer 660 then drives the data read out onto data input/ 
output (I/O) pads 690 of SFI flash chip 600. 

Thus, if a read access is being performed when SFI flash 
600 is in the SFI mode, the next address to be accessed can 
be begun while the preceding access is being performed. If 
the next address to be read belongs to the bank that is not 
presently being read, then the next address can be Steered to 
the appropriate bank (A610 or B 620) while the output from 
the previous access is being latched into output buffer 660 
and is being driven onto data I/O pads 690. Also part of the 
design is a programmable latency that enables the user to 
define the clock cycle latency between address Strobe and 
the presentation of valid data on data I/O pads 690. 

Alternately, more than two flash banks can be used in SFI 
chip 600 provided that an appropriate number of address bits 
are used to Select the proper bank. Thus, if four banks are 
interlaced, two address bits would be used to Select among 
the banks. 

FIG. 7 is a timing diagram that illustrates a Sustained read 
burst cycle for SFI flash 600 of FIG. 6. In FIG. 7, synchro 
nizing clock signal CLK is operating at 33 MHz, therefore 
each pulse (T1 through T8) of signal CLK is 30 nS long. The 
read burst begins on the rising edge of clock pulse T1 when 
the first address to be read (ADDR 0) is placed on the 
address pins and address latch enable signal ALEit is 
brought low to indicate that a valid address is ready to be 
read. Note that the low order bit A0 of address ADDR 0 is 
low on the rising edge of clock pulse T1. Therefore, address 
ADDR 0 belongs to bank A and bank A will be read to 
retrieve the data stored at address ADDR 0. 
The read burst continues on the rising edge of clock pulse 

T2 when the second address to be read (ADDR 1) is placed 
on the address pins. In one embodiment, address latch 
enable Signal ALEit is brought high and then low to indicate 
that a valid address is ready to be read. Alternately, address 
latch enable signal ALEH is simply held low to indicate that 
another valid address is ready to be read. Note that the low 
order bit A0 of address ADDR 1 is high on the rising edge 
of clock pulse T2. Therefore, address ADDR 1 belongs to 
bank B and bank B will be read to retrieve the data stored 
at address ADDR1. Because addresses ADDR 0 and ADDR 
1 belong to different flash banks, both address locations can 
be read concurrently. 

The read burst continues on the rising edge of clock pulse 
T3 when the third address to be read (ADDR2) is placed on 
the address pins and address latch enable Signal ALEH is 
held low to indicate that another valid address is ready to be 
read. Note that during period T3 the read from ADDR 0 of 
bank A (begun during period T1) completes. Thus, during 
period T3, bank select signal BS is brought low to steer the 
data read from ADDR 0 to the output buffer where it is 
latched. The data of ADDR 0 is then driven out onto the data 
I/O pads of the SFI chip at the beginning of pulse T4. 

Meanwhile, because the low order bit A0 of address 
ADDR2 is low on the rising edge of clock pulse T3, address 
ADDR 2 belongs to bank A and bank A will be read to 
retrieve the data stored at address ADDR 2. The bank A 
output from address ADDR 0 has been latched into the 
output buffer, so the reading of ADDR 2 of bank A can 
begin. Furthermore, addresses ADDR 2 and ADDR1 belong 
to different banks, therefore both address locations can be 
read concurrently. 
The burst read can continue indefinitely (or at least until 

the address space of SFI flash chip 600 is exhausted) with a 
new address being input on each clock pulse and the data for 
that address being output two pulses later. 
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Referring again to FIG. 6, in order for SFI chip 600 to be 
truly compatible with the high Speed Synchronous bus with 
which it communicating, buS logic block 640 receives and 
provides bus specific signals for SFI 600. Thus, the particu 
lar high Speed Synchronous bus may require, for example, 
that a parity bit be received with every write operation and 
then Sent again as a handshake. In one embodiment, buS 
logic 640 will latch and examine all bits written to flash 
memory 640 during write operations and provide this parity 
data during the post-write "handshake'. Alternately, by 
examining data during write attempts to flash memory 600, 
bus logic 640 can use the same parity algorithm used by the 
high Speed Synchronous bus to generate the required parity 
information for the post-write “hand-shake”. 

Furthermore, the bus protocol may be such that the parity 
bit may need to be sent from SFI 600 when data is read. 
Because flash memory does not require that parity bits be 
stored with data, bus logic 640 would use the same parity 
algorithm used by the high Speed Synchronous buS to 
generate the necessary parity bit when data is read. Thus, 
during flash memory 600 read operations, logic 640 will 
derive parity bits from the output of flash memory 600 for 
transfer to the high Speed Synchronous bus. Therefore, by 
examining data both during write attempts to flash memory 
600 and read attempts from flash memory 600, interface 
logic 640 will generate the required parity information. 
When mode register 680 is not set to indicate SFI mode, 

the Synchronized bank interlacing control functionality of 
interlace control 670 is disabled and SFI flash chip 600 will 
function as would a Standard asynchronous flash memory 
chip. In such a case, the CLK and ALEH signals will be 
ignored as will the bus Specific input signals to buS logic 
640. Instead signals CEH and OEi are used to access SFI 
flash 600 using an asynchronous read Signal of the type 
depicted in FIG. 4. 

In one embodiment, mode register 680 is implemented 
using content addressable memory. Alternately, in another 
embodiment there is no mode register 680 and the SFI 
functionality of chip 600 cannot be disabled and SFI chip 
600 will not function as a standard asynchronous flash 
memory. 

In one embodiment, the SFI flash memory 600 requires 
one address per word/byte read. Some burst processor buses, 
on the other hand, initiate a multiple-read burst access by 
providing a start address, and then repeatedly signaling for 
reads with no additional address information provided. 
Alternately, to accommodate these processors, SFI flash chip 
600 will latch the start address of a burst, and using on-chip 
counters, will generate Subsequent addresses throughout the 
remainder of the burst read Sequence. In Such a case, SFI 
chip 600 will contain a full-address latch, and a multi-bit 
counter that matches the addressable space in SFW flash 
memory array 600. After being provided the start address, 
the counter logic will auto-increment (in linear or non-linear 
order, depending on the bus) and feed addresses to the SFI 
flash memory banks. This allows a multiple-burst access of 
indeterminate length to occur at highest System perfor 

CC. 

FIG. 8 illustrates a computer system 800 that uses an 
alternate generic SFI chip approach. In FIG. 8, SFI flash chip 
860 has a generic synchronous flash memory interface. Glue 
logic 830 is a separate integrated circuit chip that is placed 
between microprocessor 810 and SFI flash chip 860 to 
provide the circuitry required to interface SFI chip 860 to 
high speed synchronous bus 820. 
One benefit of the approach of FIG. 8 is that providing a 

generic interface control 870 within SFI flash chip 860 
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permits a burst read of banks A880 and B 890. Thus, rather 
than requiring pairs of asynchronous flash chips in order to 
perform interlacing, a flash main memory Sub-System can be 
expanded in units of a single chip. At the same time, when 
compared to FPGA 310 of FIG. 3, the design of SFI glue 
logic 830 is simpler because glue logic 830 does not have to 
include the generic synchronous interface control logic 870 
that would be required for any SFI chip 860. 

Furthermore, a single SFI chip 860 can be used to 
interface with a large number of different Synchronous buses 
because the bus specific control logic 850 is implemented 
within glue logic 830 instead of within SFI chip 860. 
An additional benefit to this approach is that, when 

compared to a Standard asynchronous flash chip, SFI chip 
860 need only have two additional pins (i.e. CLK and 
ALEF). Any other signals that are required for Synchronous 
bus 820 are provided by glue logic 830 in a manner that is 
transparent to SFI chip 860. Typically, a flash chip is 
mounted in a Small package Such as a thin Small outline 
package (TSOP). Because of the Small size of the package, 
a Standard asynchronous flash chip will use almost all of the 
pins available to the package. When providing a generic 
Synchronous flash interface, the two additional pins required 
are available even within constraints imposed by mounting 
the SFI flash chip 860 in a small package. 

Note that glue logic 830 includes burst logic 840. This is 
because, as mentioned earlier, different microprocessorS 810 
use different burst ordering Sequences. 
A common Sequence is the linear addressing Sequence. In 

the linear addressing Sequence, a data burst increments 
Sequentially from the beginning address of the burst. 
Typically, in this sequence, the data burst will begin with the 
lowest address in the cache line being read and will incre 
ment through the addresses of the cache line. 
The other burst Sequence is a non-linear addressing 

Sequence. In this Sequence, the burst read does not neces 
Sarily have to begin with the lowest address of a cache line. 
If the burst does begin with the lowest address of the cache 
line, then the non-linear addressing Sequence behaves as 
does the linear Sequence. If, on the other hand, the burst 
begins on an address other than the lowest address of the 
cache line, the Subsequent addresses of the burst are gener 
ated in a manner that guarantees that every address of the 
cache line will be accessed and that they will be accessed in 
a way that interleaves between odd and even address banks. 

Burst logic 840 takes a first data address for a data burst 
and generates the rest of the addresses of the burst in 
accordance to whatever addressing Sequence is required by 
microprocessor 810. 

Note that because both the linear and non-linear burst 
Sequences interleave between odd and even bankS, SFI chip 
860 will interleave between banks regardless of the 
sequence generated by burst logic 840 (be it linear or 
non-linear). 

Asynchronous Main Memory Interface (AMMI) for 
Flash Main Memory 

The synchronous flash interface (SFI) supports back to 
back data bursts thereby permitting flash memory to be used 
as main memory. There may be occasions, however, where 
System constraints prevent the use of the Synchronous flash 
interface to a high Speed Synchronous bus. One Such case is 
where there are already Several components that are coupled 
to the high Speed Synchronous bus. In Such a case, the 
additional coupling of the SFI chip (or its glue logic con 
troller chip) will increase the capacitive load of the high 
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Speed Synchronous bus to the point where it can no longer 
Support a desired level of performance. Another Such case is 
where the SFI chip requires a glue logic controller chip and 
the cost constraints imposed when designing the System 
prohibit the additional expense of this chip. 

Furthermore, many portable Systems do not have a local 
bus (i.e. do not have a high Speed synchronous bus). 
Typically, in these systems, the CPU is integrated with the 
peripheral device controllers onto a single microprocessor 
chip. In Such Systems, only an asynchronous main memory 
bus and a relatively slow expansion bus are available within 
the System. 

Asynchronous flash memory as it exists today must 
interface within these Systems to the expansion bus through 
a custom controller. Bus cycles on the expansion bus are 
typically slow. Therefore, because each expansion bus cycle 
is typically longer than the asynchronous access time of a 
flash memory, the Synchronous flash interface provides no 
real benefit when interfacing with the expansion bus. 
An Asynchronous Main Memory Interface (AMMI) per 

mits flash memory to interface to the asynchronous high 
Speed main memory bus in any computer System. In effect, 
the AMMI permits a flash memory chip to emulate an 
asynchronous DRAM chip. In addition to providing a low 
cost, low power flash main memory, the AMMI also elimi 
nates the time required to transfer programs or data from the 
hard disk to the DRAM by permitting nonvolatile flash 
memory to be used as main memory in place of volatile 
DRAM. Thus, as was the case with SFI, the CPU can 
execute programs directly out of a flash main memory 
without any degradation in performance when compared to 
Volatile main memory. 

Because the AMMI permits a flash chip to emulate a 
DRAM chip, the AMMI eliminates the need to have custom 
controllers. It provides a glueless interface to the existing 
DRAM controller of a system and thus reduces cost and 
loading on the local bus. 

The AMMI improves system performance and provides 
an alternative to hard disks in portable computer Systems. It 
also provides for faster execution out of flash with minimal 
change to the System architecture. Moreover, the System 
performance can be increased without requiring any addi 
tional peripheral logic. 

FIG. 9 illustrates a block diagram of one embodiment of 
a flash memory chip having an asynchronous main memory 
interface. In the embodiment illustrated in FIG. 9, flash chip 
900 can operate as a standard asynchronous flash memory 
chip or can emulate a DRAM. The particular addressing 
mode to be used is determined by whether mode register 910 
has been set or not. Thus, if mode register 910 has been set 
to signify that an asynchronous main memory interface is 
desired, AMMI flash chip 900 will emulate a DRAM chip. 
On the other hand, if mode register 910 has not been set to 
Signify that an asynchronous main memory interface is 
desired, AMMI flash chip 900 will not emulate a DRAM 
chip. In the latter case, the DRAM emulation circuitry of 
AMMI chip 900 would be disabled and AMMI flash chip 
900 will operate as would a standard asynchronous flash 
memory chip. In one embodiment, mode register 910 is 
implemented using content addressable memory. 
FIG.10 illustrates a read cycle of an AMMI flash chip 900 

when it is emulating a DRAM. Because the AMMI flash 
chip 900 is emulating a DRAM chip, FIG. 10 also illustrates 
a read cycle for a typical DRAM chip. 
The asynchronous main memory interface provides a 

means of interpreting DRAM cycles and converting these 
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cycles to a protocol that can be used to access a flash 
memory array. To reduce the pin count on a typical DRAM 
device, rather than using a single 20 bit address, as does 
flash, a DRAM multiplexes a ten bit row address and a ten 
bit column addresses. Address Signal multiplexing for a 
DRAM is accomplished by providing two additional pins 
not found on a prior art asynchronous flash device. 

Thus, in a DRAM, a Row Address Strobe (RASH.) pin and 
a Column Address Strobe (CASH) pin are used to control the 
Strobing in and latching of respective row and column 
addresses. Typically, these addresses are latched on the 
falling edges of these Strobes and are used to acceSS Specific 
bits inside the DRAM array. Because AMMI flash memory 
chip 900 can emulate a DRAM chip, AMMI flash chip 900 
has row and address pins for accepting row and column 
address Strobe Signals, respectively. 
Some DRAM devices use row and column addresses that 

are not ten bits. For example, the row and column addresses 
of a DRAM device may only require eight bits to be 
expressed. Throughout the following discussion ten bit row 
and column addresses will be used. It is to be understood, 
however, that AMMI flash 900 can be practiced using other 
sized row and column addresses. 

In FIG. 10 it can be seen that the read cycle for an AMMI 
flash chip 900 that is emulating a DRAM begins with the 
RASH and CASH signals both high and the multi-bit data 
output signal (D) open (tri-stated). The ten bit row 
address is then placed on the Ao through Ao address pins of 
the flash chip 900 and the RASH signal is brought low to 
indicate that a valid address is to be strobed into the AMMI 
flash. (Note that in the case of an eight bit row address, the 
eight bit row address would be placed on the A through A, 
address pins of the flash chip.) 

After the row address has been strobed into AMMI flash 
chip 900, the RASH signal continues to be held low for a 
predetermined period of time. In a standard DRAM, the 
RASH signal is held high at the end of the read cycle prior 
to the next read cycle to precharge. Of course, because flash 
memory is not based on the capacitor-based Storage tech 
nology of the DRAM, the flash array does not need the 
lengthy precharge time required by a DRAM. On the other 
hand, because AMMI flash 900 is emulating DRAM, it must 
react as would a DRAM. 
Once the row address has been latched within AMMI 

flash chip 900, a read operation is signified by transitioning 
a WRITEff signal from low to high. Then, the ten bit column 
address is asserted on the A through A. address pins of 
AMMI flash chip 900. Next, the CAS# signal is asserted and 
the column address is latched within AMMI flash chip 900. 
The ten bit row address and the ten bit column address are 
then combined within AMMI flash chip 900 to form a twenty 
bit address used to Specify a location within the flash array 
to be read. Once read, the contents of the twenty bit address 
location are driven onto the data pins of AMMI flash chip 
900 as multi-bit signal data out (D). Then, after a CASH 
goes high, the multi-bit signal data out (Dr) is tri-stated 
again. 

Meanwhile, after the row address has been strobed into 
AMMI flash chip 900 and the RASH has been held low long 
enough for a row precharge to occur (if a DRAM was being 
accessed), the RAST# signal transitions back to high. The 
CASiSignal also transitions back to high after the column 
address has been strobed into AMMI flash chip 900. 

Referring again to FIG. 9, the mode value stored within 
mode register 910 is provided to control logic 920. One 
output of control logic 920 is an address multiplexer select 
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(AMS) signal. Signal AMS controls address multiplexer 
(mux) 930. Address mux 930, in turn, steers the ten bit 
address that is asserted on address pins Ao through Ac of 
AMMI flash 900 into the proper portion of address latch 
940. 

Address latch 940 is divided into a ten bit wide high 
portion 942 and a ten bit wide low portion 944 for storing, 
respectively, the ten high and low order bits of flash address 
950. Demultiplexed address 950 is a twenty bit address used 
to address flash array 960. Another output from control logic 
920 is a multi-bit address latch control (ALC) signal that 
controls the latching of addresses within the high portion 
942 and the low portion 944 of address latch 940. 
The mode value stored within mode register 910 is also 

provided to control bypass multiplexer (MUX) 955. The 
inputs to bypass multiplexer 955 are demultiplexed address 
950 from address latch940 and the twenty bit external flash 
address asserted on address pins Ao through Ao of the flash 
chip 900 when flash chip 900 is operating as a standard 
asynchronous flash chip. The output from bypass multi 
plexer 955 is flash address 957 that is provided to flash array 
96.O. 

Thus, when the AMMI flash chip 900 is operating as a 
Standard asynchronous flash chip, a twenty bit flash address 
will be asserted on address pins A through A of the flash 
chip 900. Signal 915 from mode register 910 will set bypass 
multiplexer 955 to steer the twenty bit flash address asserted 
on address pins A through Ac of the flash chip 900 to flash 
array 960 as flash address 957. 

Alternately, when AMMI chip 900 is emulating a DRAM 
chip, address pins Ao through A of flash chip 900 will be 
multiplexed. First, a ten bit row address will be placed on 
address pins A through A of flash chip 900 and the RASH 
Signal will indicate that the row address is ready to be 
strobed into the flash chip. Then, a ten bit column address 
will be placed on address pins Ao through Ao of flash chip 
900 and the CAS# signal will indicate that the column 
address is ready to be strobed into the flash chip. 

Note that in the DRAM emulation mode, no address 
Signals will be placed on address pins Ao through Ac of the 
flash chip. Therefore, when the row address is to be strobed 
into AMMI flash device 900, control logic 920 will set 
address mux 930 to steer the ten bit row address that is 
asserted on address pins A through Ac of the flash chip into 
the low portion 944 of address latch 940. Signal ALC will 
then cause the ten bit row address that is asserted on address 
pins A through A of flash chip 900 to be latched by low 
portion 944 of address latch 940. 

Later, when the CAS# signal indicates that the column 
address is to be strobed into AMMI flash device 900, control 
logic 920 will set address mux 930 to steer the ten bit column 
address that is asserted on address pins Ao through Ao of the 
flash chip into the high portion 942 of address latch 940. 
Signal ALC will then cause the ten bit column address that 
is asserted on address pins A through A of the flash chip 
to be latched by high portion 942 of address latch940. In this 
way, the ten bit row address will be combined with the ten 
bit column address internally within AMNI flash memory 
900 to form a twenty bit demultiplexed flash address 950 
that is stored in latch940 and can be used to address the flash 
array 960. Signal 915 from mode register 910 will set bypass 
multiplexer 955 to steer the twenty bit demultiplexed flash 
address 950 stored in address latch940 to flash array 960 as 
flash address 957. 

Regardless of whether the AMMI chip 900 is operating as 
a Standard flash chip or is emulating a DRAM chip, once a 
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complete twenty bit flash address 950 has been provided to 
flash array 960, the contents stored within flash array 960 at 
address 950 are then retrieved from flash array 960 and sent 
over bus 970 to data latch 980. Data latch control (DLC) 
signal from control logic 920 controls data latch 980. At the 
proper time, data latch 980 drives the data that has been read 
from flash array 960 out onto the data bus 990 (and data pins 
of AMMI flash 900). Then, at the completion of the read 
cycle, control logic 920 causes data latch 980 to tri-state. 
Other DRAM read accesses Such as fast page mode are 
handled similarly. 

In an alternate embodiment, AMMI flash chip 900 is a 
dedicated DRAM emulation device and cannot function as 
a Standard flash chip. In this alternate embodiment, mode 
register 910 and address pins Ao through Ao of the flash 
chip are not required. This embodiment enables a lower pin 
count interface to AMMI chip 900 and is especially attrac 
tive to Space constrained design situations. 

In addition, control logic 920 contains logic that is used 
to interpret DRAM cycles that are not needed for flash 900 
when it is emulating a DRAM. As mentioned before, unlike 
DRAM, flash memory does not need to have an extensive 
precharge or the various refresh cycles commonly required 
by DRAM. FIG. 11 illustrates a typical refresh cycle for an 
AMMI flash chip that is emulating a DRAM. Because an 
AMMI flash chip that is emulating a DRAM will behave as 
would a DRAM chip, FIG. 11 illustrates a typical refresh 
cycle for a DRAM. 

Note that the refresh cycle of FIG. 11 begins as does the 
read cycle of FIG. 10. Thus, at the beginning of the refresh 
cycle, the column address strobe Signal (CASF) is brought 
high and a row address is placed on address pins A through 
As of AMMI flash chip 900 while the row address strobe 
signal (RASH) is brought low. 

Unlike the read cycle of FIG. 10, however, during the 
refresh cycle of FIG. 11, after the row address (of the row to 
be refreshed) has been strobed into AMMI flash memory 
chip 900, no column address is strobed into the flash chip. 
Instead, the RASH signal is held low for a period sufficiently 
long to permit the row specified to be refreshed (if a DRAM 
was being refreshed) and the CASH signal is held high 
throughout this period. During the refresh cycle, the data 
pins of AMMI flash chip 900 remain open (tri-stated). 

Referring again to FIG. 9, when in the DRAM emulation 
mode, control logic 920 will identify a refresh cycle pattern 
and hold data latch 980 tri-stated throughout the refresh 
cycle. Other standard refresh cycles (e.g. CAS before RAS 
(CBR) refresh, self-refresh and hidden refresh cycles) are 
well known in the art and handled Similarly. In this manner, 
a glueless interface from the AMMI flash chip 900 to a 
DRAM controller is achieved. 

Alternately, Some of the inefficiency associated with emu 
lation of a DRAM can be eliminated while the benefits of 
DRAM emulation are retained by controlling access to 
AMMI flash chip 900 using a DRAM controller that has 
been modified to compensate for the fact that Some, if not 
all, of the “DRAM” that it is controlling is actually AMMI 
flash 900 that is emulating DRAM. In such a case, the 
multiplexing of row and column addresses to the AMMI 
flash chip 900 would be retained. The DRAM controller 
would be modified, however, so that the DRAM controller 
will not force AMMI flash chip 900 to wait for a lengthy 
(and unnecessary) row precharge period to complete. The 
DRAM controller would also be modified to eliminate 
refresh cycles for the AMMI flash memory 900. That way 
the DRAM controller will not force AMMI flash chip 900 to 
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be tied up during lengthy (and unnecessary) refresh cycles. 
Thus, in the case of a programmable DRAM controller, the 
DRAM controller can be programmed to generate DRAM 
control Signals that have been optimized to access an AMMI 
flash chip 900. An example of a suitable programmable 
DRAM controller is described in U.S. Pat. No. 4, 785,428, 
Programmable Memory Array Control Signals, Bajwa et al., 
issued Nov. 15, 1988. 
Some programmable DRAM controllers permit more than 

one type of DRAM to be controlled simultaneously by the 
same controller even when each DRAM type being con 
trolled has different timing cycles than the others. This is 
accomplished by having more than one bank of DRAM and 
permitting the controller to have different access cycle 
timings programmed for each bank. The DRAM are then 
grouped so that all of the DRAM in a particular bank are of 
the same type. 

Thus, in an embodiment where a programmable controller 
can be programmed on a bank-by-bank basis, the AMMI 
flash memory 900 is placed in one bank and standard DRAM 
is placed in another bank. Then the programmable DRAM 
controller can be programmed to control the DRAM in the 
DRAM bank using standard DRAM timing cycles. The 
programmable controller can also be programmed to control 
the bank of AMMI flash memory 900 that is emulating 
DRAM in a way that has been optimized to meet the needs 
of AMMI flash memory 900. 

Alternately, rather than using a programmable controller, 
a special non-programmable DRAM controller can be pro 
vided that has been optimized for access to AMMI flash 
memory 900. This special non-programmable controller 
could either control AMMI flash memory 900 exclusively, or 
could also control one or more banks of conventional 
DRAM. 

In yet another alternate embodiment, a DRAM controller 
that has been designed to interface to a high Speed Synchro 
nous bus (i.e. a local bus) can be used to control access to 
AMMI flash memory 900. 

Programming an AMMI flash chip 900 that is emulating 
DRAM is performed in a fashion similar to writing to 
DRAM. As is the case with a read operation, the control 
logic 920 interprets the commands on the control pins of the 
flash chip and issues them in accordance to the protocol 
required by asynchronous main memory flash device 900. 

Because programming (and erasing) flash memory takes 
longer than writing to DRAM, approaches Similar to those 
mentioned earlier can be used to minimize the impact of the 
time required to program an AMMI flash device 900. For 
example, flash file System Software can insert wait States 
whenever a write to AMMI flash 900 is required. The 
number of writes to the AMMI flash 900 memory can be 
significantly reduced by using the AMMI flash device 900 to 
Store ROM-able programs and data that are infrequently 
changed and by Supplementing the AMMI flash memory 900 
with a memory technology that can be written to quickly. 
Alternately, a write cache can be provided to Store informa 
tion that is to be programmed into the AMMI flash 900. The 
programming of the AMMI flash 900 memory can then be 
performed in the background during what would otherwise 
be idle periods. 

FIG. 12 illustrates a scheme for creating a DRAM 
compatible SIMM using one or more AMMI flash memory 
chips. This scheme allows AMMI SIMM 1200 containing an 
AMMI flash memory chip 900 to plug directly into a SIMM 
Socket intended for DRAM. Thus, a standard DRAM con 
troller can control AMMI SIMM 1200. The AMMI SIMM 
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enables the System to access data and direct-execute code 
stored in the flash memory 900 as if it were stored in DRAM 
while requiring no System hardware modification. 

FIG. 12 illustrates an AMMI SIMM 1200 that is popu 
lated with a single AMMI flash chip 900. In an alternate 
embodiment, AMMI SIMM 1200 is populated with two or 
more AMMI flash memory chips 900. 
An advantage of the AMMI flash chip 900 is that if a 

DRAM controller exists in the system, the hardware inter 
face to the AMMI flash memory chip 900 is dramatically 
simplified by the ability of the AMMI chip to emulate a 
DRAM. AMMI SIMM 1200 further simplifies the addition 
of flash main memory into a computer System. This is 
because AMMI SIMM 1200 allows a DRAM controller to 
interface, not only to individual flash memory components, 
but also to an industry-standard SIMM containing one or 
more AMMI flash devices 900. All additional circuitry 
required for flash memory compatibility is included directly 
on the AMMI SIMM 1200. 
When compared to a similar density DRAM chip, an 

AMMI flash memory chip 900 can have several extra pins. 
For example, the AMMI flash chip 900 may have a RY/BY# 
output pin to indicate when the chip is ready to be accessed 
and when the chip cannot be accessed because it is busy (for 
example, when the flash array is being programmed or when 
a flash block is being erased). Therefore, RY/BY# output pin 
of AMMI flash chip 900 on SIMM 1200 is simply not 
connected (i.e. is “floated”). Instead of using the RY/BY# 
pin to determine when AMMI flash chip 900 is ready or 
busy, System Software is used to poll component Status 
registers within chip 900 to determine the program/erase 
Status of the chip. 
When it is emulating a DRAM, AMMI flash chip 900 will 

multiplex row and addresses onto address pins. A through 
A when they are strobed into chip 900. Therefore, address 
pins A through Ao are not used by AMMI flash chip 900 
when it is part of AMMI SIMM 1100. Thus, address pins. A 
through Ac of AMMI flash chip 900 are not connected when 
AMMI flash 900 is populating AMMI SIMM 1200. 
The RASH and CAS# signals are both provided directly to 

AMMI flash chip 900. They are also provided to read/write 
logic 1210 along with the DRAM WRITE# signal. The 
WRITEff signal indicates whether a read operation or a write 
operation is to be performed. Logic 1210 of AMMI SIMM 
1200 translates the RASH, CAS# and WRITEff signals 
provided to AMMI SIMM 1200 into appropriately timed 
output enable (OE#) and write enable (WEF) signals for 
AMMI flash chip 900. 

Although not all flash memory chips require an external 
programming voltage (Vpp) Supply, in the embodiment of 
FIG. 12, AMMI flash chip 900 requires an external Vpp (e.g. 
12 Volts). Vpp is not provided to a SIMM as part of the 
standard SIMM interface. System operating voltage Vcc 
(e.g. 3.3 or 5 Volts), however, is provided to a SIMM as part 
of a standard SIMM interface. Therefore, in the embodiment 
of FIG. 12, Vpp converter 1220 is provided as part of AMMI 
SIMM 1200 to take the Vcc system operating voltage and 
convert it to a Vpp for AMMI flash chip 900. Suitable Vpp 
voltage converters 1220 are well known in the art and are 
commercially available. These voltage converters 1220 typi 
cally operate as DC-to-DC converters or as Voltage pumps. 
The WPH input of flash chip 900 is tied to the flash 

memory Vcc input. Vcc is also provided directly to AMMI 
chip 900. 

Finally, the PWD# input for AMMI flash memory 900 is 
coupled to an on-SIMM programming Voltage monitoring 
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device 1230 such as the MAXIM MAX705, manufactured 
by Maxim Integrated Products, Sunnyvale, Calif. The Vpp 
monitor circuit 1230 will hold AMMI flash memory 900 in 
Deep Powerdown mode unless the Supply voltage is within 
tolerance, thereby protecting AMMI flash memory 900 from 
unintended writing or erasure. 

This scheme allows AMMI SIMM 1200 containing 
AMMI flash memory 900 to use a Vpp program/erase 
voltage that is not part of a standard SIMM interface and yet 
also to plug directly into a SIMM socket intended for 
DRAM. Of course, in an alternate embodiment wherein 
AMMI flash memory chip 900 does not require the external 
supply of Vpp, AMMI SIMM 1200 will not require Vpp 
converter 1220. Vpp monitor 1230 would then be used to 
monitor Vcc. 

For an embodiment wherein the SIMM pinout permits the 
addition of generate purpose input/output signals, one can 
Switch off Vpp when not programming or erasing. One can 
also control Signals RPF to provide power management and 
WPit to control block lock and unlock. 

FIG. 13 is a block diagram that illustrates the main 
memory organization of a computer System that uses AMMI 
flash SIMMs as main memory. In computer system 1300, 
microprocessor 1310 includes on-board DRAM controller 
1330. DRAM controller 1330, in turn, is coupled to DRAM 
SIMM 1360 and AMMI flash SIMM 1350 by main memory 
buS 1320. DRAM SIMM 1360 and AMMI flash SIMM 1350 
together form part of the main memory for microprocessor 
1310. 
When microprocessor 1310 is to access code or data 

stored in DRAM SIMM 1360 or AMMI flash SIMM 1350, 
DRAM controller 1330 of microprocessor 1310 will place 
an access request on main memory bus 1320. The access 
request will be made to DRAM SIMM 1360 or AMMI flash 
SIM 1350 according to the asynchronous protocol of main 
memory bus 1320. Because AMMI flash SIMM 1350 con 
tains one or more AMMI flash devices that are emulating an 
asynchronous DRAM device, DRAM controller 1330 will 
be able to access AMMI flash SIMM 1350 using a DRAM 
access protocol (i.e. by Strobing row and column addresses). 
DRAM controller 1330 will also generate DRAM refresh 
cycles and provide precharge delays for AMMI flash SIMM 
1350 even though a flash device in AMMI flash SIMM 1350 
would not need them. 

Furthermore, in computer system 1300, microprocessor 
1310 is coupled to DRAM controller 1335 by high speed 
synchronous local bus 1325. DRAM controller 1335, in 
turn, is coupled to DRAM SIMM 1365 and AMMI flash 
SIMM 1355 by main memory bus 1345. DRAM SIMM 
1365 and AMMI flash SIMM 1355 together form part of the 
main memory for microprocessor 1310. 
When microprocessor 1310 is to access code or data 

stored in DRAM SIMM 1365 or AMMI flash SIMM 1355, 
microprocessor 1310 will place an access request on local 
bus 1325. The access request will be made according to the 
synchronous protocol of local bus 1325. DRAM controller 
1335 will then interpret the access request and then make the 
access request to DRAMSIMM 1365 or AMMI flash SIMM 
1355 using the protocol of main memory bus 1345. Because 
AMMI flash SIMM 1355 contains one or more AMMI flash 
devices that are emulating an asynchronous DRAM device, 
DRAM controller 1330 will be able to access AMMI flash 
SIMM 1355 using a DRAM access protocol (i.e. by strobing 
row and column addresses). DRAM controller 1335 will 
also generate DRAM refresh cycles and provide a precharge 
delay for AMMI flash SIMM 1350 even though a flash 
device in AMMI flash SIMM 1355 would not need them. 
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Secondary cache 1375 is also coupled to local bus 1325. 

If microprocessor 1310 attempts to access data or instruc 
tions from DRAM SIMMS 1360 or 1365 or AMMI flash 
SIMMs 1350 or 1355 that are available in cache 1375, the 
access will be made to cache 1375 instead. 

Note that alternate embodiments of computer System 
1300 exist wherein computer system 1300 uses a subset of 
the main memory capability depicted in FIG. 13. Therefore, 
in one embodiment, microprocessor 1310 will address all of 
its main memory through main memory bus 1320. 
Alternately, microprocessor 1310 will address all of its main 
memory through local buS 1325. In Such a case, micropro 
cessor 1310 need not include on-board DRAM controller 
1330. 

In yet another embodiment, secondary cache 1375 is not 
available in system 1300. Furthermore, alternate embodi 
ments exist wherein all of the main memory controlled by 
DRAM controller 1300 or DRAM controller 1335, is com 
prised of AMMI flash SIMMs 1350 or 1355, respectively. 
Moreover, in yet another embodiment, rather than being 
coupled directly to microprocessor 1310, local bus 1325 is 
coupled to main memory bus 1320 by a bus bridge. 

Synchronous Main Memory Interface (SMMI) for 
Flash Main Memory 

AS processors have become faster, asynchronous DRAM 
has become increasingly unable to Supply data and instruc 
tions to these processors at a speed fast enough to meet the 
processing Speed Sustainable by the processors. One recent 
solution has been the introduction of synchronous DRAM. 
Synchronous DRAM uses an external clock signal to Syn 
chronize interleaving within a DRAM integrated circuit and 
thereby provide a faster burst access than could be provided 
asynchronously. 

FIG. 14 illustrates a block diagram of a flash memory 
integrated circuit that is able to emulate a Synchronous 
DRAM integrated circuit chip. In the embodiment depicted 
in FIG. 14, synchronous main memory interface (SMMI) 
flash memory unit 1400 combines the internal flash bank 
interlacing features of SFI flash 600 (FIG. 6) with the row 
and column address multiplexing of AMMI flash memory 
900 (FIG. 9). 

In the embodiment of SMMI flash 1400 depicted in FIG. 
14, SMMI flash 1400 functions in one of four modes as 
determined by the setting of mode register 1480. In the first 
mode, asynchronous flash mode, the flash memory 1400 is 
read as a Standard flash memory. In this mode, the reading 
of the contents of a first address must be completed before 
a Second address to be read can be specified. 

In the Second mode, Synchronous flash mode, a clock 
signal CLK is provided to SMMI flash chip 1400 and a 
Series of addresses belonging to a data burst are specified, 
one address per clock tick. Then, the contents Stored at the 
addresses specified for the burst are output Sequentially 
during Subsequent clock tickS in the order in which the 
addresses were provided. Alternately, if a single address is 
provided to SMMI flash chip 1400 when it is in the syn 
chronous mode, the Subsequent addresses for the burst will 
be generated within SMMI flash chip 1400 and the data burst 
will then be provided as output from the flash chip. 

In the third mode, asynchronous DRAM (dynamic ran 
dom access memory) mode, SMMI flash memory 1400 
emulates asynchronous DRAM. Thus, row and column 
addresses are strobed into flash memory 1400 using row 
(RASH) and column (CASH) address strobe signals. SMMI 
flash memory 1400 then converts the row and column 
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addresses internally into a single address and provides as 
output the data Stored at that Single address. Furthermore, 
although the SMMI flash memory 1400 does not need an 
extended precharge period or to be refreshed, when in the 
asynchronous DRAM mode, the flash memory 1400 
responds to precharge periods and refresh cycles as would an 
asynchronous DRAM. Therefore, when in the asynchronous 
DRAM mode, SMMI flash memory 1400 can be controlled 
by a standard DRAM controller. 

Finally, in the fourth mode, synchronous DRAM mode, 
the features of the Second and third modes are combined to 
yield a flash memory that emulates a synchronous DRAM. 
Thus, addresses to be read as a data burst are specified by 
Strobing row and column addresses into the flash memory 
using RAS# and CAS# signals. The data of the data burst is 
then provided Sequentially as output from the flash memory 
on Subsequent clock tickS. 

In an alternate embodiment, SMMI flash 1400 only has 
one mode, Synchronous DRAM emulation mode, or has 
synchronous DRAM mode and only one or two of the other 
modes. 

In the four mode embodiment depicted in FIG. 14, mode 
register 1480 has a multi-bit output mode enable signal ME 
that reflects the current mode of SMMI flash 1400. Signal 
ME is provided to bank select logic 1474, bus logic 1440, 
TFL stages 1472 and logic and ATD control block 1470. 
These circuits control the function of SMMI flash 1400 
differently according to the current mode of SMMI flash 
device 1400. 

Thus, bus logic 1440 will function as does bus logic 640 
of FIG. 6 when SMMI flash device 1400 is operating in 
synchronous flash mode and will be disabled in the other 
modes. Note that in an alternate embodiment wherein SMMI 
flash device 1400 is operating as a generic Synchronous flash 
device, bus logic 1440 will not be part of chip 1400, but 
instead will be provided off chip. 
When SMMI flash device 1400 is operating 

Synchronously, in either the Synchronous flash or Synchro 
nous DRAM emulation modes, TTL stages 1472, bank 
select logic 1474 and logic and ATD circuit 1470 will control 
the interlacing of accesses to flash banks A1410 and B1420. 
In an alternate embodiment, interlacing will be performed 
among more than two flash banks within SMMI flash device 
1400 when it is placed in these synchronous modes. 

Similarly, when SMMI flash device 1400 is emulating a 
DRAM, in either the asynchronous or synchronous DRAM 
emulation modes, TTL stages 1472, bank select logic 1474 
and logic and ATD circuit 1470 will control the multiplexing 
of row and column addresses by address multiplexers 1492 
and 1494 and the tri-stating of output buffer 1460. 
A SMMI flash based synchronous SIMM can be formed 

using the techniques described above in connection with 
AMMI SIMM 1200 of FIG. 12. This would be accomplished 
by populating AMMI SIMM 1200 with one or more SMMI 
flash devices 1400 (rather than AMMI flash devices 900) 
and by providing a clock signal to each SMMI flash device. 

FIG. 15 is a block diagram that illustrates the main 
memory organization of a computer System that uses SMMI 
flash SIMMs as main memory. In computer system 1500, 
microprocessor 1510 includes on-board synchronous 
DRAM controller 1530. Synchronous DRAM controller 
1530, in turn, is coupled to synchronous DRAM SIMM 
1560 and SMMI flash SIMM 1550 by synchronous main 
memory bus 1520. Synchronous DRAM SIMM 1560 and 
SMMI flash SIMM 1550 together form part of the main 
memory for microprocessor 1510. 
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When microprocessor 1510 is to access code or data 

stored in synchronous DRAM SIMM 1560 or SMMI flash 
SIMM 1550, synchronous DRAM controller 1530 of micro 
processor 1510 will place an acceSS request on Synchronous 
main memory bus 1520. The access request will be made to 
synchronous DRAM SIMM 1560 or SMMI flash SIMM 
1550 according to the synchronous protocol of synchronous 
main memory bus 1520. Because SMMI flash SIMM 1550 
contains one or more SMMI flash devices that are emulating 
a synchronous DRAM device, synchronous DRAM control 
ler 1530 will be able to access SMMI flash SIMM 1550 
using a Synchronous DRAM access protocol (i.e. by Strobing 
row and column addresses in conjunction with providing a 
clock signal). DRAM controller 1530 will also generate 
DRAM refresh cycles and provide precharge delays for 
SMMI flash SIMM D550 even though a flash device in 
SMMI flash SIMM 1550 would not need them. 

Furthermore, in computer system 1500, microprocessor 
1510 is coupled to synchronous DRAM controller 1535 by 
high speed synchronous local bus 1525. Synchronous 
DRAM controller 1535, in turn, is coupled to synchronous 
DRAM SIMM 1565 and SMMI flash SIMM 1555 by 
synchronous main memory bus 1545. Synchronous DRAM 
SIMM 1565 and SMMI flash SIMM 1555 together form part 
of the main memory for microprocessor 1510. 
When microprocessor 1510 is to access code or data 

stored in synchronous DRAM SIMM 1565 or SMMI flash 
SIMM 1555, microprocessor 1510 will place an access 
request on local bus 1525. The access request will be made 
according to the synchronous protocol of local bus 1525. 
Synchronous DRAM controller 1535 will then interpret the 
acceSS request and then make the acceSS request to Synchro 
nous DRAM SIMM 1565 or SMMI flash SIMM 1555 using 
the Synchronous protocol of Synchronous main memory bus 
1545. Because SMMI flash SIMM 1555 contains one or 
more SMMI flash devices that are emulating a synchronous 
DRAM device, synchronous DRAM controller 1530 will be 
able to access SMMI flash SIMM 1555 using a synchronous 
DRAM access protocol (i.e. by strobing row and column 
addresses and by providing a clock signal). Synchronous 
DRAM controller 1535 will also generate synchronous 
DRAM refresh cycles and provide a precharge delay for 
SMMI flash SIMM 1550 even though a flash device in 
SMMI flash SIMM 1555 would not need them. 

Secondary cache 1575 is also coupled to local bus 1525. 
If microprocessor 1510 attempts to access data or instruc 
tions from synchronous DRAM SIMMs 1560 or 1565 or 
SMMI flash SIMMS 1550 or 1555 that are available in cache 
1575, the access will be made to cache 1575 instead. 

Note that alternate embodiments of computer System 
1500 exist wherein computer system 1500 uses a subset of 
the main memory capability depicted in FIG. 15. Therefore, 
in one embodiment, microprocessor 1510 will address all of 
its main memory through main memory bus 1520. 
Alternately, microprocessor 1510 will address all of its main 
memory through local buS 1525. In Such a case, micropro 
cessor 1510 need not include on-board synchronous DRAM 
controller 1530. 

In yet another embodiment, secondary cache 1575 is not 
available in system 1500. Furthermore, alternate embodi 
ments exist wherein all of the main memory controlled by 
synchronous DRAM controller 1530 or synchronous 
DRAM controller 1535, is comprised of SMMI flash 
SIMMs 1550 or 1555, respectively. Moreover, in yet another 
embodiment, rather than being coupled directly to micro 
processor 1510, local bus 1525 is coupled to main memory 
bus 1520 by a bus bridge. 
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In the foregoing specification the invention has been 
described with reference to Specific exemplary embodiments 
thereof. It will, however, be evident that various modifica 
tions and changes may be made thereto without departing 
from the broader spirit and scope of the invention as set forth 
in the appended claims. The Specification and drawings are, 
accordingly, to be regarded in an illustrative rather than 
restrictive Sense. 
What is claimed is: 
1. A method, comprising: 
a) demultiplexing a plurality of multiplexed address Sig 

nals to generate a demultiplexed address if a multi 
plexed address mode is indicated by a value Stored in 
a mode register, Said value indicating one of at least two 
Synchronous and at least two asynchronous modes of 
operation; 

b) receiving a plurality of multiplexed addresses and 
control Signals including a first Strobe Signal and a 
Second Strobe Signal; 

c) latching a first portion of a Selected multiplexed 
address, 

d) latching a second portion of the Selected multiplexed 
address, wherein the first and Second portions form the 
demultiplexed address, 

e) reading data from a nonvolatile memory in accordance 
with the demultiplexed address; 

f) latching the data; and 
g) providing a tristated output memory if the control 

Signals indicate a precharge cycle. 
2. A method, comprising: 
a) Selecting one of an address bus and an address latch as 

a Source for a demultiplexed address in accordance 
with a mode of operation, the address latch to receive 
a multiplexed address as an output, the mode of opera 
tion determined by a value Stored in a mode register, 
Said value indicating one of at least two asynchronous 
modes of operation; 

b) Selecting and address bus as the Source, if the mode of 
operation is a nonmultiplexed mode of operation; 

c) reading data from a nonvolatile memory in accordance 
with the demultiplexed address, and 

d) latching the data. 
3. A nonvolatile memory apparatus, comprising: 
a mode register Storing a value indicative of a mode of 

operation; 
control logic for generating address latch Signals and data 

latch Signals in response to asynchronous control Sig 
nals, 

an address latch for latching a demultiplexed address from 
an address bus in response to the address latch Signals, 

a multiplexer coupled to the mode register for latching the 
demultiplexed address from a Selected one of the 
address bus and the address latch in accordance with 
the mode of operation; 
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a nonvolatile memory array coupled to the multiplexer; 

and 

a data latch that latches data corresponding to the demul 
tiplexed address from the nonvolatile memory in 
response to the data latch control Signal. 

4. The apparatus of claim 3 wherein the multiplexer 
Selects the address bus if the mode of operation is demul 
tiplexed mode of operation, wherein the multiplexer Selects 
the address latch if the mode of operation is a multiplexed 
mode of operation. 

5. The apparatus of claim 3 wherein the asynchronous 
control Signals include row address Strobe Signals and col 
umn address Strobe Signals, wherein the control logic gen 
erates a first address latch Signal for latching a first portion 
of the demultiplexed address in response to the column 
address Strobe Signal. 

6. The apparatus of claim 3 wherein the nonvolatile 
memory array comprises flash memory. 

7. The apparatus of claim 3 wherein an output of the data 
latch is tristated if the asynchronous control Signals indicate 
a refresh cycle. 

8. The apparatus of claim 3 wherein an output of the data 
latch is tristated if the asynchronous control Signals indicate 
a precharge cycle. 

9. The apparatus of claim 3 wherein the data latch, 
nonvolatile memory array, multiplexer, address latch, con 
trol logic, and mode register are formed on a Same integrated 
circuit. 

10. A method, comprising: 
a) demultiplexing a plurality of multiplexed address Sig 

nals to generate a demultiplexed address if a multi 
plexed address mode is indicated by a value Stored in 
a mode register, Said value indicating one of at least one 
Synchronous and asynchronous modes of operation; 

b) reading data from a nonvolatile memory in accordance 
with the demultiplexed address, and 

c) latching the data; 
d) providing a tristated output memory if the control 

Signals indicate a precharge cycle. 
11. A method, comprising: 
a) Selecting one of an address bus and an address latch as 

a Source for a demultiplexed address in accordance 
with a mode of operation Such that the address bus is 
Selected if the mode of operation is a nonmultiplexed 
mode of operation, the address latch to receive a 
multiplexed address as an output, the mode of opera 
tion determined by a value Stored in a mode register, 
Said value indicating one of at least one Synchronous 
and asynchronous modes of operation; 

b) reading data from a nonvolatile memory in accordance 
with the demultiplexed address, and 

c) latching the data. 
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