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MIMICKING A NEURAL NETWORK WITHOUT THE
ORIGINAL TRAINING DATASET

Field of the Invention

[001] Embodiments of the invention relate t o the field of artificial intelligence (Al) by machine

learning. In particular, embodiments of the invention are related to training a predictive or deep

learning model such as a neural network (NN), logistic regression, or Bayesian model.

Background of the Invention

[002] An artificial neural network, or simply "neural network," is a computer model, resembling

a biological network of neurons. Neural networks are a family of methods within machine

learning, under artificial intelligence. Neural networks typically have a plurality of artificial

"neurons" that are connected by artificial "synapses." There are many types of NNs that have

various arrangements of neurons including partially or fully connected NNs, recurrent NNs

(RNNs), convolutional NNs (CNNs), etc. For example, a connected NN typically has an input later,

multiple middle or hidden layer(s), and an output layer, where each layer has a plurality (e.g.,

100s t o 1000s) of artificial neurons. In a fully-connected NN, each neuron in a layer (N) may be

connected by an artificial "synapse" t o all neurons in a prior (N-l) layer and subsequent (N+l)

layer, whereas in a partially-connected NN only a subset of neurons in adjacent layers are

connected.

[003] A NN is trained based on a leaning dataset to solve or learn a weight of each synapse

indicating the strength of that connection. The weights of the synapses are generally initialized,

e.g., randomly. Training is performed by iteratively inputting a sample or set of samples from the

training dataset into the NN, outputting a result of the NN applied t o the dataset, calculating

errors between the expected (e.g., target) and actual outputs, and adjusting NN weights t o

minimize errors. Training may be repeated until the error is minimized or converges. Typically,

multiple passes (e.g., tens or hundreds) through the training set are performed (e.g., each sample

is input into the NN multiple times). Each complete pass over the entire training dataset is

referred to as one "epoch".



[004] Training an accurate NN is typically a complex and time-consuming task. A typical training

process consists of billions (or trillions) of calculations that may take hours, days or even weeks

to complete. So, once produced, other devices or parties may want t o replicate an accurately

trained NN, instead of developing one from scratch. However, NNs and their training data are

often kept secret for data privacy, security, or proprietary reasons. Without access to the secret

training dataset, other devices or parties cannot currently replicate a pre-trained NN.

[005] Another limitation of conventional NNs is that new information cannot be added or old

information deleted from the NN without retraining based on the entire training dataset. Training

based solely on the changed data will override old neural connections and knowledge. Thus, t o

incorporate new data into the NN, no matter how minor, the training process is re-run from

scratch with the original training dataset and the new samples added, which is a time-consuming

process. Similarly, undesirable training data cannot be eliminated from the NN without

completely retraining the NN based on the entire revised training dataset. In fact, any

modification that re-trains the NN requires retraining over the entire training dataset. Thus, the

NN cannot be modified or improved by devices or parties that do not have access t o the original

training dataset.

[006] Accordingly, there is a need in the art t o provide a mechanism to mimic and/or modify a

NN without access t o its secret original training dataset.

Summary of the Invention

[007] Embodiments of the invention provide a device, system and method for training a new

("student") neural network t o mimic a pre-trained target ("mentor") neural network without

access to the target model (e.g., neural network) itself (a "black box" model) or t o the original

training dataset used t o generate the target model (secret training data).

[008] According to some embodiments of the invention, there is provided a device, system and

method for mimicking a pre-trained target model at a device without access to the pre-trained

target model or its original training dataset. A set of random or semi-random input data may be

sent from the local device t o a remote device t o randomly probe the pre-trained target model



remotely by inputting the set of random or semi-random input data into the pre-trained target

model. A set of correspondi ng output data may be received from the remote device generated

by the remote device applying the pre-trained target model t o the set of random or semi-ra ndom

input data. A random probe training dataset may be generated comp rising the set of random or

semi-ra ndom input data and corresponding output data generated by randomly probing the pre

trained target model. A new model may be trained with the random probe traini ng dataset so

that the new model generates substantially the same corresponding output data in response t o

said input data to mimic the pre-trai ned t arget model.

Brief Description of the Figures

[009] The subject matter rega rded as the invention is pa rticu larly pointed out and distinctly

claimed in the concludi ng portion of the specification . The invention, however, both as t o

organization and method of operation, together with objects, featu res, and advantages thereof,

may best be understood by reference to the following detailed description when read with the

accompa nying d rawings in which:

[0010] Fig. 1 is a schematic illustration of an exa mple t arget "black box" neural network and a

new neu ra l network tra ined t o mimic the target neu ra l network in accordance with some

embodiments of the invention;

[0011] Fig. 2 is a schematic ill ustration of a system for training a new model t o mimic a target

model in accordance with some embodiments of the invention; and

[0012] Fig. 3 is a flowchart of a method for trai ning a new model t o mimic a target model in

accordance with some embodiments of the invention.

[0013] It will be appreciated that for simplicity and cla rity of illustration, elements shown in the

figu res have not necessa ri ly been drawn t o sca le. For exa mple, the dimensions of some of the

elements may be exaggerated relative to other elements for cla rity. Further, where considered

appropriate, reference numerals may be repeated among the figures t o ind icate corresponding

or ana logous elements.



Detailed Description of the Invention

[0014] According to some embodiments of the invention, there is now provided a device, system,

and method for mimicking, replicating, or reverse engineering, a pre-trained target model

without access t o the model itself (a "black box" model) and without access to the original training

data used to generate that model (secret training data). This may be achieved by probing the

target "black box" model with random or semi-random input data and recording its

corresponding outputs, t o learn the target model's behavior. This random probe dataset or "junk"

data (e.g., pairs of random or semi-random inputs and their corresponding model outputs) may

be used as a training dataset to train a new model t o mimic the target model. By learning how

the target black-box model behaves with random or "junk" data, the new model may be trained

to behave substantially the same as the target model, without ever accessing the original training

dataset that caused it to behave as such. Accordingly, the new model may replicate the target

model without sacrificing the secrecy of the target model's original training dataset.

[0015] For example, a target or "mentor" model may be pre-trained for autonomous vehicle

driving, drone navigation, facial recognition, text recognition, or any other deep learning

application. Embodiments of the invention may probe the mentor model with random or semi

random sensor, image, and/or other input data and collecting the corresponding outputs from

the mentor model. This probing process may repeat over many (e.g., millions) of iterations t o

generate a new random probe dataset of pairs of random input and corresponding output from

the mentor model. This random probe dataset may be used t o train a new or "student" model.

Training the student model t o match how the mentor model behaves when probed with random

or junk data causes the student model t o e.g. asymptotically approach the mentor model. Training

may complete when the student model substantially matches the output of the mentor model,

e.g., yielding the same predictions for an above threshold proportion (e.g., >98%) of test inputs.

[0016] In some embodiments, the pre-trained target model may be represented as a

transformation or map of data from an X-dimensional input space to a Y-dimensional output

space. In one example, for recognizing numbers in images, the input data may be images of size

100x100 pixels in a 10000 dimensional input space, and the output data may be 10 digits in a 10



dimensional output space. Therefore, the target model is a transformation from a 10000

dimensional data point t o a 10 dimensional space data point (although the target transformation

may map data from any X-dimensional space t o any Y-dimensional space). The original training

dataset includes pairs of input and corresponding output data (X-dimensional vector or point, Y-

dimensional vector or point) used to train that transformation. With no access to this original

training dataset, embodiments of the invention may randomly or semi-randomly select points in

the X-dimensional space (e.g., according to a constant, Gaussian, or other distribution in the X-

space) to input into the pre-trained target model, and receive the corresponding Y-dimensional

outputs (e.g., the target transformation of those respective inputs). The set of pairs of random X-

dimensional inputs and corresponding Y-dimensional outputs may form a new random probe

training dataset, which may be used to train a new transformation to map data in the same way

as the target transformation. Although the random probe training dataset has a different

distribution of points in the X and Y-dimensional spaces than the original training dataset, the

points are transformed according to the same target transformation, and so will train a new

model transformation that maps data in substantially the same manner as the target model

transformation.

[0017] The random probe dataset may be either fully-random or semi-random. A fully random

dataset may be selected entirely at random (e.g., a random distribution of points in an input X-

dimensional space) and not set t o a particular type or specific data. Fully-random probing may

wildly span the input space, providing both relevant and irrelevant input data. The closer the

random probe dataset is t o the original training dataset, the better the new model will typically

match the pre-trained target model and the faster the training period. Accordingly, to increase

speed, efficiency and accuracy, instead of training the new model with a fully random probe

dataset, some embodiments of the invention may use a semi-random probe dataset that is as

similar as possible t o (but different than) the original training dataset.

[0018] A partially or semi-random training dataset may be selected randomly, but with a

preference among samples, based on some knowledge of the model or training dataset, such as

the type or purpose of the model. For example, if the purpose of the model is to identify faces in

images, the training dataset may be narrowed to images of faces. In another embodiment, the



semi-random training dataset may include a portion of data from the training dataset (e.g., a 10%

"public" or "non-secret" subset of the original training dataset, but not the remaining 90%

designated as "confidential" or "secret") that may be supplemented with random data. In another

embodiment, semi-random data may include unlabeled or untagged data (e.g., an image dataset

with no knowledge via labels of what type of images are in the dataset).

[0019] Some embodiments may learn information about the original training dataset by

performing statistical analysis t o measure properties (e.g., color, contrast, standard deviations,

local correlations, etc.) of a portion of the original training data (if available) or of data of the

same type as the original training dataset (e.g., images of faces). Statistical analysis may be

performed on a relatively small sample of data (e.g., 0.1-10% of the size of the original or new

training dataset). The result of the statistical analysis may be a non-uniform distribution of the

input space similar to that of the original training dataset. This distribution may be used to select

the random probe training dataset according to the same non-uniform distribution to better

match the original training set. In various embodiments, these statistics may be run on random

data of the same type as the original training data, or on a portion of the original training dataset

(e.g., 1% of original training dataset, if available), or on a hybrid combination of the actual portion

of the original training dataset and a portion of samples synthesized therefrom (e.g., 50% original

training samples and 50% randomly generated samples).

[0020] The new training data may be tuned to more closely match or converge to the original

training data (e.g., having an input space distribution that more closely resembles that of the

original training data, e.g., compared to a uniform input space distribution). In one embodiment,

where the type or distribution of training data is unknown (not clear if it is image, text, or audio

data, or if the distribution of data in the input space is gaussian or constant), the target model

may be probed to discern the type or distribution of training data. Ideally, minor adjustments in

samples of the correct type or distribution (same as or substantially similar t o the training dataset)

will typically result in small changes to the model output (stable model), whereas minor

adjustments in samples of the incorrect type or distribution may result in relatively large changes

to the model output (unstable model). Accordingly, some embodiments may probe the model

with multiple slightly different samples, e.g., varied according to a gaussian, uniform, or other



distributions and/or for each of a plurality of different data types. The data type and/or

distribution for which the model is most stable (e.g., where relatively small changes in the input

space cause relatively small changes in the output space) may be used as the data type and/or

distribution to select the new training data. This mechanism may be performed in an initial test

probe of the target model, e.g., prior to training the new model. Additionally or alternatively, this

mechanism may be performed on-the-fly while training the new model. For example, the training

data may be automatically adjusted to incrementally improve model stability in each subsequent

epoch based on the results from one or more earlier epochs.

[0021] In one embodiment, training error may be computed in the final output layer (e.g., based

on the expected values of a training dataset compared to the calculated values) on-the-fly during

training the new model. Training error may be measured as a "first-order" error (i.e., based on

the first derivative of the error), such as "gradient descent" optimization including

"backpropagation," a "second-order" error (i.e., second derivative), such as "Hessian-Free

Optimization," a higher-order error, or another method such as "contrastive-divergence" based

on mathematical principles. In some embodiments, the training dataset (e.g., in a subsequent

epoch) may be automatically adjusted on-the-fly t o converge to training data that effects a lowest

or lower error (e.g., in a current or past epoch).

[0022] In another embodiment, this training error computed at the final output layer, may be

propagated backwards through the neural network back t o the input layer, to update the input

sample itself in a manner that reduces the error. By iterating over this backpropagation process

multiple times, the input samples themselves are modified. For example, in the application of

autonomous driving, a mentor model that classifies obstacles to avoid collisions may be fed with

a random or semi-random input, and the model may activate a neuron corresponding to

"obstacle" at the output layer. Then, the error between the actual output in the training dataset

and the expected output predicted by the model may be calculated. This error may be

backpropagated through the neural network of the target model, and the input data may be

updated to minimize this error. After multiple iterations, the input sample gradually converges to

fully activate the output neuron "obstacle." Thus, the updated sample is an artificially generated

sample that the neural net classifies as a perfect obstacle. This process may be repeated to



generate as many synthetic training samples as desired, thus creating an entire dataset of

synthetic samples. In one embodiment, each synthetic sample may activate a different neuron at

the output layer of the mentor model (e.g., an obstacle neuron, a road sign neuron, a lane

boundary neuron, etc.).

[0023] In one embodiment, in which the target neural network model itself is accessible or its

parameters known (e.g., the number N of layers in the model, the number, type and/or properties

of neurons in each layer, etc.), the layers may be trained and/or the training error may be

computed in a layer-by-layer manner. For example, given a target model with N layers, and each

layer having X , neurons (index i between 1 and N), a new network may be trained in a plurality of

stages in which each stage trains a sequential layer, one layer at a time. In a first stage, the new

network may be trained t o mimic the output of the Xi neurons in the 1st layer of the target

network. After the 1st layer is trained, its values are fixed or frozen, and the process proceeds to

train the next subsequent layer. Thereafter, in a second stage, with the prior first layer fixed, the

new network may be trained t o mimic the output of the X neurons in the 2nd layer of the target

network. In general, in each jth stage, the prior trained j-1 layers are fixed, and used to train the

subsequent jth layer of the new network. This process may continue, layer-by-layer, until the final

sequential Nth output layer is trained. Training the model layer-by-layer typically improves the

accuracy and speed of training as compared to simultaneously training all layers in the model.

The accuracy of the new network increases in the layer-by-layer approach because it incorporates

additional intermediate transformations (e.g., mimicking one layer at a time) of the target

network that are not generated in the full model training approach (which tries to mimic the

output directly given an input, and has no insight into the N transformations that the data

undergoes within the N layers of the mentor model).

[0024] The speed of training the new network increases in the layer-by-layer approach because

the cumulative computations for training one layer at a time (e.g., N-l adjacent-layer

transformations from layer i to layer i + 1, i = 1, ..., N) are significantly simpler and less time-

consuming than computations for training the entire model at once (e.g., transformation from

input space X, across N layers, to output space Y). The layer-by-layer training method may

progress, either in a "forward" direction, training from the 1st to the Nth layer (e.g., 1, 2, ..., N



layers), o r in the "reverse" direction, training from the Nth to the 1st layer (e.g., N, N-l, N-2, 1

layers).

[0025] The training process may repeat for multiple epochs. Whereas conventional training

reiterates over each epoch using the same training dataset, according to embodiments of the

invention, because the training dataset is random, a different random probe dataset may be used

during a plurality of (e.g., two or more, up t o all) training epochs. Using different probe datasets

may increase the diversity of training data, which typically increases the accuracy with which the

new model mimics the target model in the same amount of training time or yields a similar

accuracy in a faster training time.

[0026] Embodiments of the invention may test the similarity between the new and pre-trained

target models based on the random probe dataset or by probing both models with a new random

or semi-random set of test inputs to determine the similarity between the corresponding outputs

generated by the new and target models. Training may terminate after a measure of such

similarity exceeds a threshold or after a predetermined number of epochs. A predetermined

number of input/output training pairs, distribution of training pairs, number or diversity or

epochs, may result in a sufficient or above threshold match (or lower than threshold error or

distance) between the new and target models (e.g., when probed with random test data).

[0027] Whereas the new model behaves substantially the same as the target model, it may have

a different structure. For example, if the models are NNs, they may have different architectures

(e.g., fully connected, partially connected, RNN, CNN, etc.), different numbers of neurons,

different numbers of layers, different connection types, etc. (e.g., as shown in Fig. 1). While in

some embodiments this may be an unintentional consequence of not knowing the structure of

the target model, in other embodiments this may be an intentional way to reorganize the target

model to a simpler structure. For example, if a target NN has a relatively complex structure (e.g.,

a greater than threshold number of neurons, layers or connections ora relatively complex neuron

connection type, such as fully-connected), embodiments of the invention may generate a new

model with a relatively simple structure (e.g., set t o have a lower than threshold number of

neurons, layers or connections or a relatively simple neuron connection type, such as partially-



connected) that behaves in the same way t o replace the complex target model. Simplifying the

structure of the model (e.g., reducing the number of neurons, layers and/or connections) may

reduce the size and memory space used t o store the model and increase the processing speed

(less time required for prediction).

[0028] In some embodiments, it may be desirable t o add new knowledge, or remove existing

knowledge, from the already trained neural network. For example, as new training data becomes

available or the model is expanded t o address a new class of prediction, it may be desirable t o

add new data to the training dataset. Conversely, if old data is deemed sensitive or obsolete, this

data should be eliminated from the training dataset, and the knowledge unlearned from the

network. However, conventional models cannot simply be re-trained by training only on the new

data or deleting old data, because such training would override accurate connections from the

initial training, thereby deleting desirable prior knowledge. The only conventional way t o

incorporate new data or eliminate old data in conventional models is to obtain the original

training dataset, add or delete the data to/from the original training dataset, and re-start the

entire training process from scratch with the modified training dataset. However, when a third

party wants to modify another's model, the third party may not be able t o access the original

training dataset.

[0029] According to some embodiments of the invention, there is now provided a device, system,

and method to incorporate new training data or eliminate a partial subset of the original training

dataset in a pre-trained target model without accessing the original training dataset. This may be

achieved, instead of modifying the inaccessible original training dataset, by modifying the random

probe dataset. Thus, the new training dataset may comprise random or junk data (e.g., acting as

a stabilizer t o maintain prior knowledge) plus or minus the added or deleted data, respectively

(e.g., acting as a modifier t o add new knowledge or forget old knowledge). Because the random

probe data acts as a placeholder for the original training dataset, adding or deleting data

therefrom will effect substantially the same change in the model as if the data were added or

deleted to/from the original training dataset. Thus, the target model may be modified or

improved without ever accessing the original training dataset.



[0030] The same principle can be used for any re-training or post-processing of an already trained

target model without ever accessing the original training dataset. Instead of re-training the target

model (which requires the secret original target dataset), embodiments of the invention may

retrain the new model that mimics the target model using the random probe dataset (without

exposing the secret original training dataset). Such re-training may include, for example,

spars ifying the model by deleting or pruning weak neuron connections t o decrease the model size

(e.g., as described in U.S. patent application No. 16/041,497, which is incorporated herein by

reference in its entirety) or evolving the model using a genetic algorithm to improve the model

search space and accuracy (e.g., as described in U.S. patent application No. 16/121,015, which is

incorporated herein by reference in its entirety, or any other re-training method for example that

lowers memory usage and size (creates a smaller neural network), increases processing speed, or

increases the accuracy of the neural network .

[0031] Models described herein may have any structure, including, but not limited to any type of

neural networks (e.g., including fully connected as shown in Fig. 1, partially connected, RNN, CNN,

etc.), logistic regression, Bayesian models, decision trees, random forest models, evolutionary

algorithms (e.g., genetic algorithms, genetic programming, or evolution strategies), support

vector machines (SVM), or any other type of machine learning model that, if given an input X, can

learn to predict an output Y.

[0032] Embodiments of the invention provide several significant improvements:

[0033] Because embodiments of the invention can mimic and modify a target model without

accessing the original training dataset, only the target model itself, but not the original training

dataset, needs be stored. Thus, after a target model is generated, the original training dataset

may be deleted, resulting in a significant reduction in memory space (e.g., a reduction of

gigabytes, terabytes, or in applications such as video analysis, petabytes, used t o store a training

dataset). Nothing significant is lost by deleting the original training dataset because embodiments

of the invention can generate a random probe dataset on-the-fly to replace the original training

dataset, thereby preserving the ability to reproduce or modify the target model. Additionally or

alternatively, some embodiments may delete (not store) the random probe dataset from



memory. In some embodiments, when training the new model, there is no need t o store the

random probe training dataset because its data is randomly generated and therefore equivalent

to or replaceable by any other random selection. By not storing the training dataset, the new

model may be trained using a minimal amount of memory space. For example, a memory may

temporarily store only a single training sample or less than a predetermined maximum number

of training sample(s) (e.g., t o fill a buffer ortemporary memory) at a time. The system may delete

the sample on-the-fly, for example, after the sample is used for training or when a new training

sample is added t o the memory t o replace the least recently used sample in the buffer memory.

Because embodiments of the invention can train the new model by only storing the training data

being currently used (not storing the entire training dataset), training can be executed by devices

with relatively small memory space (e.g., storing as little as megabytes of data), such as, mobile

devices, drones, etc. (e.g., devices 214 of Fig. 2).

[0034] Another benefit of not needing to share or store the original training dataset is data

security. For example, a first device (e.g., 202 of Fig. 2) may allow a second device (e.g., 214 of

Fig. 2) t o replicate its target model without ever transmitting, sharing or exposing its original

training dataset to the second device. In some embodiments, the first device permanently deletes

the only copy of the original training dataset after training the target model. This permanent

deletion is possible because embodiments of the invention provide means t o mimic, modify, and

re-train the model without the original training dataset by using placeholder random probe data.

Permanently deleting the training dataset provides absolute security because the data can never

be recovered or exposed.

[0035] Another benefit of embodiments of the invention is that, whereas conventional training

uses the same training data for all epochs, because the random probe data is randomly generated

and, on average, as effective as any other random selection, training may use different random

probe data for different training epochs. This diversity in training data may lead t o faster training

compared t o conventional training using the same dataset in every epoch, thereby increasing the

speed of training the model.



[0036] Another benefit of embodiments of the invention is that the new model may be

constructed to have any desirable structure (e.g., NN architecture, number of NN layers, number

of neurons, NN connection type, etc.) different than the structure of the target model. The

structure of the new model may be selected t o be simpler than that of the target model (if known)

and/or result in a file size that is less than a predetermined value or the file size of the target

model (if known). For example, the new model may be designed t o have a fewer number of layers,

a fewer number of neurons, or a simpler connection-type (e.g., partially-connected vs. fully-

connected) than the target model. Thus, while the new model behaves just like the target model,

the new model may have a smaller file size, occupying less memory space t o store the new model,

and a simpler model structure resulting in faster processing speeds t o run the new model, relative

to the target model. Further, because embodiments of the invention support re-training the new

model, the new model may use a sparsification method during the process mimicking the target

model, thus eliminating or pruning weak or negligible neuron connections to decrease the model

size. Sparsification results in a linear speed-up on any hardware. For example, a 90% sparse

neural network results in a 10 times speed-up in comparison t o a non-sparse network.

[0037] Reference is made t o Fig. 1, which schematically illustrates an example unknown o r "black

box" target neural network 100 and a new neural network 110 that mimics or substantially

replicates the predictive behavior of the target neural network 100 in accordance with some

embodiments of the invention. Although the target neural network 100 of Fig. 1 is shown as a

fully-connected NN, this is merely an example NN, and any other NN structure or type may

equivalently be used according to embodiments of the invention, including, but not limited to,

partially connected NNs, RNNs, CNNs, etc.

[0038] Target neural network 100 includes a plurality of artificial neurons 102 . Artificial neurons

102 may be arranged in a hierarchy of multiple layers. Neural network 100 may include an input

layer (neurons 1-4), one or more middle or hidden layer(s) (neurons 5-12), and an output layer

(neurons 13-16). Each neuron 102 in each layer is connected by an artificial synapse connection

104 t o some neurons (partially-connected) or all neurons (fully-connected) in an adjacent layer.

Neurons (1-4) in the input layer are connected to neurons in the subsequent higher layer, neurons

(5-12) in the middle layers are each connected to neurons in both the previous and subsequent



layers, and neurons (13-16) in the output layer are connected t o neurons in the previous lower

layer. Target neural network 100 may be represented by a plurality of weights representing the

strengths of the respective plurality of synapse connections 104 . The structure of target neural

network 100 is only an example, and any other arrangement of neurons, synapses, layers, or

connection types may be used.

[0039] A local device (e.g., 214 of Fig. 2) cannot directly copy or retrain target neural network 100

using conventional methods because the target neural network 100 itself as well as the original

training dataset used t o train target neural network 100 are inaccessible t o the local device. For

example, target neural network 100 may be stored at a remote location (e.g., stored exclusively

at one or more remote databases or servers 202 of Fig. 2) where it is kept secret from the local

device. Likewise, the original training dataset may also be stored at the same or different remote

location (e.g., stored exclusively at one or more remote databases or servers 202 of Fig. 2) where

it is kept secret from the local device, or the original training dataset may be permanently deleted

after training is complete. In some embodiments, the only access the local device has t o the target

neural network 100 is through the remote device. The local device may request that the remote

device randomly probe the target neural network 100 by sending the remote device a set of

random or semi-random inputs. The remote device may run those inputs through the model and

return t o the local device a set of corresponding data output by the target neural network 100.

The local device may generate a new training dataset comprising the corresponding pairs of said

inputs and outputs generated by randomly probing the target neural network 100 . The local

device may then train the new neural network 110 with the new training dataset so that the new

model generates substantially the same corresponding outputs to said inputs to mimic the target

neural network 100.

[0040] After training, the new neural network 110 may ideally have the same exact set of output

neurons (13-16) in the output layer as the target neural network 100 (though in practice, one or

a small number of output neurons in the target neural network 100 may be missing from the new

neural network 110 ) . The input layer and middle layer(s), on the other hand, may be the same or

different between the new and target neural networks 100 and 110 . In some embodiments, the

purpose of generating the new neural network 110 is t o create a NN that has the same predictive



behavior as the target neural network 100, but with simpler model structure (e.g., smaller file

size, fewer neurons or layers, simpler connection type, etc.). In those cases, the new neural

network 110 may be designed to have fewer neurons, synapses, or middle layers, o r a simpler

connection type, than target neural network 100.

[0041] By training the new neural network 110 t o mimic the pre-trained target neural network

100 without access t o its original training data, embodiment of the invention may allow multiple

parties or devices to share and reuse NNs without sacrificing the security or privacy of the original

training data. Such embodiments also allow other parties or devices to improve one party or

device's NN (e.g., sparsifying or evolving the NN) by mimicking the re-training or second pass

training of the target NN, without accessing the original training data, thereby bolstering security

and data privacy. These benefits to data privacy are particularly important in environments that

require data secrecy, such as, medical applications. In addition, such embodiments support

adding new training data or deleting old training data from the NN without accessing the original

training data by adding or deleting the data to/from the random probe training dataset. Further,

some embodiments allow the model t o be modified t o add a new or delete an old category or

classification of prediction without accessing the original training data. This allows new

knowledge t o be added and old knowledge to be deleted without overriding the remaining data

(preserving synapse connections and weights attributed to the old preserved data). By using

random probe training data as a placeholder for the original training data, embodiments of the

invention allow replicating or re-training the NN after the original training data is deleted, thereby

bolstering security by not storing private data and reducing memory storage.

[0042] Reference is made t o Fig. 2, which schematically illustrates an example system for training

a new model to mimic a target model in accordance with some embodiments of the invention.

System 200 may store and/or generate the data structures and implement the training and

prediction of models described in reference to Figs. 1 and 3.

[0043] System 200 may include one or more local endpoint device(s) 214 and one or more remote

server(s) 202 accessible t o the local device via a network 212 o r computing cloud. Remote server

202 may provide a cloud-based model prediction service for local endpoint device(s) 214. Remote



server 202 may train, store and/or run a target model neural network (e.g., target neural network

100 of Fig. 1) . Local endpoint device(s) 214 may send remote server 202 requests to make model

predictions for a set of one or more inputs. Remote server 202 may run those inputs through the

target model t o generate corresponding outputs, and send those outputs t o the local endpoint

device(s) 214 . While remote server 202 provides the results of the target model, it does not

expose or share the target model data itself or the original training dataset used t o train the target

model with local endpoint device(s) 214 .

[0044] Remote server 202 may have a memory 206 for storing target model 208 and optionally

its original training dataset 210 and a processor 204 for training and/or predicting based on the

target model. In various embodiments, the original training dataset may be stored in remote

server memory 210, in an external database or memory, or may be permanently deleted (not

stored). Memory 206 may also store data including code (e.g., software code) or logic, e.g., to

enable storage and retrieval of data 208 o r 210 according t o embodiments of the invention. In

some embodiments, remote server 202 may include, or be operably connected to, specialized

hardware including a large memory 206 for storing the target model and/or training dataset and

a specialized processor 204 (e.g., a GPU) for training the target model.

[0045] Local endpoint device(s) 214 may each include one or more memories 220 for storing a

random probe data comprising pairs of random or semi-random inputs and their corresponding

target model outputs received from remote server 202 . Local endpoint device(s) 214 may use the

random probe dataset to train a new model t o mimic the target model. In various embodiments,

memory 220 may store the entire random probe dataset used t o train the new model at once, or

may incrementally store on-the-fly each single o r set of multiple training samples used in the

current iteration or epoch, after which the subset is deleted (e.g., by active deletion or replacing

the least recently used sample by a new sample).

[0046] Local endpoint device(s) 214 may include smart devices, virtual reality devices, drones,

personal computers, desktop computers, mobile computers, laptop computers, and/or notebook

computers o r any other suitable device such as a cellular telephone, personal digital assistant

(PDA), video game console, etc., and may include wired or wireless connections or modems. Local

endpoint device(s) 214 may include a randomization engine for generating fully or semi-random



input data for probing the target model. Local endpoint device(s) 214 may include one or more

input device(s) 222 for receiving input from a user (e.g., neural network parameters, such as,

numbers, sizes, dimensions and configurations of neurons, synapses, and layers, accuracy or

training thresholds, etc.). Local endpoint device(s) 214 may include one or more output device(s)

216 (e.g., a monitor or screen) for displaying data to a user generated by device 214 or 202 . In

various applications, local endpoint device(s) 214 is part of a system for image recognition,

computer vision, virtual or augmented reality, speech recognition, text understanding, wireless

network beamforming patterns, or other applications of artificial intelligence and deep learning.

In the application of facial recognition, a device may mimic a target model t o efficiently perform

facial recognition totriggerthe device t o unlock itself or a physical door when a match is detected.

In the application of security, a security camera system may mimic a target model t o efficiently

detect a security breach and sound an alarm or other security measure. In the application of

autonomous driving, a vehicle computer may mimic a target model to control driving operations,

e.g., t o steer away t o avoid a detected object.

[0047] Network 212, which connects local endpoint device(s) 214 and remote server 202 , may be

any public or private network such as the Internet. Access t o network 212 may be through wire

line, terrestrial wireless, satellite or other systems well known in the art.

[0048] Local endpoint device(s) 214 and remote server 202 may include one or more controller(s)

or processor(s) 204 and 218 , respectively, for executing operations according t o embodiments of

the invention and one or more memory unit(s) 206 and 220 , respectively, for storing data and/or

instructions (e.g., software for applying methods according t o embodiments of the invention)

executable by the processor(s). Processor(s) 204 and 218 may include, for example, a central

processing unit (CPU), a graphical processing unit (GPU, a field-programmable gate array (FPGA),

an application-specific integrated circuit (ASIC), a digital signal processor (DSP), a microprocessor,

a controller, a chip, a microchip, an integrated circuit (1C), or any other suitable multi-purpose o r

specific processor or controller. Memory unit(s) 206 and 220 may include, for example, a random

access memory (RAM), a dynamic RAM (DRAM), a flash memory, a volatile memory, a non-volatile

memory, a cache memory, a buffer, a short term memory unit, a long term memory unit, or other

suitable memory units or storage units.



[0049] Other devices and configurations may be used.

[0050] Reference is made t o Fig. 3, which is a flowchart of an example method for training a new

neural network (e.g., 110 of Fig. 1) t o mimic a target neural network (e.g., 100 of Fig. 1) in

accordance with some embodiments of the invention. The operations of Fig. 3 may be executed

by a processor (e.g., one or more processor(s) 218 of Fig. 2) using data stored in a memory (e.g.,

one o r more memory unit(s) 220 of Fig. 2) .

[0051] In operation 300, a processor (e.g., at a local device 214 of Fig. 2) may send a set of random

or semi-random input data to a remote device (e.g., 202 of Fig. 2) t o randomly probe the pre

trained target model remotely by inputting the set of random or semi-random input data into the

pre-trained target model.

[0052] In operation 302 , the processor may receive from the remote device a set of

corresponding output data generated by applying the pre-trained target model t o the set of

random or semi-random input data.

[0053] In operation 304, the processor may generate a random probe training dataset comprising

the set of random or semi-random input data and corresponding output data generated by

randomly probing the pre-trained target model.

[0054] In operation 306 , the processor may train a new model with the random probe training

dataset so that the new model generates substantially the same corresponding output data in

response t o said input data t o mimic the behavior of the pre-trained target model. The processor

may train the new model over multiple epochs with a different new training dataset in each of

the multiple epochs, or may use the same training dataset in each epoch.

[0055] After training the new model in operation 306 , the new model may be further retrained

by repeating the process of Fig. 3 for one or more additional iterations to mimic re-training the

target pre-trained model. Retraining may include sparsifying the new model t o mimic the pre

trained target mode, evolving the new model by applying evolutionary algorithms to mimic the



pre-trained target model, setting the structure of the new model t o be simpler than the structure

of the pre-trained target model, setting the new model that is a neural network t o have a number

of neurons, synapses, or layers, to be less than that of the pre-trained target model, setting the

new model that is a neural network t o have a neuron connection type to be simpler than that of

the pre-trained target model, or any other type of retraining.

[0056] In some embodiments, the initial training or retraining may include adding new data t o

the random probe training dataset to incorporate new knowledge not present in the pre-trained

target model. In some embodiments, the initial training or retraining may include defining data

to be omitted from the random probe training dataset t o eliminate knowledge present in the pre

trained target model.

[0057] In some embodiments, the processor may test a measure of similarity between the new

model and the pre-trained target model by probing both models with a new random or semi

random set of inputs t o measure the similarity between their corresponding outputs. An above

threshold or asymptotically levelling measure of error may trigger the training process to end.

[0058] In some embodiments, because the original training dataset is not needed for the initial

training or retraining, the processor at the local device may generate the new model or re-training

the new model after all (or some) copies of the original training dataset are deleted at the remote

device (or from all locations across the system), for example, significantly reducing storage

occupied at the remote device. In some embodiments, the local device may only store a subset

of samples of the random probe training dataset being currently or recently used in operation

306 for training on-the-fly in a temporary memory and delete the samples on-the-fly during

operation 306 from the temporary memory after the samples are used to train the new model.

This may significantly minimize the storage space used by the random probe training dataset.

[0059] In one example, the processor may obtain or generate semi-random data by measuring

statistical properties of one or more sample inputs of the same type as the original training

dataset or an accessible subset thereof and semi-randomly select the set of input data according

to those statistical properties. In another example, the processor may obtain o r generate semi

random data by requesting the remote device perform an initial probe of the pre-trained target



model with multiple input samples of each of a plurality of data types or distributions that are

slightly different from each other in an input space, and select the data type or distribution for

the random probe training dataset associated with corresponding multiple target model outputs

with the smallest difference in the output space. The initial probe may be performed prior t o

training the new model in operation 306 . Alternatively or additionally, the initial probe may be

performed on-the-fly during or concurrently with training the new model in operation 306 . In

some embodiments, training during a previous epoch is used as the initial probe t o select the

random probe training dataset used to train in the subsequent epoch.

[0060] In operation 308, after training the new model, the processor may execute the new model

in a run-time phase by inputting new data into the new model and generating corresponding data

output by the new model.

[0061] The model may be trained and run for various applications, including for example,

navigating a drone based on the output of the new model.

[0062] Other operations or orders of operations may be used.

[0063] Such embodiments provide a device, system and method t o replicate, add knowledge to,

or delete knowledge from, a pre-trained target model without access t o the original training

dataset, which is currently impossible using conventional mechanisms. Some practical benefits of

embodiments of the invention are that, if one device or party hosts a target model (e.g., trained

using billions of proprietary training samples), another device or party can now "mimic" the

behavior of that model without accessing or exposing the training data. Further, if a target model

is trained to detect (e.g., thousands of) different categories of objects, to add a new category,

conventional mechanisms require retraining the entire model from scratch. According to

embodiments of the present invention, new knowledge can be incorporated by only defining the

added data, while maintaining the stability of pre-existing knowledge using the random probe

dataset. Such embodiments can be applied to fine tune pre-existing knowledge as well. For

example, last year Google's deep learning model identified a black person as a "gorilla". Despite

the outrage, there was no immediate solution, but to train the entire object recognition module

from scratch, while adding more pictures of black people, which could take months. According t o



embodiments of the invention, the model can be post-trained using pictures of underrepresented

classes of people, which can result in an immediate fix t o the problem. The training dataset no

longer requires the original billions of images, but only random or junk data (to stabilize the old

input) and new data (to post-train the single class that needs to be improved). Post-training

according to embodiments of the invention may take less time than conventional re-training

because the training data is generated at random, so different training data may be used in each

epoch, resulting in greater data diversity during training, which typically converges faster than

reusing the same training samples in every epoch.

[0064] When used herein, a new model may mimic the behavior of a target model when, in

response t o inputting the same inputs, both models generate the same or

approximately/substantially the same outputs for greater than a threshold proportion (e.g.,

majority or 50%, 75%, 90%, 99%, or any percentage therebetween) of input/output pairs.

[0065] Substantially, approximately, or similar may refer herein t o a deviation from an exact

measure of any threshold less than or equal to 10%.

[0066] In the foregoing description, various aspects of the present invention are described. For

purposes of explanation, specific configurations and details are set forth in order t o provide a

thorough understanding of the present invention. However, it will also be apparent to persons of

ordinary skill in the art that the present invention may be practiced without the specific details

presented herein. Furthermore, well known features may be omitted or simplified in order not t o

obscure the present invention.

[0067] Unless specifically stated otherwise, as apparent from the following discussions, it is

appreciated that throughout the specification discussions utilizing terms such as "processing,"

"computing," "calculating," "determining," or the like, refer to the action and/or processes of a

computer or computing system, or similar electronic computing device, that manipulates and/or

transforms data represented as physical, such as electronic, quantities within the computing

system's registers and/or memories into other data similarly represented as physical quantities

within the computing system's memories, registers or other such information storage,

transmission or display devices.



[0068] The aforementioned flowchart and block diagrams illustrate the architecture,

functionality, and operation of possible implementations of systems and methods according t o

various embodiments of the present invention. In this regard, each block in the flowchart or block

diagrams may represent a module, segment, or portion of code, which may comprise one or more

executable instructions for implementing the specified logical function(s). In some alternative

implementations, the functions noted in the block may occur out of the order noted in the figures

or by different modules. Unless explicitly stated, the method embodiments described herein are

not constrained t o a particular order or sequence. Additionally, some of the described method

embodiments or elements thereof can occur or be performed at the same point in time. Each

block of the block diagrams and/or flowchart illustration, and combinations of blocks in the block

diagrams and/or flowchart illustration, can be implemented by special purpose hardware-based

systems that perform the specified functions or acts, or combinations of special purpose

hardware and computer instructions.

[0069] Embodiments of the invention may include an article such as a non-transitory computer

or processor readable medium, or a computer or processor non-transitory storage medium, such

as for example a memory (e.g., memory units 206 or 220 of Fig. 2), a disk drive, or a USB flash

memory, encoding, including or storing instructions, e.g., computer-executable instructions,

which, when executed by a processor or controller (e.g., processor 204 or 218 of Fig. 2), carry out

methods disclosed herein.

[0070] In the above description, an embodiment is an example or implementation of the

inventions. The various appearances of "one embodiment," "an embodiment" or "some

embodiments" do not necessarily all refer to the same embodiments. Although various features

of the invention may be described in the context of a single embodiment, the features of

embodiments may also be provided separately or in any suitable combination. Conversely,

although the invention may be described herein in the context of separate embodiments for

clarity, the invention may also be implemented in a single embodiment. Reference in the

specification to "some embodiments", "an embodiment", "one embodiment" or "other

embodiments" means that a particular feature, structure, o r characteristic described in



connection with the embodiments is included in at least some embodiments, but not necessarily

all embodiments, of the inventions. It will further be recognized that the aspects of the invention

described hereinabove may be combined or otherwise coexist in embodiments of the invention.

[0071] The descriptions, examples, methods and materials presented in the claims and the

specification are not t o be construed as limiting but rather as illustrative only. While certain

features of the present invention have been illustrated and described herein, many modifications,

substitutions, changes, and equivalents may occur t o those of ordinary skill in the art. It is,

therefore, t o be understood that the appended claims are intended to cover all such

modifications and changes as fall with the true spirit of the invention.

[0072] While the invention has been described with respect toa limited numberof embodiments,

these should not be construed as limitations on the scope of the invention, but rather as

exemplifications of some of the preferred embodiments. Other possible variations, modifications,

and applications are also within the scope of the invention. Different embodiments are disclosed

herein. Features of certain embodiments may be combined with features of other embodiments;

thus certain embodiments may be combinations of features of multiple embodiments.



CLAIMS

1. A method t o mimic a pre-trained target model at a device without access t o the pre

trained target model or its original training dataset, the method comprising, at the device:

sending a set of random or semi-random input data to a remote device to

randomly probe the pre-trained target model remotely by inputting the set of random or

semi-random input data into the pre-trained target model;

receiving from the remote device a set of corresponding output data generated by

applying the pre-trained target model to the set of random or semi-random input data;

generating a random probe training dataset comprising the set of random or semi

random input data and corresponding output data generated by randomly probing the

pre-trained target model; and

training a new model with the random probe training dataset so that the new

model generates substantially the same corresponding output data in response t o said

input data t o mimic the pre-trained target model.

2. The method of claim 1 comprising adding new data t o the random probe training dataset

to incorporate new knowledge not present in the pre-trained target model.

3. The method of claim 1 comprising defining data t o be omitted from the random probe

training dataset t o eliminate knowledge present in the pre-trained target model.

4 . The method of claim 1 comprising re-training the new model using the random probe

training dataset t o mimic re-training the target pre-trained model.

5. The method of claim 4 comprising sparsifying the new model to mimic the pre-trained

target model t o generate a sparse new model.

6. The method of claim 4 comprising evolving the new model by applying evolutionary

algorithms t o mimic the pre-trained target model.

7. The method of claim 1 comprising generating or re-training the new model after all copies

of the original training dataset are deleted at the remote device.

8. The method of claim 1 comprising deleting all copies of the random probe training dataset

after the new model is generated.



9. The method of claim 8 comprising storing samples of the random probe training dataset

on-the-fly only in a temporary memory and deleting the samples on-the-fly from the

temporary memory after the samples are used t o train the new model.

10. The method of claim 1 comprising measuring statistical properties of one or more sample

inputs of the same type as the original training dataset or an accessible subset thereof;

and semi-randomly selecting the set of input data according t o those statistical properties.

11. The method of claim 1 comprising requesting the remote device perform an initial probe

of the pre-trained target model with multiple input samples of each of a plurality of data

types or distributions that are slightly different from each other in an input space; and

selecting the data type or distribution for the random probe training dataset associated

with corresponding multiple target model outputs with the smallest difference in the

output space.

12. The method of claim 11, wherein the initial probe is performed prior t o training the new

model.

13. The method of claim 11, wherein the initial probe is performed on-the-fly during training

the new model.

14. The method of claim 13, wherein the training during a previous epoch is used as the initial

probe t o select the random probe training dataset used t o train in the subsequent epoch.

15. The method of claim 1 comprising testing a measure of similarity between the new model

and the pre-trained target model by probing both models with a new random or semi

random set of inputs t o measure the similarity between their corresponding outputs.

16. The method of claim 1 comprising training the new model over multiple epochs with a

different random probe training dataset in each of the multiple epochs.

17. The method of claim 1 comprising setting the structure of the new model to be simpler

than the structure of the pre-trained target model.

18. The method of claim 1, wherein the models are neural networks, and comprising setting

the new model to have a number of neurons, synapses, or layers, t o be less than that of

the pre-trained target model.

19. The method of claim 1, wherein the models are neural networks, and comprising

generating synthetic training samples by backpropagating error at an output layer



backwards through the target model neural network to adjust training samples in the

input layer t o reduce the error.

20. The method of claim 1, wherein the models are neural networks each comprising a

plurality of layers, and comprising training the new model layer-by-layer in a plurality of

sequential stages, each stage training a respective sequential layer of the new model

neural network.

21. The method of claim 1, wherein the models are neural networks, and comprising setting

the neuron connection type of the new model t o be simpler than that of the pre-trained

target model.

22. The method of claim 1 comprising, after training the new model, executing the new model

in a run-time phase by inputting new data into the new model and generating

corresponding data output by the new model.

23. The method of claim 20 comprising navigating a drone based on the output of the new

model.

24. The method of claim 15, wherein the pre-trained target model and new model are

selected from the group consisting of: neural networks, logistic regression models,

Bayesian models, decision trees, random forest models, evolutionary algorithms, and

support vector machines (SVM).

25. A system for performing machine learning to generate a new model to mimic a pre-trained

target model without obtaining the pre-trained target model or its original training

dataset, the system comprising:

one or more memories to store one or more samples of the random probe training

dataset generated by randomly probing the pre-trained target model by inputting a set of

random or semi-random data into the target model and receiving a set of corresponding

data output by the pre-trained target model; and

one or more processors configured to perform a method according to any of the

previous claims.

26. The system of claim 23, wherein the one or more memories are temporary memories that

store samples of the random probe training dataset on-the-fly and delete the samples on-

the-fly after the samples are used t o train the new model.



27. A non-transitory computer-readable medium comprising instructions which, when

implemented in a processor in a computing system, cause the processor to perform a

method according t o any of claims 1-22.
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