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(57) ABSTRACT 

Methods and systems are provided for facilitating decision 
making through an improved recommendation system. The 
data used in the system, such as the questions and business 
logic for navigating between questions, is stored in relational 
database tables that are easy to access and edit by users. A 
backend application program reads the data and processes the 
navigation logic depending upon answers received from users 
to automatically generate a decision tree. Users are allowed to 
select questions earlier in the tree, and the application can 
regenerate a tree from the point of the selected question and 
on. The application program stores the questions to be pre 
sented in a structured document which is handed off to a user 
interface generation program. 
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EXTENSIBLE CONFIGURATION ENGINE 
SYSTEMAND METHOD 

CROSS-REFERENCE TO RELATED 
APPLICATION(S) 

0001. This is a continuation of U.S. patent application Ser. 
No. 11/313.268, filed on Dec. 19, 2005, which application is 
incorporated herein by reference in its entirety. This applica 
tion is related to the following pending applications, each of 
which is hereby incorporated herein by reference in its 
entirety: 
0002. Application Ser. No. 09/354,058, titled Hierarchical 
Backup And Retrieval System, filed Jul. 15, 1999, attorney 
docket number 4982/5: 
0003) Application Ser. No. 10/818,749, titled System And 
Method For Dynamically Performing Storage Operations In 
A Computer Network, filed Apr. 5, 2004, attorney docket 
number 4982/35; 
0004. Application Ser. No. 60/519,540, titled System And 
Method For Performing Integrated Storage Operations, filed 
Nov. 13, 2003, attorney docket number 4982/40P: 
0005. Application Ser. No. 60/567,178, titled Hierarchical 
System And Method For Performing Storage Operations In A 
Computer Network, filed Apr. 30, 2004, attorney docket num 
ber 4982/54P: 
0006. Application Ser. No. to be assigned, titled System 
And Method For Performing Multistream Storage Opera 
tions, filed Nov. 7, 2005, attorney docket number 4982-59; 
0007. Application Ser. No. to be assigned, titled Method 
And System Of Pooling Storage Devices, filed Nov. 7, 2005, 
attorney docket number 4982-61; 
0008. Application Ser. No. to be assigned, titled Method 
And System For Selectively Deleting Stored Data, filed Nov. 
7, 2005, attorney docket number 4982-67; 
0009. Application Ser. No. to be assigned, titled Systems 
And Methods For Recovering Electronic Information From A 
Storage Medium, filed Nov. 7, 2005, attorney docket number 
4982-68; 
0010 Application Ser. No. to be assigned, titled Method 
And System For Monitoring A Storage Network, filed Nov. 7. 
2005, attorney docket number 4982-66; and 
0011 Application Ser. No. to be assigned, titled Systems 
And Methods For Generating Configuration Metrics In A 
Storage Network, filed Dec. 19, 2005, attorney docket num 
ber 4982-87. 

COPYRIGHT NOTICE 

0012 A portion of the disclosure of this patent document 
contains material which is subject to copyright protection. 
The copyright owner has no objection to the facsimile repro 
duction by anyone of the patent document or the patent dis 
closures, as it appears in the Patent and Trademark Office 
patent files or records, but otherwise reserves all copyright 
rights whatsoever. 

BACKGROUND 

0013 The invention disclosed herein relates generally to 
automated recommendation systems and, more particularly, 
to improved methods for generating decision trees and for 
allowing more flexible navigation of same by users. 
0014. Users or purchasers of complex software systems 
are often called upon to make difficult decisions. These 
include Such issues as what and how many software compo 
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nents they need or otherwise should license, how and where to 
install those components, and how to configure the installed 
components for optimal benefit. Two typical Sources of assis 
tance in making these decisions are customer service repre 
sentatives of the Software vendor and documentation pro 
vided by the vendor. Customer service representatives have to 
be thoroughly trained to provide properassistance and need to 
be available to assist when the user desires it. Documentation 
is often very lengthy and is necessarily non-customized for 
each particular user's needs. Either way, both methods are 
time consuming and prone to some errors or, at the very least, 
result in non-optimal decisions. 
0015 Wizards, templates, expert systems, and similar 
Software tools are sometimes employed to assist users in 
installing or configuring a software system. These tools are 
developed in advance by programmers and walk users 
through a process by asking for certain information and 
reaching conclusions or taking action based on the answers 
users provide to these questions. The conclusions reached or 
actions taken are preprogrammed into the software tool, as 
are the sequence in which the questions are presented to users. 
0016 Such wizards are useful in walking users through a 
simple process. However, for more complex processes which 
have many permutations that are dependent upon answers 
provided by users, such wizards or tools are too difficult to 
preprogram or are otherwise inadequate. In addition, Such 
wizards are not designed to allow users to change the conclu 
sions based on changes to Some answers already provided 
without redoing the entire decision making process and re 
presenting all the questions from the beginning. Thus, for 
example, a wizard designed to assist a user in installing a 
complex Software system on a network would ask a series of 
questions related to the configuration of the network upon 
which the software is to be installed. However, should the 
configuration change, a user would typically be required to 
rerun the entire wizard and provide all the network configu 
ration data all over again. 
0017. In addition, such wizards or expert systems are pre 
programmed by the vendors who supply the software to be 
installed or configured. As a result, they do not easily allow a 
mechanism for an administrator within an organization to 
customize the tool for his or her own organization. 
0018. As a result, there is a need for improved software 
tools that simplify a decision making process, facilitate better 
decision making in the event of changed circumstances, and 
allow greater flexibility to system administrators. 

SUMMARY 

0019. The present invention includes methods and sys 
tems for facilitating decision making through an improved 
recommendation system. The data used in the system, such as 
the questions and business logic for navigating between ques 
tions, may be stored in relational database tables that are easy 
to access and edit by users. A backend application program 
reads the data and processes the navigation logic depending 
upon answers received from users to automatically generate a 
decision tree. Users are allowed to select questions earlier in 
the tree, and the application can regenerate a tree from the 
point of the selected question and on. The application pro 
gram stores the questions to be presented in a structured 
document which is handed off to a user interface generation 
program. 
0020. In one embodiment of the invention, a computerized 
method is provided for facilitating decision making by pre 
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senting questions to and receiving answers from a user. The 
method involves storing one or more user-editable question 
tables containing a plurality of questions and navigation logic 
data for navigating between questions; and maintaining one 
or more dynamic tables containing question history data iden 
tifying which of the questions have been presented in a deci 
sion making session and answer data identifying answers 
received from the user. At a given point in a decision making 
session, one or more questions are selected to present based 
on the question history data and the navigation logic data, and 
a structured document like an XML file is generated contain 
ing the one or more questions determined to be presented. The 
structure document is used to generate a user interface for 
presenting the one or more questions and receiving the 
aSWS. 

0021. The user-editable question tables may include one 
or more tables, such as a table containing the plurality of 
questions, another table including question options, and yet 
another table containing the navigation logic data. A first 
question table may contain question type data. A second 
question table may include expected answers or question 
options for each question in the first table. The first and 
second tables (which may also be one table or more than two 
tables) may also store profile link data identifying groups of 
entities to which questions relate and the dynamic tables 
maintain separate question history data for different groups of 
entities based on the profile link data. For example, profile 
links may be created for particular standard system types, or 
component types, etc., such as MICROSOFT FILE SYS 
TEM, MICROSOFT EXCHANGE servers, SQL servers, or 
other system types or component types. In some embodi 
ments, the user-editable question tables Store, in the naviga 
tion logic data, jump question data identifying one or more 
jump questions to be presented after a given question and call 
question data identifying one or more questions to be pre 
sented before the given question. 
0022. Another table, such as an expression table, may be 
stored containing expression data including a plurality of 
expression data components and one or more expression 
operators linking the expression data components, the expres 
sion data evaluating an expression as true or false based on 
any of the answers, or may evaluate integers, string values, or 
other response values. The dynamic tables may then store a 
link to an expression data entry in the expression table, and 
the step of determining which one or more questions to 
present includes determining whether the expression corre 
sponding to the linked expression data entry evaluated to true 
or false or some other value. 

0023. In accordance with aspects of the invention, users 
are allowed to select a question previously presented during 
the decision making session to be presented again at any point 
during the decision making session. The navigation logic data 
may be used to determine which one or more questions to 
present before or after the user's selected, previously pre 
sented question. This may be done by comparing an answer 
received in response to the previously presented question to a 
second answer received for the same question presented 
based on the user selection and determining which question to 
present based on whether the first answer is the same as the 
second answer. 

0024. In accordance with another aspect of the invention, 
a computerized method is provided for facilitating decision 
making. The method involves presenting, in a user interface, 
a decision tree representing a series of information requests 
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presented to a user as part of a decision making session, and 
presenting the information requests to the user in a sequence 
provided by the decision tree. Information is received from 
the user in response to at least some of the presented infor 
mation requests. The user is allowed to select a first informa 
tion request in the decision tree that has already been pre 
sented in the decision making session. The user provides the 
first information in response to the selected first information 
request. It is then determined whether the first information 
received from the user results in a change to the decision tree, 
and the decision tree is modified based on the first informa 
tion. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0025. The invention is illustrated in the figures of the 
accompanying drawings which are meant to be exemplary 
and not limiting, in which like references are intended to refer 
to like or corresponding parts, and in which: 
0026 FIG. 1 is a block diagram representing a decision 
making system in accordance with one embodiment of the 
present invention; 
0027 FIG. 2 is a representation of database tables 
employed in the system of FIG. 1 in accordance with one 
embodiment of the present invention; 
0028 FIG. 3 is a flow chart showing a process for gener 
ating and navigating a decision tree in accordance with one 
embodiment of the present invention; 
0029 FIG. 4 is a flow chart illustrating a process for navi 
gating in a decision tree whena user selects a question that has 
already been answered, in accordance with one embodiment 
of the present invention; 
0030 FIG. 5 is a flow chart illustrating a process for gen 
erating a revised decision tree in response to a user selecting 
a question previously traversed, in accordance with one 
embodiment of the present invention; 
0031 FIG. 6 is a flow chart illustrating a process for evalu 
ating expressions based on answers received, in accordance 
with one embodiment of the present invention; and 
0032 FIG. 7 is a flow chart illustrating a process for mak 
ing recommendation based on answers received, in accor 
dance with one embodiment of the present invention. 

DETAILED DESCRIPTION 

0033. In the following description of preferred embodi 
ments, reference is made to the accompanying drawings that 
form a part hereof, and in which are shown by way of illus 
tration embodiments in which the invention may be practiced. 
It is to be understood that other embodiments may be utilized 
and procedural and structural changes may be made without 
departing from the scope of the present invention. 
0034. The present invention provides recommendation 
methods and systems for improved automated decision mak 
ing. The use of this invention is not limited to any particular 
Subject of the decision making, although the invention is well 
Suited to making decisions with respect to purchase, installa 
tion or configuration of a Software system in a complex, 
dynamic environment such as a large network. An example of 
Such a system is a storage system used, for example, to per 
form storage operations such as backups, archives and 
restores of data on a network. Such storage systems are 
offered by the assignee of the present invention, Commvault 
Systems of Oceanport, N.J., and are further described in the 
commonly owned patent applications referenced above. 
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0035 Referring to FIG. 1, a recommendation system 10 in 
accordance with embodiments of the invention includes a 
number of discrete software and data components which 
interoperate to present information requests to users, receive 
responses to those requests, and make recommendations 
based on the responses. The software components in the 
recommendation system 10 are split between a backend 
application 15 and a front end application 20. At a high level, 
the backend application 15 is programmed to process the 
decision making data and the front end application 20 is 
programmed to generate a user interface and to interact with 
a user. The data for the recommendation system 10 is stored in 
a set of static database tables 25 and a set of dynamic database 
tables 30. The data may be stored, for example, in a computer 
readable medium or other data components known in the art. 
As described in greater detail below, the static tables 25 
contain questions to be presented, business logic used in 
navigating between questions, expression data used in evalu 
ating responses, recommendation data used in making deci 
sions based on the evaluated expressions, and profile data 
used to profile certain types of elements for common ques 
tioning or recommendations. As used herein, questions 
include any type of request for information, regardless of 
whether the request is phrased in the form of a question. The 
dynamic tables 30 contain dynamic data used during a deci 
sion making session, to keep track of questions already pre 
sented, questions to be presented, and answers received. As 
used herein, a decision making session generally connotes a 
logical relationship among a set of questions being presented, 
and is not intended to connote or require any temporal rela 
tionship between the questions or any other technical require 
ment for connecting the questions. 
0036. In operation, the backend application 15 reads the 
data from the static database tables 25 and establishes deci 
sion tree data which it stores in one or more files 32 which 
may be communicated using a socket protocol, or alterna 
tively, the data may be stored in XML files 35, or other files. 
Among other things, as explained further below, the files 32 
and XML files 35 contain data on questions to be presented 
and the navigational relationship between the questions. The 
backend application 15 provides the files 32 or XML files 35 
to the front end application 20. The front end application 20 
includes instruction code for reading the data in the files 32 or 
XML files 35 and automatically generating a graphical user 
interface (GUI) 40 to present the questions provided in the 
files 32 or XML files 35 and to receive answers to the ques 
tions. The files 32 or XML files 35 contain some questions to 
be presented for a given session, and the answers to the 
questions received through the GUI 40 are handed off to the 
backend application 15. The backend application 15 stores 
the answers in the dynamic tables 30 and determines what 
questions to navigate to next based on the answers and the 
navigational data stored in the static tables 25. The backend 
application 15 also processes the answers to obtain recom 
mendations for decisions, as explained further below. 
0037. In some embodiments, the generated GUI 40 also 
displays a decision tree graphical image, as represented in 
FIG.1, that shows the user the sequence of questions that have 
been presented so far at any given point in the process. The 
decision tree image is built by the front end application 20 by 
reading the data in the files 32 or XML files 35. The GUI 40 
allows the user to choose to answer the next presented ques 
tion, or to select a previously presented question in the deci 
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sion tree and to provide an updated answer where an answer 
had already been provided or to provide an answer when no 
answer had been provided. 
0038. The use of the XML file format allows for the GUI 
40 to be generated using a variety of application types. For 
example, conventional Java tools such as Java Server Faces 
technology available from Sun Microsystems may be used to 
parse the XML files 35, retrieve the questions and other data 
components, and generate an appropriate user interface to 
present those components using styles selected by an admin 
istrator. One skilled in the art will recognize that other file 
formats may and other GUI generation technology may be 
used for the same purpose and are within the intended scope 
of the present invention. 
0039. A more detailed breakdown of the type of tables that 
are in the static database tables 25 and dynamic database 
tables 30 is shown in FIG. 2. These tables may form part of 
any conventional relational database. Such as a SQL database, 
e.g., SQLLite or MySQL. The static tables 25 include one or 
more question tables 50 for storing questions and data asso 
ciated therewith Such as answers or options associated with 
questions, one or more question navigation tables 55 for 
storing navigation logic used in generating the decision tree, 
one or more profile tables 60 used in allowing users to link 
together types of elements based on a common profile, one or 
more expression tables 65 for storing logic used in evaluating 
the answers to facilitate further question navigation and rec 
ommendations, and one or more recommendation tables 70 
for storing recommendation data. The static tables 25 are 
populated by data provided by a software vendor or by an 
administrator, and are not changed by the decision tree gen 
eration process. 
0040. The dynamic tables 30 include one or more question 
history tables 75 for tracking what questions have been pre 
sented at any given point in a decision making session, one or 
more answer tables 80 for storing answers received from 
users, one or more question stack tables 85 for managing the 
question navigation decisions, and one or more profile tables 
87, as explained further below. The dynamic tables 30 are 
populated by the backend application 15 during a decision 
making session, and are used by the backend application to 
select questions to present at any given point and to make 
recommendations. 

0041) Specific embodiments of tables used in the present 
invention are now described. In some embodiments, the ques 
tion tables 50 include a questions table and question options 
or question answer table. Questions, including question text, 
may be stored in the questions table. The question table con 
tains a question identifier, question text, a question link text 
which is a one or two word Summary of the question to display 
in a question history list as described below, the question type 
or other question related fields. Table fields described herein 
are exemplary and persons of skill in the art may recognize 
that fewer or additional fields may be used to provide the 
systems and methods described herein. The question type 
represents the type of question and what type of answer is 
appropriate for it. For example, the question type may include 
a list of options (perhaps presented as radio buttons to the 
GUI), yes/no, numeric or string entries, and a concept of 
profile links which will be explained later. Each question in 
the questions table generally has at least one question option 
oranswer. In most cases, there are multiple answers to choose 
from. The question option (or answer) table stores a question 
option identifier (which may serve as the primary key for the 
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table), an associated question identifier, an expression iden 
tifier (e.g., whether the option is active or not, whether an 
expression whether an option should be displayed or not), a 
profile link question identifier, or other field relating to a 
question option. The question identifier may be used to link 
entries or records in the question option table with a one or 
more records in the question table. For example a first ques 
tion is linked to an entry for question options to the first 
question. The expression identifier may be used to link a 
record or entry in the question option table with one or more 
records in the expression tables 65 and the profile link iden 
tifier may be used to linka record in the question options table 
with one or more records in a profile table 60, or profile 87. 
both as explained further below. 
0042. In some embodiments, the question navigation 
tables 55 includes a question navigation table containing the 
following fields: navigation identifier (which may serve as a 
primary key for the table), question identifier from which to 
navigate, expression identifier, a jump question identifier, call 
question identifier, or other field. The question identifier from 
which to navigate field generally identifies a question the 
navigation table record represents logic for navigating from. 
Generally, the question identifier of the then most recently 
presented question is used to locate the navigation table 
record which contains the logic for selecting a next question 
or questions to present in a GUI. The expression identifier 
field links a navigation record to a record in the expression 
table which is used to evaluate an expression based on 
answers provided to questions presented. If the linked expres 
sion is true or otherwise provides a value which indicates that 
a Subsequent question be presented, the backend application 
15 selects the jump or call question or questions, as explained 
further below, identified in the questions table as matching the 
jump question identifier or call question identifier, respec 
tively. If the expression linked by expression identifier evalu 
ates to false or otherwise provides a value which indicates that 
a Subsequent question be presented, the backend application 
15 selects the jump or call question or questions identified in 
the questions table as matching the jump questionidentifier or 
call question identifier appropriate for Such scenario. 
0043 Generally, jump questions are selected to be next 
presented to a user, e.g., in a GUI, following which navigation 
goes, or jumps, to a different navigation record corresponding 
to the jump question, while call questions are called to be 
presented without leaving the current navigation record. For 
example, at a given point in the navigation of a decision tree, 
one or more call questions are presented first to obtain infor 
mation which may then be evaluated to determine which 
jump question or questions to pursue next. The process for 
using these questions is explained in greater detail below. 
0044. In some embodiments, the profile tables 60 include 
a profile table, a profile links table, and a profile link list table 
which is generated at runtime. A user may have one object for 
which he might answera set of questions one way and another 
object where he might want to answer Some of these questions 
in a different way. In both cases, the created decision tree may 
be quite different. Answers for two objects of the same kind 
should be profiles of the same profile type. The profile tables 
60 are used to associate user or system profiles of a certain 
profile type to a question. For example, a question could be 
"Please select all objects of object type A where condition C 
applies' where the user is presented with a list of all profiles 
created of profile type A and he can choose which profiles of 
type A apply to the condition. In another example, a user may 
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be presented with a question such as “Please select all server 
components of brand X in use in your system” or “Please 
indicate the software modules in use for a particular device in 
your system, or other question. The information input in 
response to Such profile questions may be stored in a dynamic 
user profile table, e.g., 87. Such profile information is 
accessed by the frontend and backend to supply user appro 
priate questions, question options and recommendations. The 
profiles selected or input by a user can be useful in determin 
ing recommendations, as described further below. 
0045 Profile type is a static entity which may have a name 
and an identifier, e.g., SQL servers, EXCHANGE servers, 
data agents, or other identifiers. The static profile table typi 
cally includes the following fields: profile identifier (which 
may be a primary key for the table), profile type identifier, 
profile name, profile quantity, question history identifier, or 
other field. The question history identifier may be used a user 
exits the questioning and opensit again for a particular profile 
so that the questioning starts where the user left off. The 
profile links table may be used to link profile records stored in 
the profile table with question records in the questions table 
and may have fields including: a profile link identifier (which 
may be the primary key for the table), a profile type identifier 
to link the table to one or more profile records and to list 
profiles from, and a flags column. The profile link list table 
contains a row identifier (which may be a primary key for the 
table), a profile link identifier, a profile identifier, a linked 
profile identifier and a number of instances that allow the user 
to say how many objects or elements have the object type 
selected, or other fields. 
0046. The expression tables 65 include, in some embodi 
ments, an expression table and an expression component 
table. Generally, expressions use information stored in the 
dynamic answers (or question options) table 80 and manipu 
late those answers or options to determine whether certain 
question options are displayed or not, how to navigate among 
questions, what recommendations to issue, etc. Whenever an 
expression may be evaluated in the above cases, an expression 
identifier is included in the record or table entry to be linked 
to a record or records in the expression table. Thus, for 
example, the question navigation table has an expression 
identifier to link it to one or more expressions it evaluates in 
deciding which call or jump questions to navigate to. A user 
profile 87 may be used to further link expressions to be 
appropriate for a user's particular system configuration. For 
example, profile data which indicates that a user operates 
SQL servers, may link to expression table entries relating to 
SQL servers, and not, for example, ORACLE servers or other 
SWCS. 

0047. The expression table has an expression identifier 
field, (which may be the primary key for the table), an expres 
sion description field intended to include a descriptive text as 
to what the expression evaluates (to be used in a question 
editor), a root expression identifier field, or other field. The 
root expression identifier may be the expression identifier of 
the top level expression needed in the case that an expression 
consists of multiple expressions connected by a Boolean OR 
operation, or other logical connector. 
0048. The actual expression logic is contained in the 
expression component table. One expression identifier can 
have multiple expression components, and all expression 
components for a given expression identifier may be con 
nected via a Boolean AND operation or other logical connec 
tor. The expression component table has the following fields: 
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expression component identifier (which may serve as the 
primary key for the table), expression identifier, which links 
the records to one or more records in the expression table, an 
operator, and the following exemplary expression compo 
nents: 

Compl QuestionOptionidentifier 
Compl Expressionidentifier 
Compl Questionidentifier 
Comp2 QuestionOptionidentifier 
Comp2 Expressionidentifier 
Comp2 Value int 
Comp2 Value str 
OR Expressionidentifier 

0049 Referring to the above expression components, 
component 1 data retrieves the provided answers and com 
pares it against the values stored in the component 2 using the 
operator data. The operator field may be, in some embodi 
ments, a 32 bit integer which may be part value and part 
bitmask, and may operate like the instruction code of a micro 
processor. Two bits determine which compl input to use (e.g., 
whether to use a question option identifier, an expression 
identifier or a question identifier) and another two bits which 
comp2 input to use. One bit in the Operator is used to negate 
the comp1 input (to allow for a Boolean NOT), and one bit to 
similarly negate the comp2 input. Eight bits of the Operator 
may be used to represent the actual operation (less than, 
higher than, equals, AND, OR etc.) used for each expression 
component. The remaining bits may be available for other 
SC. 

0050. In order to connect or associate multiple compo 
nents together using an “AND” logical association, multiple 
expression components are provided. To use an “OR” one or 
more expression components together, the second expression 
component is assigned its own expression identifier and the 
OR expression identifier entry is used to identify another 
expression identifier to connect such items. When determin 
ing if a particular question answer affects any expressions, 
expressions may be joined using compl QuestionOption 
identifier and comp2 QuestionOptionidentifier, or other field 
identifying question options. If a Sub expression in an OR 
operation is used, a root expression identifier may be used to 
determine an expression identifier that may have changed. 
0051 Based on the stored question answers, a user profile, 
and the expressions, recommendations are provided. The rec 
ommendation tables 70 include a recommendations table and 
a recommendation categories table. The recommendation 
table may include the following fields: recommendation iden 
tifier (which may serve as the primary key for the table): 
recommendation category identifier, which links to a record 
or records in the recommendations category table; recom 
mendation text; expression identifier, recommendation 
importance, or other field. The expression identifier may link 
to one or more expressions in the expression tables 65. When 
the expression with the expression identifier becomes true or 
other value is presented (e.g., an integer, string value, or other 
value), then a recommendation is triggered. The recommen 
dation importance field is used, in Some embodiments, to 
attach levels of importance attached to a recommendation. 
These could be, for example, critical, major, normal, and low, 
or other level, and are used for display purposes. 
0.052. In some embodiments, recommendations can be 
grouped into categories. The recommendation categories 
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table contains the fields such as a recommendation category 
identifier (which may serve as the primary table key and may 
link to records in the recommendations table), category title, 
category description, category Scope bitmask, or other field. 
The data in the category title and category description fields 
may be used to create a user readable report. If one or more 
recommendations become triggered to an active state because 
its associated or linked expression becomes true or other 
appropriate value, a header and description of the category 
could be placed in front of the recommendations, for example 
for a report that is printed at a printer, emailed in an html 
document, or otherwise provided to a user. 
0053. The category scope bitmask may be used to limit a 
recommendation, for example, to avoid overwhelming user 
with multiple recommendations. For example, if a user has 
three profiles in one profile type A and two profiles in another 
profile type B, and would like a list of generic recommenda 
tions all profile types, then very specific recommendations for 
a particular profile might not be of interest to Such a user. If, 
however, a recommendation for one or more profiles triggers 
a recommendation which would recommend that Some global 
option is required, then all recommendations may be dis 
played. There are generally several bits for the scope of a 
recommendation, including: 
0054 Always show this recommendation 
0055 Show this recommendation when getting recom 
mendations for a profile type 
0056 Show this recommendation when getting a recom 
mendations on a profile level. 
0057 The data in the static tables 25 may be edited by a 
user Such as an administrator, and may be restricted to certain 
authorized users, e.g., a person having access to the backend. 
This allows users to modify any aspect of the decision making 
tree without having to rewrite source code or otherwise 
engage in programming. For example, new questions may be 
added by simply adding appropriate entries in the questions 
table. Navigation among questions may be easily changed by 
editing the relevant navigation entries in the question naviga 
tions table. The nature of the recommendations to be given 
may be changed through edits to the recommendations tables 
70, and how answers are used may be changed by editing the 
expressions tables 65. This provides a flexible, easy to use 
architecture for controlling and customizing a decision mak 
ing process. 
0.058 As discussed above, the dynamic tables 30 are used 
by the backend application 15 to store data needed during a 
decision making session. In some embodiments, there are 
cour dynamic tables. The question history table 75 contains 
fields. Such as question history identifier (which may serve as 
the primary key for the table), profile identifier, section iden 
tifier, stack identifier, question identifier, or other field. The 
backend application 15 keeps track of the current question 
through the question identifier and the profile linked to that 
question through the profile identifier, or other table entry. 
The stack identifier may link the question stack table 85, as 
explained further below. 
0059. The answer table 80 has, the following fields: 
answer identifier (which may serve as the primary key), ques 
tion option identifier, profile identifier, value integer, value 
string, option state, or other field. The question stack table 85 
may be used to store called questions. Its fields include stack 
identifier, profile identifier, parent stack identifier, navigation 
identifier, part, history, history identifier, or other field. The 
use of these fields is explained in detail below with reference 
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to the processes for navigating among questions and making 
recommendations as illustrated in FIGS. 3-7. 

0060 Referring, then, to FIG. 3, a process in accordance 
with the present invention of generating and presenting ques 
tions starts by retrieving question and navigation data, step 
100. As discussed above, the question and navigation data 
may be stored in static relational database tables, or other 
database table, and, in Some embodiments, the questions 
retrieved are selected in accordance with a specific profile of 
elements or objects which are the subject of the decision, or in 
accordance with a user's profile. The questions retrieved may 
include all questions in a given decision tree or a first set of 
questions which, as determined from the navigation data, are 
not dependent upon the answers provided. The retrieved 
questions are stored in a file or an XML file, step 105, along 
with the appropriate tags to label the questions. The naviga 
tion data may also be stored in the XML file, in some embodi 
mentS. 

0061 The XML file is then handed off to another applica 
tion which generates a GUI to present the questions and, if 
available, the navigation data, step 110. Alternatively, a file 
may be transmitted using one or more sockets to a front end to 
generate a GUI. The application generates the GUI and pre 
sents the questions, step 115. Users provide answers to the 
questions through the GUI, step 120. The answers are stored 
and the question presented is recorded as part of the question 
history, step 125. The next question to present, if any, is 
determined, step 130, either from the XML file or by the 
backend application consulting the question navigation data. 
As explained above, in some embodiments the question navi 
gation data references an expression to be evaluated based on 
received answers and decides which question to select based 
on whether the expression evaluates to a value of true or false, 
an integer value, string value or other value. If the question 
navigation data contains one or more call questions, those call 
questions may be pushed to the question stack table and 
become the next questions to be asked. In addition, the current 
history identifier of the calling question, the parent stack 
identifier and the profile identifier may be stored in the ques 
tion stack table. After the call question or questions pushed on 
the stack are presented and answered, navigation returns to 
the same point, e.g., the same record in the question naviga 
tion table, and further questions, e.g., jump questions, may be 
selected to be presented next, depending upon the value of the 
expression linked by the expression identifier. 
0062. The outcome of this navigation process is to proceed 

to the next question in the decision tree, step 135. The process 
of presenting questions, receiving answers and making navi 
gation decision iterates until all questions in the tree are 
exhausted, e.g., the navigation data for a given question indi 
cates it is the last question to be presented. When that hap 
pens, the backend application retrieves the recommendations 
to be made, step 140, based on the answers provided. 
0063. In accordance with advantageous aspects of the 
present invention, a user may, at any point during a decision 
making session, select a question to answer other than the 
then-currently presented question. In some embodiments, 
this is done by showing the user through the GUI the decision 
tree that he has traversed during the session, by adding each 
question to the tree as it is presented. The user may then 
interact through the GUI to select a question previously pre 
sented. This would be done by the user for a number of 
reasons, such as because the user realized he provided incor 
rect or incomplete answers to questions, the answers to the 
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question have changed due to changes in System configura 
tion or the like, or because answers to certain questions were 
unavailable at an earlier time or were otherwise not provided. 
0064 FIG. 4 illustrates one embodiment of a process for 
navigating a decision tree once a user has requested a question 
previously answered. The user selects the question, step 150, 
through any known interaction Such as mouse clicking on an 
object representing the question on a display or typing in data 
identifying the question. Next, a check is made to determine 
whether there were previous question answers for the same 
question, step 155. This is done, in some embodiments, by 
querying the answers table described above. In case there are 
previous answers, these are removed and replaced with the 
current answer(s), step 160, by updating the appropriate 
record in the answers table. In addition, the record in the 
answers table is modified to indicate which question option 
identifiers changed as a result of the new answer, step 165. 
This helps determine which expressions might be affected by 
the changed answer. 
0065. Next, the navigation data is checked to determine 
which question(s) to navigate to next based on the selected 
question and answer provided. This is done, in some embodi 
ments, by querying the question navigation table to locate all 
records in which the question identifier to which to navigate 
matches the question identifier of the selected question, step 
170. For each such record, checked in order of a navigation 
identifier, step 175, the expression identifier is retrieved and 
the corresponding expression in the expression table evalu 
ated to either true or false or other value, step 180, based on 
the updated question option identifiers in the answers table. 
0066. If the question navigation table record has any call 
questions identified, step 185, the call question identified by 
the call question identifier or the alternative call question 
identified by the call question identifier is selected based on 
whether the expression is true or false or other value, respec 
tively, step 190. Whichever call question is selected, the navi 
gation identifier and data identifying whether the call ques 
tion is the else call question or not, is stored in the question 
stack table, step 195. The call question or questions identified 
are then presented in sequence to the user, step 200. Once the 
call questions are finished being presented and answers are 
received, navigation returns to the record in the question 
navigation table having the navigation identifier pushed to the 
stack, step 205. Then, the expression identified by the navi 
gation table record is reevaluated, step 210, to determine 
whether the answers received from the call question changed 
the expression. Depending upon the value of the expression, 
navigation control then jumps to the question given in either 
the jump question identifier (when the expression is true or 
Some other preset value), or jump to the question identified by 
the else jump question identifier, step 215 (e.g., when the 
expression is false or other preset value). If an expression is 
false but no jump or call questions exist, then the next row in 
the question navigation table is checked. 
0067 Question navigation may get more complicated if a 
user answered some questions and then went back to do 
questions over which would cause a different question navi 
gation/decision making tree. FIG. 5 illustrates an alternative 
process for navigating which includes building a revised deci 
sion tree based on a user selecting to answer a question 
already answered or for which no answer was previously 
provided. First, the user selects the previously presented 
question in the decision tree, step 250, in the fashion 
described above. When the question is answered, it is first 
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determined if answers have changed, step 255. If yes, then the 
old question answers are invalidated, step 260, by, in some 
embodiments, deleting those records from the answers table. 
A list of expressions which could possibly be affected by this 
question answer change is generated, step 265, by, in some 
embodiments, querying the expressions table for the relevant 
question identifiers. 
0068 All question navigation rows which use a potentially 
affected expression and which also affect any question navi 
gation within the current question stack are then retrieved, 
step 270, and the expressions are reevaluated in order of a 
question history identifier, step 275. If the evaluation of 
expressions does not result in a change in navigation, step 
280, the question history identifier may remain the same and 
the answers are updated, accordingly, step 285. If, however, 
any question navigation changes, then the question history in 
the current stack is invalidated from that point onwards, step 
29O. 
0069. In the case of a call question being changed, step 
295, the entire list of called questions from a question is 
generated, step 300, and compared against the previous list of 
called questions, step 305, which, in some embodiments, is 
stored in the question Stack. If a previous call question is no 
longer made, then the answers given to that call question are 
recursively invalidated, step 310. In some embodiments, that 
includes invalidating answers to call questions no longer 
made as well as any answers provided to questions presented 
based on the answers given to call questions no longer made. 
The process for determining which answers are affected is the 
same as one used in generating the decision tree, as described 
above. If a new call question is made from the current ques 
tion, step 315, then the first new call question is the next 
question presented to the user, step 320, by adding that call 
question to the question stack. If a call question becomes 
active that was not active previously below a question which 
is not currently the active question, then a stack and history 
entry is created, but the next question is determined based on 
the current question. 
0070. After this, the next question to be displayed to the 
user is determined, step 325. In case of multiple calls, the first 
uncalled call question will be the next question identifier. If 
all calls were already made, the first call will be the next 
question identifier. If there are no calls at all, then the next 
question displayed is the next one in the question history for 
the current stack. If no entry exists in the question history 
table, the question navigation table may be consulted and the 
next question determined. 
0071. As a result, a new decision tree is automatically 
generated based on any question selected by a user to be 
presented and any answer provided. This is made possible by 
the discrete storage of storing questions, navigation logic, 
answers, expressions and other data in separate, easily edit 
able tables, and the use of a backend application to process 
and reprocess this data. 
0072 The processes of generating a decision tree, updat 
ing the decision tree, and making recommendations all rely 
on the evaluation of expressions. The data structures used in 
Some embodiments to store expressions were described 
above. A process for evaluating expressions is illustrated in 
FIG. 6. Based on an expression identifier retrieved from 
another of the tables, the expression record is retrieved from 
the Expression table, step 350. The expression identifier is 
also used to identify and retrieve one or more records from the 
expression component table, step 355. 
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0073 For each record in the expression component table 
retrieved, the expression components are evaluated by, in 
Some embodiments, retrieving the identified question option 
identifier identified for each component from the answer 
table, step 360, and evaluating the retrieved data against the 
value stored in the other expression component using a com 
parator identified in the operator data field, step 365. The 
result is a value of true or false for the expression component. 
If there are multiple expression components having the 
expression identifier, step 370, the logical values of each 
evaluated expression component are combined by a Boolean 
AND operation, step 375. If an OR Boolean expression iden 
tifier field in a given expression component has a value, step 
380, the expression component is combined with the evalu 
ated expression component matching the OR expression 
identifier by a Boolean OR operation, step 385. The resulting 
logical value is returned to whatever process was requesting 
it, step 390. 
0074. One process which relies on expressions being 
evaluated is the process of making decisions or recommen 
dations based on the provided answers. Recommendations 
may be provided at any point during a decision making ses 
Sion, based on whatever questions have been answered to that 
point. Also, in some embodiments, a user may request a 
recommendation for elements or objects having a certain 
profile type or profile level, identified in the profile tables, as 
described above. A process for making recommendations is 
illustrated in FIG. 7. When a recommendation is requested, 
all recommendation records in the recommendations table 
having expression identifiers affected by stored answers are 
retrieved, step 400. If the expression is true, step 405, the 
recommendation record or records having that expression are 
marked as triggered, step 410. Those recommendation 
records are checked to determine whether they are part of a 
recommendation category, step 415. If it is, the identified 
recommendation category record is retrieved, step 420, from 
the recommendations category table. The recommendation 
category stores a category scope bitmask field, as explained 
above, which is given one of three values for the recommen 
dation. The value for this field is retrieved, step 425. Depend 
ing on the value, the recommendation is marked as always 
shown, step 430, shown for an identified profile type, step 
435, or shown for an identified profile level, step 435. Finally, 
a report is produced showing all recommendations which 
have been marked, step 440. The report includes the recom 
mendation text, recommendation importance, and category 
title and description, as available. 
0075 While the invention has been described and illus 
trated in connection with preferred embodiments, many 
variations and modifications as will be evident to those skilled 
in this art may be made without departing from the spirit and 
Scope of the invention, and the invention is thus not to be 
limited to the precise details of methodology or construction 
set forth above as Such variations and modification are 
intended to be included within the scope of the invention. 

1. A computerized method for facilitating decision making 
by presenting questions to and receiving answers from a user, 
the method comprising: 

storing one or more user-editable question tables contain 
ing a plurality of questions and navigation logic data for 
navigating between questions; 
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maintaining one or more dynamic tables containing ques 
tion history data identifying which of the questions have 
been presented in a decision making session and answer 
data identifying answers received from the user; 

at a given point in a decision making session, determining 
which one or more questions to present based on the 
question history data and the navigation logic data; 
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generating a structured document containing the one or 
more questions determined to be presented; and 

generating a user interface using the structured document 
for presenting the one or more questions and receiving 
the answers. 

2-24. (canceled) 


