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USE OF VIRTUAL ENDPOINTS TO IMPROVE DATA TRANSMISSION

RATES

BACKGROUND

[0001] Generally described, computing devices utilize a communication network, or

a series of communication networks, to exchange data. Companies and organizations operate

computer networks that interconnect a number of computing devices to support operations or

provide services to third parties. The computing systems can be located in a single geographic

location or located in multiple, distinct geographic locations (e.g., interconnected via private or

public communication networks). Specifically, data centers or data processing centers, herein

generally referred to as "data centers," may include a number of interconnected computing

systems to provide computing resources to users of the data center. The data centers may be

private data centers operated on behalf of an organization or public data centers operated on

behalf, or for the benefit of, the general public.

[0002] In some instances, the rate at which data can be transmitted over a

communication network from a first device to a second device depends on the intermediary

devices on the communication network over which the data is passed. The time required to

transmit the data between intermediary devices can vary greatly based on the computing

resources available to and the configuration of the intermediary devices. In public networks,

such as the Internet, intermediary devices are often not under control of either the sending device

or receiving device. Moreover, intermediary devices within public networks often operate under

pre-established protocols that cannot be easily modified by sending and receiving devices.

[0003] In some instances, rapid transmission of information can be facilitated by

distributed, interconnected networks of data centers. Illustratively, service providers or content

creators (such as businesses, artists, media distribution services, etc.) can employ interconnected

data centers, sometimes referred to as "content delivery networks" (CDNs), to deliver content

(such as web sites, web content, or other digital data) or provide other services to users or clients.

The content may be replicated or distributed among the data centers according to existing routing

and addressing technologies, thereby enabling multiple data centers associated with the CDN to

provide similar or identical content to client computing devices. In some instances, each data

center of a CDN, or any location where it may have computing resources, may be referred to as a



point-of-presence ("POP"). A CDN can maintain POPs over a wide area (or worldwide) in an

attempt to ensure that a CDN is nearby to any requesting device. This minimizes the number of

intermediary devices on public networks that must be utilized when transmitted content from the

CDN to the client.

[0004] While useful in some instances, the use of CDNs is not necessarily applicable

in all data transfers. For example, point-to-point transmission of information that is not intended

to be replicated (e.g., transmission of data between a first specific device and a second specific

device) generally does not benefit from existing CDN systems. Thus, these data transmissions

often utilize conventional techniques (e.g., transmission via public intermediary devices), which

results in highly variable, and often decreased, data transmission rates.

BRIEF DESCRIPTION OF THE DRAWINGS

[0005] FIG. 1 is a block diagram depicting an illustrative logical network 100

including computing devices in communication over a public network, and a data transmission

system configured to enable high-data-rate transmission of information between the computing

devices;

[0006] FIG. 2 is a block diagram depicting interactions between a source computing

device and the data transmission system of FIG. 1, in order to select a source-side endpoint

within the data transmission system for use by the source computing device;

[0007] FIG. 3 is a block diagram depicting the transmission of data from the source

computing device to a destination computing device, utilizing endpoints within the data

transmission system;

[0008] FIGS. 4A and 4B are block diagrams depicting interactions for dynamically

generating a virtual endpoint within the data transmission system for use by a computing device;

[0009] FIGS. 5 is a block diagram depicting interactions for determining that

locations of a source computing device, destination computing device, or endpoints within the

data transmission system do not meet a set of threshold criteria for use of the data transmission

system, and for instructing the source computing device to communicate with the destination

computing device over an existing communication network;



[0010] FIG. 6 is a flow chart depicting an illustrative routine for selecting a

source-side endpoint within a data transmission system for use by a source computing device;

and

[0011] FIG. 7 is a block diagram depicting an illustrative configuration of one

embodiment of an endpoint selector within the data transmission system of FIG. 1.

DETAILED DESCRIPTION

[0012] Generally described, aspects of the present disclosure relate to enabling

high-data-rate transmissions between two devices on a communication network. Specifically,

the present disclosure enables two devices connected via a public network (e.g., a global area

network (GAN), such as the Internet) to communicate with one another at least partly via a data

transmission system expected to provide higher-data-rate transmissions than would be possible

using solely the public network. The data transmission system may include a number of

geographically distributed endpoints, each of which may communicate with devices on the

public network, as well as with one another via a private network. Thus, a source computing

device may transmit, via a public network, data to a first endpoint of the data transmission

system for delivery to a destination computing device. The data transmission system may

transmit the data from the first endpoint to a second endpoint via a private network, and from the

second endpoint to the destination computing device via the public network. Because the use of

public networks may be limited solely to client communication with endpoints, delays and errors

that are common on those public networks may be reduced. Further, because endpoints may be

selected such that they are geographically close to client devices, the frequency and effect of

those errors and delays may be limited. Still further, the transmission of data between endpoints,

rather than transmitting from a source computing device to a destination computing device

without the use of endpoints, may increase the data transmission rate of stateful communication

protocols such as the transmission control protocol (TCP). To ensure consistent states between

sending and receiving devices, stateful communication protocols generally rely on data

acknowledgement messages, the speed of which is limited by the round-trip transmission time

between the two devices. Thus, by transmitting data via multiple separate stateful connections,

the round trip time of each connection may be reduced, and the data-rate of transmissions

between a source and destination computing device can be increased.



[0013] In some embodiments, the data transmission system may dynamically

determine endpoints within the system to be used when transferring data between two computing

devices. Illustratively, when a source computing device requests transmission of data to a

destination computing device, the data transmission system may determine at least two endpoints

to utilize in facilitating the transfer: a first endpoint nearby to the source computing device, and a

second endpoint nearby to the destination computing device. By determining endpoints located

nearby to both the source and destination computing devices, the use of public networks (e.g.,

between the source device and the first endpoint and between the second endpoint and the

destination computing device) may be limited. As the use of public networks may be more

likely to incur errors or delays, minimizing the use of these networks may generally increase the

speed of data transmissions.

[0014] Proximity of computing devices (e.g., whether a device is "nearby to" or "far

from" another device) may be described with respect to network distance, which reflects path

used to communication between two devices on a shared communication network. Network

distance may refer to any individual metric regarding that path, such as the latency incurred

when communicating via the network path or the number of intermediate devices within the

network path (e.g., network "hops"). Network distance may also refer to a metric derived from

individual network communication metrics or combinations thereof. For example, network

distance may refer to a network path's weight or score, which may be calculated based on a

combination of latency or hops on that network path, as well as other factors, such as preference

values or weights assigned to various paths. As discussed in detail below, embodiments of the

present disclosure may utilize network distance to select preferred communication channels over

a network (e.g., to select whether to utilize the data transmission system, to select endpoints

within the data transmission system to utilize in communicating with source or destination client

computing devices, etc.). In addition, embodiments of the present disclosure may utilize other

communication metrics alternatively or in addition to network distance, such as the bandwidth of

a communication path, the percentage of packet loss occurring over a communication path, the

frequency of other errors or delays over the path, the availability of the path (e.g., the frequency

that the path stops functioning), the variation in error, packet loss, or availability rates over time

(e.g., the consistency of the network). These metrics, including network distance, percentage of



packet loss, frequency of errors, or the availability of a path, may be referred to as metrics of

"network quality."

[0015] In some instances, minimization of network distance or maximization of

network quality between a client computing device and the data transmission system may be

facilitated by dynamic generation of endpoints. Illustratively, where a client computing device

wishes to utilize the data transmission system, but is more than a threshold network distance

away from any available endpoint within the data transmission system, the data transmission

system may operate to dynamically generate a new endpoint for use by the client computing

device. As a further example, a new dynamically generated endpoint may be created when no

existing endpoint (or no endpoint within a threshold network distance) provides a

communication path of sufficient network quality to the client computing device. These

dynamically generated endpoints may be implemented, for example, as virtual computing

devices executed by physical computing devices located in data centers operated by the data

transmission system. Thus, a client computing device may be enabled to utilize the data

transmission system even when no preexisting endpoint exists nearby to the client computing

device.

[0016] Further, the data transmission system may be configured to attempt to ensure

that transmission of data over the data transmission system will occur at a higher data-rate than

would otherwise be expected without the use of the data transmission system. Accordingly,

when a request is received at the data transmission system to facilitate data transmission between

a first and second computing device, the data transmission system may attempt to estimate

whether the data transmission would occur more quickly on the data transmission system than on

a public network connecting the first and second computing devices. In the instance that the

transmission would occur more quickly on the public network, the data transmission system may

decline the request by instructing the two computing devices to utilize the public network. Thus,

the data transmission system may generally attempt to ensure that the highest data transmission

rate is achieved between two computing devices.

[0017] The foregoing aspects and many of the attendant advantages of the present

disclosure will become more readily appreciated as the same become better understood by

reference to the following, when taken in conjunction with the accompanying drawings.



[0018] FIG. 1 is a block diagram depicting an illustrative operating environment 100

in which a data transmission system 110 may facilitate transmission of data between various

computing devices 102 in communication with the data transmission system 110 via a public

network 104. Computing devices 102 may include any number of different computing devices

capable of communicating with one another and with the data transmission system 110,

including personal computing devices, server computing devices, and virtual computing devices

operating on physical host computing devices. For example, individual accessing computing

devices may correspond to a laptop or tablet computer, personal computer, wearable computer,

server, personal digital assistant (PDA), hybrid PDA/mobile phone, mobile phone, electronic

book reader, set-top box, camera, digital media player, and the like. In some instances, a

computing device 102 may be operated as a personal device of a user. In other instances, a

computing device 102 may implement a network-accessible service, such as a web site, database,

or data storage service accessible to other computing devices 102. While shown as individual

devices, one or more of the computing devices 102 may be associated with or operate as part of a

collection of computing devices 102 configured to implement a desired functionality on the

public network 104. Further, while shown as distinct from the data transmission system 110, in

some instances computing devices 102 may be associated with or form part of the data

transmission system 110, and may communicate with various other components of the data

transmission system via a private network 112 (described in more detail below). Thus,

computing devices 102 may generally represent any devices utilized to transmit data over the

public network 104.

[0019] The public network 104 may be any wired network, wireless network, or

combination thereof, operating as a collection of autonomous network systems under the control

of various entities for use by the various computing devices 102. Illustratively, the public

network 104 may include personal area networks, local area networks, wide area networks, cable

networks, satellite networks, cellular telephone networks, and combinations thereof. In the

example environment of FIG. 1, public network 104 is a global area network (GAN), such as the

Internet. Protocols and components for communicating via the other aforementioned types of

communication networks are well known to those skilled in the art of computer communications

and thus, need not be described in more detail herein. As will be appreciated by one of skill in

the art, operation of public networks 104 is generally subject to the operation of each



autonomous system within the public network 104, as well as various agreements between

autonomous systems regarding how such systems operate. As such, data transmission over a

public network 104 may be highly variable and largely unpredictable, often resulting in slow

rates of data transmission between computing devices 102, even where both computing

devices 102 are otherwise capable of much higher rates of data transmission on the public

network 104 generally.

[0020] In order to enable higher-speed transmission of data across the public

network 104, a data transmission system 110 is described herein that can circumvent portions of

the public network 104 that would otherwise delay or slow data transmissions, and that can

further optimize communications between computing devices 102 without requiring

reconfiguration of the transmission protocols used by those devices 102. As shown in FIG. 1,

the illustrative data transmission system 110 includes a plurality of endpoints 114, a plurality of

points of presence (POPs) 120, and one or more endpoint selectors 118, each in communication

with one another via a private network 112.

[0021] The private network 112 may include any combination of various network

types described above operated on behalf of the data transmission system 110, alone or in

conjunction with other services. While shown as distinct from the public network 104, the

private network 112 in some instances may be physically co-mingled with the private

network 104. For example, the private network 112 may be formed by one or more leased lines

on the public network 104 that provide dedicated communications to the data transmission

system 110. Because the private network 112 is operated on behalf of the data transmission

system 110 (e.g., independently or in conjunction with other services associated with the data

transmission system 110), the number of delays and errors caused by transmission of data across

the private network may generally be less than the number of delays and errors caused by

transmission of data across the public network 104. Moreover, because the private network 112

is operated on behalf of the data transmission system 110, the functionality of the private

network 112 (e.g., the protocols used therein or the configuration of network devices operating

as part of the private network 112) may be modified by the data transmission system 110 without

reducing the ability of the data transmission system 110 to interact with the public network 104.

[0022] Each endpoint 114 may correspond to a computing device, or collection of

computing devices, configured to enable data transmission to and from other endpoints 114, as



well as the various computing devices 102. In one embodiment, endpoints 114 may operate in

pairs (generally referred to as source- and destination-side endpoints 114), and enable two

computing devices 102 to communicate via the data transmission system 110. Specifically, a

source-side endpoint 114 may be configured to receive a request from a first computing

device 102 to transmit data to a second computing device 102. Thereafter, the source-side

endpoint 114 may transmit the data a destination- side endpoint 114 nearby to the second

computing device. The destination- side endpoint 114, in turn, can transmit the data to the second

computing device 102, thus facilitating communication of the first and second computing

devices 102 via the data transmission system 110. For example, where a user computing device

(e.g., a first computing device 102) wishes to upload a document to a network-based storage

service (e.g., operating on a second computing device 102), the user computing device may

transmit the document to a first, source-side endpoint 114. The source-side endpoint 114 can

then transmit the document to a second, destination-side endpoint 114, which in turn can transmit

the document to the network-based storage service. Thus, the user computing device is enabled

to upload data to the network-based storage service by use of the data transmission system 110,

which may substantially increase the speed and reliability of such uploads. To enable

endpoints 114 to maintain a state of connections to computing devices 102 and other

endpoints 114, the endpoints 114 include a data queue 116 that can be utilized to store data

received (e.g., from a source computing device 102) and awaiting transmission (e.g., to a

destination- side endpoint 114). In one embodiment, the data queue 116 may be implemented in

transitory memory of an endpoint 114, such as in a memory buffer (e.g., the TCP receive buffer)

stored within random access memory ("RAM"). In another embodiment, the data queue 116

may be implemented in whole or in part on non-transitory memory, such as a hard disk drive of

the endpoint 114.

[0023] The data transmission system 110 further includes one or more endpoint

selectors 118 configured to enable a computing device 102 to locate and communicate with an

endpoint 114 nearby to the computing device 102. As will be described in more detail below,

each endpoint selector 118 may obtain requests from a computing device 102 to transmit

information via the data transmission system 110, select an endpoint 114 nearby to the

computing device 102, and return an identifier of that endpoint 114 to the request computing

device, such that computing device 102 may transmit data over the data transmission system 110



by communicating that data to the endpoint 114. In one embodiment, the endpoint selector 118

may be implemented within a resolution service, such as a domain name service ("DNS")

resolver. For example, the endpoint selector 118 may be configured to receive requests from a

computing device 102 to resolve an identifier of a destination computing device 102 into a

network address (e.g., an internet protocol ["IP"] address), select an endpoint 114 nearby to the

computing device 102, and return a network address of the endpoint 114 as a resolution of the

request. Thus, the endpoint selectors 118 may enable each computing device 102 to

automatically connect to a nearby endpoint 114 of the data transmission system 110 by use of a

network identifier of a destination computing device 102, without requiring reconfiguration of

the source computing device 102.

[0024] To assist in determining an endpoint 114 nearby to a requesting computing

device 102, the endpoint selectors 118 can include a data store 119 including information

regarding network paths between computing devices 102 and endpoints 114, as well as regarding

paths between computing devices 102 themselves or endpoints 114 themselves. Illustratively,

the information may include historical data regarding data transmissions across the data

transmission system 110, such as a latency of communications, number of hops, bandwidth, or

other network quality metrics regarding a path between a computing device 102 and an

endpoint 114, between two endpoints 114, or between two computing devices 102. As will be

described below, this information may be utilized by the endpoint selectors 118 to determine

whether use of the data transmission system 110 is likely to result in higher-data-rate

transmission than two computing devices 102 could achieve independently, as well as to

determine an endpoint 114 to which a computing device 102 should connect when utilizing the

data transmission system 110.

[0025] Still further, the illustrative data transmission system 110 of FIG. 1 can

include a plurality of points of presence ("POPs") 120. Each POP 120 may include a collection

of on-demand computing devices 124 and data stores 122 available to be rapidly provisioned

with computer executable instructions in order to implement various functionalities at the request

of the data transmission system 110. While shown as part of the data transmission system 110,

the POPs 120 may, in some instances, be operated separately from other components of the data

transmission system 110 (e.g., as an part of a distinct service sharing a private network 112 with



the data transmission system 110). In some instances, the POPs 120 may collectively be referred

to as a "cloud computing" environment.

[0026] In accordance with embodiments of the present disclosure, the on-demand

computing devices 124 within the POPs 120 may be utilized by the data transmission system 110

to dynamically generate virtual endpoints 114. Each virtual endpoint 114 implemented on a

POP 120 may operate as an endpoint 114, described above, and therefore enable communication

to and from the computing devices 102 and other endpoints 114. The use of virtual

endpoints 114 may be beneficial, for example, where no preexisting endpoint 114 is located

within a threshold network distance to a computing device 102 requesting use of the data

transmission system 110, or when no preexisting endpoint 114 is closer to the computing

device 102 than a POP 120. In such instances, the data transmission system 110 may select a

POP 120 nearby to the computing device 102, and cause a virtual endpoint 114 to be created

within the POP 120. The computing device 102 may thereafter communicate with the data

transmission system 110 via the virtual endpoint 114. Thus, data transmission system 110 of

FIG. 1 is not limited to the use of preexisting endpoints 114, but may dynamically create virtual

endpoints 114 in order to minimize network distance or maximize network quality metrics

between the data transmission system 110 and the various source or destination computing

devices 102.

[0027] It will be appreciated by those skilled in the art that the data transmission

system 110 may have fewer or greater components than are illustrated in FIG. 1. In addition, the

data transmission system 110 could include various web services and/or peer-to-peer network

configurations. Thus, the depiction of the data transmission system 110 in FIG. 1 should be

taken as illustrative. For example, in some embodiments, components of the data transmission

system 110, such as the endpoint selectors 118, may be executed by one more virtual machines

implemented within the POPs 120.

[0028] Any one or more of the endpoints 114, endpoint selectors 118, and POPs 120,

may be embodied in a plurality of components, each executing an instance of the respective

endpoints 114, endpoint selectors 118, and POP 120. A server or other computing component

implementing any one of the endpoints 114, endpoint selectors 118, and POPs 120 may include a

network interface, memory, processing unit, and computer readable medium drive, all of which

may communicate which each other by way of a communication bus. The network interface



may provide connectivity over the private network 112, the public network 104, and/or other

networks or computer systems. The processing unit may communicate to and from memory

containing program instructions that the processing unit executes in order to operate the

respective endpoints 114, endpoint selectors 118, and POPs 120. The memory may generally

include RAM, ROM, other persistent and auxiliary memory, and/or any non-transitory

computer-readable media. While endpoints 114 and endpoint selectors 118 are described above

as distinct from the POP 120, some embodiments of the endpoints 114 and endpoint

selectors 118 may be implemented by computing devices within the POP 120 (e.g., as virtual

machines within the POP 120).

[0029] With reference to FIG. 2, an illustrative set of interactions for initiating a

connection between a source computing device 102 and the data transmission system 110 will be

described. Specifically, the interactions of FIG. 2 depict the use of an endpoint selector 118A

within the data transmission system 110 to determine an endpoint 114 nearby to the source

computing device 102, and to notify the source computing device 102 of that endpoint. For ease

of illustration, components within the data transmission system 110 other than the endpoint

selector 118A are omitted from FIG. 2 .

[0030] The interactions of FIG. 2 begin at (1), where a source computing

device 102A transmits a request to the endpoint selector 118A to transmit data to a destination

computing device 102B. In one embodiment, the request may be automatically generated by the

source computing device 102A in response to instructions to communicate with the destination

computing device 102B. For example, where the source computing device 102A has been

configured to utilize the data transmission service 110 as a proxy for communication requests,

the source computing device 102A may reroute all (or a designated portion) of communication

requests to the endpoint selector 118A. As a further example, where the endpoint selector 118A

operates as a DNS server, the destination computing device 102A may designate the endpoint

selector 118A as an authoritative resolver for an identifier (e.g., a uniform resource identifier, or

"URI") of the destination computing device 102B. Thus, when the source computing

device 102A attempts to connect to the human-readable identifier of the destination computing

device 102B, the source computing device 102A may automatically generate and transmit the

request to the endpoint selector 118A.



[0031] After receiving a request from the source computing device 102A, the

endpoint selector 118A, at (2), analyzes potential endpoints of the data transmission system 110

(e.g., both the preexisting endpoints 114 shown in FIG. 1, as well as potential virtual endpoints

that may be dynamically created within the POPs 120 of FIG. 1) to determine an expected

network distance between the endpoints 114 and the source computing device 102A.

Illustratively, an expected network distance between each endpoint 114 and the source

computing device 102A may be determined based at least in part on data within the data

store 119A of the endpoint selector. As noted above, the data store 119A may include data

regarding prior communications between various computing devices 102 and endpoints 114 of

the data transmission system 110. Such data may include, but is not limited to, the latency of

communications, the bandwidth available, the number of hops, or other network quality metrics

regarding a communication path between the endpoints 114 and various computing devices 102.

Thus, the endpoint selector 118A may inspect the data within the data store 119A to determine

whether a network distance or network quality metric between the source computing

device 102A and any potential endpoint 114 of the data transmission system 110 satisfies a

threshold value. In one embodiment, this threshold may be an absolute value (e.g., a latency

below 50ms). In other embodiments, the threshold may be relative or variable. For example, the

threshold network value may be set based at least in part on the network distance or network

quality metrics between the source computing device 102A and a destination computing

device 102B (e.g., to ensure that the network distance between the source computing

device 102A and a selected endpoint 114 is not greater than the network distance between the

source computing device 102A and the destination computing device 102B).

[0032] Additionally or alternatively to the use of data within the data store 119, the

endpoint selector 118A may in some instances generate data regarding network distance or

network quality metrics between the source computing device 102A and potential endpoints 114

within the data transmission system 110 (e.g., preexisting endpoints 114 and potential virtual

endpoints 114 within the POPs 120). For example, the endpoint selector 118A may cause each

of the endpoints 114 and POPS 120 of FIG. 1 to generate network probes, such as Internet

Control Message Protocol ("ICMP") packets, and to transmit those probes to computing

devices 102 in order to assess the network distance or network quality metrics between

computing devices 102 and the respective endpoints 114 or POPS 120. Thus, the endpoint



selector 118A may utilize both passively and actively collected data to determine network

distances or network quality metrics between the source computing device 102A and the various

potential endpoints 114.

[0033] In some embodiments, the endpoint selector 118A may be configured to

estimate the network distance or network quality metrics between the source computing

device 102A and a potential endpoint, in order to supplement or replace the need for collected

network data. In one instance, the endpoint selector 118A may estimate the network distance or

network quality metrics between the source computing device 102A and a potential endpoint 114

based on data from similar source computing devices 102, similar endpoints 114, or both. For

example, where previously collected data regarding the network distance or network quality

metrics between the source computing 102A and a given endpoint 114 does not exist, the

endpoint selector 118A may utilize previously collected data regarding the network distance or

network quality metrics between the given endpoint 114 and other computing devices 102

originating from similar network addresses as the source computing device 102A (e.g., sharing a

common internet service provider ["ISP"]). As a further example, the endpoint selector 118A

may estimate network distance between the source computing device 102A and a given

endpoint 114 based on the geographical distance between the source computing device 102A and

the given endpoint 114 (e.g., as determined based on address geolocation techniques, which are

known in the art). Thus, the endpoint selector 118A may function to estimate network distance

between the source computing device 102A and potential endpoints 114, even where no data

regarding communication between those devices previously exists.

[0034] While the examples provided above discuss network distance between a

source computing device 102A and potential endpoints 114, the same or similar techniques may

be utilized to determine or estimate network distance between any two devices, including

between potential endpoints 114 on the data transmission system 110 and between potential

endpoints 114 and a destination computing device 102B. As will be discussed below, these

network distances may be utilized, for example, to select a destination- side endpoint 114 nearby

to a destination computing device 102B, in order to minimize the network distance transmitted

data must travel over the public network 104. In addition, while the embodiments of FIG. 2 are

discussed with reference to network distance, network quality may additionally or alternatively

be utilized to select among potential endpoints 114.



[0035] In the illustrative example of FIG. 2, it is assumed that a preexisting

endpoint 114 within the data transmission system 110 is located within a threshold network

distance of the source computing device 102A. Thus, the endpoint selector 118A, at (4), returns

an identifier of that preexisting endpoint 114 to the source computing device 102A.

Illustratively, the identifier may include, for example, a network address (e.g., IP address) or URI

of the preexisting endpoint 114, which the source computing device 102A may thereafter utilize

to connect with the data transmission system 110

[0036] With reference to FIG. 3, illustrative interactions for utilizing endpoints 114

within the data transmission system 110 to transmit information from a source computing

device 102A to a destination computing device 102B will be described. Illustratively, the

interactions of FIG. 3 may occur subsequently to those of FIG. 2, after the source computing

device 102A has been provided with an identifier of a source-side endpoint 114 within the data

transmission system 110, shown in FIG. 3 as source-side endpoint 114A.

[0037] The interactions of FIG. 3 begin at (1), where the source computing

device 102A and the source-side endpoint 114A establish a stateful connection via the public

network 104. Stateful connections may be, for example, communication channels in which at

least one of a sender and receiver maintain information regarding a state of the connection, such

as whether data transmitted via the communication channel was successfully received by a

receiving device, and whether an acknowledgement of that receipt was received at a sending

device. Illustratively, stateful connections may be established at the network level (e.g., by use

of the TCP protocol or other stateful protocol), at the application level (e.g., by utilizing an

application that maintains information regarding the state of an underlying protocol that is either

stateful or stateless), or with a combination thereof. For ease of discussion, each of the stateful

connections described with respect to FIG. 3 will be assumed to be TCP connections. However,

the various stateful connections of FIG. 3 may, in some embodiments, utilize different types of

stateful connections (e.g., utilizing different network-level protocols, application-level protocols,

or combinations thereof).

[0038] After establishing the first stateful connection, at (2), the source computing

device 102A transmits data to the source-side endpoint 114A via that first stateful connection.

Beneficially, because the source-side endpoint 114A is located nearby to the source computing

device 102A (e.g., within a threshold network distance, as described above with reference to



FIG. 2), the potential for errors and delays caused by the public network 104 is low (e.g., as

compared to transmitting data from the source computing device 102A to the destination

computing device 102B without the use of endpoints 114). Moreover, because the round trip

transmission time between the source-side endpoint 114A and the source computing

device 102A is reduced, the time required to transmit data via the first stateful connection is

reduced, as is the time required to recover from errors on the first stateful connection. For

example, where the first stateful connection corresponds to a TCP connection, the TCP window

(a variable which controls how much information may be sent by the TCP protocol without

receiving an acknowledgement) may alter rapidly due to a low round-trip communication time,

thereby handling the occurrence of errors on the public network 104 more efficiently.

[0039] After receiving data at the source-side endpoint 114A, that endpoint 114A

enqueues the data into a data queue 116A. In one embodiment, the data queue 116A may be

implemented in transitory memory of the source-side endpoint 114A, such as in a memory buffer

(e.g., the TCP receive buffer) stored within random access memory ("RAM"). In another

embodiment, the data queue 116A may be implemented in whole or in part on non-transitory

memory, such as a hard disk drive of the source-side endpoint 114A.

[0040] At (4), the source-side endpoint 114A can select a device-side endpoint 114B

to utilize in transmitting the data from the data queue 116A to the destination computing

device 102B. Illustratively, the source-side endpoint 114A may select, as the destination-side

endpoint 114B, any potential endpoint 114 within the data transmission system 110 that is

nearby to the destination computing device 102B (e.g., within a threshold distance of the

destination computing device 102B). In one embodiment, the source-side endpoint 114A may

communicate with an endpoint selector 118 in order to determine a potential endpoint 114 within

a threshold network distance to the destination computing device 102B (e.g., similarly to as

described above in FIG. 2 with reference to determining a potential endpoint 114 within a

threshold distance to the client computing device 102A). Still further, where no destination-

side-endpoint exists nearby to the destination computing device 102B, or where a POP 120 exists

closer than any pre-existing endpoint 114, the source may cause a new virtual endpoint 114 to be

created on a POP 120 nearby to the destination computing device 102B. Interactions for

dynamically generating a virtual endpoint 114 are described in more detail below with respect to

FIGS. 4A and 4B. In the illustration of FIG. 3, it is assumed that the source-side endpoint 114A



has selected a preexisting endpoint 114 of the data transmission system 110, shown in FIG. 3 as

destination- side endpoint 114B.

[0041] Thereafter, at (5), the source-side endpoint 114A can establish a second

stateful connection to the destination- side endpoint 114B (e.g., a TCP connection), via the

private network 112. As noted above, because the private network 112 is operated on behalf of

the data transmission system 110, the rate or errors or delays on the private network 112 is

expected to be low in comparison to the public network 104. As such, in some instances, the

source- and destination-side endpoints 114A and 114B may utilize an optimized communication

protocol, such as a TCP protocol with a large starting transmission window, or a stateless

protocol utilizing application-level state tracking and error correction, to ensure that the second

stateful connection provides rapid communication between the source- and destination-side

endpoints 114A and 114B.

[0042] Thereafter, at (6), the source-side endpoint 114A transmits the data from the

data queue 116A (as received from the source computing device 102A and stored in the data

queue 116A) to the destination- side endpoint 114B. In some instances, the source-side

endpoint 114A may modify the data prior to transmission, such as by modifying header

information of the data to note a network identifier of the original source computing

device 102A, or otherwise encapsulating the data to ensure information is not lost or modified

during transmission of the data through the data transmission system 110.

[0043] On receiving the data, the destination-side endpoint 114B, at (7), enqueues the

data within its data queue 116B (e.g., as implemented in transitory or non-transitory memory of

the destination- side endpoint). Thereafter, the destination-side endpoint 114B, at (8), establishes

a third stateful connection (e.g., a third TCP connection) to the destination computing device 102

over the public network 104. At (9), the destination- side endpoint 114B utilizes the third stateful

connection to transmit the data from the data queue 116B to the destination computing

device 102B.

[0044] While not shown in FIG. 3, the source- and destination- side endpoints 114A

and 114B may continue to facilitate transfer of information between the source and destination

endpoints 102A and 102B over the data transmission service 110. Such transfer of data is

generally expected to provide faster and more reliable service than would be achieved over the

public network 104 alone. For example, because the data transmission system 110 utilizes a



private network 112 between endpoints 114, the total potential for errors and delays between the

two devices 102A and 102B is reduced. Moreover, stateful communication protocols are

generally limited, at least in part, by the amount of unacknowledged or "in-flight" data allowed

by a current state of the connection. For example, the Transmission Control Protocol (TCP) or

other stateful communications protocols can use a "sliding window" communication protocol, in

which only a set amount of data may be transmitted by a sender before receiving an

acknowledgement by the receiver. While such limitations are intended to limit the effect of

transmission errors, they can also reduce effective bandwidth of the connection, especially where

the round trip transmission time is large. By segmenting transmissions between the source and

destination computing devices 102A and 102B into multiple, independent stateful connections,

the total amount of in-flight data allowed between the two devices 102A and 102B may be

effectively multiplied (e.g., tripled, where two endpoints are used). More specifically, each pair

of devices within the segmented network path may establish an independent transmission

window, such that each additional, state-aware segment added to an initial point-to-point

transmission path increases the total transmission amount of allowed in-flight data by an amount

equal to the transmission window allowed on that additional, state-aware segment. Still further,

because the network distance between each device 102A and 102B and their respective

endpoints 114A and 114B is minimized, the round trip communication times between each

device and endpoint ll4 is reduced. This reduction in round trip communication times

minimizes the effects of errors or delays on the public network 104 (e.g., causing reductions in

the amount of "in-flight" data allowed), and increases the ability of each device 102 and

endpoint ll4 to recover from such delays (e.g., by reducing the time required to negotiate

increases in the allowed level of "in-flight" data).

[0045] While the illustrative interactions of FIG. 3 are described in sequence,

embodiments of the present application may modify the described sequence, omit interactions, or

execute one or more interactions in parallel. For example, in one embodiment, interaction (5)

(the establishment of a second stateful connection between source-side endpoint ll4A and

destination- side endpoint 114B) may occur immediately after interaction (1) (the establishment

of a first stateful connection between the source computing device 102A and the source-side

endpoint 114A). In another embodiment, interaction (5) may occur independently and prior to

the other interactions described in FIG. 3 . Illustratively, the source-side endpoint 114A may



maintain pre-established stateful connections to various endpoints 114, including the

destination- side endpoint 114B, such that the stateful connections need not be reestablished

when a request to transmit data is received. These pre-established stateful connections may, in

some instances, be selected from a pre-established pool of connections used to carry data

originating from multiple computing devices 102, thus reducing the number of connections that

must be maintained at each endpoint 114A.

[0046] Communication between endpoints 114 and computing devices 102 is

described with reference to FIG. 3 as occurring via a public network 104. However, in some

embodiments, this communication may additionally or alternatively occur on the private

network 112. For example, where the destination computing device 102B is associated with the

data transmission system 110 or otherwise has access to the private network 112, the third

stateful connection may be established on that private network 112, further increasing the speed

of data transfer to the destination computing device 102B. Alternatively, where the destination

computing device 102B has access to the private network 112, the source-side endpoint 114A

may transmit the data to the destination computing device via a stateful connection on that

private network 112 without utilization of the destination-side endpoint 114B. In these

instances, the destination- side endpoint 114B may be omitted. Various additional alternations of

the interactions of FIG. 3 will be apparent to one of skilled in the art, based on the disclosure

herein.

[0047] As noted above, potential endpoints 114 within the data transmission

system 110 include both preexisting endpoints 114, as well as virtual endpoints 114 that may be

dynamically created on POPs 120 associated with the data transmission system 110. One set of

interactions for creating and utilizing such a virtual endpoint 114 is depicted in FIGS. 4A

and 4B. While depicted separately for clarity, the interactions of FIGS. 4A and 4B will be

described in conjunction, and numbering will be maintained between the two figures.

[0048] The interactions of FIGS. 4A and 4B begin at (1), where a source computing

device 102A transmits a request to the endpoint selector 118A to interact with a destination

computing device 102B. As discussed above with respect to FIG. 2, the request may be

generated by a source computing device 102A in connection with a request to resolve an

identifier of the destination computing device 102B (e.g., as a DNS request transmitted by the

source computing device 102). The request may further be generated by the source computing



device 102A based on a configuration of the source computing device (e.g., to utilize the data

transmission service 110 as a proxy in communicating with the destination computing

device 102B).

[0049] The interactions continue at (2), where the endpoint selector 118A analyzes

the network distance between potential endpoints 114 within the data transmission system 110

and the source computing device 102A. As discussed above with respect to FIG. 2, this network

distance may reflect the latency and/or number of hops on various network paths between

endpoints 114 and the source computing device 102A, and may be calculated based on passively

collected network data (e.g., data regarding previous transmissions between the data transmission

system 110 and the source computing device 102A or other similar computing devices 102) or

actively collected network data (e.g., data regarding network probes, such as ICMP packets,

transmitted between the data transmission system 110 and the source computing device 102A).

While the embodiments of FIG. 4A are discussed with reference to network distance, any

network quality metric or combination of network quality metrics may be utilized by the

endpoint selector 118A.

[0050] Unlike the interactions of FIG. 2, the results of analysis by the endpoint

selector 118A may indicate that no preexisting endpoint 114 is within a threshold network

distance to the source computing device 102A, and/or that a POP 120A is within a closer

network distance to the source computing device 102A than any preexisting endpoint 114. As

such, the endpoint selector 118A may determine that a virtual endpoint 114 should be created on

the POP 120A, to enable the source computing device 102A to reach the data transmission

system 110 over a minimum network distance. Accordingly, at (3), the endpoint selector 118A

may select the POP 120A (e.g., representing the POP 120 with a minimum network distance to

the source computing device 102A) for generation of a virtual endpoint 114.

[0051] Thereafter, at (4), the endpoint selector 118A can transmit instructions to the

POP 120A to generate the virtual endpoint 114. Illustratively, the instructions may notify the

POP 120A that a virtual computing device should be created, and that executable code

implementing the functionality of an endpoint 114 (e.g., as contained within an executable disk

image) should be provisioned onto the virtual computing device. In some instances, the

instructions may further notify the POP 120A of various parameters usable by the virtual



endpoint 114, such as an identity of the source computing device 102A or a destination

computing device 102B with which the source computing device 102A wishes to communicate.

[0052] The interactions of FIGS. 4A and 4B then continue in FIG. 4B, where the

POP 120A generates a virtual endpoint 114C in response to the received instructions.

Illustratively, the virtual endpoint 114C may correspond to a virtual computing device,

implemented on one or more host computing devices, provisioned with computer-executable

instructions enabling the virtual computing device to carry out the functionalities described

herein. As shown in FIG. 4B, the virtual endpoint 114C may include a virtual data queue 116C

(e.g., representing a logical mapping to one or more portions of the data stores 122), enabling the

virtual endpoint 114C to receive and forward information between the source computing

device 102A and a destination computing device 102B.

[0053] At (6), the POP 120A can transmit a notification to the endpoint selector 118A

that the virtual endpoint 114C has been established. The endpoint selector 118A, in turn, may

transmit an identifier of the virtual endpoint 114C to the source computing device 102A. The

source computing device 102A may thereafter establish a stateful communication channel to the

virtual endpoint 114C on the public network 104, and utilize that communication channel to

transmit data, via the data transmission system 110, to a destination computing device 102B. In

this manner, the virtual endpoint 114C may function in the same way as a preexisting

endpoint 114 (e.g., as described above with respect to FIG. 3).

[0054] In some embodiments, timing or ordering of the various interactions of

FIG. 4B may be modified from those described above. For example, in order to facilitate rapid

responses to client requests, the endpoint selector 118A may be configured to return an identified

of the virtual endpoint 114C prior to receiving a notification, from the POP 120, that the virtual

endpoint 114C has been created. Illustratively, the identifier of the virtual endpoint 114C may

be pre-established, or may be selected by the endpoint selector and transmitted to the POP 120A,

such that the endpoint selector 118A need not have received notification of the virtual

endpoint 114C's creation prior to providing the identifier to the source computing device 102A.

Thus, delays associated with creation of the virtual endpoint 114C may be reduced or eliminated.

In one embodiment, the data transmission system 110 may be further configured to detect that a

virtual endpoint 114C has not been utilized (e.g., by the source computing device 102A or other

computing device 102) for a threshold period of time (e.g., 10 minutes), and to notify the



POP 120A that the virtual endpoint 114C may be halted. In other embodiments, the POP 120A

itself may be configured to automatically halt the virtual endpoint 114C.

[0055] In accordance with aspects of the present disclosure, the data transmission

system 110 may be configured such that, when the data transmission system 110 is unlikely to

increase the rate of data transmission between a source and destination computing device 102,

the data transmission system 110 is not utilized by the source and destination computing

devices 102. For example, where the source and destination computing devices 102 are located

nearby to one another (e.g., in terms of network distance), use of the data transmission

system 110 may not increase data transmission rates between the two devices 102. Accordingly,

a set of interactions for determining whether use of the data transmission system 110 is likely to

increase rates of transmission between two devices 102 is depicted in FIG. 5 .

[0056] The interactions of FIG. 5 begin at (1), where a source computing

device 102A transmits a request to the endpoint selector 118A to interact with a destination

computing device 102B. As discussed above with respect to FIGS. 2 and 4A, the request may be

generated by a source computing device 102A in connection with a request to resolve an

identifier of the destination computing device 102B (e.g., as a DNS request transmitted by the

source computing device 102). The request may further be generated by the source computing

device 102A based on a configuration of the source computing device (e.g., to utilize the data

transmission service 110 as a proxy in communicating with the destination computing

device 102B).

[0057] The interactions continue at (2), where the endpoint selector 118A analyzes

the locations of the source computing device 102A, the intended destination computing

device 102B, and/or potential endpoints 114 within the data transmission system 110 to

determine whether those locations meet a set of threshold criteria maintained by the data

transmission system 110. In one embodiment, the threshold criteria is based at least in part on a

network distance between the source computing device 102A and the destination computing

device 102B, such that if the two devices 102A and 102B are less than a threshold network

distance apart, the threshold criteria is not satisfied. For example, the threshold criteria may

indicate that if a communication path between the two devices 102A and 102B over the public

network 104 has a latency of less than 100 milliseconds (ms), the threshold criteria for use of the

data transmission system 110 is not satisfied. Threshold criteria regarding the communication



path between the two devices 102A and 102B may be established according to any network

quality metric.

[0058] In another embodiment, the threshold criteria is based at least in part on a

network distance between a source or destination computing device 102A or 102B and a closest

potential endpoint 114 of the data transmission system 110, such that if no potential endpoint 114

(e.g., a preexisting endpoint 114 or a dynamically created virtual endpoint 114 created within a

POP 120) is within a threshold network distance of the respective source or destination

computing device 102A or 102B, the threshold criteria is not satisfied. For example, the

threshold criteria may indicate that if no endpoint 114 is able to communicate with the source

computing device 102A (e.g., over the public network 104) at less than 50 ms, then the threshold

criteria for use of the data transmission system 110 is not satisfied. As in the example above,

threshold criteria regarding the communication path between the source device 102A and an

endpoint 114 may be established according to any network quality metric.

[0059] In yet another embodiment, the threshold criteria is based on a comparison of

network distances. For example, the data transmission system 110 may define a first network

distance as the network distance between the source and destination computing devices 102A

and 102B over the public network 104, and define a second network distance as total network

distance of a communications path that the source and destination computing devices 102A and

102B would use to communicate, if the data transmission system 110 were employed for that

communication (e.g., sum of the network distances between the source computing device 102A

and a first endpoint 114, the first endpoint 114 and a second endpoint 114, and the second

endpoint 114 and the destination computing device 102B). The data transmission system 110

may further establish threshold criteria specifying that if the first network distance is greater than

the second network distance, the threshold criteria are not satisfied. As in the examples above,

threshold criteria regarding these communication paths may be established according to any

network quality metric.

[0060] On determining that the threshold criteria is not satisfied (and thus, that use of

the data transmission system 110 is not likely to increase the rate of data transmission between

the source and destination computing devices 102A and 102B), the endpoint selector 118A may

return to the source computing device 102A instructions to communicate with the destination

computing device 102B at least partially outside of the private network 112, for example via



traditional communication protocols and over an existing network between the source and

destination computing devices. Illustratively, where the endpoint selector 118A serves as a DNS

resolver for the source computing device 102A, the endpoint selector 118A may return an

network or IP address of the destination computing device 102B or another computing device in

the public network 104 (e.g., rather than a network address of an endpoint 114), thereby causing

the source computing device 102A to connect with the destination computing device 102B over

the public network 102 utilizing convention communication techniques.

[0061] With reference to FIG. 6, one illustrative routine 600 for selecting a

source-side endpoint 114 within the data transmission system 110 will be described. The

routine 600 may be carried out, for example, by an endpoint selector 118 of FIG. 1,

independently or in conjunction with other components of the data transmission system 110.

[0062] The routine 600 begins at block 602, where a request is received from a

source computing device to initiate communication with a destination computing device.

Illustratively, the request may be sent based on a configuration of the source computing device to

utilize the data transmission system as a proxy for network communications. Further, the request

may be sent as a part of a request to resolve a human-readable identifier (e.g., a URI) for the

destination computing device into a network address (e.g., an IP address).

[0063] At block 604, the endpoint selector 118 analyzes the location data

corresponding to the request, which may include locations of the source and destination

computing devices as well as locations of endpoints 114 within the data transmission system 110

to which those devices may connect, to determine whether a set of threshold connection criteria

are satisfied. In one embodiment, the threshold criteria may require that the source and

destination computing devices are greater than a threshold network distance apart. This

threshold network distance may be an absolute value (e.g., such that source and destination

computing devices must be more than 100ms in latency apart), or a relative value (e.g., such that

the source and destination computing devices must be further apart in network distance than are

the source device and an endpoint 114 closest to that source device). Any variety of threshold

criteria may be used in an attempt to ensure that communications via the data transmission

system 110 occurs in instances when that system is likely to increase data transmission speed,

and that the data transmission system 110 is not utilized in other instances.



[0064] At block 606, if the endpoint selector 118 determines that the threshold

criteria are not met, the routine proceeds to block 608, where the source computing device is

instructed to communicate with the destination computing device at least partially outside of the

private network (e.g., via traditional communication protocols and over an existing network

between the source and destination computing devices). The routine 600 may then end at block

616.

[0065] Returning to block 606, if the endpoint selector 118 determines that the

threshold criteria are met, the routine 600 proceeds to block 609, where the endpoint selector 118

determines whether a POP 120 is a preferred as communication point for the source computing

device over an existing endpoint 114. Illustratively, a POP 120 may be a preferred

communication point when the POP 120 is within a shorter network distance to the source

computing device than any existing endpoint 114, when a high network quality exists between

the POP 120 and the source computing device, or a combination thereof. In the instance that a

POP 120 is not a preferred communication point relative to an existing endpoint 114, the

routine 600 continues to block 610, where an identifier (e.g., a network address) of the closest

existing endpoint 114 to the source computing device is returned to the source computing device.

Thereafter, the source computing device may communicate with the destination computing

device via existing endpoint 114, as described above. The routine 600 may then end at block

616.

[0066] Returning to block 609, if the endpoint selector 118 determines that a

POP 120 is a preferred communication point for the source computing device than the existing

endpoint 114, the routine 600 proceeds to block 612, where the endpoint selector 118 causes a

new virtual endpoint 114 to be created at the POP 120. Illustratively, the endpoint selector 118

may transmit instructions to the POP 120 to provision a virtual machine with a device image

including computer-executable instructions that, when executed by the virtual machine, cause the

virtual machine to carry out the functionalities of an endpoint 114, as described herein.

Thereafter, at block 614, the identifier of the newly created virtual endpoint 114 can be returned

to the source computing device. The source computing device can then communicate with the

destination computing device via existing endpoint 114, as described above. The routine 600

may then end at block 616.



[0067] One skilled in the art will appreciate that the routine 600 may include fewer or

more interactions than described above. For example, in some embodiments, a determination of

whether threshold criteria for use of the data transmission system 110 are met (e.g., at block 606)

may also include identifying whether a POP 120 exists closer to the source computing device

than an existing endpoint 114 (e.g., as described with reference to block 609). Thus, in some

instances, the operations represented by these blocks may be combined, executed

simultaneously, or reversed. Accordingly, the interactions of routine 600 are intended to be

illustrative in nature, rather than exhaustive.

[0068] FIG. 7 depicts one embodiment of an architecture of a server 700 that may

implement the endpoint selector 118 described herein. The general architecture of server 700

depicted in FIG. 7 includes an arrangement of computer hardware and software components that

may be used to implement aspects of the present disclosure. As illustrated, the server 700

includes a processing unit 704, a network interface 706, a computer readable medium drive 707,

an input/output device interface 720, a display 702, and an input device 724, all of which may

communicate with one another by way of a communication bus. The network interface 706 may

provide connectivity to one or more networks or computing systems, such as the public

network 104 and/or private network 112 of FIG. 1. The processing unit 704 may thus receive

information and instructions from other computing systems or services via a network. The

processing unit 704 may also communicate to and from memory 710 and further provide output

information for an optional display 702 via the input/output device interface 720. The

input/output device interface 720 may also accept input from the optional input device 724, such

as a keyboard, mouse, digital pen, etc. In some embodiments, the server 700 may include more

(or fewer) components than those shown in FIG. 7 . For example, some embodiments of the

server 700 may omit the display 702 and input device 724, while providing input/output

capabilities through one or more alternative communication channel (e.g., via the network

interface 706).

[0069] The memory 710 may include computer program instructions that the

processing unit 704 executes in order to implement one or more embodiments. The memory 710

generally includes RAM, ROM, and/or other persistent or non-transitory memory. The

memory 710 may store an operating system 714 that provides computer program instructions for

use by the processing unit 704 in the general administration and operation of the server 700. The



memory 710 may further include computer program instructions and other information for

implementing aspects of the present disclosure. For example, in one embodiment, the

memory 710 includes user interface software 712 that generates user interfaces (and/or

instructions therefor) for display upon a computing device, e.g., via a navigation interface such

as a web browser installed on the computing device. In addition, memory 710 may include or

communicate with one or more auxiliary data stores, such as data store 120.

[0070] In addition to the user interface module 712, the memory 710 may include

endpoint selection software 716 that may be executed by the processing unit 704. In one

embodiment, the endpoint selection software 716 implements various aspects of the present

disclosure, e.g., receiving requests for data transmission via the data transmission system 110, to

determining whether threshold criteria for use of the data transmission system 110 is met, and

returning an identifier of an endpoint 114 within the data transmission system 110 when that

threshold criteria is met. While the endpoint selection software 716 is shown in FIG. 7 as part of

the server 700, in other embodiments, all or a portion of the software may be implemented

individual or collectively by one or more alternative computing devices within the content

delivery system 110, such as computing devices within each POP 120.

[0071] While FIG. 7 is described above with reference to implementing an endpoint

selector 118, the server 700 may additionally or alternatively implement functionality

corresponding to the endpoints 114 themselves. Illustratively, the memory 710 may include

additional software (not shown in FIG. 7) that contains computer-executable instructions that,

when executed by the server 700, causes the server 700 to implement aspects of the present

disclosure, e.g., receiving data via a first stateful connection and transmitted data to an additional

endpoint 114 or to a destination computing device via a second stateful connection. In other

embodiments, all or a portion of the mitigation software may be implemented individually or

collectively by one or more alternative computing devices within the content delivery

system 110, such computing devices within each POP 120.

[0072] Various example embodiments of the disclosure can be described by the

following clauses:

Clause 1. A system comprising:

a plurality of network transmission endpoints, individual network

transmission endpoints including a processor and memory and configured with



computer-executable instructions to enable computing devices to transmit

information to the individual network transmission endpoints for forwarding to at

least one of another network transmission endpoint or a destination computing

device;

a point of presence ("POP") comprising at least one computing device, the

point of presence configured with computer-executable instructions to provision

the at least one computing device with software enabling the at least one

computing device to function as a virtual network transmission endpoint; and

one or more computing devices implementing an endpoint selector, the

one or more computing devices configured with specific computer-executable

instructions to:

receive a request from a first computing device to communicate

with a second computing device via at least one of the plurality of network

transmission endpoints;

identify a first network transmission endpoint, from the plurality of

network transmission endpoints, with a minimum network distance to the

first computing device;

determine that the minimum network distance is less than a

network distance between the first computing device and the second

computing device; and

based at least in part on the determination that the minimum

network distance is less than the a network distance between the first

computing device and the second computing device, return an identifier of

the first network transmission endpoint to the first computing device;

wherein the computer-executable instructions of the first network

transmission endpoint enable the first network transmission endpoint to receive

communications from the first computing device to be forwarded to the second

computing device, and forward the communications to a second network

transmission endpoint from the plurality of network transmission endpoints; and

wherein the computer-executable instructions of the second network

transmission endpoint cause the second network transmission endpoint to receive



the communications from the first network transmission endpoint, and forward

the communications to the second computing device.

Clause 2 . The system of Clause 1, wherein the first network transmission

endpoint and the first computing device are in communication via a stateful

communication protocol.

Clause 3 . The system of Clause 2, wherein the stateful communication

protocol is the transmission control protocol (TCP).

Clause 4 . The system of Clause 1, wherein the one or more computing

devices implementing the endpoint selection service are further configured with the

specific computer-executable instructions to:

receive a request from a third computing device to communicate with a

fourth computing device via the plurality of network transmission endpoints;

identify a third network transmission endpoint, from the plurality of

network transmission endpoints, with a minimum network distance to the third

computing device;

determine that the minimum network distance between the third network

transmission endpoint and the third computing device is not less than a network

distance between the third computing device and the fourth computing device;

and

return instructions to the third computing device to communicate with the

fourth computing device using at least in part a public network.

Clause 5 . The system of Clause 4, wherein the instructions comprise an

identifier of the fourth computing device.

Clause 6 . The system of Clause 5, wherein the identifier is at least one of a

uniform resource identifier or a network address.



Clause 7 . A computer-implemented method comprising:

as implemented by a computing device executing specific computer-

executable instructions for implementing an endpoint selector within a data

transmission system;

receiving a request from a first computing device to send data, the sending

data including over a data transmission system comprising at least two network

transmission endpoints configured with computer-executable instructions to

enable computing devices to transmit information to the network transmission

endpoints for forwarding to at least one of another network transmission endpoint

or a destination computing device;

identifying a first network transmission endpoint of the at least two

network transmission endpoints with a determined network distance to the

first computing device;

determining that the determined network distance between the first

network transmission endpoint and the first computing device is less than

a network distance between the first computing device and a second

computing device; and

based at least in part on the determination that the determined

network distance is less than the a network distance between the first

computing device and the second computing device, the first computing

device utilizes the first network transmission endpoint to communicate

with the second computing device via the data transmission system.

Clause 8. The computer-implemented method of Clause 7, wherein the

network distance between the first computing device and the second computing device is

determined based at least in part on at least one of a latency of a network path between

the first and second computing devices, a number of intermediary devices network on the

network path, or a bandwidth of the network path.



Clause 9 . The computer-implemented method of Clause 7, wherein

identifying the first network transmission endpoint of the at least two network

transmission endpoints with the minimum network distance to the first computing device

comprising determining the minimum network distance based at least in part on historical

information regarding data transmitted on the data transmission system.

Clause 10. The computer-implemented method of Clause 7 further comprising

determining the network distance between the first computing device and the second

computing device based at least in part on transmission of network probe data.

Clause 11. The computer-implemented method of Clause 7, wherein receiving

the request from a first computing device comprising receiving the request via a first

communication network, and wherein transmitting instructions to the POP occurs via a

second communication network not directly accessible to the first computing device.

Clause 12. The computer-implemented method of Clause 7 further

comprising:

receiving a request from a third computing device to communicate with a

fourth computing device via the data transmission system;

identifying a third network transmission endpoint from the plurality of

network transmission endpoints with a minimum network distance to the third

computing device;

determining that the minimum network distance between the third network

transmission endpoint and the third computing device is not less than a network

distance between the third computing device and the fourth computing device;

and

returning instructions to the third computing device to communicate with

the fourth computing device using at least in part a public network.



Clause 13. The computer-implemented method of Clause 7, wherein

determining that the minimum network distance between the first network transmission

endpoint and the first computing device is less than a network distance between the first

computing device and the second computing device comprises:

identifying a second network transmission endpoint of the at least two

network transmission endpoints with a determined network distance to the second

computing device;

determining a sum of (i) the minimum network distance between the first

network transmission endpoint and the first computing device and (ii) the

minimum network distance between the first network transmission endpoint and

the first computing device; and

determining that the sum is less than a network distance over a public

network between the first computing device and the second computing device.



Clause 14. Non-transitory computer-readable media comprising computer-

executable instructions that, when executed by a computing system, cause the computing

system to:

receive a request from a first computing device to send data, the sending

data including transmission over a data transmission system comprising at least

two network transmission endpoints configured with computer-executable

instructions to enable computing devices to transmit information to the individual

network transmission endpoints for forwarding to at least one of another network

transmission endpoint or a destination computing device;

identify a first network transmission endpoint of the at least two

network transmission endpoints with a communication path to the first

computing device with a network quality metric meeting a threshold;

determine that a value of the network quality metric regarding the

communication path between the first network transmission endpoint and

the first computing device is less than a value of the network quality

metric regarding a communication path between the first computing

device and the second computing device; and

return an identifier of the first network transmission endpoint to the first

computing device.

Clause 15. The non-transitory computer-readable media of Clause 14, wherein

the second computing device implements a network-accessible service on behalf of the

first computing device.

Clause 16. The non-transitory computer-readable media of Clause 14, wherein

the request from a first computing device to communicate with a second computing

device via a data transmission system comprises a request to resolve an identifier of the

second computing device.

Clause 17. The non-transitory computer-readable media of Clause 14 further

comprising second computer-executable instructions that, when executed by the first

network transmission endpoint, cause the first network transmission endpoint to receive

data from the first computing device and transmit the data to a second endpoint from the

at least two network transmission endpoints for delivery to the second computing device.



Clause 18. The non-transitory computer-readable media of Clause 17, wherein

the second computer-executable instructions, when executed by the first network

transmission endpoint, cause the first network transmission endpoint to select the second

endpoint from the at least two network transmission endpoints based at least in part on a

value of the network quality metric reflecting a communication path between the second

endpoint and the second computing device.

Clause 19. The non-transitory computer-readable media of Clause 17, wherein

the second computer-executable instructions, when executed by the first network

transmission endpoint, cause the first network transmission endpoint to receive data from

the first computing device via a first stateful connection and to transmit the data to the

second endpoint via a second stateful connection.

Clause 20. The non-transitory computer-readable media of Clause 14, wherein

the request from a first computing device is received via a public communication

network, and wherein the data transmission system comprises a private network not

directly accessible by the first computing device.



Clause 21. A system comprising:

a plurality of network transmission endpoints, individual network

transmission endpoints including a processor and memory and configured with

computer-executable instructions to enable computing devices to transmit

information to the individual network transmission endpoints for forwarding to at

least one of another network transmission endpoint or a destination computing

device;

a point of presence ("POP") comprising at least one computing device, the

point of presence configured with computer-executable instructions to provision

the at least one computing device with software enabling the at least one

computing device to function as a virtual network transmission endpoint; and

one or more computing devices implementing an endpoint selector, the

one or more computing devices configured with specific computer-executable

instructions to:

receive a request from a first computing device to communicate

with a second computing device via at least one of the plurality of network

transmission endpoints;

determine that a network distance between the first computing device and

the plurality of network transmission endpoints does not satisfy a threshold

distance;

transmit instructions to the POP to provision the at least one

computing device with the software enabling the at least one computing

device to function as the virtual network transmission endpoint; and

return an identifier of the POP to the first computing device;

wherein at least one computing device of the POP executes the software at

least partly by receiving communications from the first computing device to be

forwarded to the second computing device, and forwarding the communications

to an additional endpoint from the plurality of network transmission endpoints;

and

wherein the computer-executable instructions of the additional endpoint

cause the additional endpoint to receive the communications from at least one



computing device of the POP, and forward the communications to the second

computing device.

Clause 22. The system of Clause 21, wherein the at least one computing

device of the POP and the first computing device are in communication via a stateful

communication protocol.

Clause 23. The system of Clause 22, wherein the stateful communication

protocol is the transmission control protocol (TCP).

Clause 24. The system of Clause 21, wherein provisioning the at least one

computing device with the software enabling the at least one computing device to

function as the virtual network transmission endpoint comprising implementing a virtual

machine instance on the at least one computing device and provisioning the virtual

machine instance with the software.

Clause 25. The system of Clause 21, wherein receiving communications from

the first computing device to be forwarded to the second computing device occurs via a

public communication network, and wherein forwarding the communications to the

additional endpoint occurs via a private network not directly accessible by the first

computing device.

Clause 26. The system of Clause 21, wherein receiving communications from

the first computing device to be forwarded to the second computing device occurs via a

first stateful connection, wherein forwarding the communications to a first endpoint

occurs via a second stateful connection, and wherein forwarding the communications to

the second computing device occurs via a third stateful connection.



Clause 27. A computer-implemented method comprising:

as implemented by an by a computing device executing specific computer-

executable instructions for implementing an endpoint selector within a data

transmission system;

receiving a request from a first computing device to communicate with a

second computing device via the data transmission system, the data transmission

system comprising at least one network transmission endpoint configured with

computer-executable instructions to enable computing devices to transmit

information to the individual network transmission endpoints for forwarding to at

least one of another network transmission endpoint or a destination computing

device;

determining that a network quality metric between the first computing

device and the at least one network transmission endpoint does not satisfy a

threshold value;

transmitting instructions to a point of presence ("POP") in communication

with the at least one network transmission endpoint to provision a computing

device of the POP with software enabling the computing device of the POP to

function as a second network transmission endpoint; and

returning an identifier of the POP to the first computing device, wherein

the first computing device utilizes the identifier of the POP to communicate with

the second computing device via the data transmission system.

Clause 28. The computer-implemented method of Clause 27 further

comprising selecting the POP from a plurality of POPs associated with the data

transmission system based at least in part on a network quality metric regarding a

communication path between the POP and the first computing device.

Clause 29. The computer-implemented method of Clause 27 further

comprising determining the network quality metric between the POP and the first

computing device based at least in part on historical information regarding data

transmitted on the data transmission system.



Clause 30. The computer-implemented method of Clause 27 further

comprising determining the network distance between the POP and the first computing

device based at least in part on transmission of network probe data.

Clause 31. The computer-implemented method of Clause 27, wherein the

software enabling the computing device of the POP to function as the second network

transmission endpoint configures the computing device of the POP to transmit data

received from the first computing device to the at least one network transmission

endpoint for forwarding to the second computing device.

Clause 32. The computer-implemented method of Clause 31, wherein the

software enabling the computing device of the POP to function as the second network

transmission endpoint configures the computing device of the POP to select the at least

one network transmission endpoint based at least in part on a network distance between

the at least one network transmission endpoint and the second computing device.

Clause 33. The computer-implemented method of Clause 27, wherein the

network quality metric reflects at least one of a network distance between the first

computing device and the at least one network transmission endpoint, a level of packet

loss occurring on a network path between the first computing device and the at least one

network transmission endpoint, a frequency of errors occurring on the network path, or

an availability of the network path.



Clause 34. Non-transitory computer-readable media comprising computer-

executable instructions that, when executed by a computing system, cause the computing

system to:

receive a request from a first computing device to send data, the sending

data including transmission over a data transmission system comprising at least

one network transmission endpoint configured with computer-executable

instructions to enable computing devices to transmit information to at least one of

the network transmission endpoints for forwarding to at least one of another

network transmission endpoint or a destination computing device;

determine that a network quality metric of a communication path between

the first computing device and the at least one network transmission endpoint,

does not satisfy a threshold value;

transmit instructions to a point of presence ("POP") in communication

with the at least one network transmission endpoint to provision a computing

device of the POP with software enabling the computing device of the POP to

function as a second network transmission endpoint; and

return an identifier of the POP to the first computing device.

Clause 35. The non-transitory computer-readable media of Clause 34, wherein

the data is sent to a second computing device that implements a network-accessible

service.

Clause 36. The non-transitory computer-readable media of Clause 34, wherein

the threshold value is determined based at least in part on a network distance between the

first computing device and the second computing device.

Clause 37. The non-transitory computer-readable media of Clause 36, wherein

the threshold value is further determined based at least in part on a network distance

between the second computing device and the at least one network transmission endpoint.

Clause 38. The non-transitory computer-readable media of Clause 34, wherein

the request from a first computing device comprises a request to resolve an identifier of

the second computing device.



Clause 39. The non-transitory computer-readable media of Clause 34, wherein

the identifier of the POP is at least one of a network address or a uniform resource

indicator.

Clause 40. The non-transitory computer-readable media of Clause 34, wherein

the computer-executable instructions further cause the computing system to detect that

the first computing device has not communicated with the second network transmission

endpoint for at least a threshold period of time, and to transmit instructions to the POP to

deactivate the second network transmission endpoint.

[0073] All of the methods and processes described above may be embodied in, and

fully automated via, software code modules executed by computers or processors. The code

modules may be stored in any type of non-transitory computer-readable medium or other

computer storage device. Some or all of the methods may alternatively be embodied in

specialized computer hardware.

[0074] Conditional language such as, among others, "can," "could," "might" or

"may," unless specifically stated otherwise, are otherwise understood within the context as used

in general to present that certain embodiments include, while other embodiments do not include,

certain features, elements and/or steps. Thus, such conditional language is not generally

intended to imply that features, elements and/or steps are in any way required for one or more

embodiments or that one or more embodiments necessarily include logic for deciding, with or

without user input or prompting, whether these features, elements and/or steps are included or

are to be performed in any particular embodiment.

[0075] Disjunctive language such as the phrase "at least one of X, Y or Z," unless

specifically stated otherwise, is otherwise understood with the context as used in general to

present that an item, term, etc., may be either X, Y or Z, or any combination thereof (e.g., X, Y

and/or Z). Thus, such disjunctive language is not generally intended to, and should not, imply

that certain embodiments require at least one of X, at least one of Y or at least one of Z to each

be present.

[0076] Unless otherwise explicitly stated, articles such as 'a' or 'an' should generally

be interpreted to include one or more described items. Accordingly, phrases such as "a device

configured to" are intended to include one or more recited devices. Such one or more recited

devices can also be collectively configured to carry out the stated recitations. For example, "a



processor configured to carry out recitations A, B and C" can include a first processor configured

to carry out recitation A working in conjunction with a second processor configured to carry out

recitations B and C.

[0077] Any routine descriptions, elements or blocks in the flow diagrams described

herein and/or depicted in the attached figures should be understood as potentially representing

modules, segments, or portions of code which include one or more executable instructions for

implementing specific logical functions or elements in the routine. Alternate implementations

are included within the scope of the embodiments described herein in which elements or

functions may be deleted, or executed out of order from that shown or discussed, including

substantially synchronously or in reverse order, depending on the functionality involved as

would be understood by those skilled in the art.

[0078] It should be emphasized that many variations and modifications may be made

to the above-described embodiments, the elements of which are to be understood as being among

other acceptable examples. All such modifications and variations are intended to be included

herein within the scope of this disclosure and protected by the following claims.



CLAIMS

WHAT IS CLAIMED IS:

1. A system comprising:

one or more computing devices implementing an endpoint selector, the one or

more computing devices configured with specific computer-executable instructions to:

receive a request from a first computing device to send data, wherein

sending data includes transmission of the data over a data transmission system

comprising at least one network transmission endpoint configured with

computer-executable instructions to enable computing devices to transmit

information to at least one of the network transmission endpoints for forwarding

to at least one of another network transmission endpoint or a destination

computing device;

determine that a network quality metric of a communication path between

the first computing device and the at least one network transmission endpoint,

does not satisfy a threshold value;

transmit instructions to a point of presence ("POP") in communication

with the at least one network transmission endpoint to provision a computing

device of the POP with software enabling the computing device of the POP to

function as a second network transmission endpoint; and

return an identifier of the POP to the first computing device.

2 . The system of Claim 1, wherein the threshold value is determined based at least in

part on a network distance between the first computing device and the second computing device.

3 . The system of Claim 1, wherein the threshold value is further determined based at

least in part on a network distance between the second computing device and the at least one

network transmission endpoint.

4 . The system of Claim 1, wherein the request from a first computing device

comprises a request to resolve an identifier of the second computing device.



5 . The system of Claim 1, wherein the one or more computing devices are further

configured with specific computer-executable instructions to detect that the first computing

device has not communicated with the second network transmission endpoint for at least a

threshold period of time, and to transmit instructions to the POP to deactivate the second network

transmission endpoint.

6 . A computer-implemented method comprising:

as implemented by an by a computing device executing specific computer-executable

instructions for implementing an endpoint selector within a data transmission system;

receiving a request from a first computing device to communicate with a second

computing device via the data transmission system, the data transmission system

comprising at least one network transmission endpoint configured with

computer-executable instructions to enable computing devices to transmit information to

the individual network transmission endpoints for forwarding to at least one of another

network transmission endpoint or a destination computing device;

determining that a network quality metric between the first computing device and

the at least one network transmission endpoint does not satisfy a threshold value;

transmitting instructions to a point of presence ("POP") in communication with

the at least one network transmission endpoint to provision a computing device of the

POP with software enabling the computing device of the POP to function as a second

network transmission endpoint; and

returning an identifier of the POP to the first computing device, wherein the first

computing device utilizes the identifier of the POP to communicate with the second

computing device via the data transmission system.

7 . The computer-implemented method of Claim 6 further comprising selecting the

POP from a plurality of POPs associated with the data transmission system based at least in part

on a network quality metric regarding a communication path between the POP and the first

computing device.



8. The computer-implemented method of Claim 6, wherein the software enabling the

computing device of the POP to function as the second network transmission endpoint

configures the computing device of the POP to transmit data received from the first computing

device to the at least one network transmission endpoint for forwarding to the second computing

device.

9 . The computer-implemented method of Claim 8, wherein the software enabling the

computing device of the POP to function as the second network transmission endpoint

configures the computing device of the POP to select the at least one network transmission

endpoint based at least in part on a network distance between the at least one network

transmission endpoint and the second computing device.

10. A computer-implemented method comprising:

as implemented by a computing device executing specific computer-executable

instructions for implementing an endpoint selector within a data transmission system;

receiving a request from a first computing device to send data, the sending data

including over a data transmission system comprising at least two network transmission

endpoints configured with computer-executable instructions to enable computing devices

to transmit information to the network transmission endpoints for forwarding to at least

one of another network transmission endpoint or a destination computing device;

identifying a first network transmission endpoint of the at least two network

transmission endpoints with a determined network distance to the first computing device;

determining that the determined network distance between the first network

transmission endpoint and the first computing device is less than a network distance

between the first computing device and a second computing device; and

based at least in part on the determination that the determined network distance is

less than the a network distance between the first computing device and the second

computing device, the first computing device utilizes the first network transmission

endpoint to communicate with the second computing device via the data transmission

system.



11. The computer-implemented method of Claim 10, wherein identifying the first

network transmission endpoint of the at least two network transmission endpoints with the

minimum network distance to the first computing device comprising determining the minimum

network distance based at least in part on historical information regarding data transmitted on the

data transmission system.

12. The computer-implemented method of Claim 10 further comprising determining

the network distance between the first computing device and the second computing device based

at least in part on transmission of network probe data.

13. The computer-implemented method of Claim 10, wherein receiving the request

from a first computing device comprising receiving the request via a first communication

network, and wherein transmitting instructions to the POP occurs via a second communication

network not directly accessible to the first computing device.

14. The computer-implemented method of Claim 10 further comprising:

receiving a request from a third computing device to communicate with a fourth

computing device via the data transmission system;

identifying a third network transmission endpoint from the plurality of network

transmission endpoints with a minimum network distance to the third computing device;

determining that the minimum network distance between the third network

transmission endpoint and the third computing device is not less than a network distance

between the third computing device and the fourth computing device; and

returning instructions to the third computing device to communicate with the

fourth computing device using at least in part a public network.



15. The computer-implemented method of Claim 10, wherein determining that the

minimum network distance between the first network transmission endpoint and the first

computing device is less than a network distance between the first computing device and the

second computing device comprises:

identifying a second network transmission endpoint of the at least two network

transmission endpoints with a determined network distance to the second computing

device;

determining a sum of (i) the minimum network distance between the first network

transmission endpoint and the first computing device and (ii) the minimum network

distance between the first network transmission endpoint and the first computing device;

and

determining that the sum is less than a network distance over a public network

between the first computing device and the second computing device.
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Box III. Observations where unity of invention is lacking

The inventions listed as Groups -l do not relate to a single general inventive concept under PCT Rule 13.1 because, under PCT Rule
13.2, they lack the same or corresponding special technical features for the following reasons:

Special Technical Features:

The invention of Group I included the features of determining that a network quality metric between the first computing device and the at
least one network transmission endpoint does not satisfy a threshold value; transmitting instructions to a point of presence ("POP") in
communication with the at least one network transmission endpoint to provision a computing device of the POP with software enabling
the computing device of the POP to function as a second network transmission endpoint; and returning an identifier of the POP to the
first computing device, wherein the first computing device utilizes the identifier of the POP to communicate with the second computing
device via the data transmission system, not required by group II.

The invention of Group II included the features of identifying a first network transmission endpoint of the at least two network
transmission endpoints with a determined network distance to the first computing device; determining that the determined network
distance between the first network transmission endpoint and the first computing device is less than a network distance between the first
computing device and a second computing device; and based at least in part on the determination that the determined network distance
is less than the a network distance between the first computing device and the second computing device, the first computing device
utilizes the first network transmission endpoint to communicate with the second computing device via the data transmission system, not
required by group I.

Common Technical Features

Groups l-ll share the technical features of as implemented by an by a computing device executing specific computer-executable
instructions for implementing an endpoint selector within a data transmission system; receiving a request from a first computing device
to communicate with a second computing device via the data transmission system, the data transmission system comprising at least one
network transmission endpoint configured with computer-executable instructions to enable computing devices to transmit information to
the individual network transmission endpoints for forwarding to at least one of another network transmission endpoint or a destination
computing device.

However, the shared technical features does not represent a contribution over prior art being anticipated by US 201 1/0295983 A 1 to
Medved et al. (hereinafter 'Medved'), 0 1 December 201 1 (01 .12.201 1) .

Medved teaches as implemented by an by a computing device executing specific computer-executable instructions for implementing an
endpoint selector within a data transmission system (Para [0100]- Router 240 may operate according to executable instructions fetched
from a computer-readable storage medium (not shown)); receiving a request from a first computing device to communicate with a
second computing device via the data transmission system, the data transmission system comprising at least one network transmission
endpoint configured with computer-executable instructions to enable computing devices to transmit information to the individual network
transmission endpoints for forwarding to at least one of another network transmission endpoint or a destination computing device (Para
[0013]-[0014], [0035], [0038], [0048], [0069] clients to maintain current network and cost maps yet avoid traffic in the network that would
otherwise result from frequent complete network or cost map transmissions; stores network topology information for a network of one or
more endpoints, the endpoints into a set of one or more PIDs; content and serve that content to requesting devices; redirector 26 to
receive content requests from hosts 10, selects and locate one of CDN nodes 20 that is capable of servicing the request, and redirecting
the requesting host to the identified CDN node).

As the common features were known in the art at the time of the invention, this cannot be considered a common technical feature that
would otherwise unify the groups. Therefore, Groups l-ll lack unity under PCT Rule 13.
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