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GENERATING NUMERIC EMBEDDINGS OF IMAGES

BACKGROUND

[0001] This specification relates to processing images using neural networks.

[0002] Neural networks are machine learning models that employ one or more layers of

nonlinear units to predict an output for a received input. Some neural networks include one

or more hidden layers in addition to an output layer. The output of each hidden layer is used

as input to one or more other layers in the network, e.g., the next hidden layer, the output

layer, or both. Each layer of the network generates an output from a received input in

accordance with current values of a respective set of parameters.

[0003] Convolutional neural networks are neural networks that include one or more

convolutional layers. Convolutional layers are generally sparsely-connected neural network

layers. That is, each node in a convolutional layer receives an input from a portion of, i.e.,

less than all of, the nodes in the preceding neural network layer or, if the convolutional layer

is the lowest layer in the sequence, a portion of an input to the neural network, and produces

an activation from the input. Generally, convolutional layers have nodes that produce an

activation by convolving received inputs in accordance with a set of weights for each node.

In some cases, nodes in a convolutional layer may be configured to share weights. That is, all

of or a portion of the nodes in the layer may be constrained to always have the same weight

values as the other nodes in the layer. Convolutional layers are generally considered to be

well-suited for processing images because of their ability to extract features from an input

image that depend on the relative location of the pixel data in the input image.

SUMMARY

[0004] In general, one innovative aspect of the subject matter described in this specification

can be embodied in methods that include the actions of obtaining a plurality of training

images, wherein the training images have been classified as images of objects of a particular

object type; generating a plurality of triplets of training images, wherein each of the triplets

comprises a respective anchor image, a respective positive image, and a respective negative

image, and wherein, for each triplet, the anchor image and the positive image have both been

classified as images of the same object of the particular object type and the negative image

has been classified as an image of a different object of the particular object type; and training

a neural network on each of the triplets to determine trained values of a plurality of

parameters of the neural network, wherein the neural network is configured to receive an



input image of an object of the particular object type and to process the input image to

generate a numeric embedding of the input image, wherein training the neural network

comprises, for each of the triplets: processing the anchor image in the triplet using the neural

network in accordance with current values of the parameters of the neural network to

generate a numeric embedding of the anchor image; processing the positive image in the

triplet using the neural network in accordance with the current values of the parameters of the

neural network to generate a numeric embedding of the positive image; processing the

negative image in the triplet using the neural network in accordance with the current values

of the parameters of the neural network to generate a numeric embedding of the negative

image; computing a triplet loss from the numeric embedding of the anchor image, the

positive image, and the negative image; and adjusting the current values of the parameters of

the neural network using the triplet loss.

[0005] The foregoing and other embodiments can each optionally include one or more of

the following features, alone or in combination.

[0006] The particular object type may be faces of people.

[0007] The neural network may be a deep convolutional neural network.

[0008] The neural network may be configured to generate a vector of floating point values

for the input image.

[0009] The method may comprise using the vector of floating point values as the numeric

embedding of the input image.

[0010] The method may comprise normalizing the vector of floating point values to

generate a normalized vector; and using the normalized vector as the numeric embedding of

the input image.

[0011] The method may comprise normalizing the vector of floating point values to

generate a normalized vector; quantizing the normalized vector to generate a quantized

vector; and using the quantized vector as the numeric embedding of the input image.

[0012] Adjusting the current values of the parameters may comprise adjusting the current

values of the parameters to minimize the triplet loss.

[0013] The triplet loss may satisfy, for each of the triplets:

L = max(0,||/(x ) - (x | - ) -f(x n ) +«) ,

wherein (x ) is the numeric embedding of the anchor image in the triplet, f (x ) is the

numeric embedding of the positive image in the triplet, f (x" ) is the numeric embedding of

the negative image in the triplet, and a is a predetermined value.



[0014] The method may further comprise receiving a first image and a second image;

processing the first image using the neural network in accordance with the trained values of

the parameters of the neural network to determine a numeric embedding of the first image;

processing the second image using the neural network in accordance with the trained values

of the parameters of the neural network to determine a numeric embedding of the second

image; and determining whether the first image and the second image are images of the same

object from a distance between the numeric embedding of the first image and the numeric

embedding of the second image.

[0015] The method may further comprise processing each of a plurality of images using the

neural network in accordance with the trained values of the parameters of the neural network

to determine a respective numeric embedding of each of the plurality of images; receiving a

new image; processing the new image using the neural network in accordance with the

trained values of the parameters of the neural network to determine a numeric embedding of

the new image; and classifying the new images as being an image of the same object as one

or more of the plurality of images from distances between the numeric embedding of the new

image and numeric embeddings of images from the plurality of images.

[0016] The method may further comprise processing each of a plurality of images using the

neural network in accordance with the trained values of the parameters of the neural network

to determine a respective numeric embedding of each of the plurality of images; clustering

the numeric embedding of the plurality of images into a plurality of clusters; and for each

cluster, classifying the images having numeric embeddings that are in the cluster as being

images of the same object.

[0017] Particular embodiments of the subject matter described in this specification can be

implemented so as to realize one or more of the following advantages. Numeric embeddings

of objects of a particular object type, e.g., faces of people, can be effectively generated such

that the distance between the numeric embeddings of all images of a particular object,

independent of imaging conditions, is small, whereas the distance between the numeric

embeddings of a pair of images of different objects is large. The numeric embeddings can be

generated by training a deep convolutional network to directly optimize the embedding itself,

rather than an intermediate bottleneck layer. Triplets used in training the neural network can

be effectively selected to decrease training time and improve the accuracy of the embeddings

generated by the trained neural network.

[0018] The details of one or more embodiments of the subject matter of this specification

are set forth in the accompanying drawings and the description below. Other features,



aspects, and advantages of the subject matter will become apparent from the description, the

drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

[0019] FIG. 1 shows an example numeric embedding system.

[0020] FIG. 2 is a flow diagram of an example process for generating classification data for

a structured document.

[0021] FIG. 3 is a flow diagram of an example process for training a neural network on a

triplet.

[0022] Like reference numbers and designations in the various drawings indicate like

elements.

DETAILED DESCRIPTION

[0023] FIG. 1 shows an example numeric embedding system 100. The numeric embedding

system 100 is an example of a system implemented as computer programs on one or more

computers in one or more locations, in which the systems, components, and techniques

described below can be implemented.

[0024] The numeric embedding system 100 generates numeric embeddings of input images

by processing each image using a neural network 120. The input images are images of

objects from a particular object type. For example, the particular object type may be faces of

people. Thus, in this example, each input image is an image of the face of a person. The

numeric embedding of an input image is a numeric representation of the input image, e.g., a

Euclidean embedding of the input image.

[0025] The neural network 120 is a neural network having multiple parameters, e.g., a deep

convolutional neural network, that is configured to receive an input image and to process the

input image to generate a fixed-dimensionality vector of numeric values, e.g., of floating

point values. An example deep convolutional neural network that can generate such a vector

is described in more detail in C . Szegedy, W. Liu, Y. Jia, P. Sermanet, S. Reed, D . Anguelov,

D . Erhan, V. Vanhoucke, and A . Rabinovich. Going deeper with convolutions, available at

http://arxiv.org/pdf/1409.4842. Another example deep convolutional neural network that can

generate such a vector is described in more detail in M . Lin, Q . Chen, and S . Yan. Network in

network. CoRR, abs/1 312.4400, 2013.

[0026] The numeric embedding system 100 can receive an input image 102 and process the

input image 102 using the neural network 120 to generate an output vector 122. In some



implementations, the numeric embedding system 100 treats the output vector 122 as a

numeric embedding 124 of the input image 102. In some other implementations, the numeric

embedding system 100 normalizes, quantizes, or both, the output vector 122 and treats the

normalized, quantized or both vector as the numeric embedding 124 of the input image 102.

[0027] In order to accurately generate numeric embeddings of input images, the numeric

embedding system 100 trains the neural network 120 on training images to determine trained

values of the parameters of the neural network 120. The training images are images that have

been classified as being images of objects of the particular object type. For example, if the

particular object type is faces of people, the training images can include images of the faces

of many different people. Training the neural network 120 on the training images is

described in more detail below with reference to FIGS. 2-3.

[0028] Once the neural network 120 has been trained, the numeric embeddings generated

by the numeric embedding system 100 can be used in various image processing tasks.

[0029] For example, the numeric embeddings can be used for an image verification task.

In this example, the numeric embedding system 120 receives two input images of objects of

the particular object type. The numeric embedding system 120 processes each of the input

images using the neural network 120 in order to generate a respective numeric embedding of

each of the two images. The numeric embedding system 120 then compares the numeric

embeddings of the two images to determine whether the two images are of the same object.

For example, the numeric embedding system 120 may determine that the two images are of

the same object when the distance between the numeric embeddings of the two images is less

than a threshold distance.

[0030] As another example, the numeric embeddings can be used for an image recognition

task. In this example, the numeric embedding system 120 processes each image in a set of

multiple images of objects of the particular object type using the neural network 120 to

determine a respective numeric embedding of each of the images. The numeric embedding

system 120 then receives a new image and processes the new image using the neural network

120 to determine a numeric embedding of the new image. The numeric embedding system

120 then determines whether the new image is an image of the same object as any of the

images in the set of multiple images by comparing the numeric embedding of the new image

with the numeric embeddings of the images in the set of images. For example, the numeric

embedding system 120 can determine that the new image is an image of the same object as

another image in the set of images if the distance between the numeric embedding of the new

image and the numeric embedding of the other image is less than a threshold distance.



[0031] As another example, the numeric embeddings can be used for an image clustering

task. In this example, the numeric embedding system 120 processes each image in a set of

multiple images of objects of the particular object type using the neural network 120 to

determine a respective numeric embedding of each of the images. The numeric embedding

system 120 then clusters the numeric embeddings into multiple clusters, e.g., using a

conventional clustering technique. The numeric embedding system 120 then determines, for

each cluster, that the images whose embeddings are in the cluster are images of the same

object and, optionally, that two images whose embeddings are in different clusters are images

of different objects.

[0032] FIG. 2 is a flow diagram of an example process 200 for training a neural network to

generate numeric embeddings. For convenience, the process 200 will be described as being

performed by a system of one or more computers located in one or more locations. For

example, a numeric embedding system, e.g., the numeric embedding system 100 of FIG. 1,

appropriately programmed, can perform the process 200.

[0033] The system receives a set of training images (step 202). The training images in the

set of training images are images that have been classified as being images of objects from

the particular object type. For example, when the particular object type is faces, the training

images are various images that have been classified as being images of the faces of various

people.

[0034] The system generates a set of triplets from the set of training images (step 204).

Each triplet includes a respective anchor image, a respective positive image, and a respective

negative image. In particular, for each triplet, the anchor image and the positive image are

images that have both been classified as being images of the same object of the particular

object type, e.g., as images of the face of the same person. The negative image is an image

that has been classified as being an image of a different object of the particular object type

from the anchor image and the positive image, e.g., an image of the face of a different person.

[0035] The system trains the neural network on each of the triplets to determine trained

values of the parameters of the neural network (step 208). The system trains the neural

network on the triplets to adjust the values of the parameters of the neural network so that the

distance between the numeric embeddings of all images of a particular object is small,

whereas the distance between the numeric embeddings of a pair of images of different objects

is large. Training the neural network on a triplet is described below with reference to FIG. 3 .

[0036] FIG. 3 is a flow diagram of an example process 300 for training a neural network on

a triplet. For convenience, the process 300 will be described as being performed by a system



of one or more computers located in one or more locations. For example, a numeric

embedding system, e.g., the numeric embedding system 100 of FIG. 1, appropriately

programmed, can perform the process 300.

[0037] The system processes the anchor image in the triplet using the neural network in

accordance with current values of the parameters of the neural network to generate a numeric

embedding of the anchor image (step 302).

[0038] The system processes the positive image in the triplet using the neural network in

accordance with the current values of the parameters of the neural network to generate a

numeric embedding of the positive image (step 304).

[0039] The system processes the negative image in the triplet using the neural network in

accordance with the current values of the parameters of the neural network to generate a

numeric embedding of the negative image (step 306).

[0040] The system computes a triplet loss from the numeric embedding of the anchor

image, the positive image, and the negative image (step 308). Generally, the triplet loss

depends on the distance between the numeric embedding of the anchor image and the

numeric embedding of the positive image and on the distance between the numeric

embedding of the anchor image and the numeric embedding of the negative image.

[0041] For example, in some implementations, the tri let loss L satisfies:

L = max(0, - /(*" )|| a ) ,

where f(x ) is the numeric embedding of the anchor image in the triplet, f (x p ) is the

numeric embedding of the positive image in the triplet, f (x") is the numeric embedding of

the negative image in the triplet, and a is a predetermined value greater than or equal to 0 .

Thus, the triplet loss is expressed such that it is minimized when an image of a specific object

has an embedding that is closer to the embeddings of all other images of the specific object

than it is to the embedding of any other image of any other object, with a margin between

positive and negative pairs of at least a .

[0042] The system adjusts the current values of the parameters of the neural network using

the triplet loss (step 310). That is, the system adjusts the current values of the parameters of

the neural network to minimize the triplet loss. The system can adjust the current values of

the parameters of the neural network using conventional neural network training techniques,

e.g., stochastic gradient descent with backpropagation.

[0043] In some implementations, the set of triplets is the complete set of triplets to be used

in training the neural network. In some other implementations, the system receives multiple



batches of training images and, for each batch, generates a set of triplets from the training

images in the batch and trains the neural network on the set of triplets as described above.

[0044] The system can generate a set of triplets from a batch of training images in any of

variety of ways. Generally, the system processes each training image using the neural

network to generate a respective numeric embedding of each image in accordance with the

current values of the parameters of the neural network.

[0045] In some implementations, for a given image of a given object, the system generates

a triplet with the given image as the anchor image, the image of the given object having the

numeric embedding that is the farthest from the numeric embedding from the given image

among all of the images of the given object in the batch as the positive image, and an image

of an object different from the given object having the numeric embedding that is the closest

to the numeric embedding of the given image among all of the images of objects other than

the given object in the batch as the negative image.

[0046] In some other implementations, the system generates multiple triplets with the given

image as the anchor image and the image of an object different from the given object having

the numeric embedding that is the closest from the numeric embedding from the given image

among all of the images of objects other than the given object in the batch as the negative

image. That is, the system generates multiple triplets, each having the same anchor image

and the same negative image, but with each having a different positive image.

[0047] In yet other implementations, the system generates multiple triplets with the given

image as the anchor image by generating triplets such that the negative image in the triplet

has a numeric embedding that is the closest to the numeric embedding of the given image

among all of the possible negative images in the batch, i.e., all images in the batch that are of

objects different from the given object, that have numeric embeddings that are farther from

the numeric embedding of the given image than the numeric embedding of the positive image

in the triplet is from the numeric embedding of the given image.

[0048] Embodiments of the subject matter and the functional operations described in this

specification can be implemented in digital electronic circuitry, in tangibly-embodied

computer software or firmware, in computer hardware, including the structures disclosed in

this specification and their structural equivalents, or in combinations of one or more of them.

Embodiments of the subject matter described in this specification can be implemented as one

or more computer programs, i.e., one or more modules of computer program instructions

encoded on a tangible non transitory program carrier for execution by, or to control the

operation of, data processing apparatus. Alternatively or in addition, the program instructions



can be encoded on an artificially generated propagated signal, e.g., a machine-generated

electrical, optical, or electromagnetic signal, that is generated to encode information for

transmission to suitable receiver apparatus for execution by a data processing apparatus. The

computer storage medium can be a machine-readable storage device, a machine-readable

storage substrate, a random or serial access memory device, or a combination of one or more

of them. The computer storage medium is not, however, a propagated signal.

[0049] The term "data processing apparatus" encompasses all kinds of apparatus, devices,

and machines for processing data, including by way of example a programmable processor, a

computer, or multiple processors or computers. The apparatus can include special purpose

logic circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application

specific integrated circuit). The apparatus can also include, in addition to hardware, code that

creates an execution environment for the computer program in question, e.g., code that

constitutes processor firmware, a protocol stack, a database management system, an operating

system, or a combination of one or more of them.

[0050] A computer program (which may also be referred to or described as a program,

software, a software application, a module, a software module, a script, or code) can be

written in any form of programming language, including compiled or interpreted languages,

or declarative or procedural languages, and it can be deployed in any form, including as a

stand alone program or as a module, component, subroutine, or other unit suitable for use in a

computing environment. A computer program may, but need not, correspond to a file in a

file system. A program can be stored in a portion of a file that holds other programs or data,

e.g., one or more scripts stored in a markup language document, in a single file dedicated to

the program in question, or in multiple coordinated files, e.g., files that store one or more

modules, sub programs, or portions of code. A computer program can be deployed to be

executed on one computer or on multiple computers that are located at one site or distributed

across multiple sites and interconnected by a communication network.

[0051] As used in this specification, an "engine," or "software engine," refers to a software

implemented input/output system that provides an output that is different from the input. An

engine can be an encoded block of functionality, such as a library, a platform, a software

development kit ("SDK"), or an object. Each engine can be implemented on any appropriate

type of computing device, e.g., servers, mobile phones, tablet computers, notebook

computers, music players, e-book readers, laptop or desktop computers, PDAs, smart phones,

or other stationary or portable devices, that includes one or more processors and computer



readable media. Additionally, two or more of the engines may be implemented on the same

computing device, or on different computing devices.

[0052] The processes and logic flows described in this specification can be performed by

one or more programmable computers executing one or more computer programs to perform

functions by operating on input data and generating output. The processes and logic flows

can also be performed by, and apparatus can also be implemented as, special purpose logic

circuitry, e.g., an FPGA (field programmable gate array) or an ASIC (application specific

integrated circuit).

[0053] Computers suitable for the execution of a computer program include, by way of

example, can be based on general or special purpose microprocessors or both, or any other

kind of central processing unit. Generally, a central processing unit will receive instructions

and data from a read only memory or a random access memory or both. The essential

elements of a computer are a central processing unit for performing or executing instructions

and one or more memory devices for storing instructions and data. Generally, a computer

will also include, or be operatively coupled to receive data from or transfer data to, or both,

one or more mass storage devices for storing data, e.g., magnetic, magneto optical disks, or

optical disks. However, a computer need not have such devices. Moreover, a computer can

be embedded in another device, e.g., a mobile telephone, a personal digital assistant (PDA), a

mobile audio or video player, a game console, a Global Positioning System (GPS) receiver,

or a portable storage device, e.g., a universal serial bus (USB) flash drive, to name just a few.

[0054] Computer readable media suitable for storing computer program instructions and

data include all forms of non-volatile memory, media and memory devices, including by way

of example semiconductor memory devices, e.g., EPROM, EEPROM, and flash memory

devices; magnetic disks, e.g., internal hard disks or removable disks; magneto optical disks;

and CD ROM and DVD-ROM disks. The processor and the memory can be supplemented

by, or incorporated in, special purpose logic circuitry.

[0055] To provide for interaction with a user, embodiments of the subject matter described

in this specification can be implemented on a computer having a display device, e.g., a CRT

(cathode ray tube) or LCD (liquid crystal display) monitor, for displaying information to the

user and a keyboard and a pointing device, e.g., a mouse or a trackball, by which the user can

provide input to the computer. Other kinds of devices can be used to provide for interaction

with a user as well; for example, feedback provided to the user can be any form of sensory

feedback, e.g., visual feedback, auditory feedback, or tactile feedback; and input from the

user can be received in any form, including acoustic, speech, or tactile input. In addition, a



computer can interact with a user by sending documents to and receiving documents from a

device that is used by the user; for example, by sending web pages to a web browser on a

user's client device in response to requests received from the web browser.

[0056] Embodiments of the subject matter described in this specification can be

implemented in a computing system that includes a back end component, e.g., as a data

server, or that includes a middleware component, e.g., an application server, or that includes a

front end component, e.g., a client computer having a graphical user interface or a Web

browser through which a user can interact with an implementation of the subject matter

described in this specification, or any combination of one or more such back end,

middleware, or front end components. The components of the system can be interconnected

by any form or medium of digital data communication, e.g., a communication network.

Examples of communication networks include a local area network ("LAN") and a wide area

network ("WAN"), e.g., the Internet.

[0057] The computing system can include clients and servers. A client and server are

generally remote from each other and typically interact through a communication network.

The relationship of client and server arises by virtue of computer programs running on the

respective computers and having a client-server relationship to each other.

[0058] While this specification contains many specific implementation details, these should

not be construed as limitations on the scope of any invention or of what may be claimed, but

rather as descriptions of features that may be specific to particular embodiments of particular

inventions. Certain features that are described in this specification in the context of separate

embodiments can also be implemented in combination in a single embodiment. Conversely,

various features that are described in the context of a single embodiment can also be

implemented in multiple embodiments separately or in any suitable subcombination.

Moreover, although features may be described above as acting in certain combinations and

even initially claimed as such, one or more features from a claimed combination can in some

cases be excised from the combination, and the claimed combination may be directed to a

subcombination or variation of a subcombination.

[0059] Similarly, while operations are depicted in the drawings in a particular order, this

should not be understood as requiring that such operations be performed in the particular

order shown or in sequential order, or that all illustrated operations be performed, to achieve

desirable results. In certain circumstances, multitasking and parallel processing may be

advantageous. Moreover, the separation of various system modules and components in the

embodiments described above should not be understood as requiring such separation in all



embodiments, and it should be understood that the described program components and

systems can generally be integrated together in a single software product or packaged into

multiple software products.

[0060] Particular embodiments of the subject matter have been described. Other

embodiments are within the scope of the following claims. For example, the actions recited

in the claims can be performed in a different order and still achieve desirable results. As one

example, the processes depicted in the accompanying figures do not necessarily require the

particular order shown, or sequential order, to achieve desirable results. In certain

implementations, multitasking and parallel processing may be advantageous.



What is claimed is:

CLAIMS

1. A method comprising:

obtaining a plurality of training images, wherein the training images have been

classified as images of objects of a particular object type;

generating a plurality of triplets of training images, wherein each of the triplets

comprises a respective anchor image, a respective positive image, and a respective negative

image, and wherein, for each triplet, the anchor image and the positive image have both been

classified as images of the same object of the particular object type and the negative image

has been classified as an image of a different object of the particular object type; and

training a neural network on each of the triplets to determine trained values of a

plurality of parameters of the neural network, wherein the neural network is configured to

receive an input image of an object of the particular object type and to process the input

image to generate a numeric embedding of the input image, wherein training the neural

network comprises, for each of the triplets:

processing the anchor image in the triplet using the neural network in

accordance with current values of the parameters of the neural network to generate a numeric

embedding of the anchor image;

processing the positive image in the triplet using the neural network in

accordance with the current values of the parameters of the neural network to generate a

numeric embedding of the positive image;

processing the negative image in the triplet using the neural network in

accordance with the current values of the parameters of the neural network to generate a

numeric embedding of the negative image;

computing a triplet loss from the numeric embedding of the anchor image, the

positive image, and the negative image; and

adjusting the current values of the parameters of the neural network using the

triplet loss.

2 . The method of claim 1, wherein the particular object type is faces of people.



3 . The method of any one of claims 1 or 2, wherein the neural network is a deep

convolutional neural network.

4 . The method of any one of claims 1-3, wherein the neural network is configured to

generate a vector of floating point values for the input image.

5 . The method of claim 4, further comprising:

using the vector of floating point values as the numeric embedding of the input image.

6 . The method of claim 4, further comprising:

normalizing the vector of floating point values to generate a normalized vector; and

using the normalized vector as the numeric embedding of the input image.

7 . The method of claim 4, further comprising:

normalizing the vector of floating point values to generate a normalized vector;

quantizing the normalized vector to generate a quantized vector; and

using the quantized vector as the numeric embedding of the input image.

8 . The method of any one of claims 1-7, wherein adjusting the current values of the

parameters comprises adjusting the current values of the parameters to minimize the triplet

loss.

9 . The method of any one of claims 1-8, wherein the triplet loss satisfies, for each of the

triplets:

L = max(0, - /(*" )|| a ) ,

wherein (x ) is the numeric embedding of the anchor image in the triplet, f (x ) is the

numeric embedding of the positive image in the triplet, f (x") is the numeric embedding of

the negative image in the triplet, and a is a predetermined value.

10. The method of any one of claims 1-9, further comprising:

receiving a first image and a second image;

processing the first image using the neural network in accordance with the trained

values of the parameters of the neural network to determine a numeric embedding of the first



image;

processing the second image using the neural network in accordance with the trained

values of the parameters of the neural network to determine a numeric embedding of the

second image; and

determining whether the first image and the second image are images of the same

object from a distance between the numeric embedding of the first image and the numeric

embedding of the second image.

11. The method of any one of claims 1-9, further comprising:

processing each of a plurality of images using the neural network in accordance with

the trained values of the parameters of the neural network to determine a respective numeric

embedding of each of the plurality of images;

receiving a new image;

processing the new image using the neural network in accordance with the trained

values of the parameters of the neural network to determine a numeric embedding of the new

image; and

classifying the new images as being an image of the same object as one or more of the

plurality of images from distances between the numeric embedding of the new image and

numeric embeddings of images from the plurality of images.

12. The method of any one of claims 1-9, further comprising:

processing each of a plurality of images using the neural network in accordance with

the trained values of the parameters of the neural network to determine a respective numeric

embedding of each of the plurality of images;

clustering the numeric embedding of the plurality of images into a plurality of

clusters; and

for each cluster, classifying the images having numeric embeddings that are in the

cluster as being images of the same object.

13. A system comprising one or more computers and one or more storage devices storing

instructions that are operable, when executed by the one or more computers, to cause the one

or more computers to perform the operations of the respective method of any one of claims 1-

12.



14. A computer storage medium encoded with instructions that, when executed by one or

more computers, cause the one or more computers to perform the operations of the respective

method of any one of claims 1-12.
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