
(12) INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property
Organization I

International Bureau
(10) International Publication Number

(43) International Publication Date WO 2013/159289 Al
31 October 2013 (31.10.2013) P O P C T

(51) International Patent Classification: (72) Inventors; and
G06F 9/50 (2006.01) (75) Inventors/Applicants (for US only): YANG, Zijiang

[CN/CN]; Building 6, No. 690 Bi Bo Road, Zhangjiang
(21) International Application Number: Micro-Electric Port, Shanghai 201203 (CN). REN, Yiqun

PCT/CN20 12/074648 [CN/CN]; No. 20 Jia Feng Road, Pudong, Shanghai
(22) International Filing Date: 20013 1 (CN).

25 April 2012 (25.04.2012) (74) Agent: CHINA PATENT AGENT (HK)LTD.; 22/F.,

(25) Filing Language: English Great Eagle Center, 23 Harbour Road, Wanchai district,
Hong Kong (CN).

(26) Publication Language: English
(81) Designated States (unless otherwise indicated, for every

(71) Applicant (for all designated States except US) : HEW¬ kind of national protection available): AE, AG, AL, AM,
LETT-PACKARD DEVELOPMENT COMPANY AO, AT, AU, AZ, BA, BB, BG, BH, BR, BW, BY, BZ,
[US/US]; 11445 Compaq Center Drive West, Houston, CA, CH, CL, CN, CO, CR, CU, CZ, DE, DK, DM, DO,
Texas 77070 (US). DZ, EC, EE, EG, ES, FI, GB, GD, GE, GH, GM, GT, HN,

HR, HU, ID, IL, IN, IS, JP, KE, KG, KM, KN, KP, KR,

[Continued on nextpage]

(54) Title: SWITCHING OF OPERATING SYSTEMS

(57) Abstract: Switching from a first operating system to a second
operating system by re-using components that are common to the
first operating system and the second operating system. The com
mon components can be for example a kernel, file systems, drivers,

SWITCHING COMPONENT protocol stack and the like.
- 212

RESTORATION
COMPONENT

_ r
LINUX KERNEL

SYSTEM CALL INTERFACE (SCI)

221

PROCESS VIRTUAL FILE
MANAGEMENT (PM) SYSTEM (VFS)

MEMORY
NETWORK STACK

MANAGEMENT (MM)

209 -

DEVTCE
DRIVERS (DD)

0 0

Fig. 2

o
o



WO 2013/159289 1lllll II Hill lllll Hill III! I II III Hill lllll lllll Hill lllll llll llll llll llll

KZ, LA, LC, LK, LR, LS, LT, LU, LY, MA, MD, ME, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, MD,

MG, MK, MN, MW, MX, MY, MZ, NA, NG, NI, NO, RU, TJ, TM), European (AL, AT, BE, BG, CH, CY, CZ,

NZ, OM, PE, PG, PH, PL, PT, QA, RO, RS, RU, RW, DE, DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT,

SC, SD, SE, SG, SK, SL, SM, ST, SV, SY, TH, TJ, TM, LT, LU, LV, MC, MK, MT, NL, NO, PL, PT, RO, RS,

TN, TR, TT, TZ, UA, UG, US, UZ, VC, VN, ZA, ZM, SE, SI, SK, SM, TR), OAPI (BF, BJ, CF, CG, CI, CM,

ZW. GA, GN, GQ, GW, ML, MR, NE, SN, TD, TG).

(84) Designated States (unless otherwise indicated, for every Published:
kind of regional protection available): ARIPO (BW, GH,

— with international search report (Art. 21(3))
GM, KE, LR, LS, MW, MZ, NA, RW, SD, SL, SZ, TZ,



SWITCHING OF OPERATING SYSTEMS

BACKGROUND

[0001] An operating system (OS) can represent a monolithic application that consumes a

substantial amount of memory and processing power. While many PCs and notebook computers

are capable of the necessary memory and processing power to employ the ever-growing

functionality of operating systems (OSs), many mobile devices are not capable to efficiently

manage such resources for processing multiple OSs.

[0002] It is now possible to achieve multi-function applications via implementing different OSs,

such as when using different applications. With the computer multi-OS application popularized,

efficiency on the time employed for switching between multi-OSs in a computing unit becomes

of significant importance.

BRIEF DESCRIPTION OF THE DRAWINGS

[0003] Fig. 1 illustrates an example of a block diagram for a non-limiting system that facilitates

switching among multiple operating systems.

[0004] Fig. 2 illustrates an example of Linux™ kernel that interacts with a switching component

in accordance with an aspect of the subject disclosure.

[0005] Fig. 3 illustrates an example block diagram for a switching component according to a

further aspect of the subject disclosure.

[0006] Fig. 4 illustrates an example for change of root directory and file system name space

switching.

[0007] Fig. 5 illustrates an example methodology of switching between operating systems

according to an aspect of the subject disclosure.

[0008] Fig. 6 illustrates an example methodology of identifying and re-using components that

are common between the operating systems for a switching therebetween.

[0009] Fig. 7 illustrates an example inference component that can interact with a switching

component of the subject disclosure.

[0010] Fig. 8 illustrates a schematic diagram that represents an example for a networked or

distributed computing environment in which embodiments described herein can be implemented.

[001 1] Fig. 9 illustrates an example of a suitable computing environment in which aspects

described herein can be implemented.



DETAILED DESCRIPTION

[0012] Oftentimes a user of the computing unit may select a specific operating system (OS) at

startup or boot. Such multi-OS feature can be desired as a function of employing applications or

merely user preferences. For example, situations can routinely occur where a specific OS is

required to run a computer application. Furthermore, users can demonstrate a strong preference

for employing an OS, because such OS has proven strong functionalities and user have become

skilled in using their associated features.

[0013] Moreover, it is possible to use multiple OSs on a single computer by changing the boot

loader to allow a user to select the operating system desired to be run at boot time. Nonetheless,

rebooting can remain slow. It is also possible to use multiple OSs on a single computer by using

virtualization to run multiple guest operating systems on top of a single host operating system.

However, virtualization does not often allow each OS direct access to hardware devices, which

can reduce performance, for programs that require direct access to high speed peripherals, such

as games.

[0014] Several embodiments are now described with reference to the drawings, wherein like

reference numerals are used to refer to like elements throughout. In the following description,

for purposes of explanation, numerous specific details are set forth in order to provide a more

thorough understanding of one or more embodiments. It is evident, however, that such

embodiments can be practiced without these specific details. In other instances, structures and

devices are shown in block diagram form in order to facilitate describing one or more

embodiments.

[0015] Various aspects of the subject disclosure facilitate switching processes among multiple

operating systems, by re-using components that are common to such multiple operating systems

(e.g., reusing a kernel, file systems, drivers, protocol stack and the like). Fig. 1 illustrates a block

diagram 100 for a switching component 110 that facilitates switching processes among a

plurality of operating systems 101, 103, 105 (where N is an integer), by re-using components that

are common therebetween. Such common re-usable components can relate to: reusing a kernel,

file systems, drivers, protocol stack and the like. The switching among the operating systems

101, 103, 105 can occur based on activities 112, 114, 116 that a user is engaged in when

employing a computing unit having the operating systems 101, 103, 105.



[0016] Any of the operating systems 101, 103, 105 can be considered primarily suitable for

specific tasks. For example, Android™ (a Linux™-kernel based OS) may be considered well

designed for internet surfing, web-service accessing, touch experience, and relatively low power

consumption. Nonetheless, Android™ can suffer from poor window management and lack of

sufficient offline applications. On the other hand, Ubuntu™ (another Linux™-kernel based OS)

can provide rich offline applications (e.g. , OpenOffice™) and flexible multi- window

management.

[0017] Yet, Ubuntu™ may not supply efficient touch experience and power savings. By

selectively combining benefits of the two operating systems, the subject disclosure enables a user

to switch (e.g., back and forth) between these OS's based on type of activity that the user is

engaged in (e.g., employing Android™ for web surfing). Likewise, some applications employ

specific Linux™ OS, such as accessing bank accounts that use USB certificate - which remains

feasible for Linux™ OS. Hence, a user who surfs the internet on Android™ can benefit when

switching to Ubuntu ™ for bill payment, and switch back to Android™ to surf the web again.

Hence, the switching component 110 enables a computing unit to selectively benefit from

features of both operating systems, depending on type of activity that the user becomes engaged

in, for example.

[0018] Fig. 2 illustrates a switching component 210 in accordance with the subject disclosure,

which interacts with a kernel (e.g., Linux™). In one aspect, the switching component 210

further includes a restoration component 212 that can both save and restore the environment

variables that are associated with switching of operating systems having the same kernel, such as

the Linux™ kernel 215. For example, the restoration component 212 can save the system

environment variables, wherein such saved environment variables can subsequently be employed

by the run time environment, to facilitate switching back to the original or first OS.

[0019] The Linux™ kernel 215 itself can include a number of components wherein basic

services can be aggregated as a monolithic arrangement, for example. Such an arrangement can

include a System Call Interface (SCI) 217 that can perform function calls (e.g., multiplexing

and/or de-multiplexing) from user space into the kernel. It is to be noted that such interface can

be architecture dependent, even within the same processor family.

[0020] Likewise, the process management 2 11 can facilitate execution of processes, such as

threads that can further represent an individual virtualization of the processor (thread code, data,



stack, and CPU registers). The Linux™ kernel 215 can further provide an application program

interface (API) through the SCI 217 to create a new process (fork, exec, or Portable Operating

System Interface [POSIX] functions), stop a process (kill, exit), and communicate and

synchronize between such processes (signal, or POSIX mechanisms).

[0021] The Linux™ kernel 215 can further implement processes that operate in constant time,

regardless of the number of threads vying for the CPU (e.g., O(l) scheduler). Likewise, memory

management 209 can employ an arrangement scheme to dynamically grow and shrink based on

the needs of the greater system.

[0022] For example, supporting multiple users of memory, there are times when the available

memory can be exhausted. Hence, by swapping pages between memory and onto the disk,

resources can be efficiently managed (e.g. , employing 4KB buffers at a base, and allocating

structures from within - while maintaining track of which pages are full, partially used, and

empty.)

[0023] In addition, virtual file system (VFS) 221 can provide a common interface abstraction for

file systems. The VFS 221 can further provide a switching layer between the SCI 217, and the

file systems supported by the Linux™ kernel 215.

[0024] Moreover, positioned at top of the VFS 221 can be placed a common API abstraction of

functions (not shown) such as open, close, read, and write. Similarly and at the bottom of the

VFS 221, the file system abstractions can be positioned, which define how the upper-layer

functions can be implemented. Such can represent plug-ins for the given file system, for

example. Positioned below the file system layer can be placed a buffer cache (not shown), which

provides a common set of functions to the file system layer (independent of any file system).

Such caching layer optimizes access to the physical devices by keeping data available for a

relatively short period (or speculatively read ahead, so that such data remains available when

called upon). Moreover, below the buffer cache are the device drivers, which implement the

interface for the physical device.

[0025] The network stack 219 can be designed as a layered architecture that can modeled after

the protocols themselves (e.g., the Internet Protocol representing the core network layer protocol

that lies below the transport protocol, such as the Transmission Control Protocol, or TCP), and

above the TCP is the sockets layer, which can be invoked through the SCI 217. The sockets

layer can represent standard API to the networking subsystem and provides a user interface to a



variety of networking protocols. Hence, from raw frame access to IP protocol data units (PDUs)

and up to TCP and the User Datagram Protocol (UDP), the sockets layer can provide a

standardized way to manage connections and move data between endpoints.

[0026] In addition, a vast majority of the source code in the Linux™ kernel 215 can exist in

device drivers that enable a hardware device usable. For example, the Linux™ source tree can

provide a drivers subdirectory, which is further divided by various devices that are supported,

such as Bluetooth, I2C, serial, and so on. In addition, the arch subdirectory 223 defines the

architecture-dependent portion of the kernel source contained in a number of subdirectories that

are specific to the architecture.

[0027] Fig. 3 illustrates a system according to an aspect of the subject disclosure, which enables

switching between a first operating system 311 and a second operating system 312, via a

switching component 310 - which further interacts with an initialization component 330 in

accordance with an aspect of the subject disclosure. Even though Fig. 3 is primarily described in

context of switching between two operating systems, it is to be noted that the subject disclosure

is not so limited, and switching among more than two operating systems are well within the

realm of the subject disclosure.

[0028] In one aspect, the initialization component 330 can enhance upon an init process 340

(initialization - which can spawn all other processes such as by loading and executing a new

child process) in Unix-based operating system; wherein a boot loader (not shown) starts a kernel

that instigates such init process 340.

[0029] Subsequently, the init process 340 can attempt to shut down all processes except itself,

upon receiving instruction for switching from a predefined socket. Upon receiving a 'switch'

message from a predefined socket, the init process 340 can attempt to shut down all processes

except itself. Such can be performed by broadcasting the SIGTERM signal, which can represent

a signal sent to a process to request a termination thereof. System services and applications can

manage such signal by releasing all locks and resources before exiting, for example. At the same

time, the init process 340 can pause for a relatively short period to ensure all processes have

adequate time to quit elegantly. Such action can enable most system resource to remain in a

consistent state, and hence not interfere with the new OS instance.

[0030] After the pause, the init process 340 can broadcast a SIGKILL signal to force the

termination of all remaining processes. It can subsequently save the system environment



variables, wherein such saved environment variables can be employed by the run time

environment, when switching back to the original or first OS. Next, the Init process 340 can turn

to switch the file system name space by changing the root directory, as described below.

[0031] Fig. 4 illustrates an example for a system 400 that enables change of root directory and

file system name space switching 440, according to an aspect of the subject innovation. In one

aspect, each of the OS instances 410, 420 can have a mount point for mounting the root partition

for another OS and supply the first switching, for example. The mount point can represent a

physical location in the partition employed as a root file system.

[0032] In example, during a first-time switching, a file descriptor can be created for locating the

root directory of the OS to be switched. Moreover, to mitigate infinite increase of the path name

length, subsequent switching can be accomplished by changing root through such pre-stored file

descriptor, (instead of having to operate on the mount point again.) To further save switching

time, a predetermined number of virtual file systems {e.g. /proc /sys) are enabled to have

duplicated instances in the directory tree. All such duplicated file systems can be mounted in

advance during the initial system boot up stage, and are not to be remounted during system

switching.

[0033] Subsequently, the init process for the first operating system can be followed by execution

of another new init for the second OS instance. For example, resources allocated by current init

(e.g., for the first operating system) - can be released before the execution (besides resources used

for next switching).

[0034] In a related aspect, to execute a new program, the subject disclosure can invoke exec

system call and execute new init directly- as the process number of init can be the same (e.g.,

"1"). The exec system call replaces the current init (associated with the first operating system)

with a new init (associated with the second operating system) without changing process id, for

example. Other ways to execute new program (by forking a new process) can include changing

a process number, for example.

[0035] On starting execution, the new init can check whether it is running as the first round. If

the current execution is not the first round, it restores the previously saved environment variables,

and skips some one-time initializations, such as 'making device nodes'. In one aspect, after new

init starts up all system services for another OS instance, the switching process can end.



[0036] The above methodology of the subject disclosure can substantially improve operation

times, as compared to other systems. For example, in some dual switching processes, a plurality

of stages are involved, such as: a shut-down stage, a hardware initialization stage, and a boot-up

phase. In such systems, the shut-down stage of the original OS can halt all system services; sync

file buffers to a disk and shut down drivers and Kernel (e.g., for some processing units, such

shut-down stage can take approximately 9.3 seconds.) Similarly in the hardware initialization

phase of such systems, the hardware (cache, RAM, chip set, etc.) can be initialized by BIOS -

(e.g., such phase can take -10 seconds on some units.) Likewise, in the Booting up phase of

such systems, the system can load and boot- up the kernel of the new OS, loads drivers and

initializes the devices, mounts file system, initializes network protocols, and starts up system

services. For example, for Ubuntu ™, such phase can take approximately 25 seconds on "HP

MinilOOO."

[0037] Fig. 5 illustrates a related methodology 500 of switching between operating systems

according to an aspect of the subject innovation. While this example is illustrated and described

herein as a series of blocks representative of various events and/or acts, the subject innovation is

not limited by the illustrated ordering of such blocks. For instance, some acts or events may

occur in different orders and/or concurrently with other acts or events, apart from the ordering

illustrated herein, in accordance with the subject disclosure. In addition, not all illustrated blocks,

events or acts, may be used to implement a methodology in accordance with the subject

innovation. Moreover, it is noted that the example method and other methods according to the

innovation may be implemented in association with the method illustrated and described herein,

as well as in association with other systems and apparatus not illustrated or described. The

methodology 500 for dual operating system switching can substantially improve switching times

between an initial OS (e.g., an original OS) and a subsequent OS (e.g., new OS) and efficiently

allocate system resources (e.g., power, memory, and the like), to enhance operation of associated

computer systems that are based on a same Kernel.) Initially and at 510 an init process

(initialization) can be instigated, wherein such process can represent a program for Unix-based

computer operating systems that spawns all other processes - (wherein, a boot loader starts a

Kernel and the Kernel starts starts init.) As explained earlier, the init can attempt to shut down

all processes except itself. For example, a SIGTERM signal can be broadcasted, which



represents a signal sent to a process to request a termination thereof. Moreover, all locks and

resources can be released before exiting.

[0038] In one aspect, all locks and resources can then be released before exiting, wherein, init

can pause for a substantially short period to ensure all processes have adequate time to quit

elegantly. Such enables a consistent state for system resources - hence avoiding interfere with

the new OS instance. Subsequently and at 520, environmental variables associated the system

can then be saved -wherein such environmental variables can create an operating environment in

which a process runs. In addition, the saved environment variables can be employed by the run

time environment, if switching back to the original OS becomes necessary.

[0039] Next and at 530, by changing the root directory - the file system name space can then be

switched. At 540, the current init can turn to execute the new init for a second OS instance (e.g.,

the new OS being switched to.) All resources allocated by current init, ( except those to be used

for next switching) can be released before the execution.

[0040] Fig. 6 illustrates a related aspect, wherein the methodology 600 can initially identify a

common component(s) between a first operating system and a second operating system, at 610.

For example, such common components between the first operating system and the second

operating system can be associated with the same kernel, file systems, drivers, protocol stacks

and the like. Subsequently, and at 620 a request for change of operating system can be received.

For example, such request to change operating systems can be based on type of activity the user

becomes engaged in, such as switching between web-browsing and file management.

[0041] As explained earlier, Android™ (a Linux™-kernel based OS) is often considered well

designed for internet surfing, web- service accessing, touch experience, and relatively low power

consumption. Nonetheless, Android™ can suffer from poor window management and lack of

sufficient offline applications. On the other hand, Ubuntu™ (another Linux™-kernel based OS)

can provide rich offline applications (e.g. , OpenOffice) and flexible multi-window management.

[0042] However, Ubuntu™ does not supply efficient touch experience and power savings. By

selectively combining benefits of the two operating systems, a user can switch (e.g., back and

forth) between these OS's based on type of activity the user is engaged in (e.g., employing

Android ™for web surfing). Likewise, some applications employ specific Linux™ OS, such as

accessing bank accounts that use USB certificate - which can be deemed feasible for Linux ™

OS. Hence, a user who surfs the internet on Android™ can benefit when switching to Ubuntu ™



for bill payment, and switch back to Android™ to surf the web. At 630, the methodology 600

reuse the common components between the first operating and the second operating system to

complete the switching from the first operating system to the second operating system at 640.

[0043] Fig. 7 illustrates a system 700 having an inference component 730 (e.g., an artificial

intelligence - AI) that can interact with a switching component 740, to facilitate inferring and/or

determining when, where, how to predict user activity, and hence aid switching between

operating systems according to an aspect of the subject disclosure. For example, a probability

that an end user's computing activities can be facilitated if switched from a first operating system

to a second operating system, can be determined.

[0044] As used herein, the term "inference" refers generally to the process of reasoning about or

inferring states of the system, environment, and/or user from a set of observations as captured via

events and/or data. Inference can identify a specific context or action, or can generate a

probability distribution over states, for example. The inference can be probabilistic-that is, the

computation of a probability distribution over states of interest based on a consideration of data

and events. Inference can also refer to techniques employed for composing higher-level events

from a set of events and/or data. Such inference results in the construction of new events or

actions from a set of observed events and/or stored event data, whether or not the events are

correlated in close temporal proximity, and whether the events and data come from one or

several event and data sources.

[0045] The inference component 730 can employ any of a variety of suitable AI-based schemes

as described supra in connection with facilitating various aspects of the herein described subject

matter. For example, a process for learning explicitly or implicitly how parameters are to be

created for training models based on user activities can be facilitated via an automatic

classification system and process. Classification can employ a probabilistic and/or statistical-

based analysis (e.g. , factoring into the analysis utilities and costs) to prognose or infer an action

that a user desires to be automatically performed. For example, a support vector machine (SVM)

classifier can be employed. Other classification approaches include Bayesian networks, decision

trees, and probabilistic classification models providing different patterns of independence can be

employed. Classification as used herein also is inclusive of statistical regression that is utilized

to develop models of priority.



[0046] The subject innovation can employ classifiers that are explicitly trained (e.g., via a

generic training data) as well as implicitly trained (e.g., via observing user behavior, receiving

extrinsic information) so that the classifier is used to automatically determine according to a

predetermined criteria which answer to return to a question. For example, SVM's can be

configured via a learning or training phase within a classifier constructor and feature selection

module. A classifier is a function that maps an input attribute vector, x = (xl, x2, x3, x4, xn), to

a confidence that the input belongs to a class - that is, f(x) = confidence(class).

EXAMPLE OF NETWORKED AND DISTRIBUTED ENVIRONMENTS

[0047] It is noted that the various embodiments described herein can be implemented in

connection with any computer or other client or server device, which can be deployed as part of a

computer network or in a distributed computing environment, and can be connected to any kind

of data store where media may be found. In this regard, the various embodiments described

herein can be implemented in any computer system or environment having any number of

memory or storage units, and any number of applications and processes occurring across any

number of storage units. This includes, but is not limited to, an environment with server

computers and client computers deployed in a network environment or a distributed computing

environment, having remote or local storage.

[0048] Distributed computing provides sharing of computer resources and services by

communicative exchange among computing devices and systems. These resources and services

include the exchange of information, cache storage and disk storage for objects, such as files.

These resources and services can also include the sharing of processing power across multiple

processing units for load balancing, expansion of resources, specialization of processing, and the

like. Distributed computing takes advantage of network connectivity, allowing clients to

leverage their collective power to benefit the entire enterprise. In this regard, a variety of devices

may have applications, objects or resources that may participate in the various embodiments of

this disclosure.

[0049] Fig. 8 provides a schematic diagram of an example for networked or distributed

computing environment in which embodiments described herein can be implemented. The

distributed computing environment includes computing objects 810, 812, etc. and computing

objects or devices 820, 822, 824, 826, 828, etc., which can include programs, methods, data



stores, programmable logic, etc., as represented by applications 830, 832, 834, 836, 838. It is

noted that computing objects 810, 812, etc. and computing objects or devices 820, 822, 824, 826,

828, etc. can include different devices, such as personal digital assistants (PDAs), audio/video

devices, mobile phones, MPEG-1 Audio Layer 3 (MP3) players, personal computers, laptops,

tablets, etc.

[0050] Each computing object 810, 812, etc. and computing objects or devices 820, 822, 824,

826, 828, etc. can communicate with one or more other computing objects 810, 812, etc. and

computing objects or devices 820, 822, 824, 826, 828, etc. by way of the communications

network 840, either directly or indirectly. Even though illustrated as a single element in Fig. 8,

communications network 840 can include other computing objects and computing devices that

provide services to the system of Fig. 8, and/or can represent multiple interconnected networks,

which are not shown. Each computing object 810, 812, etc. or computing objects or devices 820,

822, 824, 826, 828, etc. can also contain an application, such as applications 830, 832, 834, 836,

838, that might make use of an application programming interface (API), or other object,

software, firmware and/or hardware, suitable for communication with or implementation of the

various embodiments of the subject disclosure.

[0051] There are a variety of systems, components, and network configurations that support

distributed computing environments. For example, computing systems can be connected

together by wired or wireless systems, by local networks or widely distributed networks.

Currently, many networks are coupled to the Internet, which provides an infrastructure for

widely distributed computing and encompasses many different networks, though any network

infrastructure can be used as examples of communications made incident to the systems as

described in various embodiments.

[0052] Thus, a host of network topologies and network infrastructures, such as client/server,

peer-to-peer, or hybrid architectures, can be utilized. The client can be a member of a class or

group that uses the services of another class or group. A client can be a computer process, e.g.,

roughly a set of instructions or tasks, that requests a service provided by another program or

process. A client can utilize the requested service without having to know all working details

about the other program or the service itself.

[0053] As used in this application, the terms "component," "module," "system," and the like are

intended to refer to a computer-related entity, either hardware, software, firmware, a combination



of hardware and software, software and/or software in execution. For example, a component can

be, but is not limited to being, a process running on a processor, a processor, an object, an

executable, a thread of execution, a program, and/or a computer. By way of illustration, both an

application running on a computing device and/or the computing device can be a component.

One or more components can reside within a process and/or thread of execution and a

component can be localized on one computer and/or distributed between two or more computers.

In addition, these components can execute from various computer-readable storage media having

various data structures stored thereon. The components can communicate by way of local and/or

remote processes such as in accordance with a signal having one or more data packets (e.g., data

from one component interacting with another component in a local system, distributed system,

and/or across a network such as the Internet with other systems by way of the signal).

[0054] Moreover, the term "or" is intended to mean an inclusive "or" rather than an exclusive

"or." That is, unless specified otherwise, or clear from the context, the phrase "X employs A or

B" is intended to mean any of the natural inclusive permutations. That is, the phrase "X employs

A or B" is satisfied by any of the following instances: X employs A; X employs B; or X employs

both A and B. In addition, the articles "a" and "an" as used in this application and the appended

claims should generally be construed to mean "one or more" unless specified otherwise or clear

from the context to be directed to a singular form.

[0055] In a client/server architecture, such as a networked system, a client can be a computer

that accesses shared network resources provided by another computer, e.g. , a server. In the

illustration of Fig. 8, as a non-limiting example, computing objects or devices 820, 822, 824, 826,

828, etc. can be thought of as clients and computing objects 810, 812, etc. can be thought of as

servers where computing objects 810, 812, etc. provide data services, such as receiving data from

client computing objects or devices 820, 822, 824, 826, 828, etc., storing of data, processing of

data, transmitting data to client computing objects or devices 820, 822, 824, 826, 828, etc.,

although any computer can be considered a client, a server, or both, depending on the

circumstances. Any of these computing devices can process data, or request transaction services

or tasks that can implicate the techniques for systems as described herein for one or more

embodiments.

[0056] A server can be represented by a remote computer system accessible over a remote or

local network, such as the Internet or wireless network infrastructures. The client process can be



active in a first computer system, and the server process can be active in a second computer

system, communicating with one another over a communications medium, thus providing

distributed functionality and allowing multiple clients to take advantage of the information-

gathering capabilities of the server. Any software objects utilized pursuant to the techniques

described herein can be provided standalone, or distributed across multiple computing devices or

objects.

[0057] In a network environment in which the communications network/bus 840 can be the

Internet, for example, the computing objects 810, 812, etc. can be Web servers, file servers,

media servers, etc. with which the client computing objects or devices 820, 822, 824, 826, 828,

etc. communicate via any of a number of known protocols, such as the hypertext transfer

protocol (HTTP). Computing objects 810, 812, etc. can also serve as client computing objects or

devices 820, 822, 824, 826, 828, etc., as can be characteristic of a distributed computing

environment.

EXAMPLE OF COMPUTING DEVICE

[0058] As mentioned, advantageously, the techniques described herein can be applied to any

suitable device. It is to be understood, therefore, that handheld, portable and other computing

devices and computing objects of all kinds are contemplated for use in connection with the

various embodiments, e.g., anywhere that a device may wish to read or write transactions from

or to a data store. Accordingly, the below remote computer described below in Fig. 9 is but one

example of a computing device. Additionally, a suitable server can include one or more aspects

of the below computer, such as a media server or other media management server components.

[0059] Embodiments can be partly implemented via an operating system, for use by a developer

of services for a device or object, and/or included within application software that operates to

perform one or more functional aspects of the various embodiments described herein. Software

can be described in the general context of computer executable instructions, such as program

modules, being executed by one or more computers, such as client workstations, servers or other

devices. It is noted that computer systems have a variety of configurations and protocols that can

be used to communicate data, and thus, no configuration or protocol is to be considered limiting.

[0060] Fig. 9 thus illustrates an example of a suitable computing environment 900 in which one

or aspects of the embodiments described herein can be implemented, although as made clear



above, the computing environment 900 is only one example of a suitable computing environment

and is not intended to suggest any limitation as to scope of use or functionality. Neither is the

computing environment 900 to be interpreted as having any dependency relating to any one or

combination of components illustrated in the example of computing environment 900.

[0061] With reference to Fig. 9, an example of computing environment 900 for implementing

various aspects includes a computing device in the form of a computer 910 is provided.

Components of computer 910 can include, but are not limited to, a processing unit 920, a

memory 930, and a system bus 922 that couples various system components including the

system memory to the processing unit 920. Computer 910 can for example implement systems

and/or components described in connection with various aspect of the subject disclosure.

[0062] Computer 910 can include a variety of computer readable media and can be any available

media that can be accessed by computer 910. The memory 930 can include computer storage

media in the form of volatile and/or nonvolatile memory such as read only memory (ROM)

and/or random access memory (RAM). By way of example, and not limitation, memory 930 can

also include an operating system, application programs, other program modules, and program

data.

[0063] A user can enter commands and information into the computer 910 through input devices

940, non-limiting examples of which can include a keyboard, keypad, a pointing device, a mouse,

stylus, touchpad, touch screen, trackball, motion detector, camera, microphone, joystick, game

pad, scanner, video camera or any other device that allows the user to interact with the computer

910. A monitor or other type of display device can be also connected to the system bus 922 via

an interface, such as output interface 950. In addition to a monitor, computers can also include

other peripheral output devices such as speakers and a printer, which can be connected through

output interface 950.

[0064] The computer 910 can operate in a networked or distributed environment using logical

connections to one or more other remote computers, such as remote computer 970. The remote

computer 970 can be a personal computer, a server, a router, a network PC, a peer device or

other common network node, or any other remote media consumption or transmission device,

and can include any or all of the elements described above relative to the computer 910. The

logical connections depicted in Fig. 9 include a network 972, such local area network (LAN) or a

wide area network (WAN), but can also include other networks/buses e.g., cellular networks.



[0065] As mentioned above, while examples of embodiments have been described in connection

with various computing devices and network architectures, the underlying concepts can be

applied to any network system and any computing device or system in which it is desirable to

publish or consume media in a flexible way.

[0066] Also, there are multiple ways to implement the same or similar functionality, e.g., an

appropriate API, tool kit, driver code, operating system, control, standalone or downloadable

software object, etc. which enables applications and services to take advantage of the techniques

detailed herein. Thus, embodiments herein are contemplated from the standpoint of an API (or

other software object), as well as from a software or hardware object that implements one or

more aspects described herein. Also, various embodiments described herein can have aspects

that are wholly in hardware, partly in hardware and partly in software, as well as in software.

[0067] Computing devices can include a variety of media, which can include computer-readable

storage media and/or communications media, in which these two terms are used herein

differently from one another as follows. Computer-readable storage media can be any available

storage media that can be accessed by the computer, can be of a non-transitory nature, and can

include both volatile and nonvolatile media, removable and non-removable media. By way of

example, and not limitation, computer-readable storage media can be implemented in connection

with any method or technology for storage of information such as computer-readable instructions,

program modules, structured data, or unstructured data. Computer-readable storage media can

include, but are not limited to, RAM, ROM, electrically erasable programmable read only

memory (EEPROM), flash memory or other memory technology, compact disc read only

memory (CD-ROM), digital versatile disk (DVD) or other optical disk storage, magnetic

cassettes, magnetic tape, magnetic disk storage or other magnetic storage devices, or other

tangible and/or non-transitory media which can be used to store desired information. Computer-

readable storage media can be accessed by one or more local or remote computing devices, e.g.,

via access requests, queries or other data retrieval protocols, for a variety of operations with

respect to the information stored by the medium.

[0068] On the other hand, communications media can embody computer-readable instructions,

data structures, program modules or other structured or unstructured data in a data signal such as

a modulated data signal (e.g., a carrier wave or other transport mechanism) and include any

information delivery or transport media. The term "modulated data signal" or signals refers to a



signal that has one or more of its characteristics set or changed in such a manner as to encode

information in one or more signals. By way of example, and not limitation, communication

media include wired media, such as a wired network or direct-wired connection, and wireless

media such as acoustic, radio frequency (RF), infrared and other wireless media.

[0069] It is to be understood that the embodiments described herein can be implemented in

hardware, software, firmware, middleware, microcode, or any combination thereof. For a

hardware implementation, the processing units can be implemented within one or more

application specific integrated circuits (ASICs), digital signal processors (DSPs), digital signal

processing devices (DSPDs), programmable logic devices (PLDs), field programmable gate

arrays (FPGAs), processors, controllers, micro-controllers, microprocessor and/or other

electronic units designed to perform the functions described herein, or a combination thereof.

[0070] When the embodiments are implemented in software, firmware, middleware or

microcode, program code or code segments, they can be stored in a machine-readable medium

(or a computer-readable storage medium), such as a storage component. A code segment can

represent a procedure, a function, a subprogram, a program, a routine, a subroutine, a module, a

software package, a class, or any combination of instructions, data structures, or program

statements. A code segment can be coupled to another code segment or a hardware circuit by

passing and/or receiving information, data, arguments, parameters, or memory contents.

Information, arguments, parameters, data, etc. can be passed, forwarded, or transmitted using any

suitable means including memory sharing, message passing, token passing, network transmission,

etc.

[0071] For a software implementation, the techniques described herein can be implemented with

modules or components (e.g., procedures, functions, and so on) that perform the functions

described herein. The software codes can be stored in memory units and executed by processors.

A memory unit can be implemented within the processor or external to the processor, in which

case it can be communicatively coupled to the processor via various structures.

[0072] The word "exemplary" is used herein to mean serving as an example, instance, or

illustration. For the avoidance of doubt, the subject matter disclosed herein is not limited by

such examples. In addition, any aspect or design described herein as "exemplary" is not

necessarily to be construed as preferred or advantageous over other aspects or designs, nor is it

meant to preclude equivalent exemplary structures and techniques known to those of ordinary



skill in the art. Furthermore, to the extent that the terms "includes," "has," "contains," and other

similar words are used in either the detailed description or the claims, for the avoidance of doubt,

such terms are intended to be inclusive in a manner similar to the term "comprising" as an open

transition word without precluding any additional or other elements.

[0073] What has been described above includes examples of one or more embodiments. It is, of

course, not possible to describe every conceivable combination of components or methodologies

for purposes of describing the aforementioned embodiments, but one of ordinary skill in the art

can recognize that many further combinations and permutations of various embodiments are

possible. Accordingly, the described embodiments are intended to embrace all such alterations,

modifications and variations that fall within the spirit and scope of the appended claims.

[0074] The aforementioned systems have been described with respect to interaction between

several components. It is noted that such systems and components can include those components

or specified sub-components, some of the specified components or sub-components, and/or

additional components, and according to various permutations and combinations of the foregoing.

Sub-components can also be implemented as components communicatively coupled to other

components rather than included within parent components (hierarchical). Additionally, it is to

be noted that one or more components can be combined into a single component providing

aggregate functionality or divided into several separate sub-components, and that any one or

more middle layers, such as a management layer, can be provided to communicatively couple to

such sub-components in order to provide integrated functionality. Any components described

herein can also interact with one or more other components not specifically described herein but

generally known by those of skill in the art.

[0075] In view of the exemplary systems described above methodologies that can be

implemented in accordance with the described subject matter can be better understood with

reference to the flowcharts of the various figures. While for purposes of simplicity of

explanation, the methodologies are shown and described as a series of blocks, it is to be

understood and noted that the claimed subject matter is not limited by the order of the blocks, as

some blocks can occur in different orders and/or concurrently with other blocks from what is

depicted and described herein. Where non-sequential, or branched, flow is illustrated via

flowchart, it is noted that various other branches, flow paths, and orders of the blocks, can be

implemented which achieve the same or a similar result.



[0076] In addition to the various embodiments described herein, it is to be understood that other

similar embodiments can be used or modifications and additions can be made to the described

embodiment(s) for performing the same or equivalent function of the corresponding

embodiment(s) without deviating there from. Still further, multiple processing chips or multiple

devices can share the performance of one or more functions described herein, and similarly,

storage can be affected across a plurality of devices. The invention is not to be limited to any

single embodiment, but rather can be construed in breadth, spirit and scope in accordance with

the appended claims.



CLAIMS

What is claimed is:

1. A system that switches a first operating system (OS) of a computing unit, to a second OS,

comprising:

a kernel component that is shared between the first OS and the second OS; and

a switching component that switches the computing unit from the first OS to the second

OS, based on re-using the kernel component.

2. The system of claim 1, wherein the switching component further comprises a restoration

component that at least one of saves or restores environmental variables for an OS.

3. The system of claim 1, wherein the first operating system and the second operating

system are Linux ™based.

4. The system of claim 3, wherein the switching component further comprises an

initialization component that enhances an init process.

5. The system of claim 2 further comprising a mount point for mounting a root partition of

the OS.

6. The system of claim 5 further comprising a file descriptor that locates a root directory of

the OS.

7. The system of claim 5 further comprising an inference component that facilitates

switching between the first OS and the second OS based on user activities.

8. A method of switching between a first operating system and a second operating system

comprising:

executing an initialization command for the first operating system;



reusing at least one of: a kernel; or a driver; or a file system that is common

between the first operating system and the second operating system, to switch to the second

operating system; and

executing an initialization command for the second operating system.

9. The method of claim 8 further comprising identifying root directories associated with the

first operating system and the second operating system.

10. The method of claim 9 further comprising saving environmental variables of the first

OS, for use by a run time environment when returning to the first OS.

11. The method of claim 10 further comprising duplicating instances of virtual files for

mounting in an initial system boot up stage.

12. The method of claim 10 further comprising changing a root directory from the first

operating system to the second operating system.

13. The method of claim 10 further comprising inferring user activities for switching

between user activities.

The method of claim 10 further comprising employing a Linux ™based kernel for the

15. A non-transitory computer readable medium that comprises commands that if

executed by a processor in a computing device cause the computing device to:

save environment variables associated with a first OS;

change a root directory from the first OS to a second OS;

execute an initialization command for the second OS; and

switch environment variables to that of the second OS.
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