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ANONYMOUS CROWD COMPARISON 

RELATED APPLICATIONS 

0001. This application claims the benefit of provisional 
patent application Ser. No. 61/173,625, filed Apr. 29, 2009, 
the disclosure of which is hereby incorporated herein by 
reference in its entirety. 

FIELD OF THE DISCLOSURE 

0002 The present disclosure relates to comparing user 
groups, such as crowds of users, to determine a degree of user 
overlap between the user groups in a manner that preserves 
privacy. 

BACKGROUND 

0003. A mobile user can benefit from knowing how many 
people in his or her current crowd have been in previous 
crowds with the mobile user or how many people in his or her 
current crowd have frequented the mobile user's current loca 
tion in the past. A simple mechanism to implement this func 
tionality would require tracking the locations of people over 
time. However, this approach does not respect user privacy. 
As such, there is a need for a system and method that enables 
crowd comparison in a manner that maintains user privacy. 

SUMMARY 

0004 Systems and methods are disclosed for anony 
mously comparing user groups, such as but not limited to 
crowds, to determine a degree of user overlap. In general, a 
hash value is obtained for a first user group, where the hash 
value includes a hash value component for a number of two 
user permutations within the first user group. Similarly, a hash 
value is obtained for a second user group, where the hash 
value includes a hash value component for a number of two 
user permutations within the second user group. Thereafter, a 
degree of user overlap between the first and second user 
groups is determined based on a comparison of the hash value 
for the first user group and the hash value for the second user 
group. More specifically, in one embodiment, the hash value 
for the first user group is compared to the hash value for the 
second user group to determine a number of matching com 
ponent hash values. A number of matching users in the first 
and second user groups is then determined based on the 
number of matching component hash values. 
0005 Those skilled in the art will appreciate the scope of 
the present invention and realize additional aspects thereof 
after reading the following detailed description of the pre 
ferred embodiments in association with the accompanying 
drawing figures. 

BRIEF DESCRIPTION OF THE DRAWING 
FIGURES 

0006 The accompanying drawing figures incorporated in 
and forming a part of this specification illustrate several 
aspects of the invention, and together with the description 
serve to explain the principles of the invention. 
0007 FIG. 1 illustrates a process for anonymously com 
paring two user groups based on hash values obtained for the 
two user groups according to one embodiment of the present 
disclosure; 
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0008 FIG. 2 illustrates a process for computing a hash 
value for a user group according to one embodiment of the 
present disclosure; 
0009 FIGS. 3A through 3F graphically illustrate the pro 
cess of FIG. 2 for an exemplary user group according to one 
embodiment of the present disclosure; 
0010 FIG. 4 illustrates a process for determining a degree 
ofuser overlap between two user groups based on a compari 
Son of hash values for the two user groups according to one 
embodiment of the present disclosure; 
0011 FIG. 5 illustrates an exemplary system for providing 
anonymous crowd comparison according to one embodiment 
of the present disclosure; 
0012 FIG. 6 illustrates the operation of the crowd server 
of FIG.5 to compute and store a crowd hash value for a crowd 
of interest of a requestor according to one embodiment of the 
present disclosure; 
(0013 FIG. 7 illustrates the operation of the crowd server 
of FIG. 5 to compare a current crowd to one or more previ 
ously identified crowds of interest of a requestor according to 
one embodiment of the present disclosure; 
0014 FIG. 8 illustrates the operation of the crowd server 
of FIG.5 to provide Point of Interest (POI) recommendations 
to a requestor based on comparisons of current crowds at 
POIs and one or more previously identified crowds of interest 
of the requestor according to one embodiment of the present 
disclosure; 
(0015 FIG. 9 illustrates the operation of the crowd server 
of FIG.5 to compare one or more historical crowds to one or 
more previously identified crowds of interest of a requestor 
according to one embodiment of the present disclosure; 
(0016 FIG. 10 illustrates the operation of the crowd server 
of FIG. 5 to provide POI recommendations to a requestor 
based on comparisons of historical crowds at POIs and one or 
more previously identified crowds of interest of the requestor 
according to one embodiment of the present disclosure; 
(0017 FIG. 11 illustrates the operation of the crowd server 
of FIG.5 to characterize crowd patterns at a POI according to 
one embodiment of the present disclosure; 
0018 FIG. 12 is a block diagram of the crowd server of 
FIG. 5 according to one embodiment of the present disclo 
Sure; 
(0019 FIG. 13 is a block diagram of one of the mobile 
devices of FIG.5 according to one embodiment of the present 
disclosure; 
0020 FIG. 14 is a block diagram of the subscriber device 
of FIG.5 according to one embodiment of the present disclo 
Sure; and 
0021 FIG. 15 is a block diagram of a computing device, 
such as a server, hosting the third-party service of FIG. 5 
according to one embodiment of the present disclosure. 

DETAILED DESCRIPTION OF THE PREFERRED 
EMBODIMENTS 

0022. The embodiments set forth below represent the nec 
essary information to enable those skilled in the art to practice 
the invention and illustrate the best mode of practicing the 
invention. Upon reading the following description in light of 
the accompanying drawing figures, those skilled in the art 
will understand the concepts of the invention and will recog 
nize applications of these concepts not particularly addressed 
herein. It should be understood that these concepts and appli 
cations fall within the scope of the disclosure and the accom 
panying claims. 
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0023 FIG. 1 illustrates a process for anonymously com 
paring two user groups to determine a degree of user overlap 
according to one embodiment of the present disclosure. As 
used herein, a user group is any group of associated users. For 
example, a user group may be a crowd of users that are 
spatially proximate one another, a distributed group of users 
Such as users participating in a communication session (e.g., 
a conference call or a group chat session), or the like. 
0024 First, a hash value is obtained for a first user group 
(step 100). The hash value for the first user group may be 
obtained by computing the hash value for the first user group 
or by obtaining a previously computed hash value for the first 
user group from storage. The hash value for the first user 
group includes component hash values generated for a num 
ber of distinct two-user permutations for the first user group. 
As user herein, a “distinct two-user permutation' is a subset 
of two distinct users in a user group where ordering of users 
does not matter (i.e., a two-user permutation for users A and 
B is the same as, or not distinct from, a two-user permutation 
for users B and A). Therefore, for example, if the first user 
group includes user A, user B, and user C, the distinct two 
user permutations for the first user group are user A and user 
B, user A and user C, and user B and user C. As described 
below in detail, the distinct two-user permutations for the first 
user group for which component hash values are generated 
and included in the hash value for the first user group may be 
all distinct two-user permutations for the first user group or all 
distinct two-user permutations for the first user group other 
than those including a requesting user from the first user 
group that initiated a process for generating the hash value for 
the first user group. 
0025. In a similar manner, a hash value is obtained for a 
second user group (step 102). The hash value for the second 
user group may be obtained by computing the hash value for 
the second user group or by obtaining a previously computed 
hash value for the second user group from storage. The hash 
value for the second user group includes component hash 
values generated for a number of distinct two-user permuta 
tions for the second user group. As described below in detail, 
the distinct two-user permutations for the second user group 
for which component hash values are generated and included 
in the hash value for the second user group may be all distinct 
two-user permutations for the second user group or all distinct 
two-user permutations for the second user group other than 
those including a requesting user from the second user group 
that initiated a process for generating the hash value for the 
second user group. It should be noted that while two-user 
permutations are used herein, permutations of three or more 
users may alternatively be used to generate the component 
hash values of the hash values for the first and second user 
groups. 

0026. Next, a degree of user overlap between the first and 
second user groups is determined based on a comparison of 
the hash values for the first and second user groups (step 104). 
As described below in more detail, the component hash val 
ues for the first and second user groups are compared to 
determine a number of matching component hash values in 
the hash values for the first and second user groups. Then, a 
number of matching users in the first and second user groups 
is determined based on the number of matching component 
hash values. The degree of user overlap between the first and 
second user groups may then be provided as the number of 
matching users, a percentage of matching users for a larger of 
the first and second user groups, or the like. In this embodi 
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ment, the degree of user overlap between the first and second 
user groups is then output to a requesting entity (step 106). 
The requesting entity may be a user, a third-party service, or 
the like. In addition or alternatively, the degree of user overlap 
between the first and second user groups may be stored for 
Subsequent use in any desired application. 
0027 FIG. 2 illustrates a process for computing a hash 
value for a user group according to one embodiment of the 
present disclosure. First, a list of users in the user group is 
obtained (step 200). The list of users includes a user identifier 
(ID) for each user in the user group. The user IDs of the users 
in the user group may be, for example, names of the users, 
usernames or screen names of the users, e-mail addresses of 
the users, telephone numbers of the users, or the like. Next, a 
requesting user, or requestor, is removed from the list of users, 
if applicable (step 202). The requesting user is a user in the 
user group that initiated generation of the hash value for the 
user group. Removing the requesting user from the list of 
users for the user group results in different hash values for the 
same user group for different requestors. This enhances Secu 
rity by preventing stored hash values for a first requestor to be 
directly compared to stored hash values for a second 
requestor to determine whether the first and second request 
ors are or have been in the same user groups. Note that step 
202 is optional. 
0028 Next, the list of users for the user group is sorted 
(step 204). In one embodiment, the list of users is sorted 
alphabetically. However, the present disclosure is not limited 
thereto. Sorting the list of users ensures that the two-user 
permutations are canonical between user group hash 
instances. In other words, if two users A and B exist in a user 
group, the two-user permutation for users A and B will always 
be 'A Band not “B.A.” This ensures that a component hash 
value for a two-user permutation for users A and B in a hash 
value for one user group will match a component hash value 
for a two-user permutation for the same two users in a hash 
value for another user group. 
0029. Next, a list of all distinct two-user permutations for 
the sorted list of users for the user group is created (step 206). 
A next two-user permutation from the list of distinct two-user 
permutations is then obtained (step 208). Note that for the first 
iteration, the next two-user permutation is the first two-user 
permutation in the list of distinct two-user permutations. A 
hash value (referred to herein as a component hash value) is 
then computed for the two-user permutation using a prede 
termined hash function (step 210). The predetermined hash 
function may be, for example, Secure Hash Algorithm-1 
(SHA-1), but is not limited thereto. The component hash 
value for the two-user permutation may be computed by 
concatenating the user IDs of the users in the two-user per 
mutation and providing the concatenated userIDS as an input 
to the predetermined hash function. The hash value returned 
by the predetermined hash function is then used as the com 
ponent hash value for the two-user permutation. 
0030. A determination is then made as to whether the last 
two-user permutation has been processed (step 212). If not, 
the process returns to step 208 and is repeated. Once compo 
nent hash values have been computed for all of the two-user 
permutations from step 206, the component hash values for 
the two-user permutations are concatenated to provide a con 
catenated hash value for the user group (step 214). In this 
embodiment, the concatenated hash value for the user group 
is compressed using a lossy compression algorithm to pro 
vide a hash value for the user group (step 216). In one embodi 
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ment, the lossy compression algorithm removes every Nth bit 
from the concatenated hash value to provide the hash value 
for the user group, where N is greater than or equal to 2. In one 
preferred embodiment, the lossy compression algorithm 
removes every other bit from the concatenated hash value to 
provide the hash value for the user group. Lossy compression 
reduces the storage space needed to store the hash value for 
the user group. In addition, lossy compression further obfus 
cates user information by making it highly improbable that 
the system or an attacker can retrieve the exact concatenated 
hash value or exact component hash values. In other words, 
lossy compression thwarts dictionary attacks. Note that the 
aforementioned embodiments of the lossy compression algo 
rithm are exemplary. Other types of lossy compression algo 
rithms may be used, as will be appreciated by one of ordinary 
skill in the art upon reading this disclosure. Also note that step 
216 is optional. 
0031 FIGS. 3A through 3F graphically illustrate the pro 
cess of FIG. 2 for an exemplary user group. FIG. 3A illus 
trates a list of users for the user group. In this example, the list 
of users includes users C, B, A, and D. In this example, user 
A is the requesting user that initiated generation of a hash 
value for the user group. FIG.3B illustrates the list of users for 
the user group after removal of the requestor (user A) and 
sorting. Next, as illustrated in FIG.3C, two-user permutations 
are created for the list of users from FIG.3B. In this example, 
the two-user permutations include a two-user permutation for 
users B and C, a two-user permutation for users B and D, and 
a two-user permutation for users Cand D. Then, as illustrated 
in FIGS. 3D and 3E, component hash values are computed for 
the two-user permutations and concatenated to provide a 
concatenated hash value for the user group. The concatenated 
hash value is then compressed using a lossy compression 
algorithm to provide a hash value for the user group, as 
illustrated in FIG. 3F. 

0032 FIG. 4 illustrates a process for determining a degree 
of user overlap between two user groups by comparing hash 
values generated for the two user groups using the process of 
FIG. 2 according to one embodiment of the present disclo 
sure. First, a counter is initialized to Zero (step 300). Then, a 
next component hash value is obtained from the hash value 
for the first user group (step 302). Note that, for the first 
iteration, the next component hash value is the first compo 
nenthash value. In one embodiment, the hash function used to 
generate the component hash values provides 160-bit hash 
values and lossy compression removes every other bit Such 
that, after lossy compression, each component hash value is 
80 bits. As such, the next component hash value is the next 80 
bits of the hash value for the first user group. Likewise, a next 
component hash value is then obtained from the hash value 
for the second user group (step 304). Note that, for the first 
iteration, the next component hash value from the hash value 
for the second user group is the first component hash value 
from the hash value for the second user group. 
0033 Next, the component hash value from the hash value 
for the first user group is compared to the component hash 
value from the hash value for the second user group to deter 
mine whether there is a match (step 306). Here, the compo 
nent hash values match if they are exactly the same. Matching 
hash values indicate that the corresponding two-user permu 
tations from the first and second user groups also match. If the 
component hash values match, the counter is incremented 
(step 308) and then the process proceeds to step 312. If the 
component hash values do not match, a determination is made 
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as to whether the last component hash value from the hash 
value for the second user group has been processed (step 310). 
If not, the process returns to step 304 and is repeated for the 
next component hash value from the hash value for the second 
user group. If the last component hash value from the hash 
value for the second user group has been processed, the pro 
cess proceeds to step 312. 
0034. At this point, whether proceeding from step 308 or 
step 310, a determination is made as to whether the last 
component hash value from the hash value for the first user 
group has been processed (step 312). If not, the process 
returns to step 302 and is repeated for the next component 
hash value from the hash value for the first user group. Once 
all of the component hash values from the hash value for the 
first user group have been processed, the counter corresponds 
to a number of matching component hash values, which is 
also the number of matching two-user permutations for the 
first and second user groups. 
0035) Next, a number of matching users in the first and 
second user groups is determined based on the number of 
matching two-user permutations (step 314). In the preferred 
embodiment, the number of matching users is determined 
based on the following choose-2 function: 

n 

C(n,2) = 2, 2. 

More specifically, the number of matching users is deter 
mined by setting the choose-2 function C(n.2) equal to the 
number of matching two-user permutations (i.e., the counter 
value) as follows: 

n 

2 (n - 1) 
= number of matching two user permutations 

where the value n can be solved for or otherwise determined 
and corresponds to the number of matching users for the first 
and second user groups. As such, if for example the number of 
matching two-user permutations is 6, then the number of 
matching users is determined based on the equation: 

n 

21, -2). 6 

which results in 
0036 n=4. 

where n is the number of matching users in the first and 
second user groups. Note that the value of n in the choose-2 
function may be mathematically solved. As one exemplary 
alternative, the value of n may be determined using a lookup 
table populated using the choose-2 function to enable lookup 
of the number of matching users for different numbers of 
matching two-user permutations values (i.e., 1, 2, 3, 4, 5, . . . 
, M, where M is a desired positive integer value). 
0037. In addition to determining the number of matching 
users, in this embodiment, a number of users in a largest of the 
first and second user groups is determined (step 316). More 
specifically, in one embodiment, a number of two-user per 
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mutations for the first and second user groups are determined. 
For example, if the component hash values are 80 bit values, 
the number of two-user permutations in the first user group 
may be determined by dividing the number of bits in the hash 
value for the first user group by 80. Likewise, the number of 
two-user permutations in the second user group may be deter 
mined by dividing the number of bits in the hash value for the 
second user group by 80. The user group having the largest 
number of two-user permutations is identified as the largest of 
the first and second user groups. Then, the number of users in 
the largest user group is determined based on the choose-2 
function, where the choose-2 function is set equal to the 
number of two-user permutations in the largest user group. 
For example, if the number of two-user permutations in the 
largest user group is 15, then the number of users in the largest 
user group is 6 (i.e., C(n.2)=15, therefore n-6). A percentage 
of matching users for the largest user group is then computed 
(step 318). The percentage of matching users for the largest 
user group may be computed based on the following equa 
tion: 

number of matching users 
%. Matching Users = X 100. number of users in largest user group 

The percentage of matching users may then be output and/or 
stored as the degree of user overlap for the first and second 
user groups. Note that the percentage of matching users is 
exemplary and is not intended to limit the scope of the present 
disclosure. The degree of user overlap may be expressed as 
any value that is a function of (including being equal to) the 
number of matching users between the first and second user 
groups. 
0038 FIG. 5 illustrates an exemplary system 10 that oper 
ates to anonymously compare user groups according to one 
embodiment of the present disclosure. In the system 10, the 
user groups are crowds formed or otherwise determined by a 
crowd server 12. As illustrated, the system 10 includes the 
crowd server 12, a number of mobile devices 14-1 through 
14-N having associated users 16-1 through 16-N, a subscriber 
device 18 having an associated subscriber 20, and a third 
party service 22 communicatively coupled via a network 24. 
The network 24 may be a Local Area Network (LAN), Wide 
0039 Area Network (WAN), or the like, and may include 
wired and/or wireless components. In one embodiment, the 
network 24 is a distributed public network such as the Inter 
net. 

0040. The crowd server 12 includes a crowd formation 
function 26, a crowd hash computing function 28, a crowd 
comparison function 30, and a crowd hash repository 32. The 
crowd formation function 26, the crowd hash computing 
function 28, and the crowd comparison function 30 are pref 
erably implemented in software, but are not limited thereto. 
The crowd formation function 26 generally operates to form 
and possibly maintain crowds of users. More specifically, in 
one embodiment, the mobile devices 14-1 through 14-N pro 
vide location updates that define current locations of the users 
16-1 through 16-N over time. The location updates may be 
provided from the mobile devices 14-1 through 14-N directly 
to the crowd server 12 or provided from the mobile devices 
14-1 through 14-N to a location service that then reports the 
location updates to the crowd server 12 or otherwise enables 
the crowd server 12 to access the location updates. Using the 
current locations of the users 16-1 through 16-N, the crowd 
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formation function 26 performs a spatial crowd formation 
process to form crowds of the users 16-1 through 16-N that 
are spatially proximate to one another. While not essential, for 
more detailed information regarding exemplary spatial crowd 
formation processes, the interested reader is directed to U.S. 
patent application Ser. No. 12/645,535 entitled MAINTAIN 
ING AHISTORICAL RECORD OF ANONYMIZED USER 
PROFILE DATA BY LOCATION FOR USERS IN A 
MOBILE ENVIRONMENT, U.S. patent application Ser. No. 
12/645,532 entitled FORMING CROWDS AND PROVID 
ING ACCESS TO CROWD DATA IN A MOBILE ENVI 
RONMENT, U.S. patent application Ser. No. 12/645,539 
entitled ANONYMOUS CROWDTRACKING, U.S. patent 
application Ser. No. 12/645,544 entitled MODIFYING A 
USERS CONTRIBUTION TO AN AGGREGATE PRO 
FILE BASED ON TIME BETWEEN LOCATION 
UPDATES AND EXTERNAL EVENTS, U.S. patent appli 
cation Ser. No. 12/645,546 entitled CROWD FORMATION 
FOR MOBILE DEVICE USERS, U.S. patent application 
Ser. No. 12/645,556 entitled SERVING A REQUEST FOR 
DATA FROM A HISTORICAL RECORD OF ANONY 
MIZED USER PROFILE DATA IN AMOBILE ENVIRON 
MENT, and U.S. patent application Ser. No. 12/645,560 
entitled HANDLING CROWD REQUESTS FOR LARGE 
GEOGRAPHICAREAS, all of which were filed on Dec. 23, 
2009 and are hereby incorporated herein by reference in their 
entireties. 

0041. The crowd hash computing function 28 generally 
operates to compute hash values for crowds of users formed 
by the crowd formation function 26. The crowd hash com 
puting function 28 preferably utilizes the process of FIG. 2 to 
compute a hash value (i.e., a crowd hash value) for a crowd. 
The crowd hash values for at least some crowds are stored in 
the crowd hash repository 32. For instance, in one embodi 
ment, the crowd hash repository 32 stores crowd hash values 
for crowds of interest to the users 16-1 through 16-N. Using 
the user 16-1 as an example, the user 16-1 may determine that 
a current crowd of users in which the user 16-1 is currently 
located is a crowd of interest (e.g., a favorite crowd) and 
manually initiate computation and storage of a crowd hash 
value for that crowd. The crowd hash for the crowd of interest 
to the user 16-1 may then be computed by the crowd hash 
computing function 28 and be stored in the crowd hash 
repository 32 as a crowd of interest (e.g., a favorite crowd) of 
the user 16-1. The crowd hash repository 32 may additionally 
or alternatively store crowd hash values for currently formed 
crowds (referred to herein as current crowds) and/or previ 
ously formed crowds (referred to hereinas historical crowds). 
The crowd comparison function 30 operates to anonymously 
compare crowds formed by the crowd formation function 26 
by comparing corresponding crowd hash values. More spe 
cifically, the crowd comparison function 30 compares crowd 
hash values for crowds to determine a degree of user overlap 
between the crowds. 

0042. In the preferred embodiment, the crowd server 12 
only stores the current locations of the users 16-1 through 
16-N, rather than a historical record of the locations of the 
users 16-1 through 16-N. However, the present disclosure is 
not limited thereto. Storage of crowd hash values for crowds 
enables comparison of historical crowds to one another or to 
a current crowd without the need to store historical records of 
the locations of the users 16-1 through 16-N. In this manner, 
privacy of the users 16-1 through 16-N is preserved. In addi 
tion, the anonymous crowd comparison described herein 
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enables a requestor to determine the degree of user overlap 
between two crowds but not the identities (or userIDs) of the 
users in those crowds. 
0043. The mobile devices 14-1 through 14-N are mobile 
devices Such as, for example, mobile Smart phones (e.g., 
Apple(R) iPhone), laptop or notebook computers, tablet com 
puters (e.g., Apple(R) iPad), or the like. The mobile devices 
14-1 through 14-N include crowd clients 34-1 through 34-N 
and location determination functions 36-1 through 36-N. 
Using the mobile device 14-1 as an example, the crowd client 
34-1 is preferably implemented in software, but is not limited 
thereto. The crowd client 34-1 generally operates to interact 
with the crowd server 12. More specifically, the crowd client 
34-1 operates to obtain the current location of the mobile 
device 14-1 from the location determination function 36-1 
and send corresponding location updates to the crowd server 
12, either directly or indirectly. In addition, the crowd client 
34-1 preferably enables the user 16-1 to interact with the 
crowd server 12 to initiate storage of crowd hash values for 
crowds of interest to the user 16-1. Still further, the crowd 
client 34-1 may enable the user 16-1 to initiate anonymous 
crowd comparison of the crowds of interest for which corre 
sponding crowd hash values were previously computed and 
stored to either current or historical crowds. The crowd client 
34-1 may additionally or alternatively enable the user 16-1 to 
request and receive Point of Interest (POI) recommendations 
based on anonymous crowd comparisons of the crowds of 
interest for which corresponding crowd hash values were 
previously computed and stored to either current or historical 
crowds at POIs within a desired geographic region. 
0044) The location determination function 36-1 may gen 
erally be any software and/or hardware component enabled to 
determine the current location of the mobile device 14-1. For 
example, the location determination function 36-1 may be a 
Global Positioning System (GPS) receiver. 
0045. The subscriber device 18 may be any type of user 
device Such as, for example, a personal computer, a mobile 
Smart phone, a laptop or notebook computer, a tablet com 
puter, or the like. In general, the subscriber device 18 enables 
the subscriber 20 to access the crowd server 12 preferably for 
a subscription fee. In this embodiment, the subscriber 20 is 
enabled to access the crowd server 12 via a web browser 38 
and corresponding web interface of the crowd server 12. 
However, rather than the web browser 38, a custom applica 
tion may be used to access the crowd server 12. Via the crowd 
server 12, the subscriber 20 may be enabled to monitor crowd 
patterns at one or more desired POIs. 
0046. The third-party service 22 may generally be any 
type of service that desires information regarding crowds of 
users. For example, the third-party service 22 may be a tar 
geted advertising service. Via the crowd server 12, the third 
party service 22 may be enabled to monitor crowd patterns at 
one or more desired POIs and then utilize those crowd pat 
terns to provide a desired service. 
0047 FIG. 6 illustrates the operation of the crowd server 
12 of FIG. 5 to compute and store crowd hash values for 
crowds of interest to users. Note that while this discussion 
focuses on computing and storing a crowd hash value for a 
crowd of interest to the user 16-1, the crowd server 12 may 
similarly compute and store crowd hash values for crowds of 
interest to the other users 16-2 through 16-N. Further, in this 
example, the crowds of interest are favorite crowds. First, the 
mobile device 14-1 sends a request to store the user's current 
crowd as a favorite crowd to the crowd server 12 (step 400). In 
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this embodiment, the request is initiated by the user 16-1 
when the user 16-1 is currently in a crowd that the user 16-1 
deems to be a favorite crowd (i.e., a crowd that the user 16-1 
likes). However, the user 16-1 may additionally or alterna 
tively initiate a request when the user 16-1 is in a crowd that 
the user 16-1 deems to be a crowd of interest (e.g., a crowd 
that he likes or a crowd that he dislikes). Also, while in this 
embodiment the request is initiated by the user 16-1 manu 
ally, the present disclosure is not limited thereto. The request 
may alternatively be initiated by the crowd client 34-1 of the 
mobile device 14-1 automatically in response to a predefined 
triggering event. 
0048. In response to receiving the request, the crowd hash 
computing function 28 of the crowd server 12 obtains a cur 
rent crowd in which the user 16-1 of the mobile device 14-1 is 
currently located from the crowd formation function 26 (step 
402). In one embodiment, the crowd formation function 26 
forms the current crowd of the user 16-1 reactively in 
response to the request. Alternatively, the crowd formation 
function 26 may proactively form crowds and store corre 
sponding crowd records that identify the users that are cur 
rently in those crowds. The crowd formation function 26 may 
then obtain the crowd in which the user 16-1 is currently 
located from storage. 
0049. Next, the crowd hash computing function 28 of the 
crowd server 12 computes a crowd hash for the current crowd 
of the user 16-1 using the process of FIG. 2 (step 404). More 
specifically, in one embodiment, the crowd hash computing 
function 28 removes the user 16-1 from a list of users in the 
current crowd, sorts the list of users, and then creates all 
distinct two-user permutations for the sorted list of users. The 
crowd hash computing function 28 then computes a compo 
nent hash value for each two-user permutation and concat 
enates the component hash values for the two-user permuta 
tions to provide a concatenated hash value for the current 
crowd. Lastly, the crowd hash computing function 28 com 
presses the concatenated hash value for the current crowd 
using a lossy compression algorithm to provide the crowd 
hash for the current crowd. 

0050. The crowd hash computing function 28 then stores 
the crowd hash for the current crowd in the crowd hash 
repository 32 as a crowd hash value of a favorite crowd of the 
user 16-1 (step 406). In one embodiment, the crowd hash 
value is stored in a crowd hash record that includes a record 
ID field that stores an ID for the crowd hash record, an owner 
field that identifies the user 16-1 as the owner of the crowd 
hash record, and a hash value field that stores the crowd hash 
value of the current crowd. In addition, the crowd hash record 
may include a description field that stores a textual descrip 
tion of the current crowd for which the crowd hash value was 
computed, where the textual description may be provided by 
the user 16-1 (e.g., “Cool Crowd at Night Club X'). Still 
further, the crowd hash record may include a time field that 
stores a time at which the crowd hash value was computed and 
latitude and longitude fields that store a location of the current 
crowd for which the crowd hash was computed. The location 
of the current crowd may be computed using the current 
locations of the users in the crowd and, for example, a center 
of mass algorithm. Note that in order to thwart attacks on the 
system 10, in one embodiment, the crowd hash records stored 
by the crowd server 12 in the crowd hash repository 32 do not 
include any information (e.g., location, time, etc.) that may 
enable the system 10 or an attacker to directly correlate two 
crowd hash values generated for two different requestors to 
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determine that those two different requestors were in the same 
crowd. Steps 400 through 406 may subsequently be repeated 
to compute and store crowd hash values for additional favor 
ite crowds of the user 16-1. 

0051 FIG. 7 illustrates the operation of the crowd server 
12 to anonymously compare a current crowd to one or more 
previously identified crowds of interest (e.g., favorite crowds) 
of a user according to one embodiment of the present disclo 
sure. First, the mobile device 14-1, and particularly the crowd 
client 34-1, sends a current crowd comparison request to the 
crowd server 12 (step 500). In response, the crowd compari 
son function 30 obtains a current crowd in which the user 16-1 
is located from the crowd formation function 26 (step 502). 
The crowd comparison function 30 then computes a crowd 
hash for the current crowd of the user 16-1 using the process 
of FIG. 2 (step 504). Next, the crowd comparison function 30 
determines a degree of user overlap between the current 
crowd of the user 16-1 and one or more favorite crowds 
previously identified by the user 16-1 using the process of 
FIG. 4 (step 506). More specifically, for each of the favorite 
crowds of the user 16-1, the crowd comparison function 30 
determines a degree of user overlap between the current 
crowd of the user 16-1 and the favorite crowd of the user 16-1 
based on a comparison of the crowd hash value of the current 
crowd computed in step 504 and a crowd hash value stored for 
the favorite crowd in the crowd hash repository 32. The crowd 
comparison function 30 then returns the degree of overlap 
between the current crowd and each of the favorite crowds of 
the user 16-1 to the mobile device 14-1 (step 508). In 
response, the crowd client 34-1 of the mobile device 14-1 
presents the degree of overlap between the current crowd and 
each of the favorite crowds of the user 16-1 to the user 16-1 
(step 510). 
0052. Note that while the process of FIG. 7 compares the 
current crowd in which the user 16-1 is located to the one or 
more previously identified favorite crowds of the user 16-1, 
the present disclosure is not limited thereto. More generally, 
any current crowd that is relevant to the current crowd com 
parison request may be compared to the previously identified 
crowd(s) of interest of the user 16-1. The relevant current 
crowd may be the current crowd in which the user 16-1 is 
located (as in FIG. 7), a current crowd at a POI identified in 
the current crowd comparison request, a current crowd in a 
geographic region (e.g., an Area of Interest) identified by the 
current crowd comparison request, or the like. 
0053 FIG. 8 illustrates the operation of the crowd server 
12 to provide POI recommendations based on anonymous 
crowd comparisons according to one embodiment of the 
present disclosure. First, the mobile device 14-1, and more 
particularly the crowd client 34-1, sends a POI recommenda 
tion request to the crowd server 12 (step 600). The POI 
recommendation request may be manually initiated by the 
user 16-1 or automatically initiated by the crowd client 34-1 
in response to a predefined triggering event such as, for 
example, detecting an Internet search query from the user 
16-1 for nearby businesses. 
0054. In response to receiving the POI recommendation 
request, the crowd hash computing function 28 obtains a list 
of relevant POIs (step 602). The list of relevant POIs may 
include POIs within a defined geographic region Such as, for 
example, a defined geographic region in which the user 16-1 
is currently located (e.g., within 10 miles from the current 
location of the user 16-1) or a geographic region defined by 
the user 16-1 and included in the POI recommendation 
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request (e.g., Raleigh, N.C.). The crowd hash computing 
function 28 then obtains current crowds at the relevant POIs 
from the crowd formation function 26 (step 604). 
0055 Next, the crowd hash computing function 28 com 
putes a crowd hash value for each of the current crowds at the 
relevant POIs using the process of FIG. 2 (step 606). Then, for 
each current crowd, the crowd comparison function 30 deter 
mines a degree of user overlap between the current crowd and 
one or more favorite crowds previously identified by the user 
16-1 using the process of FIG. 4 (step 608). More specifically, 
for each current crowd and each favorite crowd of the user 
16-1, the crowd comparison function 30 determines a degree 
of user overlap between the current crowd and the favorite 
crowd based on a comparison of the crowd hash value of the 
current crowd computed in step 606 and a crowd hash value 
stored for the favorite crowd in the crowd hash repository 32. 
0056. The crowd comparison function 30 then selects one 
or more of the relevant POIs to recommend to the user 16-1 
based on the degrees of user overlap between the current 
crowds at the relevant POIs and the favorite crowd(s) of the 
user 16-1 (step 610). More specifically, in one embodiment, a 
relevant POI is selected to recommend to the user 16-1 if the 
degree of user overlap between a current crowd at the POI and 
at least one of the favorite crowds of the user 16-1 is greater 
than a predefined threshold (e.g., 75%). The crowd compari 
son function 30 then returns the recommended POI(s) to the 
mobile device 14-1 (step 612) where the crowd client 34-1 
presents the recommended POI(s) to the user 16-1 (step 614). 
0057 FIG. 9 illustrates the operation of the crowd server 
12 to anonymously compare historical crowds to one or more 
previously identified crowds of interest (e.g., favorite crowds) 
of a user according to one embodiment of the present disclo 
Sure. In this embodiment, the crowd hash computing function 
28 computes and stores crowd hash values for crowds over 
time (step 700). These crowds are referred to herein as his 
torical crowds. More specifically, in one embodiment, the 
crowd hash computing function 28 periodically queries the 
crowd formation function 26 for crowds of users formed at 
that time, computes crowd hash Values for those crowds, and 
stores the crowd hash values in the crowd hash repository 32. 
The crowd hash computing function 28 may compute and 
store crowd hash values for all crowds or only those crowds in 
one or more defined geographic areas (e.g., crowds at one or 
more defined POIs or within one or more defined Areas of 
Interest (AOIs)). 
0.058 At some point in time, the mobile device 14-1, and 
more specifically the crowd client 34-1 of the mobile device 
14-1, sends a historical crowd comparison request to the 
crowd server 12 (step 702). In one embodiment, the historical 
crowd comparison request is for a current location of the user 
16-1. In another embodiment, the historical crowd compari 
son request is for a POI or AOI defined or otherwise selected 
by the user 16-1. The historical crowd comparison request 
may be manually initiated by the user 16-1 or automatically 
initiated by the crowd client 34-1 in response to a triggering 
event. 

0059. In response to receiving the historical crowd com 
parison request, the crowd comparison function 30 obtains 
crowd hash values for historical crowds that are relevant to the 
historical crowd comparison request (step 704). In this 
embodiment, the crowd hash values for the historical crowds 
are stored in the crowd hash repository 32 along with the 
locations of the historical crowds at the time the crowd hash 
values were computed. As such, in one embodiment, the 
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relevant historical crowds are historical crowds that were 
located at or near the current location of the user 16-1. In 
another embodiment, the relevant historical crowds are his 
torical crowds that were located at a POI or within an AOI 
defined by the historical crowd comparison request. In addi 
tion, a time window may be defined for the historical crowd 
comparison request Such that the relevant historical crowds 
are historical crowds for which the corresponding crowd hash 
values were computed during the defined time window. The 
time window may be system-defined or defined by the user 
16-1 and included in the historical crowd comparison request. 
For example, the time window may be an absolute time win 
dow Such as, for example, the last week, the last month, the 
last year, Jan. 1, 2010 through Mar. 12, 2010, or the like. As 
another example, the time window may be a reoccurring time 
window such as, for example, Fridays, weekdays from 10 
AM-Noon, the first day of each month, or the like. 
0060 Next, for each historical crowd, the crowd compari 
son function 30 determines a degree of user overlap between 
the historical crowd and each of one or more favorite crowds 
previously identified by the user 16-1 using the process of 
FIG. 4 (step 706). Then, in this embodiment, the crowd com 
parison function 30 combines the degrees of overlap for the 
historical crowds to provide one or more combined degrees of 
user overlap (step 708). More specifically, for each favorite 
crowd of the user 16-1, the crowd comparison function 30 
may combine (e.g., average) the degrees of user overlap 
between the historical crowds and the favorite crowd to pro 
vide a combined degree ofuser overlap for the favorite crowd. 
The combined degree of user overlap for each favorite crowd 
is then returned to the mobile device 14-1 (step 710). The 
crowd client 34-1 of the mobile device 14-1 then presents the 
combined degree of user overlap for each favorite crowd to 
the user 16-1 (step 712). 
0061 FIG. 10 illustrates the operation of the crowd server 
12 to provide POI recommendations based on anonymous 
crowd comparisons according to another embodiment of the 
present disclosure. In this embodiment, the crowd hash com 
puting function 28 computes and stores crowd hash values for 
crowds over time (step 800). These crowds are referred to 
hereinas historical crowds. More specifically, in one embodi 
ment, the crowd hash computing function 28 periodically 
queries the crowd formation function 26 for crowds of users 
formed at that time, computes crowd hash values for those 
crowds, and stores the crowd hash values in the crowd hash 
repository 32. The crowd hash computing function 28 may 
compute and store crowd hash values for all crowds or only 
those crowds in one or more defined geographic areas (e.g., 
crowds at one or more defined POIs or within one or more 
defined AOIs). 
0062. At some point in time, the mobile device 14-1, and 
more specifically the crowd client 34-1 of the mobile device 
14-1, sends a POI recommendation request to the crowd 
server 12 (step 802). In response to receiving the POI recom 
mendation request, the crowd hash computing function 28 
obtains a list of relevant POIs (step 804). The list of relevant 
POIs may include POIs within a defined geographic region 
Such as, for example, a defined geographic region in which 
the user 16-1 is currently located (e.g., within 10 miles from 
the current location of the user 16-1) or a geographic region 
defined by the user 16-1 and included in the POI recommen 
dation request (e.g., Raleigh, N.C.). The crowd hash comput 
ing function 28 then obtains crowd hash values stored for 
historical crowds located at the relevant POIs from the crowd 
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hash repository 32 (step 806). In one embodiment, a time 
window may be used such that the crowd hash values 
obtained for the relevant POIs are only those crowd hash 
values for historical crowds at the relevant POIs during a 
defined time window for the POI recommendation request. 
The time window for the historical crowd comparison request 
may be defined by the historical crowd comparison request or 
may be system-defined. For example, the time window may 
be an absolute time window Such as, for example, the last 
week, the last month, the last year, Jan. 1, 2010 through Mar. 
12, 2010, or the like. As another example, the time window 
may be a reoccurring time window Such as, for example, 
Fridays, weekdays from 10 AM-Noon, the first day of each 
month, or the like. 
0063 Next, for each historical crowd for each relevant 
POI, the crowd comparison function 30 determines a degree 
ofuser overlap between the historical crowd and one or more 
favorite crowds previously identified by the user 16-1 using 
the process of FIG. 4 (step 808). More specifically, for each 
historical crowd and each favorite crowd of the user 16-1, the 
crowd comparison function 30 determines a degree of user 
overlap between the historical crowd and the favorite crowd 
based on a comparison of the crowd hash value of the histori 
cal crowd obtained from the crowd hash repository 32 and a 
crowd hash value stored for the favorite crowd in the crowd 
hash repository 32. 
0064. The crowd comparison function 30 then selects one 
or more of the relevant POIs to recommend to the user 16-1 
based on the degrees of user overlap between the historical 
crowds at the relevant POIs and the favorite crowd(s) of the 
user 16-1 (step 810). More specifically, in one embodiment, a 
relevant POI is selected to recommend to the user 16-1 if the 
degree of user overlap between at least one historical crowd at 
the POI and at least one of the favorite crowds of the user 16-1 
is greater than a predefined threshold (e.g., 75%). In another 
embodiment, for each relevant POI, the degrees of user over 
lap between historical crowds at the relevant POI for each 
favorite crowd of the user 16-1 are combined (e.g., averaged) 
to provide a combined degree of user overlap for the relevant 
POI for each favorite crowd of the user 16-1. A relevant POI 
may then be selected for recommendation to the user 16-1 if 
the combined degree of user overlap for the relevant POI for 
at least one of the favorite crowds of the user 16-1 is greater 
than a predefined threshold (e.g., 75%). The crowd compari 
son function 30 then returns the recommended POI(s) to the 
mobile device 14-1 (step 812) where the crowd client 34-1 
presents the recommended POI(s) to the user 16-1 (step 814). 
0065 FIG. 11 illustrates the operation of the crowd server 
12 to provide crowd monitoring at a desired POI based on 
anonymous crowd comparisons according to one embodi 
ment of the present disclosure. First, the crowd server 12 
receives a request to monitor crowds at a POI (step 900). The 
request may be from one of the mobile devices 14-1 through 
14-N, the subscriber device 18, or the third-party service 22. 
The crowd hash computing function 28 then computes and 
stores crowd hash values for crowds at the POI over time (step 
902). More specifically, in one embodiment, the crowd hash 
computing function 28 periodically queries the crowd forma 
tion function 26 for crowds at the POI, computes crowd hash 
values for the crowds at the POI, and stores the crowd hash 
values for the crowds in the crowd hash repository 32. 
0066. At some point, the crowd comparison function 30 
compares the crowd hash values computed and stored for 
crowds at the POI over time to provide data characterizing 
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crowd patterns at the POI (step 904). In other words, the 
crowd comparison function 30 characterizes crowd patterns 
at the POI based on comparisons of the crowd hash values 
computed and stored for crowds at the POI over time. More 
specifically, in one embodiment, for each of one or more 
reoccurring time windows, the crowd comparison function 30 
determines a degree of user overlap between each crowd at 
the POI during the reoccurring time window and each other 
crowd at the POI during the reoccurring time window based 
on comparisons of corresponding crowd hash values. As a 
result, for each reoccurring time window, the crowd compari 
son function 30 provides a degree of user overlap between 
each pair of crowds at the POI during the reoccurring time 
window. Then, for each reoccurring time window, the degrees 
of user overlap computed for the pairs of crowds at the POI 
during the reoccurring time window may be combined (e.g., 
averaged) to provide a combined degree of user overlap for 
the reoccurring time window. The combined degree of user 
overlap for each of the reoccurring time windows may then be 
provided as data characterizing crowd patterns at the POI. 
Note that, as used herein, a reoccurring time window is a time 
window that periodically repeats itself. Some examples of a 
reoccurring time window are Friday (i.e., the day Friday 
repeats weekly), weekdays from 11 AM to 1 PM (repeats 
daily during the week and each week), March 19 (repeats 
yearly), or the like. Once characterization is complete, the 
data characterizing crowd patterns at the POI is returned to 
the requestor (step 906). 
0067 FIG. 12 is a block diagram of the crowd server 12 
according to one embodiment of the present disclosure. As 
illustrated, the crowd server 12 includes a controller 40 con 
nected to memory 42, one or more secondary storage devices 
44, and a communication interface 46 by a bus 48 or similar 
mechanism. The controller 40 is a microprocessor, digital 
Application Specific Integrated Circuit (ASIC), Field Pro 
grammable Gate Array (FPGA), or the like. In this embodi 
ment, the controller 40 is a microprocessor, and the crowd 
formation function 26, the crowd hash computing function 
28, and the crowd comparison function 30 (FIG.5) are imple 
mented in software and stored in the memory 42 for execution 
by the controller 40. Further, the crowd hash repository 32 
(FIG. 5) may be implemented in the one or more secondary 
storage devices 44. The one or more secondary storage 
devices 44 are digital data storage devices such as, for 
example, one or more hard disk drives. The communication 
interface 46 is a wired or wireless communication interface 
that communicatively couples the crowd server 12 to the 
network 24 (FIG. 5). For example, the communication inter 
face 46 may be an Ethernet interface, local wireless interface 
Such as a wireless interface operating according to one of the 
suite of IEEE 802.11 standards, or the like. 
0068 FIG. 13 is a block diagram of the mobile device 14-1 
according to one embodiment of the present disclosure. This 
discussion is equally applicable to the other mobile devices 
14-2 through 14-N. As illustrated, the mobile device 14-1 
includes a controller 50 connected to memory 52, a commu 
nication interface 54, one or more user interface components 
56, and the location determination function 36-1 by a bus 58 
or similar mechanism. The controller 50 is a microprocessor, 
digital ASIC, FPGA, or the like. In this embodiment, the 
controller 50 is a microprocessor, and the crowd client 34-1 
(FIG.5) is implemented in software and stored in the memory 
52 for execution by the controller 50. In this embodiment, the 
location determination function 36-1 is a hardware compo 
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nent such as, for example, a GPS receiver. The communica 
tion interface 54 is a wireless communication interface that 
communicatively couples the mobile device 14-1 to the net 
work 24 (FIG. 5). For example, the communication interface 
54 may be a local wireless interface such as a wireless inter 
face operating according to one of the suite of IEEE 802.11 
standards, a mobile communications interface Such as a cel 
lular telecommunications interface, or the like. The one or 
more user interface components 56 include, for example, a 
touchscreen, a display, one or more user input components 
(e.g., a keypad), a speaker, or the like, or any combination 
thereof. 

0069 FIG. 14 is a block diagram of the subscriber device 
18 according to one embodiment of the present disclosure. As 
illustrated, the subscriber device 18 includes a controller 60 
connected to memory 62, one or more secondary storage 
devices 64, a communication interface 66, and one or more 
user interface components 68 by a bus 70 or similar mecha 
nism. The controller 60 is a microprocessor, digital ASIC, 
FPGA, or the like. In this embodiment, the controller 60 is a 
microprocessor, and the web browser 38 (FIG. 5) is imple 
mented in software and stored in the memory 62 for execution 
by the controller 60. The one or more secondary storage 
devices 64 are digital storage devices such as, for example, 
one or more hard disk drives. The communication interface 
66 is a wired or wireless communication interface that com 
municatively couples the subscriber device 18 to the network 
24 (FIG. 5). For example, the communication interface 66 
may be an Ethernet interface, local wireless interface such as 
a wireless interface operating according to one of the Suite of 
IEEE 802.11 standards, a mobile communications interface 
Such as a cellular telecommunications interface, or the like. 
The one or more user interface components 68 include, for 
example, a touchscreen, a display, one or more user input 
components (e.g., a keypad), a speaker, or the like, or any 
combination thereof. 

0070 FIG. 15 is a block diagram of a computing device 72 
operating to host the third-party service 22 (FIG.5) according 
to one embodiment of the present disclosure. The computing 
device 72 may be, for example, a physical server. As illus 
trated, the computing device 72 includes a controller 74 con 
nected to memory 76, one or more secondary storage devices 
78, a communication interface 80, and one or more user 
interface components 82 by a bus 84 or similar mechanism. 
The controller 74 is a microprocessor, digital ASIC, FPGA, or 
the like. In this embodiment, the controller 74 is a micropro 
cessor, and the third-party service 22 is implemented in Soft 
ware and stored in the memory 76 for execution by the con 
troller 74. The one or more secondary storage devices 78 are 
digital storage devices such as, for example, one or more hard 
disk drives. The communication interface 80 is a wired or 
wireless communication interface that communicatively 
couples the computing device 72 to the network 24 (FIG. 5). 
For example, the communication interface 80 may be an 
Ethernet interface, local wireless interface such as a wireless 
interface operating according to one of the suite of IEEE 
802.11 standards, a mobile communications interface Such as 
a cellular telecommunications interface, or the like. The one 
or more user interface components 82 include, for example, a 
touchscreen, a display, one or more user input components 
(e.g., a keypad), a speaker, or the like, or any combination 
thereof. 

0071 Those skilled in the art will recognize improve 
ments and modifications to the preferred embodiments of the 
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present invention. All Such improvements and modifications 
are considered within the scope of the concepts disclosed 
herein and the claims that follow. 

What is claimed is: 
1. A computer-implemented method comprising: 
obtaining a hash value for a first user group, the hash value 

for the first user group comprising a plurality of compo 
nent hash values generated for a plurality of two-user 
permutations for the first user group; 

obtaining a hash value for a second user group, the hash 
value for the second user group comprising a plurality of 
component hash values generated for a plurality of two 
user permutations for the second user group; and 

determining a degree of user overlap between the first user 
group and the second user group based on a comparison 
of the hash value for the first user group and the hash 
value for the second user group. 

2. The method of claim 1 wherein: 
the plurality of two user-permutations for the first user 

group comprises all distinct two-user permutations for 
the first user group, and each of the plurality of compo 
nent hash values for the first user group is a hash value 
computed for a corresponding one of the plurality of 
two-user permutations for the first user group based on a 
predetermined hash function; and 

the plurality of two user-permutations for the second user 
group comprises all distinct two-user permutations for 
the second user group, and each of the plurality of com 
ponent hash values for the second user group is a hash 
value computed for a corresponding one of the plurality 
of two-user permutations for the second user group 
based on the predetermined hash function. 

3. The method of claim 1 wherein: 
the plurality of two user-permutations for the first user 

group comprises all distinct two-user permutations for 
the first user group other than those that include a 
requesting user associated with the hash value for the 
first user group, and each of the plurality of component 
hash values for the first user group is a hash value com 
puted for a corresponding one of the plurality of two 
user permutations for the first user group based on a 
predetermined hash function; and 

the plurality of two user-permutations for the second user 
group comprises all distinct two-user permutations for 
the second user group other than those that include a 
requesting user associated with the hash value for the 
second user group, and each of the plurality of compo 
nenthash values for the second user group is a hash value 
computed for a corresponding one of the plurality of 
two-user permutations for the second user group based 
on the predetermined hash function. 

4. The method of claim 1 wherein obtaining the hash value 
for the first user group comprises: 

obtaining a list of users in the first user group; 
removing a requesting user that initiated a process for 

obtaining the hash value for the first user group from the 
list of users; 

Sorting the list of users in the first user group to provide a 
sorted list of users; 

creating the plurality of two-user permutations for the first 
user group from the sorted list of users; 
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computing a component hash value for each of the plurality 
of two-user permutations for the first user group to pro 
vide the plurality of component hash values for the first 
user group; and 

concatenating the plurality of component hash values to 
provide a concatenated hash value for the first user 
group. 

5. The method of claim 4 wherein obtaining the hash value 
for the first user group further comprises compressing the 
concatenated hash value for the first user group using a lossy 
compression algorithm to provide the hash value for the first 
user group. 

6. The method of claim 5 wherein compressing the concat 
enated hash value comprises removing every Nth bit, where N 
is greater than or equal to 2. 

7. The method of claim 5 wherein compressing the concat 
enated hash value comprises removing every other bit. 

8. The method of claim 4 wherein sorting the list of users in 
the first user group to provide the sorted list of users is such 
that the plurality of two-user permutations for the first user 
group are canonical with respect to other instances of the 
plurality of two-user permutations for other user groups 
including the second user group. 

9. The method of claim 1 wherein obtaining the hash value 
for the first user group comprises: 

obtaining a list of users in the first user group; 
sorting the list of users in the first user group to provide a 

sorted list of users; 
creating the plurality of two-user permutations for the first 

user group from the sorted list of users; 
computing a component hash value for each of the plurality 

of two-user permutations for the first user group to pro 
vide the plurality of component hash values for the first 
user group; and 

concatenating the plurality of component hash values to 
provide a concatenated hash value for the first user 
group. 

10. The method of claim 9 wherein obtaining the hash 
value for the first user group further comprises compressing 
the concatenated hash value for the first user group using a 
lossy compression algorithm to provide the hash value for the 
first user group. 

11. The method of claim 10 wherein compressing the con 
catenated hash value comprises removing every Nth bit, 
where N is greater than or equal to 2. 

12. The method of claim 10 wherein compressing the con 
catenated hash value comprises removing every other bit. 

13. The method of claim 9 wherein sorting the list of users 
in the first user group to provide the sorted list of users is such 
that the plurality of two-user permutations for the first user 
group are canonical with respect to other instances of the 
plurality of two-user permutations for other user groups 
including the second user group. 

14. The method of claim 1 wherein determining the degree 
of user overlap between the first user group and the second 
user group comprises: 

determining a number of matching component hash values 
between the plurality of component hash values for the 
first user group and the plurality of component hash 
values for the second user group; and 

determining a number of matching users in the first and 
second user groups based on the number of matching 
component hash values. 
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15. The method of claim 14 wherein the number of match 
ing component hash values corresponds to a number of 
matching two-user permutations between the plurality of 
two-user permutations for the first user group and the plural 
ity of two-user permutations for the second user group. 

16. The method of claim 14 wherein determining the num 
ber of matching users in the first and second user groups based 
on the number of matching componenthash values comprises 
determining the number of matching users in the first and 
second user groups based on: 

212). = number of matching two user permutations 
(ii - 2) 

where number of matching two user permutations is the 
number of matching component hash values and n is the 
number of matching users in the first and second user groups. 

17. The method of claim 14 wherein determining the 
degree of user overlap between the first user group and the 
second user group further comprises: 

determining a largest user group of the first and second user 
groups; and 

determining a percentage of user overlap based on a ratio of 
the number of matching users over a number of users in 
the largest user group of the first and second user groups. 

18. A server comprising: 
a communication interface communicatively coupling the 

server to a network; and 
a controller associated with the communication interface 

and adapted to: 
obtain a hash value for a first user group, the hash value 

for the first user group comprising a plurality of com 
ponent hash values generated for a plurality of two 
user permutations for the first user group; 

obtain a hash value for a second user group, the hash 
value for the second user group comprising a plurality 
of component hash values generated for a plurality of 
two-user permutations for the second user group; and 

determine a degree of user overlap between the first user 
group and the second user group based on a compari 
son of the hash value for the first user group and the 
hash value for the second user group. 

19. A computer-readable medium storing software for 
instructing a controller to: 

obtain a hash value for a first user group, the hash value for 
the first user group comprising a plurality of component 
hash values generated for a plurality of two-user permu 
tations for the first user group; 

obtain a hash value for a second user group, the hash value 
for the second user group comprising a plurality of com 
ponent hash values generated for a plurality of two-user 
permutations for the second user group; and 

determine a degree of user overlap between the first user 
group and the second user group based on a comparison 
of the hash value for the first user group and the hash 
value for the second user group. 

20. A computer-implemented method comprising: 
receiving a crowd hash value storage request from a 

requestor, 
obtaining a crowd in which the requestor is located at a 

time of receiving the crowd hash value storage request; 
computing a crowd hash value for the crowd in which the 

requestor is located, the crowd hash value comprising a 
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plurality of component hash values computed for a plu 
rality of two-user permutations for the crowd in which 
the requestor is located; and 

storing the crowd hash value as a crowd hash value for a 
crowd of interest of the requestor. 

21. The method of claim 20 further comprising, at some 
time after storing the crowd hash value for the crowd of 
interest of the requestor: 

receiving a current crowd comparison request from the 
requestor, 

obtaining a current crowd that is relevant to the current 
crowd comparison request; 

computing a crowd hash value for the current crowd, the 
crowd hash value for the current crowd comprising a 
plurality of component hash values computed for a plu 
rality of two-user permutations for the current crowd; 

obtaining the crowd hash value of the crowd of interest of 
the requestor from storage; 

determining a degree of user overlap between the current 
crowd and the crowd of interest of the requestor based on 
a comparison of the hash value for the current crowd and 
the hash value for the crowd of interest of the requestor; 
and 

returning the degree of user overlap between the current 
crowd and the crowd of interest of the requestor to the 
requestor. 

22. The method of claim 20 further comprising, at some 
time after storing the crowd hash value for the crowd of 
interest of the requestor: 

receiving a Point of Interest (POI) recommendation 
request from a requestor, 

obtaining a plurality of relevant POIs that are relevant to the 
POI recommendation request; 

for each relevant POI of the plurality of relevant POIs: 
obtaining a current crowd at the relevant POI: 
computing a crowd hash value for the current crowd at 

the relevant POI, the crowd hash value comprising a 
plurality of component hash values computed for a 
plurality of two-user permutations for the current 
crowd at the relevant POI; and 

determining a degree of user overlap between the current 
crowd at the relevant POI and the crowd of interest of 
the requestor based on a comparison of the crowd 
hash value for the current crowd at the relevant POI 
and the crowd hash value for the crowd of interest of 
the requestor obtained from Storage; 

selecting one or more recommended POIs from the plural 
ity of relevant POIs based on the degree of user overlap 
between each current crowd at the plurality of relevant 
POIs and the crowd of interest of the requestor; and 

returning the one or more recommended POIs to the 
requestor. 

23. The method of claim 20 further comprising, at some 
time after storing the crowd hash value for the crowd of 
interest of the requestor: 

receiving a historical crowd comparison request from the 
requestor, 

obtaining one or more historical crowds that are relevant to 
the historical crowd comparison request; 

obtaining the crowd hash value of the crowd of interest of 
the requestor from storage; 

for each historical crowd of the one or more historical 
crowds: 
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obtaining a crowd hash value for the historical crowd, 
the crowd hash value for the historical crowd being 
previously computed and stored and comprising a 
plurality of component hash values computed for a 
plurality of two-user permutations for the historical 
crowd; and 

determining a degree of user overlap between the his 
torical crowd and the crowd of interest of the 
requestor based on a comparison of the hash value for 
the historical crowd and the hash value for the crowd 
of interest of the requestor; and 

returning, to the requestor, data reflecting the degree of 
user overlap between each of the one or more historical 
crowds and the crowd of interest of the requestor. 

24. The method of claim 23 further comprising: 
combining the degrees of user overlap between the one or 

more historical crowds and the crowd of interest of the 
requestor to provide a combined degree of user overlap: 

wherein returning the data comprises returning the com 
bined degree of user overlap. 

25. The method of claim 20 further comprising, at some 
time after storing the crowd hash value for the crowd of 
interest of the requestor: 

receiving a Point of Interest (POI) recommendation 
request from a requestor, 

obtaining a plurality of relevant POIs that are relevant to the 
POI recommendation request; 

for each relevant POI of the plurality of relevant POIs: 
obtaining one or more historical crowds at the relevant 

POIs 
for each historical crowd of the one or more historical 

crowds at the relevant POI, computing a crowd hash 
value for the historical crowd at the relevant POI, the 
crowd hash value comprising a plurality of compo 
nent hash values computed for a plurality of two-user 
permutations for the historical crowd at the relevant 
POI; and 

for each historical crowd of the one or more historical 
crowds at the relevant POI, determining a degree of 
user overlap between the historical crowd at the rel 
evant POI and the crowd of interest of the requestor 
based on a comparison of the crowd hash value for the 
historical crowd at the relevant POI and the crowd 
hash value for the crowd of interest of the requestor 
obtained from storage; 

selecting one or more recommended POIs from the plural 
ity of relevant POIs based on the degree of user overlap 
between each of the historical crowd at each of the 
plurality of relevant POIs and the crowd of interest of the 
requestor, and 

returning the one or more recommended POIs to the 
requestor. 

26. A server comprising: 
a communication interface communicatively coupling the 

server to a network; and 
a controller associated with the communication interface 

and adapted to: 
receive a crowd hash value storage request from a 

requestor via the communication interface; 
obtain a crowd in which the requestor is located at a time 

of receiving the crowd hash value storage request; 
compute a crowd hash value for the crowd in which the 

requestor is located, the crowd hash value comprising 
a plurality of component hash values computed for a 
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plurality of two-user permutations for the crowd in 
which the requestor is located; and 

store the crowd hash value as a crowd hash value for a 
crowd of interest of the requestor. 

27. A computer-readable medium storing software for 
instructing a controller of a computing device to: 

receive a crowd hash value storage request from a 
requestor, 

obtain a crowd in which the requestor is located at a time of 
receiving the crowd hash value storage request; 

compute a crowd hash value for the crowd in which the 
requestor is located, the crowd hash value comprising a 
plurality of component hash values computed for a plu 
rality of two-user permutations for the crowd in which 
the requestor is located; and 

store the crowd hash value as a crowd hash value for a 
crowd of interest of the requestor. 

28. A computer-implemented method comprising: 
receiving a request to monitor crowds at a Point of Interest 

(POI) from a requestor; 
computing a plurality of crowd hash values for a plurality 

of crowds at the POI over time, wherein, for each crowd 
hash value of the plurality of crowd hash values, the 
crowd hash value comprises a plurality of component 
hash values computed for a plurality of two-user permu 
tations for a corresponding one of the plurality of crowds 
at the POI over time; 

comparing the plurality of crowd hash values for the plu 
rality of crowds at the POI over time to one another to 
provide data characterizing crowd patterns at the POI; 
and 

returning the data characterizing crowd patterns at the POI 
to the requestor. 

29. The method of claim 28 wherein comparing the plural 
ity of crowd hash values for the plurality of crowds at the POI 
over time to one another to provide the data characterizing 
crowd patterns at the POI comprises: 

identifying a subset of the plurality of crowds that were at 
the POI during a reoccurring time window; 

determining a combined degree of user overlap for the 
subset of the plurality of crowds based on a subset of the 
plurality of crowd hash values computed for the subset 
of the plurality of crowds; and 

including the combined degree of user overlap for the 
subset of the plurality of crowds in the data characteriz 
ing crowd patterns at the POI. 

30. The method of claim 28 wherein comparing the plural 
ity of crowd hash values for the plurality of crowds at the POI 
over time to one another to provide the data characterizing 
crowd patterns at the POI comprises: 

identifying a subset of the plurality of crowds that were at 
the POI during a reoccurring time window; 

determining a degree of user overlap between each pair of 
crowds in the subset of the plurality of crowds that were 
at the POI during the reoccurring time window based on 
comparisons of crowd hash values in a Subset of the 
plurality of crowd hash values for the subset of the 
plurality of crowds to one another; 

combining the degrees of user overlap for the pairs of 
crowds in the subset of the plurality of crowds that were 
at the POI during the reoccurring time window to pro 
vide a combined degree of user overlap for the reoccur 
ring time window; and 



US 2012/0046995 A1 

including the combined degree of user overlap for the 
reoccurring time window in the data characterizing 
crowd patterns at the POI. 

31. A server comprising: 
a communication interface communicatively coupling the 

server to a network; and 
a controller associated with the communication interface 

and adapted to: 
receive a request, via the communication interface, to 

monitor crowds at a Point of Interest (POI); 
compute a plurality of crowd hash values for a plurality 

of crowds at the POI over time, wherein, for each 
crowd hash value of the plurality of crowd hash val 
ues, the crowd hash value comprises a plurality of 
component hash values computed for a plurality of 
two-user permutations for a corresponding one of the 
plurality of crowds at the POI over time; 

compare the plurality of crowd hash values for the plu 
rality of crowds at the POI over time to one another to 
provide data characterizing crowd patterns at the POI: 
and 
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return the data characterizing crowd patterns at the POI 
to the requestor. 

32. A computer-readable medium storing software for 
instructing a controller of a computing device to: 

receive a request to monitor crowds at a Point of Interest 
(POI); 

compute a plurality of crowd hash values for a plurality of 
crowds at the POI over time, wherein, for each crowd 
hash value of the plurality of crowd hash values, the 
crowd hash value comprises a plurality of component 
hash values computed for a plurality of two-user permu 
tations for a corresponding one of the plurality of crowds 
at the POI over time; 

compare the plurality of crowd hash values for the plurality 
of crowds at the POI over time to one another to provide 
data characterizing crowd patterns at the POI; and 

return the data characterizing crowd patterns at the POI to 
the requestor. 


