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v (57) Abstract: Beacon-based guidance functionality is described herein that assists the user in navigating over a desired route within

o an environment, or otherwise interacting with the environment. The environment, in turn, is populated with a plurality of beacons
having, in one implementation, respective non-overlapping ranges. The desired route traverses ranges associated with a route-specif
ic set of beacons, from among the plurality of beacons. In one manner of operation, the beacon -based guidance functionality determ
ines whether a user is within a range of one of the route-specific beacons. Based on that knowledge, the beacon-based guidance
module can generate guidance information which directs the user towards a next waypoint in the route.
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USE OF BEACONS FOR ASSISTANCE TO USERS IN INTERACTING WITH

THEIR ENVIRONMENTS

BACKGROUND

[0001] A user may rely on various conventional mechanisms in generating and

executing travel plans and/or in exploring his or her environment in a more spontaneous

and unconstrained manner. For example, a user may use a route selection application to

generate a route for use in traveling between two locations. That same application may

then guide the user as the user travels over the route through a series of prompts. The

prompts may correspond to spoken and/or displayed messages, such as a message that

verbally instructs the user to make a turn within a prescribed distance. There is

nevertheless considerable room for improvement in these conventional mechanisms.

SUMMARY

[0002] Various tools are described herein for assisting a user in interacting with

physical and/or virtual spaces. Such assistance, for example, may facilitate a user's

navigation within the physical and/or virtual spaces. As used herein, navigation refers a

user's purposeful movement through a space according to a predetermined plan, and/or

movement that may reflect spontaneous decisions that do not necessarily conform to any

predetermined plan. The tools may also assist a user's exploration within a space at any

given moment in time, e.g., corresponding to a process by which the user orients himself

or herself in the space.

[0003] As a general principle, the tools are designed to provide highly informative and

timely assistance to the user in a user-friendly manner, thereby enriching the user's

experience of the physical and virtual spaces through which the user moves, but without

unduly distracting the user from the actual task of interacting with the spaces. In view of

these characteristics, the tools may be successfully used even by users with vision

impairments and/or other handicaps. However, the tools are general-purpose in nature,

and thus may provide user-friendly and unobtrusive guidance to any user in performing

any task in which the user interacts within his or her environment.

[0004] The tools have various aspects which contribute to the above-summarized

performance. According to one aspect, a space interaction (SI) module is described herein

that includes a beacon-based guidance module that assists the user in navigating over a

desired route within an environment, or, more generally, moving within and exploring the

environment. The environment, in turn, is populated with a plurality of beacons having, in



one illustrative implementation, respective non-overlapping ranges. The desired route

traverses ranges associated with a route-specific set of beacons, from among the plurality

of beacons.

[0005] In one approach, the beacon-based guidance module is configured to:

determine whether a user is within a range of one of the route-specific beacons, to provide

current location information (when the user is within the range); determine a next

waypoint that the user is expected to reach based on predetermined journey information, to

provide next waypoint information; determine direction information based on the current

location information and the next waypoint information; and generate audio information

based on the direction information. The audio information, once delivered to the user,

assists the user in reaching the next waypoint. In one case, the audio information may be

expressed, at least in part, as three-dimensional (e.g., directional) sounds.

[0006] The above features contribute to the above goal of allowing the user to safely

and efficiently move through his or her environment, particularly in those situations in

which the user cannot rely on other modes of determining his or her location (e.g., based

on the use of a satellite-based navigation system). In addition, the use of non-overlapping

beacon ranges, according to one illustrative implementation, provides an efficient

mechanism for disambiguating the location of the user, since the user cannot

simultaneously exist within the ranges of two or more beacons at the same time.

[0007] The above approach can be manifested in various types of systems, devices,

components, methods, computer readable storage media, data structures, graphical user

interface presentations, articles of manufacture, and so on.

[0008] This Summary is provided to introduce a selection of concepts in a simplified

form; these concepts are further described below in the Detailed Description. This

Summary is not intended to identify key features or essential features of the claimed

subject matter, nor is it intended to be used to limit the scope of the claimed subject

matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] Fig. 1 shows an overview of a system for assisting a user in interacting with a

physical and/or virtual space.

[0010] Fig. 2 shows an example in which the user uses the system of Fig. 1 to take a

journey that is defined by plural waypoints. In other cases, the user may use the system to

interact with an environment in a more open-ended and spontaneous manner.



[0011] Fig. 3 shows an overview of computing functionality that may be used to

implement the system of Fig. 1.

[0012] Fig. 4 shows one implementation of a space interaction module, which is a

component of the computing functionality of Fig. 3 .

[0013] Fig. 5 shows one implementation of an application interface module, which is a

component of the space interaction module of Fig. 4 .

[0014] Fig. 6 shows an example of a headset, handheld user computing device ("user

device" for brevity), and another user computing device; these devices may implement one

or more aspects of the system of Fig. 1.

[0015] Fig. 7 shows one manner of implementing the headset and user device of Fig.

6 .

[0016] Fig. 8 shows another manner of implementing the headset and the (optional)

user device of Fig. 6 .

[0017] Fig. 9 shows a scenario in which a user interacts with the user device of Fig. 6

within a vehicle.

[0018] Fig. 10 is a flowchart which illustrates one manner of operation of the

equipment shown in Fig. 6 .

[0019] Fig. 11 shows different workspaces that may be presented by the application

interface module of Figs. 4 and 5, e.g., in a user interface presentation provided by a

display output mechanism of a user device.

[0020] Fig. 1 shows a gesture that may be used to transition from a first workspace to

a second workspace.

[0021] Fig. 13 shows a default hub menu that may be presented in a home workspace,

according to one implementation.

[0022] Figs. 14-16 show respective context menus that may be presented in the home

workspace.

[0023] Fig. 17 shows a menu that identifies a plurality of functions that may be

invoked; that menu may be presented in a main workspace.

[0024] Fig. 18 shows a menu that a user may use to set various parameters; that menu

may be presented in a settings workspace.

[0025] Fig. 19 shows a menu that a user may use to access information that is relevant

to the user as he or she conducts a journey or otherwise interacts with an environment; that

menu may be presented in an information workspace.



[0026] Fig. 20 shows a menu that a user may use to access information pertaining to

nearby items of interest (IOIs); that menu may be presented in a "nearby me" workspace.

[0027] Fig. 2 1 shows an example of a transient menu that may be presented in the

home workspace.

[0028] Fig. 22 shows an example of an overlay menu that, in this particular case, is

presented in the settings workspace.

[0029] Fig. 23 demonstrates gestures that a user may use to obtain audio information

regarding his or her current context.

[0030] Fig. 24 shows a gesture that a user may use to activate any menu in any

workspace.

[0031] Fig. 25 shows a gesture that a user may use to navigate through a collection of

menu items in any menu.

[0032] Fig. 26 shows a back gesture that a user may use to navigate from a current

menu to some other preceding menu.

[0033] Fig. 27 shows an alternative organization of workspaces, compared to the

implementation of Fig. 11.

[0034] Fig. 28 shows tab information in a home workspace of Fig. 27, corresponding

to a state in which a user has not yet created any tabs.

[0035] Fig. 29 shows a tab menu in the home workspace of Fig. 27, corresponding to a

state in which a user has now created a collection of tabs.

[0036] Fig. 30 shows an alternative manner of organizing menu items within a menu,

compared to the implementation of Fig. 25.

[0037] Figs. 3 1 and 32 show an alternative manner of scrolling through menu items

within a menu, and then selecting a menu item, compared to the implementation of Fig.

25.

[0038] Fig. 33 shows a back gesture performed at the periphery of a menu, and an

action that is performed in response to this gesture.

[0039] Fig. 34 shows a gesture that is performed by drawing a circle shape on a menu,

and a back action that is performed in response to the gesture.

[0040] Fig. 35 shows a gesture that is performed by drawing a half-circle on a menu,

and a back action that is performed in response to the gesture.

[0041] Figs. 36 and 37 show different gestures that can be used to increase and

decrease, respectively, a level of verbosity provided by the system of Fig. 1, and a level of

contextual information provided by the system.



[0042] Fig. 38 is a flowchart which summarizes one manner of operation of the

application interface module of Figs. 4 and 5 .

[0043] Fig. 39 demonstrates the use of three-dimensional audio information to create a

perception of sound which emanates from a particular location within space.

[0044] Fig. 40 demonstrates the use of three-dimensional audio information to create a

perception of sound that moves across a series of locations within space.

[0045] Fig. 4 1 demonstrates a manner in which a path guidance module can use three-

dimensional sounds (e.g., a periodic beat sound) to guide the user in a desired direction.

[0046] Fig. 42 demonstrates a manner in which an exploration module can use three-

dimensional sounds to identify locations of IOIs that are associated with a current focus of

interest of the user.

[0047] Fig. 43 demonstrates a manner in which an orientation module can use three-

dimensional sounds to identify IOIs that are associated with an entire space around the

user.

[0048] Fig. 44 is a flowchart that describes the use of three-dimensional sounds to

assist the user in interacting with a space.

[0049] Fig. 45 is a flowchart that describes one manner in which the path guidance

module (of Figs. 4 and 41) may use the three-dimensional sounds to guide the user along a

desired route.

[0050] Fig. 46 is a flowchart that describes one manner in which the space interaction

module can use three-dimensional sounds to identify IOIs, e.g., in an automated mode

(e.g., while the user traverses a route or otherwise moves in space), in an explore mode, or

in an orientation mode.

[0051] Fig. 47 shows an environment having a plurality of beacons. In one illustrative

implementation, the beacons produce non-overlapping ranges in which their respective

signals may be detected by a user who moves across the environment or otherwise

interacts with the environment.

[0052] Figs. 48-50 show other environments, each having a greater number of beacons

compared to the example of Fig. 47.

[0053] Fig. 5 1 is a flowchart that shows one manner of operation of a beacon-based

guidance module, within the context of the types of environments of Figs. 47-50.

[0054] Fig. 52 is a flowchart that provides further details regarding one manner in

which the beacon-based guidance module can determine the current location of the user

within an environment.



[0055] Fig. 53 shows illustrative computing functionality that can be used to

implement any aspect of the features shown in the foregoing drawings.

[0056] The same numbers are used throughout the disclosure and figures to reference

like components and features. Series 100 numbers refer to features originally found in

Fig. 1, series 200 numbers refer to features originally found in Fig. 2, series 300 numbers

refer to features originally found in Fig. 3, and so on.

DETAILED DESCRIPTION

[0057] This disclosure is organized as follows. Section A provides an overview of a

system for assisting a user in interacting with a real and/or virtual space. Section B

describes different types of headset and handheld user computing devices that can be used

in the system of Section A. Section C describes an illustrative user interface experience

that may be provided by the system of Section A. Section D describes functionality for

generating and using three-dimensional sounds, and other (non-three-dimensional) types

of sounds. Section E describes beacon-based guidance functionality for assisting the user

in navigating through an environment that is populated with beacons having, in one

illustrative implementation, non-overlapping ranges. And Section F describes illustrative

computing functionality that can be used to implement any aspect of the features described

in the previous sections.

[0058] As a preliminary matter, some of the figures describe concepts in the context of

one or more structural components, variously referred to as functionality, modules,

features, elements, etc. The various components shown in the figures can be implemented

in any manner by any physical and tangible mechanisms, for instance, by software running

on computer equipment, hardware (e.g., chip-implemented logic functionality), etc.,

and/or any combination thereof. In one case, the illustrated separation of various

components in the figures into distinct units may reflect the use of corresponding distinct

physical and tangible components in an actual implementation. Alternatively, or in

addition, any single component illustrated in the figures may be implemented by plural

actual physical components. Alternatively, or in addition, the depiction of any two or

more separate components in the figures may reflect different functions performed by a

single actual physical component. Fig. 53, to be described in turn, provides additional

details regarding one illustrative physical implementation of the functions shown in the

figures.

[0059] Other figures describe the concepts in flowchart form. In this form, certain

operations are described as constituting distinct blocks performed in a certain order. Such



implementations are illustrative and non-limiting. Certain blocks described herein can be

grouped together and performed in a single operation, certain blocks can be broken apart

into plural component blocks, and certain blocks can be performed in an order that differs

from that which is illustrated herein (including a parallel manner of performing the

blocks). The blocks shown in the flowcharts can be implemented in any manner by any

physical and tangible mechanisms, for instance, by software running on computer

equipment, hardware (e.g., chip-implemented logic functionality), etc., and/or any

combination thereof.

[0060] As to terminology, the phrase "configured to" encompasses any way that any

kind of physical and tangible functionality can be constructed to perform an identified

operation. The functionality can be configured to perform an operation using, for

instance, software running on computer equipment, hardware (e.g., chip-implemented

logic functionality), etc., and/or any combination thereof.

[0061] The term "logic" encompasses any physical and tangible functionality for

performing a task. For instance, each operation illustrated in the flowcharts corresponds to

a logic component for performing that operation. An operation can be performed using,

for instance, software running on computer equipment, hardware (e.g., chip-implemented

logic functionality), etc., and/or any combination thereof. When implemented by

computing equipment, a logic component represents an electrical component that is a

physical part of the computing system, however implemented.

[0062] The following explanation may identify one or more features as "optional."

This type of statement is not to be interpreted as an exhaustive indication of features that

may be considered optional; that is, other features can be considered as optional, although

not explicitly identified in the text. Further, any description of a single entity is not

intended to preclude the use of plural such entities; similarly, a description of plural

entities is not intended to preclude the use of a single entity. Further, while the description

may explain certain features as alternative ways of carrying out identified functions or

implementing identified mechanisms, the features can also be combined together in any

combination. Finally, the terms "exemplary" or "illustrative" refer to one implementation

among potentially many implementations.

A. Overview of the System

[0063] Fig. 1 shows an overview of a system 102 for assisting a user 104 in interacting

with a physical and/or virtual space. A physical space may correspond, for example, an

indoor space defined by the interior of one or more buildings, or to an exterior space that



exist outside of the interior of buildings, or to some combination of indoor and outdoor

spaces. A virtual space may correspond, for example, to a domain that is populated with

virtual objects of any type or types. In some scenarios, a virtual space may be overlaid on

a physical space through which the user may physically move. In those cases, some

virtual objects in the virtual space may be assigned corresponding real positions in the

physical space (to be clarified below).

[0064] Fig. 1 broadly introduces illustrative components that may be used in the

system 102. The components are optional in the sense that a particular implementation of

the system 102 may omit one or more of the illustrated components. In addition, or

alternatively, a particular implementation of the system 102 may include additional

components that are not shown in Fig. 1.

[0065] During his or her exploration of the space(s), the user 104 may interact with the

system 102 via a user computing device 106 of any type (referred to as a simply a "user

device" for brevity below) and a headset 108, or just the headset 108 alone. The user

device 106 may correspond to any type of portable computing device having any form

factor. For example, the user device 106 may correspond to a smartphone, a tablet-type

computing device, a laptop computing device, a netbook-type computing device, a media

consumption device (such as a book reader-type computing device or a music-playing

computing device), a portable game device, a wearable computing device (such as

eyewear, goggles, etc.), and so on. In other cases (not shown), a user 104 may carry and

utilize two or more user computing devices, such as a smartphone in combination with a

tablet-type computing device.

[0066] The headset 108 may likewise correspond to any type of device for delivering

audio information to the user 104. In one case, for example, the headset 108 may deliver

audio information using conventional speakers positioned over, or in proximity to, one or

more ears of the user 104. In another case, the headset 108 may deliver audio information

using a bone conduction technique. In a bone conduction technique, the headset 108

passes information to the user's eardrums via vibrations imparted to the bones of the

user's head. A headset that uses bone conduction may not block the ear cannels of the

user 104, and thus allows the user 104 to hear other (exterior) sounds produced by the

spaces through which he or she navigates; this outcome may be desirable, in some cases,

to increase the safety with which users interact with their physical environments,

particularly for the case of sight-impaired users and the case of users who are unfamiliar

with their surroundings.



[0067] According to one general manner of use, the user 104 may interact with the

user device 106 to receive information regarding his or her interaction with a space in

primarily visual form. In addition, or alternatively, the user device 106 can deliver

information in non-visual forms, such as by producing haptic feedback cues (e.g.,

vibration-based cues). The user 104 may primarily interact with the headset 108 to receive

audio information regarding his or her interaction with a space. That audio information

may include spoken information, other sounds, etc. The system 102 may also receive

instructions from either the user device 106 or the headset 108, or both.

[0068] The user 104 may also optionally interact with the system 102 via one or more

traditionally stationary computing devices 110, such as a desktop computing device, a

game console device, a set-top box device, and so on. For example, the user 104 may

interact with the system 102 using the other user computing device 110 prior to a journey

to create journey information that defines a particular route through a space. The user 104

may then load that journey information on the user device 106 and/or the headset 108.

Following the journey, the user 104 may again interact with the system 102 via the other

user computing device 110. For example, the system 102 may download information

regarding a completed journey to the other user computing device 110, allowing the user

104 to review information regarding that journey at any time, for any purpose.

[0069] In one case, all functions associated with the system 102 are performed by

processing functionality provided by the above-identified components, namely, the user

device 106, the headset 108, and the other user computing device 110. In another case,

one or more remote processing resources 112 may implement at least some aspects of the

processing performed by the system 102, such as those aspects which are particularly

computation-intensive in nature. For example, the remote processing resources 112 may

include functionality for creating new journeys, modifying existing journeys, interpreting

the user's spoken instructions, and so on. In one case, the remote processing resources

112 may correspond to one or more server computing devices, one or more data stores,

and so on.

[0070] The system 102 may use any combination of communication conduits 114 to

couple the above-described components together. For example, the user device 106 may

interact with the headset 108 via any wireless communication mechanism (e.g., using

BLUETOOTH communication), and or any hardwired communication mechanism (e.g.,

via a USB connection, etc.). The user device 106 and the headset 108 may communicate



with remote components of the system 102 via a cellular connection, a Wi-Fi connection,

a hardwired connection, etc., or any combination thereof.

[0071] Further, although not shown, the user device 106 may interact with any remote

position-determination systems for the purpose of determining the position of the user

device 106. The headset 108 may perform the same function. The remote position-

determination mechanisms may correspond to any satellite-based position-determination

system (e.g., a GPS system), terrestrial communication towers, and so on. Still further, the

user device 106 and/or the headset 108 may also interact with local beacons through any

communication mechanism (e.g., via BLUETOOTH communication, Wi-Fi

communication, etc.).

[0072] The remainder of this section (Section A) provides an overview of the

functionality provided by the system 102. Later sections provide additional details

regarding individual components of the system.

[0073] In general, a user may use the system 102 as a way of enriching the user's

experience as the user moves through any type of space, familiar or unfamiliar. In one

scenario, for instance, the user may use the system 102 as a guide in conducting a planned

journey from a source location to a target location, subject to a desired timetable. In other

cases, the user may use the system 102 to provide assistance in exploring a space in a

more open-ended and spontaneous manner, e.g., without a preplanned journey and/or

timetable. For example, a user may use the system 102 to provide assistance as he or she

wanders through an unfamiliar city, or meanders past the exhibits of a fair or museum; the

user may engage in this activity with no fixed itinerary, and may alter his or her journey's

course and objectives in a free-form and spontaneous manner. In yet another case, the

user may use the system 102 as a way of enlivening a familiar route through a familiar

environment, and so on. In yet another case, a user may use the system in a hybrid manner

of operation, e.g., in which some aspects of the user's interaction conform to a prepared

plan and other aspects are more open-ended and spontaneous in nature.

[0074] Advancing to Fig. 2, this figure shows one example in which a user uses the

system 102 of Fig. 1 to take a preplanned journey. The user's illustrative experience in

conducting this journey will be described below, as a way of introducing the reader to the

types of functions that the system 102 may perform. Note that this example experience is

presented in the spirit of illustration, not limitation; as noted above, the system 102 can be

applied in a wide variety of other contexts in which a user interacts with his or her

environment, for any purpose.



[0075] In the non-limiting case of Fig. 2, assume that the user (a man named John) has

created a journey prior to embarking on the journey (although, again, this need not be the

case). For example, assume that the user has created a route to take him from his

residence in London to a doctor's appointment in another part of the city. The user may

have created a journey for this task because he is unfamiliar with the part of the city over

which he is to travel. Or the user may have one or more handicaps which present various

mobility-related challenges. For example, the user may have any form (and degree) of

vision impairment. In this context, the user may have created the journey to assist him in

navigating the route, even though he may be familiar with the route. In another case, some

entity other than the user may have created the journey on behalf of the user. In these

cases, the planned journey is defined by journey information, which describes all aspects

of the journey.

[0076] Fig. 2 specifically represents the planned route 202 of the journey as a solid

line. In some cases, the user may use the system 102 to generally adhere to the planned

route 202. In other cases, the user may diverge from the planned route 202 for any reason,

e.g., because he encounters an obstacle along the planned route 202, or he makes a

spontaneous decision to change the course of his travel for any reason. For example, in

this merely illustrative case, the user has departed from the planned route 202 for the

purpose of visiting a store 204 along the way, to purchase some item (e.g., a sandwich,

etc.). Fig. 2 represents the actual route 206 of the user as a dashed line.

[0077] The planned route 202 in the illustrated case of Fig. 2 is defined by a series of

transitional points (wi, w2, W3, W4, and ws) or stations, referred to as waypoints herein.

For example, the waypoint wi may correspond to the starting point of the user's journey,

while the waypoint ws may correspond to the destination of the user's journey. The

waypoints W2 and W3 may correspond to two intersections; at each such intersection, the

user transitions from a first road to a second road. The waypoint W4 may correspond to

any station at which a user may change his mode of transportation. For example, the user

may travel to waypoint W4 on foot. The waypoint W4 may correspond to a shuttle station

at which the user waits for the arrival of a shuttle 208, which arrives per a predetermined

schedule. The user may then continue to the waypoint ws on the shuttle 208. In other

cases, the mode of transportation may correspond to a train, subway bus, tram, or any

mode of private transportation (e.g., private automobile, bicycle, etc.).

[0078] Hence, the planned route may be conceptualized as having a series of segments

(si, S2, S3, and S4). The example of Fig. 2 is a simplified case. In other cases, a journey



may include many more waypoints and associated segments. And that journey may

encompass any combination of modes of transportation. In yet other cases, a journey may

be less complex than the one shown in Fig. 2, e.g., including only a beginning and ending

waypoint. And, to repeat, in other cases, the journey may not be defined in advance.

[0079] A context, as the term is used herein, generally refers to the circumstance that

confronts a user at any given time while conducting the journey or otherwise interacting

with the environment. The circumstance, in turn, is governed by at least features of the

environment with which the user may wish to interact, the current time of day (and day of

week), etc., and the goals that confront the user at the current time, etc. For example, at a

time ti, the user is traversing the segment si in an attempt to travel from the waypoint wi

to the waypoint w2. The context ci of the user's journey is therefore defined, at least in

part, by the user's current location along the planned journey, and the user's effort to reach

the waypoint W 2 over the planned segment s2. The user's context at other times will differ

depending on the environment that confronts the user at those times, coupled with the

users' respective local goals at that time.

[0080] With the above preliminary description of the planned route 202 and the actual

route 206, now consider an illustrative user experience as the user travels from waypoint

wi to waypoint w5. Assume, in one example, that the user carries at least the user device

106, and wears the headset 108 (shown in Fig. 1). The user device 106 is referred to

below as a smartphone to simplify reference to this device, although the user device 106

can include any type of device mentioned above with reference to Fig. 1. In yet other

cases, the user may navigate with just the use of the headset 108 (that is, by eliminating

the use of the smartphone).

[0081] As a general principle, the system 102 exposes the user to relevant information

at appropriate junctures along the path of the user, as the user conducts his journey or

otherwise interacts with the space. Instances of the information that may be automatically

presented to the user in audible, visual, and/or haptic form are referred to herein as items

of interest (IOIs). To perform this function, the system 102 determines the current context

of the user at each moment of time. For instance, the system 102 senses the location and

orientation (and optionally, the motion) of the user at each particular time. The system

102 can use any technology or combination of technologies to perform this task, examples

of which are provided below in the context of the description of Fig. 3. The system 102

then identifies IOIs that are relevant to the user's current context. In some cases, for

instance, the system 102 can determine that an IOI is relevant to the user's current context



because the user is within a prescribed distance of a physical object (or region) that is

associated with the IOI, where that distance is defined and stored in advance. The system

102 then delivers information regarding those IOIs to the user. As will be described in

greater detail below, the user can also manually explore future contexts with which he will

(or may) be confronted, at later times in the journey, allowing the user to prepare for those

situations.

[0082] The system 102 can provide the IOIs based on information extracted from

various sources. For instance, the system 102 can determine the locations of roads, natural

features, etc. from publically-available map information (such as map information

provided by the BING map service provided by MICROSOFT Corporation of Redmond,

Washington). The system 102 can determine the locations of public and private entities

(e.g., stores, government buildings, etc.) from any published directory information. The

system 102 can determine the occurrence of relevant events from various published

sources, such as public transportation schedule information, public safety information.

The system 102 can determine user-related information from various services, such as one

or more online social networking applications, one or more calendar applications, etc., and

so on.

[0083] Each IOI pertains to a particular topic or experiential focus. The IOIs can be

categorized in different ways, along different explanatory dimensions. For instance, IOIs

of a first class directly map to physical objects or physical events in the space through

which the user is moving or otherwise interacting. For example, an IOI of this type may

correspond to a store that lies in proximity to the user, or an open manhole that lies in front

of the user, or a next waypoint that the user is within a prescribed distance of reaching, etc.

IOIs of a second class of IOIs do not necessarily have a direct physical counterpart in the

environment. For example, an IOI of this type may correspond to an advertisement that

plays when the user approaches a bus stop. The advertisement may be associated with a

space around the bus stop, but otherwise is not a description of the bus stop per se.

[0084] Another "virtual-type" IOI may correspond to a news headline that is brought

to the user's attention as he approaches a coffee stand. The system 102 may present

information regarding that IOI to the user based on the premise that a user may wish to

consume that IOI while drinking a cup of coffee. Another virtual-type IOI may

correspond to a weather report that is delivered to the user as the user leaves a subway

station. The system 102 may present information regarding that IOI to the user based on

the premise that the user may wish to prepare for the weather which he is about to confront



upon leaving the station. Another virtual-type IOI may correspond to a message retrieved

from a social network application as the user approaches his or her personal residence.

The system 102 may present information regarding that IOI to the user based on the

premise that the user may wish to catch up on any messages sent by family members or

friends, prior to entering his home. Many other scenarios are envisioned in which the user

receives some type of information (and/or opportunity to interact with functionality) that is

germane to the user's present circumstance, yet might not serve to describe an actual

object or event in the user's immediate vicinity.

[0085] Different IOIs (of either the first "real" class or second "virtual" class

described above) can also be categorized based on their roles that they serve in the

exploration of space. For example, the IOIs may be classified along this dimension as

warning IOIs, journey IOIs, contextual IOIs, and available-information IOIs, etc.

(although such categories may not be, strictly speaking, mutually exclusive). The system

102 sends information regarding warning IOIs to alert the user to occurrences that may

affect the safety of the user during the journey (such as an indication that there is an open

manhole in front of the user). Warning messages are sharp and to the point. The system

102 sends information regarding journey IOIs to alert the user to occurrences that may

affect the progress of the user's journey (such as an indication that a next waypoint is

approaching, or that a bus will be late). The system 102 sends information regarding

contextual IOIs to the user to alert the user to objects and events in the vicinity of the user

(whether real or virtual) that may interest the user (such as an indication that a coffee shop

is ahead of the user on his journey). The system 102 alerts the user to the existence of

available-information IOIs, without automatically delivering them. A user may then

choose to receive this information in an on-demand manner, or ignore it. For example, a

user may access the available-information by tapping on an appropriate function button on

the headset 108 or through an information menu provided by the user device 106, or using

the equivalent voice command.

[0086] The system can deliver information regarding each IOI in any manner. For

example, for at least some IOIs, the system can deliver the IOI by sending a telltale sound,

followed by a spoken message. The preliminary sound enables the user to "tune in" to

hear the spoken announcement, that is, by directing attention to the spoken announcement.

The sound also alerts the user as to the type of information that is to follow, so that the

user is better able to decide whether he or she will devote attention to it. For example,

users may choose to give heightened attention to journey information, but devote less



attention to contextual information (e.g., regarding a store in the user's vicinity, or a

promotional offer pertaining to the user's current circumstance).

[0087] At any point in the journey, the user can make a request to hear the information

regarding one or more journey IOIs (and/or other types of IOIs) that were most recently

read aloud. That request can be made in various ways to be described below. If a warning

has been read aloud within the last 30 seconds, then the system 102 will respond to the

user's action by also repeating the warning, followed by repeating the journey

information. In some cases, the user may request the system 102 to repeat information,

but this information is no longer available. The system 102 can play an appropriate sound

to alert the user to this situation, following by a spoken message, "information is

unavailable at this time," or the like.

[0088] As another general feature, the system 102 may automatically present

information regarding some IOIs at times at which the user is not expected to be

overwhelmed with other sensory information from the environment. For example, the

system 102 may refrain from sending the user messages regarding the planned route 202

until the user reaches a prescribed "quiet zone" along the planned route, at which the user

can safely and enjoyably consume the information. The system 102 can store, in advance,

the locations of regions that are considered "quiet zones."

[0089] Now more closely consider the user's particular experience while navigating

over the space shown in Fig. 2 . Assume that, at time ti, the user is attempting to reach the

second waypoint w2. After sensing the location (and heading) of the user, the system 102

can send the user directions (in visual and/or audible form) that assist the user in reaching

the second waypoint w2. Further, the system 102 can send the user information regarding

the second waypoint W2 itself when the user is within a prescribed distance from the

second waypoint w2. This will enable the user to make suitable preparations for any

change in course that the second waypoint W2 may entail. The above-described

information may be formulated primarily as journey IOIs.

[0090] In certain situations, the user's actual journey may depart from the planned

journey, e.g., with respect to the route that is actually taken and/or the timing of the user's

traversal of the space. To address those situations, the system 102 can automatically (or in

an on-demand manner) determine whether the user's current situation will impact any

remaining parts of the user's journey. For example, the system 102 can update the user's

estimated time of arrival at a bus station and then determine whether the user will continue

to arrive on time to catch a previously-identified bus or shuttle. If the user's current



situation impacts the user's journey in this manner, the system 102 can automatically r e

generate information that is used to assist the user in navigating within the space. That

information may be expressed as a new set of IOIs. For example, the system 102 can

advise the user to take a later bus or shuttle (and can automatically make appropriate

reservations, send appropriate notifications, and/or make other arrangements). Further, as

noted above, the user may explore the updated information in any manner, e.g., by

expressly requesting information regarding a waypoint to be encountered in the future, etc.

[0091] Fig. 2 also generally indicates that, at time ti, the system 102 automatically

informs the user of the existence of various items of interest (IOIs) of a contextual nature

(that is, in the terminology set forth above, "contextual IOIs"). For example, an

illustrative contextual IOI may correspond to a store, a restaurant, a government office, a

natural landmark, etc. In one case, the system 102 may present a contextual IOI for the

user's consideration only if it is within a prescribed distance of the user the present time,

and the user has not already passed it by.

[0092] The user may customize the behavior of the system 102 in any manner (with

respect to contextual IOIs and/or any other type of IOI). For example, the user can specify

the types of prompts that he wishes to receive along his route, e.g., by indicating he would

like to receive information regarding a first type of store, but not a second type of store.

The user may also specify the timing at which he would like to receive the information.

For example, the user can specify the maximum distance (from his current location) that

should be considered when notifying him of the existence of contextual IOIs. The user

may make these settings prior to embarking on the journey. In addition, the user may

dynamically change the type and quantity of information delivered by the system over the

course of the journey, e.g., by dialing back on the amount of information that is

automatically provided by the system. The user may opt to reduce the amount of

information because he finds it unnecessary or distracting at a particular juncture along the

journey.

[0093] The system 102 can present information regarding contextual IOIs in any

application-specific manner. For example, in one case, the system 102 may announce a

collection of contextual IOIs in the order in which they appear in front of the user, from

left to right or from right to left (e.g., by essentially forming an angular sweep, with the

user positioned at the origin of the sweep), or from front to back (in terms of distance from

the user), or back to front, etc. As noted above, in one implementation, the system 102

can precede each announcement with a telltale sound that alerts the user that information



regarding a contextual IOI is about to follow. The system 102 may then describe the

contextual IOI, e.g., by providing audio information which announces, "Jane's Coffee

Shop, 150 feet." The system 102 may alternatively provide different preliminary sounds

associated with different types of establishments, such as by providing a first type of

preliminary sound for restaurants, and a second type of sound for bus stops, etc.

[0094] In some cases, there may be a large quantity of contextual IOIs within the

vicinity of the user at a current time. To cut back on the amount of information imparted

to the user, the system 102 may consolidate this information into one or more summary

messages, such as by announcing, "Restaurants, generally at 100 feet." The same holds

true for any type of IOI. In general, the system 102 can determine whether a group of

individual IOIs to be delivered to the user at a given time have at least one common

characteristic. The system 102 can then provide a summary message which announces the

group of IOIs as a block or set, rather than individually. In the specific example noted

above, the system 102 determines that a group of contextual IOIs are located in the

vicinity of the user and that these IOIs pertain to the same type of establishment. In

another example, the system 102 may provide the summary warning IOI, "Numerous large

potholes in the next 100 yards."

[0095] The system 102 may use other rules to provide announcements in an intelligent

manner. For example, some IOIs are relevant only if the user is in close proximity to these

IOIs. For example, a user may be interested in a park bench only if the user is within a

few feet of this object. Hence, the system 102 may announce the presence of these kinds

of objects only when the user is relatively close to these objects. But here again, the user

may customize the behavior of the system in this regard.

[0096] According to another illustrative feature, the system 102 may use three-

dimensional sounds to announce the presence of some types of IOIs, such as some types of

contextual IOIs. A three-dimensional sound refers to a sound that the user perceives as

emanating from a particular location (or locations) within physical space. In reality,

however, the audio information is presented to the user via the headset 108 and has no

physical origin within the environment. As will be described below in Section D, the

system 102 can achieve the above result through the use of Head-Related Transfer

Functions (HRTFs), in conjunction with different types of wideband audio sounds. In

other implementations, the system 102 can use other techniques and technologies to create

a three-dimensional audio effect (instead of HRTFs or in addition to HRTFs), such as

Ambiophonics, Ambisonics, wave field synthesis etc.



[0097] For example, at the context ci (at time ti), the system 102 may send a series of

directional announcements to the user which identify at least three contextual IOIs (IOIi,

IOI2, and IOI3). The system 102, for instance, can announce the presence of contextual

IOIi by sending a preliminary sound to the user which the user perceives as emanating

from a particular location in space at which the entity associated with the contextual IOI is

physically located. That is, if the contextual IOI corresponds to Jane's Coffee Shop, the

message would direct the user's attention to the actual location of Jane's Coffee Shop.

The system 102 can also provide the description of this establishment using a three-

dimensional sound, such as by announcing "Jane's Coffee Shop, 150 feet" in a directional

manner, that is, using three-dimensional spoken information.

[0098] In addition, or alternatively, the system 102 may send the user information

regarding one or more information-available IOIs. As explained above, the system 102

can perform this operation by sending a message which generally alerts the user to the

existence of information that may pertain to the user's current context, but without

immediately announcing the particular substance of that information. The user may then

manually ask the system 102 to receive the information, e.g., by making a "more

information" instruction. Or the user may ignore the information.

[0099] All of the above information-delivery features contribute to the goal of

surfacing useful information to the user as the user traverses a space, without

overwhelming the user with too much information.

[00100] As another feature, at any juncture along the user's path, the system 102 can

compare the user's actual direction of travel with a desired direction of travel. The system

102 can determine the user's actual direction of travel using any of the mechanisms

described below in connection with Fig. 3 . The system 102 can determine the desired

direction by determining where the user is expected to be headed at the present time. The

system 102 can then determine deviation information which determines an extent to which

the actual direction of the user deviates from the desired direction. The system 102 can

then send the user information which attempts to steer the user along a desired path.

[00101] For example, consider the user at time t . At this juncture, the user is

attempting to reach waypoint W3. Assume that the user's actual direction is represented by

arrow 210, and the user's desired direction is represented by arrow 212. The system 102

will send the user instructions that attempt to steer the user away from his current errant

direction, towards the desired direction.



[00102] In one implementation, the system 102 accomplishes the above goal using a

three-dimensional beat sound or other type of periodic sound. The three-dimensional beat

sound is any type of repeating sound (such as a clicking sound) that is perceived by the

user as originating from a particular location (or locations) in the physical space. In the

case of Fig. 2, at the time t2, the system 102 will deliver a three-dimensional beat sound

that appears to originate to the left of the user along his direction of travel. This will

advise the user to the fact that: (a) he is headed in a non-optimal direction; and (b) he

should turn slightly left to achieve a more desirable trajectory.

[00103] The system 102 can modulate the beat sound to achieve other effects. For

example, the system 102 can change the tone and/or periodicity and/or volume (and/or

some other aspect) of the beat sound depending on the extent to which the user is currently

headed in a non-optimal direction. The user will interpret the beat sound as an indication

of the extent to which he is headed in the wrong direction.

[00104] So far, the description has mostly emphasized the ability of the system 102 to

automatically deliver information to the user at appropriate junctures along the user's path.

In this mode of operation, the user's encounter with the environment may constitute the

events which trigger the delivery of information, e.g., in the form of the above-described

different types of IOIs. In addition, at any time, the user may manually interact with either

the smartphone or the headset 108 to manually explore his environment and to obtain

information regarding any of the IOIs described above. For example, in a first manner of

interaction, the user may tap on a touch-sensitive surface of the smartphone at any given

time along the journey. In response to a single tap, the system 102 will announce top-level

information regarding the user's present context. For example, at time ti, the system may

respond to a single tap by announcing that the user is headed to waypoint w2, which may

be considered a journey IOI. In response to a double tap, the system 102 will provide

more detailed information regarding the present context. In response to a triple tap, the

system 102 will provide instructions which allow the user to interact with the smartphone,

e.g., for the purpose of obtaining additional information regarding the context, and to

invoke various functions pertaining to the current context.

[00105] As another feature, at any juncture, the user may interact with the smartphone

to activate one or more menus that are relevant to the user at a given time. For example, at

time ti, the user may perform a tap-and-hold gesture on the surface of the smartphone. In

response, the system 102 may activate a menu associated with the user's present context.



The user may then interact with the smartphone to explore the immediately presented

menu, or navigate to any other menu.

[00106] More specifically, as will be explained in detail in Section C below, the system

102 may represent a collection of menus that are accessible through a set of workspaces.

Each workspace has a fixed positional relationship with respect to each other workspace.

The user may access desired information and/or functionality by navigating to an

appropriate workspace and associated menu.

[00107] According to one feature, the user may perform all of the above screen-

interaction tasks with a single hand, e.g., using the thumb of the hand that holds the

smartphone. The system 102 can also provide audible and/or haptic feedback cues as the

user interacts with the smartphone's touch-sensitive surface. Collectively, all of these

features reduce to extent to which the user needs to divert his attention from the

environment while interacting with the system 102. For example, the user may keep his

eyes on the road on which he is walking while interacting with the smartphone. A person

having impairment of his sight can also successfully interact with the system 102 due to

the above-summarized non-visual characteristics.

[00108] As will be described in Subsection C.3, the user may also manually interact

with the system 102 via voice instructions. In addition, or alternatively, the user may

manually interact with the system 102 via input mechanisms provided by the headset 108

(as described in Section B). The system 102 may provide yet other mechanisms by which

the user may manually interact with the system 102.

[00109] The user may also invoke special modes for use in exploring his immediate

environment. For example, in response to activating an explore mode, the system 102 can

determine the current focus of attention of the user, which may correspond to the direction

at which the user is presumed to be looking at the current time (which, in turn, may be

determined based on one or more orientation determination mechanisms). The system 102

can then determine the contextual IOIs that are encompassed by (or otherwise associated

with) a subspace formed around the user's direction of attention. The system 102 can then

read off these contextual IOIs by announcing these contextual IOIs using three-

dimensional sounds, and/or by sending visual messages for presentation on the user's

smartphone, etc.

[00110] Some of these contextual IOIs may pertain to real objects in the environments

having respective real positions within the subspace. These IOIs serve principally to

identify or mark the locations of these physical entities in physical space. Other



contextual IOIs may be virtual in nature, in that they pertain to the subspace (given the

user's current context), but may not directly describe objects in that subspace. In other

words, these other contextual IOIs convey information and/or an experience that relates to

the user's current context, beyond that of identifying the locations of physical entities.

[00111] To cite one example, a contextual IOI of the "virtual" variety may correspond

to a message, "Remember our fallen troops" as the user approaches a military barracks.

That message is related to the barracks but cannot be accurately said to simply mark the

location of the barracks. The intent of that message is to create a mental association to

enrich the user's experience as he approaches the barracks. Alternatively, the contextual

IOI in that circumstance may correspond to a song or an excerpt from an inspirational

speech or a personal message that has particular meaning to the user (as previously

specified and loaded into the system 102 by the user).

[00112] The same is true for other types of IOIs (other than contextual IOIs). That is,

some IOIs serve mainly as labeling tags, while other IOIs are intended to stimulate

cognitive associations, memories, emotions, etc. The latter group of IOIs is referred to as

"virtual" herein in the sense that they pertain to a realm of associations, experiences,

meanings, etc. that is not a surface-level transcription of events and objects in the

environment. Such IOIs could alternatively be referred to as inferential, suggestive,

relational, etc. IOIs.

[00113] According to another feature, in response to activating an orientation mode, the

system 102 can perform a complete 360 scan around the user to identify all items of

interest that are associated with a prescribed distance from the user. The system 102 can

also perform this 360 degree scan for successive levels in the vertical dimension, e.g., to

determine stores provided on different levels of a mall complex or the like. The user can

customize the behavior of the explore mode and the orientation mode in any manner

described above, e.g., by changing the types of IOIs that are identified, the dimensions of

the space that is searched for the presence of the IOIs, and so on. In addition, the user may

interact with the system 102 to govern the manner in which the system 102 reads off the

IOIs.

[00114] Now assume that, at time t3, the user spontaneously decides to veer off from

the planned route 202 to visit the store 204, e.g., to purchase a sandwich. When in the

store, the context (c3) of the user at this time pertains to a store environment. Hence, the

system 102 may perform the same functions as described above, but now in the context of

the indoor environment of the store. For example, the system 102 can automatically



determine contextual IOIs as the user traverses an isle of the store 204, and announce

those contextual IOIs to the user. For example, upon approaching the dairy section of the

store 204, the user may receive a message that reads, "Milk, cheese, and yogurt, 20 feet

ahead." The system 102 may send progressively more detailed information as the user

draws closer to products that may interest him. Again, some of the contextual IOIs can

have a less direct correspondence with physical objects in the store, e.g., as in a message

that is delivered in the soup section, which alerts the users of the presence of high sodium

in many soups.

[00115] The user may also manually interact with the system 102 within the store

environment in any manner. For example, the user may manually explore different menus

associated with different products. The user may also use the smartphone to perform

various transactions in the store environment, such as purchasing an item, researching an

item, etc.

[00116] In some implementations, the system 102 can determine the location of the user

within the store 204 by determining whether the user is within the range of one of a set of

beacons, which have been placed (in advance) at different locations within the store 204.

As will be described in Section E, the beacons may have non-overlapping ranges.

[00117] Upon leaving the store 204, the system 102 may recalculate the user's journey

to lead the user back to the planned route 202. For instance, the system 102 may provide

the user with instructions that allow the user to reach the waypoint W4, associated with a

shuttle stand. Upon reaching that waypoint, the system 102 may then deliver information

that is relevant to the user at this juncture, such as by announcing the expected time of

arrival of the user's shuttle 208. That information may be delivered as one or more

journey IOIs.

[00118] The system 102 may continue to provide services to the user while he is

travelling on the shuttle 208. For example, the system 102 may notify the user of the

expected time of arrival at the ultimate destination, i.e., waypoint w (the user's doctor's

office). The system 102 can also provide other messages that may be of use to the user,

depending on the nature of the public (or private) transportation on which the user is

traveling. For example, when riding on a bus and approaching a final destination, the

system 102 can alert the user to the existence of a high curb that he is expected to

encounter upon exiting the bus. Further, the system 102 can, with the user's permission,

alert the driver of the bus that a person requiring assistance will be disembarking at an

upcoming bus stop.



[00119] In summary, throughout the user's journey, the user may receive a large

quantity of information in audible form, e.g., in the form of spoken messages, other sounds

(three-dimensional sounds and non-three-dimensional sounds), etc. The system 102 may

use various techniques to manage the presentation of this information, some of which have

been already mentioned above (such as the ability to dial back or dial up on the quantity of

information that is delivered). This feature allows the user to receive the most relevant

information in a timely manner, without overwhelming the user with too much

information.

[00120] For example, the system 102 may play back sounds during a journey subject to

different rules to address the situation in which the delivery of one sound potentially

interferes with the delivery of another sound. According to one illustrative rule, the

system 102 will play the beat sound in a continuous loop to steer the user in a desired

direction, e.g., while walking. The system 102, however, may temporally disable this

sound (or reduce the volume of this sound compared to a normal state of this sound) when

any other sound is being played. This enables the user to hear the other sounds without

interference from the beat sound, which is considered a low priority sound.

[00121] According to another illustrative rule, the system 102 may unconditionally play

sounds that represent interface-related events, such as flick gestures which change which

menu or context is presented to the user. To avoid overloading the user with too much

audio information, these types of sounds may be designed to be short and distinct. A user

may control the playback of these types of cues, at least to some extent, by temporally

suspending his or her interaction with the system 102 (because no interaction cue will be

produced if the user is not actively interacting with the system 102).

[00122] According to additional illustrative rules, the system 102 can prioritize

navigational sounds by assigning the highest priority level to warning sounds (e.g., for

warning IOIs), the next highest priority level to journey information (e.g., for journey

IOIs), and the next highest level to contextual information (e.g., for any type of contextual

IOIs). In some cases, the system 102 will delay the delivery of information, e.g., because

more critical information is being played back. Further, in some cases, a delayed message

will no longer be relevant by the time that the system 102 is capable of presenting it (e.g.,

because the user has moved to a new context in which the information is no longer

relevant); if so, the system 102 may refrain from presenting that information.

[00123] In conclusion, the above-described scenario is also useful in highlighting some

of the advantageous technical effects of the system 102. Generally, the system 102 allows



any user to receive guidance that serves different but related goals. First, the system 102

attempts to expose the user to the most useful information at any given time along his or

her journey, thus empowering the user to more effectively navigate within his or her

environment, or to achieve other objectives. Second, the system 102 enriches the user's

experience of the environment beyond providing navigational assistance, allowing the user

to learn new information about the environment that may not be immediately apparent to

the user without the use of the system 102; in this regard, the system 102 allows the user to

metaphorically delve beneath the surface of the environment to understand formerly

hidden aspects and connections which pertain to the environment 102. Third, the system

102 attempts to provide this useful information to the user in a manner which minimizes

the distractions placed on the user. The third goal is useful to provide a more enjoyable

and useful experience to the user, e.g., by allowing the user to maintain primary focus on

his or her interaction with the "real world," not on the tools which he or she is using to

interact with the real world. Stated in the negative, the third goal attempts to reduce the

anxiety that may occur by asking the user to interact with a cumbersome and complex

tool, to which the user would be expected to devote significant attention. The third goal

also allows the user to efficiently and quickly access desired information in a safe manner,

without being overwhelmed at any given time with too much information.

[00124] A number of technical features contribute to the above-summarized goals,

particularly with respect to the third goal. The features include, but are not limited to: a)

the use of a one-handed interaction experience; b) the use of a user-friendly menu

structure that accommodates gestures that can be performed on a touch-sensitive surface

in a location-agnostic manner (to be described below); c) the use of a user-friendly and

easy-to-learn workspace structure which provides access to a "safe" home workspace (to

be described below); d) the use of multiple mechanisms to enter commands (e.g., via the

headset 108, user device 106, voice recognition, etc.); e) the use of audio information

and/or haptic cues to convey information without unduly disrupting the user's focus on the

journey; f) the use of three-dimensional and non-three-dimensional sounds to help steer

the user in a desired direction without inundating the user with complex instructions, or to

alert the user to the location of IOIs, and so on.

[00125] The above advantages apply to any user of the system 102. The system 102

may also be successfully used by people with any type of condition that impairs their

ability to make journeys. These users may include users having partial or full loss of

sight, users with cognitive or other psychological impairments, users having mobility-



related handicaps, and so on. For these users, the system 102 acts as a virtual guide dog,

assisting the user in each stage of their journey in a safe manner, or otherwise assisting the

user in interacting with their environment, whatever the user's goal happens to be at the

moment. For these users, in addition to the above-summarized general benefits, the

system 102 also allows the user to access information and guidance that would not

otherwise be available to them, thus potentially improving the mobility, confidence, and

general quality of life of these users.

[00126] Advancing now to Fig. 3, this figure shows a high-level overview of computing

functionality that may be used to implement the system 102 of Fig. 1. The functionality of

Fig. 3 is shown in a device-agnostic manner. In an actual implementation, the

functionality may be allocated, for instance, to any of the components introduced in Fig. 1,

or any combination of these components. For instance, Fig. 3 shows that the functionality

includes a space interaction (SI) module 302. The SI module 302 performs all (or most) of

the functions described with respect to the scenario of Fig. 2 . Some parts of the SI module

302 may be implemented by the user device 106, while other parts of the SI module 302

may be implemented by processing components located on the headset 108. In addition,

or alternatively, some parts of the SI module 302 may be performed by the remote

processing resources 112.

[00127] The SI module 302 may receive input information from any combination of

input mechanisms 304, and may provide its output information for presentation on any

output mechanisms 306. For example, the input mechanisms 304 may include one or

more orientation determination mechanisms 308, and/or one or more motion determination

mechanisms 310, and/or one or more position determination mechanisms 312, and so on.

[00128] The orientation determination mechanism(s) 308 determine the orientation of

the device which incorporates these mechanism(s) 308. For example, if housed by the

user device 106, the orientation determination mechanism(s) 308 determine the three-

dimensional orientation of this user device 106. If housed by the handset 108, the

orientation determination mechanism(s) determine the three-dimensional orientation of the

headset 108. More generally stated, the orientation determination mechanism(s) 308 may

determine the direction that the user is pointing his smartphone or turning his or her head

(on which the headset 108 is placed). The motion determination mechanism(s) 310

determine the nature and degree of movement of the device which incorporates these

mechanism(s) 310. The position determination mechanism(s) 312 determine the absolute

and/or relative position of the device which incorporates these mechanism(s) 312.



[00129] The mechanisms (308, 310, 312) can be implemented using any combination of

sensors, including but not limited to: magnetometers, accelerometers, gyroscopic sensors,

gravity-based sensors, torque sensors, strain gauges, flex sensors, optical encoder

mechanisms, and so on. In addition, some of the mechanisms (308, 310, 312) may receive

signals from external systems or sources. For example, the mechanisms (308, 310, 312)

may include a sensor for determining the position of a device based on signals received

from a satellite-based navigation system (e.g., a Global Positioning System (GPS) system).

In addition, or alternatively, the mechanisms (308, 310, 312) may include functionality for

determining the position of a device by performing triangulation and/or other processing

based on signals received from plural external sources, such as signals received from

plural radio towers and/or localized directional antennas, etc. In addition, or alternatively,

the mechanisms (308, 310, 312) can include functionality for determining the position of a

device using a dead reckoning technique. In addition, or alternatively, the mechanisms

(308, 310, 312) can include functionality for determining the position of a device by

processing information from local beacons (e.g., Wi-Fi and/or BLUETOOTH beacons,

etc.), and so on.

[00130] The input mechanisms 304 may also include any combination of manual input

mechanisms 314. These mechanisms can include any of: key input mechanisms, touch-

sensitive input mechanisms (e.g., a touch-sensitive screen 314'), joysticks, microphones

(e.g., for receiving voice instructions), video cameras and/or depth cameras (e.g., for

receiving free space gestures), and so on. For example, in the case of Fig. 1, the user

device 106 may use a touch-sensitive display screen as its primary manner of interacting

with the user. For instance, without limitation, that touch-sensitive display screen may

incorporate a capacitive touchscreen mechanism that determines when a user touches

and/or hovers above the screen. The user device 106 may also include a camera, a

microphone, etc. The headset 108 may include a microphone (for receiving voice

instructions) together with one or more dedicated input mechanisms, e.g., as implemented

as buttons on the side of the headset 108 (to be described in greater detail in the next

section).

[00131] The output mechanisms 306 can incorporate one or more audio output

mechanisms 316, one or more display output mechanisms 318, one or more haptic output

mechanisms 320, and so on. For example, the audio output mechanism(s) 316 can

correspond to conventional speakers of any type. In addition or alternatively, the audio

output mechanism(s) 316 can incorporate bone conducting audio devices (e.g., as provided



by the headset 108), such as bone conducting transducers produced by AFTERSHOKZ,

LLC, of Syracuse, New York. The display output mechanism(s) 318 may correspond, for

instance, to a LCD type display (e.g., as provided by the user device 106). The haptic

output mechanism(s) 320 may correspond, for instance, to a vibration-producing

mechanism (e.g., as provided by the user device 106 and/or the headset 108, etc.). A

vibration-producing mechanism may achieve a vibration effect using a rotating off-

balance weight, and/or by some other mechanism(s).

[00132] The SI module 302 may also interact with remote functionality 322 that may be

considered external to the SI module 302 per se. For example, the SI module 302 may

interact with a search engine 324 for the purpose of conducting a search. For example, the

search engine 324 may correspond to the BING search engine provided by MICROSOFT

Corporation of Redmond, Washington. In addition, or alternatively, the SI module 302

may interact with a journey computation engine 326 for the purpose of generating a new

journey and/or modifying an existing journey. In addition, or alternatively, the SI module

302 may interact with a speech processing engine 328 to interpret the spoken instructions

made by the user. For example, the speech processing engine 328 may correspond to the

CORTANA system provided by MICROSOFT Corporation of Redmond, Washington. In

other cases, one or more aspects of the remote functionality 322 may be incorporated in

the SI module 302 as native resources.

[00133] In addition, the SI module 302 may interact with any external information

provided in one or more data stores 330. For example, the external information may

provide publically accessible map information, transportation schedule information, alert

information, business and personal directory information, social network information,

calendar information, etc., and so on. In some cases, the SI module 302 may interact with

external sources (e.g., external websites) using application programming interfaces (APIs)

provided by those external sources.

[00134] Now referring to Fig. 4, this figure shows one implementation of the SI module

302, which was introduced above. From a high-level standpoint, the SI module 302 may

include (or may be conceptualized as including) a plurality of sub-components that

perform different respective functions. Further, some sub-components may rely on the

results generated by other sub-components. An application interface module (AIM) 402

allows the user to interact with any of the sub-components. For example, the application

interface module 402 may provide menu functionality which exposes various functions

provided by the sub-components.



[00135] Generally referring to the sub-components from top to bottom, the SI module

302 may include various data stores for storing information that may be used by the SI

module 302 in performing its functions. For example, a data store 404 may store

information which defines one or more journeys. For example, the journey information

may describe the waypoints in the journey, and/or any other information regarding the

journey. A data store 406 may store search results provided by a search engine; those

results may be produced, upon direction of the user, during the course of the journey or a

user's more general interaction with a space. A data store 408 may store a history of tabs

created by the user in the course of the user's interaction with the SI module 302. A tab

generally corresponds to a bookmark to a menu or other item of information and/or

functionality and/or option. A user may create a tab when he or she visits that menu or

other item or information and/or functionality and/or option; in one implementation, the

data store 408 initially contains no tabs when a user embarks on a journey and has not yet

started to interact with the system 102. The system 102 may use any manner of

representing a collection of tabs, e.g., as a list of tabs, a radial menu of tabs, etc.

[00136] The SI module 302 can also provide various supporting modules 410 that

perform any type of support services. For example, a setting module may allow a user to

assign a value to any parameter which affects the operation of the system 102. A data

store 412 may store all such settings. The supporting modules 410 may also include a

portal for interacting with an external search engine, to provide search results. Or the

supporting modules 410 may include a natively-provided search engine.

[00137] A sound generation module 414 performs various operations relating to the

generation of sounds. For example, the sound generation module 414 may play particular

sounds when various triggering circumstances are encountered. Some triggering

circumstances correspond to actions made the user when interacting with the application

interface module 402. Other triggering circumstances correspond to changes in the state

of the system 102 that are not directly caused by the user's interaction with the system

102. Other trigger circumstances correspond to events which occur during the course of a

journey (or more generally, the user's interaction with a space), and so on. A data store

416 may store files which, when played back, produce the desired sounds. Subsection C.2

(below) provides additional information regarding different types of sounds that may be

generated, and the circumstances under which these sounds are played.

[00138] Some sounds are non-three-dimensional or non-spatial in nature. In addition,

the sound generation module 414 can produce three-dimensional audio information. As



described above, the audio information is three-dimensional in the sense that a user will

perceive this information as emanating from one or more locations within a three-

dimensional physical or virtual environment. The sound generation module 414 may

create these sounds by transforming original sound information using one or more Head-

Related Transfer Functions (HRTFs).

[00139] Similarly, a haptic cue generation module 418 can produce different types of

haptic feedback experiences in different triggering circumstances. In one case, the haptic

cue generation module 418 produces signals which produce vibration cues, e.g., when

delivered to the user device 106, the headset 108, and/or some other device.

[00140] A path guidance module 420 uses the sound generation module 414 to generate

the above-described three-dimensional periodic (e.g., beat) sound. The purpose of this

periodic sound is to guide the user in a particular direction. The path guidance module

420 produces this effect by determining the current actual heading of the user, the desired

heading, and the difference between the actual and desired headings (corresponding to

deviation information). Then the path guidance module 420 then leverages the sound

generation module 414 to produce an appropriate looping sound that is perceived by the

user as originating from a particular direction. That is, the sound generation module 414

produces the looping sound based on the deviation information fed to it by the path

guidance module 420. The user may respond to this sound by moving in the desired

direction. In another case, the beat sound may be perceived as travelling across a series of

locations in physical space. The user may interpret this experience as an instruction to

move in the direction of the traveling sound.

[00141] A beacon-based guidance module 422 provides assistance to the user in

navigating within an indoor and/or output space by means of the detection of signals

emitting from a collection of beacons having, in one illustrative implementation,

respective non-overlapping ranges. Section E provides additional information regarding

the operation of the beacon-based guidance module 422. The beacon-based guidance

module 422 may consult beacon information provided in a data store 424. The beacon

information may describe the codes associated with the beacons that have been placed in

the environment and their respective locations within the environment.

[00142] A relevant information determination (RID) module 426 performs the general

function of determining relevant information to present to the user at any given time. In

context of the description of Fig. 2, the RID module 426 determines different types of

items of information (IOIs) that have a bearing on the user's current context. To perform



this task, the RID module 426 receives various contextual inputs that define the context of

the user at the present time. These contextual inputs may describe the current location of

the user, the current heading of the user, the current goals of the user, and so on. The

contextual input may also describe the environment itself, such as objects and events

associated with the environment, both physical and virtual. Any such inputs may be

mined from map information, directory information, social network information, calendar

information, etc. The contextual inputs may also describe environmental factors which

affect the user's interaction with the space, such as public transportation information,

weather information, etc., as obtained from any source(s).

[00143] The RID module 426 operates by determining whether it is appropriate to

notify the user of any information at a given time, based on the contextual inputs at the

present time, and based on various rules (provided in a data store 428). The behavior of

the RID module 426 may also be defined by one or more parameters set by the user and

stored in the data store 412. For example, the RID module 426 may determine whether

there are any contextual IOIs in proximity to the user at the present time, based on a depth

range defined by the user. If such contextual IOIs exist, the RID module 426 can interact

with the sound generation module 414 and/or menu functionality provided by the

application interface module 402 to notify the user of these contextual IOIs.

[00144] An exploration module 430 and an orientation module 432 perform respective

services that may be invoked in an on-demand manner by the user. As described with

reference to the scenario of Fig. 2, the exploration module 430 determines any contextual

IOIs that are associated with a subspace that lies in front of the user (which, in turn, may

be determined by the position of the user's head, together with a setting parameter which

defines the depth of investigation, and a setting parameter which describes the span of the

search space). To perform this task, the exploration module 430 leverages the services of

the RID module 426. The exploration module 430 then notifies the user of the contextual

IOIs using three-dimensional sounds, displayed messages, etc. The orientation module

432 performs a similar task to the exploration module 430. But instead of investigating

IOIs associated with a subspace that projects out in front of the user, the orientation

module 432 can scan the entire three-dimensional space which exists around the user at

the present time.

[00145] Fig. 5 shows one implementation of the application interface module (AIM)

402. As noted above, the application interface module 402 generally provides an interface



that allows the user to interact with the various sub-components described above, with

reference to Fig. 4 .

[00146] The application interface module 402 may include various components that

interpret the input of the user, e.g., to determine the nature of an instruction that the user is

making. For example, a gesture interpretation module 502 may determine a gesture that

the user has made by interacting with the touch-sensitive screen of the user device 106, or

a free-space gesture, etc. The gesture interpretation module 502 may perform this task by

comparing the marks or touches or hovers (or other behavior) made by the user with a data

store that identifies patterns associated with known gestures. If the behavior of the user

matches a pattern associated with a particular gesture with a determined degree of

matching confidence, then the gesture interpretation module 502 may conclude that the

user has made that gesture.

[00147] A voice interpretation module 504 may interpret spoken instructions by the

user, e.g., which may be received via a microphone on the user device 106 and/or the

headset 108. In one case, the voice interpretation module 504 may correspond to a portal

to the remote speech processing engine 328 (e.g., the CORTANA system). In another

case, the voice interpretation module 504 may correspond to any type of native

functionality for interpreting spoken utterances. In any event, the agent which performs

voice recognition can use any technology to perform this task, such as Hidden Markov

Model-based technology, neural network based technology, etc.

[00148] A headset button interpretation module 506 interprets the manner in which the

user interacts with the input mechanisms of the headset 108 (to be described below). For

example, in some cases, a set of buttons can perform different functions depending on the

manner in which the user interacts with them, e.g., depending on whether the user touches

a button but does not press it, or based on whether the user touches and releases the button

one or more times, or based on whether the user presses and holds the button, etc. The

headset button interpretation module 506 maps the user's behavior to a particular

instruction.

[00149] An action-taking module 508 may invoke an action based on the interpretations

provided by the above-described interpretation modules (502, 504, 506). For example, in

response to the interpretation, the action-taking module 508 may: invoke a menu; close a

menu; transition between workspaces (to be described below); perform a function; save a

setting; present an information item, and so on.



B. Headset and User Device Options for Facilitating Interaction between Users and

their Environments

[00150] Fig. 6 shows additional details regarding the headset 108, the user device 106,

and the other user computing device 110 introduced above, in the context of Fig. 1. The

features of these devices are presented herein in the spirit of illustration, not limitation.

[00151] Referring first to the headset 108, this device may provide a frame 602 made of

plastic and/or metal and/or any other material. The frame 602 may be flexible, and may

be secured to the user's head via tension in the frame which pushes laterally inward

against the user's head, and/or through some other securing mechanism. The headset 108

includes transducers (604, 606) which transmit vibrations to the bones of the user's head;

the bones of the user's head then transfer these vibrations to the user's eardrums, where

they are perceived as audio information. The use of a bone conduction-type headset

prevents the headset 108 from occluding the user's ear canals, and thereby allows the user

to safely respond to other sounds in the environment. However, alternatively, the headset

108 may include conventional speakers that are placed over, or near, the user's ears.

[00152] The headset 108 may also optionally include a set of input mechanisms 608

anywhere on its frame. The user may interact with the input mechanisms 608 with one or

more fingers of his or her hand 610 (or hands). Alternatively, a separate device (not

shown) may provide the input mechanisms 608, and that separate device may

communicate with the headset 108 via wireless communication (e.g., BLUETOOTH

communication) and/or wired communication. Fig. 6 shows that the input mechanisms

608 include three buttons, but, more generally, the input mechanisms 608 can include any

number of mechanisms, and these input mechanisms can be placed on the frame in any

manner. Further, the input mechanisms 608 can include other types of input mechanisms

besides buttons, such as wheel or knob mechanisms, slider mechanisms, etc.

Alternatively, or in addition, the headset 108 may incorporate one or more touch-sensitive

surfaces. For example, different regions of the headset 108 may incorporate different

touch-sensitive mechanisms, and those regions may be associated with different respective

functions.

[00153] The headset 108 may include processing mechanisms which perform various

tasks (to be described below). The headset 108 may include a compartment 612 which

houses those processing mechanisms. For example, in one case, the compartment 612 lies

in the back of the headset 108. However, the processing mechanisms can be physically

located at any location (or locations) on the headset 108. The processing mechanisms



themselves may include one or more processing devices of any type, memory, etc., and/or

dedicated logic components, e.g., one or more application-specific integrated circuits

(ASICs), etc.

[00154] The input mechanisms 608 can initiate any operations when activated. For

example, without limitation, the user may use the input mechanism 608 to instruct the SI

module 302 to invoke the explore mode or the orientation mode (described above). In

addition, or alternatively, after hearing a summary of a certain topic (e.g., the name of a

contextual IOI), a user may use the input mechanisms 608 to instruct the SI module 302 to

provide additional information regarding the identified topic; this instruction may be

referred to as a "more information" instruction.

[00155] In addition, or alternatively, the user can use the input mechanisms 608 to

instruct the SI module 302 to activate a listening mode, or to stop the listening mode. In

the listening mode, the voice interpretation module 504 processes the user's speech to

determine whether the user has spoken an instruction.

[00156] In addition, or alternatively, the user can use the input mechanisms 608 to

instruct the SI module 302 to repeat the most recent audio message that it has provided. In

addition, or alternatively, the user can use the input mechanisms 608 to request the SI

module 302 to repeat a set of previously-delivered audio messages, e.g., by starting with

the most recent message and advancing back in time, message by message, for a

predetermined number of prior messages. Such an instruction may be referred to as a

"rewind" instruction.

[00157] Alternatively, or in addition, the user may use the input mechanisms 608 to

turn the three-dimensional beat sound on or off, and so on. Other implementations can use

the input mechanisms 608 to issue other instructions, and/or to omit one or more of the

instructions set forth above.

[00158] The above functions, or some subset thereof, can be mapped to any number of

respective buttons and/or other input mechanisms in any manner. Further, in some

implementations, the system 102 may include a customization module that allows a user to

define the mapping between input mechanisms and operations which the mechanisms

invoke. Further, as described above, the same button can also perform two or more

functions depending on the manner in which the user interacts with it. In one

implementation, the SI module 302 may announce the function performed by a button

when the user touches it, but does not press it.



[00159] According to another feature, the user may deactivate a function that is

currently in active state by pressing the same button that was used to activate it. For

example, the user can stop the SI module 302 from announcing information by pressing

the same button that was used to ask the SI module 302 to deliver this information, etc.

Alternatively, or in addition, the headset 108 can incorporate a dedicated button which

stops whatever function is currently being executed.

[00160] The user device 106 may correspond to any of the types of portable devices

described above, such as a smartphone or a tablet-type computing device. As described

above, a user may interact with the user device 106 using a single hand 614 (and/or

optionally with two hands). The other user computing device 110 may correspond to any

type of traditionally stationary computing device, such as a workstation computing device,

a game console, a set-top box device, etc.

[00161] One or more communication paths 616 may couple the user device 106 with

the headset 108. Such a communication path, for example, may correspond to a

BLUETOOTH communication path, a hardwired communication path (e.g., a USB

communication path), etc. One or more communication paths 618 may couple the other

user computing device 110 to the user device 106 and/or the headset 108. As described

above, one reason that a user may wish to establish a connection between the other user

computing device 110 and the user device 106 and/or the headset 108 is to upload

information to these devices. The communication paths 618 can be implemented in any

manner, e.g., via any type of wireless and/or wired communication path described above.

[00162] Other implementations of the system 102 can use different types of headsets,

e.g., compared to the particular type of headset 108 shown in Fig. 6 . For instance, in

another implementation, a headset can incorporate any of the above-identified features

(including the input mechanisms 608) together with a head-mounted display (HMD)

device of any type, e.g., as physically implemented as eyewear (e.g., goggles), a helmet,

etc. The system 102 may display any type of information using the head-mounted display

device. For example, the system 102 may display any of the menus and other information

described in the next section (Section C) via the head-mounted display device, or some

subset thereof. In another case, the system 102 may display computer-generated

information that is mixed with information associated with the real world with which the

user interacts, to thereby provide an augmented reality experience. For example, the

system 102 can display descriptive tags in positional proximity to associated objects and

events within the field of vision of the user. In another case, the system 102 can display



directional prompts which assist the user in moving in a recommended direction, and so

on. Moreover, the system 102 can modify the type of information that is displayed to

accommodate any visual impairments that may affect a particular user, e.g., by displaying

simplified and enlarged information for users with impairments in sight.

[00163] The system 102 can achieve an augmented reality experience using any

technology, e.g., through the use of an optical mixer which displays computer-generated

information "over" the user's direct visual perception of the actual environment (e.g.,

using partially reflective mirrors or the like). In another implementation, the system 102

can use a video camera to capture the actual environment, together with an optical mixer

which mixes video information from the video camera with computer-generated

information. In either case, the system 102 can determine the user's presumed field of

view using one or more devices which detect the location of the user within the

environment, one or more devices which detect the position and orientation of the user's

head, and/or one or more devices which detect the direction of the user's gaze, etc.

[00164] In another case, another type of wearable device, besides a headset, or in

addition to a headset, can perform any of the functions set forth above. For example, the

wearable device may correspond to a wrist-mounted device, an item of apparel, etc.

[00165] To simplify the explanation, the following description will assume that the user

interacts with the headset 108 of the basic type shown in Fig. 6, although, to repeat, the

headset 108 can incorporate any number of supplemental features mentioned above (such

as a head-mounted display). Further, another type of wearable device can be used instead

of a headset, or in addition to a headset.

[00166] Fig. 7 shows one manner of implementing the system 102 of Fig. 1. In this

implementation, the system 102 makes use of both a user computing device 702 (a "user

device" for brevity) and a headset 704. More specifically, according to one allocation of

functions, the user device 702 implements most of the functionality of the system 102.

That is, the user device 702 includes the SI module 302 and a collection of input/output

mechanisms 706, including any orientation, motion, and/or position determination

mechanisms 708, any touch-sensitive input mechanisms 710, any haptic output

mechanisms 712, any display output mechanisms 714, and so on. Examples of these

mechanisms were provided above in connection with the description of Fig. 3 . The user

device 702 also includes a power source 716 (e.g., a battery) and one or more

communication mechanisms 718 for communicating with the headset 704.



[00167] On the other hand, the headset 704 includes one or more audio output

mechanisms 720 (such as a bone conducting audio mechanism), a power source 722 (such

as a battery), and one or more communication mechanisms 724 for communicating with

the user device 702. In addition, the headset 704 may include any of the type of input

mechanisms 726 described above with reference to Fig. 6 (e.g., corresponding to the input

mechanisms 608 of Fig. 6). The communication mechanisms 724 can transmit

instructions, invoked by the input mechanisms 726, to the user device 702. The user

device 702, in turn, can send audio information to the headset 704 for presentation by the

audio output mechanism(s) 720.

[00168] Fig. 8 shows another way of implementing system 102. Here, the system 102

includes a headset 802 having more processing capability compared to the headset 704 of

Fig. 7 . Indeed, in one implementation, the headset 802 may perform all space-interaction-

related aspects of the system 102, without the use of any separate user device 106. In

another implementation, the headset 802 may still interact with a separate user device 106

(not shown in Fig. 8). That separate user device 106 can include all of the components of

the user device 702 of Fig. 7, or any subset thereof.

[00169] More specifically, the headset 802 in the case of Fig. 8 may include a headset-

side SI module 804 that performs any subset of the functions described above with

reference to Fig. 4 . In addition, the headset 802 may include any orientation, motion,

and/or position determination mechanisms 806. These mechanisms are generally referred

to below as head-sensing mechanisms because they determine the physical posture or

movement of the user's head, which may, in turn, reflect the direction of the user's focus

of attention. In addition, the headset 802 may include any of the type of input mechanisms

808 described above with reference to Fig. 6 . In addition, the headset 802 may include a

power source 810 and one or more communication mechanisms 812 for interacting with

the user device 106 (if the system 102 makes use of such a user device 106 in this

implementation, which it need not). In addition, the headset 802 includes any type(s) of

audio output mechanism(s) 814 described above.

[00170] In one mode of operation, the system 102 of Fig. 8 can make use of the head-

sensing mechanisms provided on the headset 802 when they are provided and working

properly. The head-sensing mechanisms provided by the headset 802 may be preferable to

the counterpart sensing mechanisms provided by the user device 106 because the head-

sensing mechanisms may more accurately reflect the orientation, movement, and/or

position of the user. Further, the use of the head-sensing mechanisms eliminates the need



for the user to interact with the user device 106 to register his or her orientation,

movement, and/or position.

[00171] In some cases, the headset 108 may optionally forward the information

generated by the head-sensing mechanisms to the user device 106. The user device 106

may use this information to perform processing and then forward the results of its

processing back to the headset 802. The headset 802 may then transmit sounds to the

user's ears via a bone conducting technique that convey the results. In another case, the

headset-side SI module 804 can perform this processing without the need for forwarding

the information provided by the head-sensing mechanisms to the user device 106. In still

another case, the headset-side SI module 804 can natively perform some operations, and

rely on the user device 106 to perform other operations. For example, the headset-side SI

module 804 can rely on the user device 106 to perform computationally intense operations

(such as the calculation of three-dimensional sounds, etc.) because those operations can be

more efficiently performed on the user device 106 compared to the headset 108.

[00172] In another case, the system 102 may make use of the orientation determination

mechanism(s), motion determination mechanism(s), and/or position determination

mechanism(s) provided by the user device 106 when the counterpart components are not

working properly on the headset 802.

[00173] In still another case, the system 102 may leverage the sensor readings provided

by both the headset 802 and the user device 106, e.g., by using sensor readings of one

device to identify obvious errors in the sensor readings of the other device, and/or to form

an average of the two different versions of the sensor readings, and so on.

[00174] In either of the implementations of Figs. 7 and 8, at least some of the functions

performed by the headsets (e.g., 704, 802) and/or the user devices (e.g., 702, 106), can be

alternatively, or in addition, performed by the remote processing resources 112 of Fig. 1

(e.g., corresponding to cloud computing resources).

[00175] Fig. 9 shows a scenario in which a user 902 interacts with a user device 904

within a vehicle. Although not specifically illustrated in Fig. 9, the user 902 may also

make use of a bone conducting headset that relays audio information to the user without

occluding the user's ears. More generally, Fig. 9 is an example of the more general point

that the functionality described above can be applied to additional use scenarios than the

cases described above.

[00176] In the case of Fig. 9, the user 902 has mounted the user device 904, using a

mount 906, onto the dashboard-region of a vehicle. The user 902 may be the driver of the



vehicle (as shown in Fig. 9) or a passenger. A power cord 908 may deliver power to the

user device 904 from a power outlet provided by the vehicle.

[00177] Fig. 10 shows a process 1004 which describes one manner of operation of the

equipment shown in Fig. 6 . In block 1004, the system 102 receives an instruction as a

result of the user's actuation of at least one headset input mechanism (e.g., based on the

user's actuation of one of the headset input mechanisms 608 shown in Fig. 6). In block

1006, the system 102 performs a function based on the instruction provided in block 1004,

to provide an output result. Block 1006 may be performed by the headset 108 and/or the

user device 106. In block 1008, the headset 108 applies the output result to deliver audio

information, which assists the user in navigating over a route, within a space, or, more

generally, interacting with the space.

[00178] In summary, the above features contribute to the above goal of allowing the

user to safely and efficiently move through his or her environment. For instance, the

features provide a convenient way by which the user may activate various operational

modes (e.g., by interacting with the user input mechanisms 608 of the headset 108)

without unduly distracting the user as the user moves through the environment, e.g.,

without requiring the user to access and interact with a separate user device.

C. Illustrative User Interface Functionality for Facilitating Interaction between

Users and their Environments

[00179] This section provides illustrative details regarding one manner of operation of

the application interface module 402 of Figs. 4 and 5 . To repeat, the application interface

module 402 allows the user to interact with the various components of the SI module 302.

To facilitate repeated reference to the application interface module 402, this section will

make reference to this component in abbreviated form as the AIM 402. The AIM 402 may

refer to a discrete component, or to an aggregation of functions performed by two or more

components in an actual implementation of the system 102.

[00180] The user interface experience, in turn, has different components or aspects.

Subsection C.l, below, provides details regarding one illustrative manner in which the

AIM 402 allows a user to interact with the SI module 302 via a visual user interface

presentation, e.g., as provided by the user device 106. Subsection C.2 provides details

regarding one illustrative manner in which the AIM 402 may provide various sounds and

haptic feedback cues to the user. Subsection C.3 provides details regarding one illustrative

manner in which the AIM 402 allows the user to interact with the SI module 302 via

spoken instructions.



[00181] Generally note that the following explanation describes the AIM 402 in the

context of a journey taken by a user through space, e.g., as in the example of Fig. 2 . But

the AIM 402 provides a similar service in other scenarios in which a user interacts with a

space, including the case in which the user wanders through the space without a prepared

route for the purpose of exploring the space in an ad hoc manner. As a further note, the

user interface features described below are also general purpose in nature, and thus can be

applied in other contexts that are not necessarily related to a user's interaction with a

space.

[00182] As another prefatory note, the description sets forth many gestures interpreted

by the AIM 402 by describing gesture-related actions performed by a user, together with

corresponding operations taken by the AIM 402 in response to the gesture-related actions.

As more fully described above with reference to Fig. 5, the AIM 402 performs this task in

each case by: (a) detecting input information which describes a gesture performed by the

user, for example, when the user makes a telltale flick gesture, etc.; (b) comparing the

input information with stored patterns associated with known gestures, to determine the

particular gesture that the user has invoked; and (c) executing the operations associated

with the detected gesture. Explicit recitation of these individual operations is omitted in

many cases below in the interest of brevity.

C.l. Visual Experience: Interacting with Workspaces and Menus

[00183] In one approach, the AIM 402 organizes a master workspace into a collection

of smaller workspaces. The workspaces have positional relationships with respect to each

other. This structure is beneficial because it allows the user to develop a mental picture of

the organization of the application, much like he or she would become familiar with the

zones of a physical space through repeated encounters with its zones. This feature, in turn,

allows the user to efficiently access the information and/or functionality being sought.

[00184] For instance, Fig. 11 shows an example in which the AIM 402 organizes a

master workspace into five smaller workspaces. A home workspace 1102 serves as the

central focus in the user's interaction while conducting a journey. For example, as will be

described below, the home workspace 1102 presents information regarding the current

context of the user, at each particular point in the journey or any other interaction with a

space. If the user has not yet started the journey, the home workspace 1002 may present a

default hub page.

[00185] A main workspace 1104 lies to the left of the home workspace 1102, and a

"nearby me" workspace 1106 lies to the right of the home workspace 1102. An



information workspace 1108 lies to the top of the home workspace 1102, while a settings

workspace 1110 lies to the bottom of the home workspace 1102. The respective roles of

these workspaces will be described in greater detail below.

[00186] The position of each workspace described above is set forth in the spirit of

illustration, not limitation. Other implementations can provide other placements of the

workspaces. Further, other implementations can vary the number of workspaces that are

provided by the AIM 402. For example, another implementation can provide another four

workspaces by providing workspaces that are diagonally positioned relative to the home

workspace 1102.

[00187] Fig. 12 shows one manner by which a user may navigate from the home

workspace 1102 to the main workspace 1104. In this non-limiting case, the user executes

a flick-right gesture on the home workspace 1102 to navigate to the main workspace 1104.

Although not shown, the user may execute a flick-left gesture (or another flick-right

gesture) to move from the main workspace 1104 back to the home workspace 1102.

[00188] In a similar manner, the user may execute a flick-left gesture on the home

workspace 1102 to navigate to the "nearby me" workspace 1106. The user may execute a

flick-down gesture on the home workspace 1102 to navigate to the information workspace

1108, and a flick-up gesture on the home workspace 1102 to navigate to the settings

workspace 1110. The user can perform any of these gestures, for example, using the

thumb of the hand that holds the user device, e.g., by placing the thumb on the touch-

sensitive surface of the user device 106 and flicking it in a desired direction. In a flick

movement, the user makes contact with the touch-sensitive surface with one or more

fingers, moves the finger(s) for a distance across the surface, and then removes the

finger(s) from the surface, all in relatively rapid succession (as if flicking a physical object

across a flat surface).

[00189] In one implementation, in order to navigate to any peripheral zone, the user is

expected to first navigate to the home workspace 1102. However, in another

implementation, the AIM 402 may allow the user to navigate from one peripheral region

to another without first moving back to the home work space 1102.

[00190] More generally, in all examples in this section, a dashed-line circle on the

surface of a display represents the point at which the user contacts the surface with a digit.

In some cases, the surface of the display will show two dashed-line circles of different

sizes. The larger of the two circles represents the location at which the user applied his or

her digit, while the smaller of the two circles represents the location at which the user



removed his or her digit. In other cases (not shown), a user may perform at least one

gesture that involves simultaneously touching the touch-sensitive surface at two or more

locations (e.g., to execute a pinch-type gesture). In other cases (not shown), a user may

perform at least one gesture by hovering above the surface of the device without actually

touching it. In other cases (not shown), a user may perform a free-space gesture, which

may be detected by a video camera and/or a depth camera, etc.

[00191] As a final introductory note, this section describes particular gestures, menu

structures, and menu items, all in the spirit and illustrative, not limitation. Other

implementations can vary any aspects of these user interface features. For example, in

another implementation (not illustrated), the AIM 402 could allow the user to transition

among workspaces using a tap-type gesture, or by drawing a particular shape on the

surface of the display, etc.

[00192] Figs. 13-16 illustrate the types of information that may be presented in the

home workspace 1102. As mentioned above, the home workspace 1102 serves as the

primary focus of the user's attention as they navigate over a route or otherwise interact

with the space. In a default state, as shown in Fig. 13, the home workspace 1102 may

present a hub page. The particular nature of the menu structure, and the menu items

within that structure, will be described below.

[00193] In the course of the user's journey, the home workspace 1102 may present

information regarding the user's current context (although other information can also be

presented in the home workspace 1102 during the journey, upon request by the user). For

example, in the case of Fig. 14, assume that the user is currently riding on a train. The

home workspace 1102 may present a menu that focuses on the user's experience in the

train. In the case of Fig. 15, assume that the user is now walking down a particular street.

As a default, the home workspace 1102 will now present information regarding the user's

experience on the street. For example, the home workspace 1102 can present a map that

shows the user's current location 1502 on the street. Alternatively, the user may interact

with the AIM 402 to produce the type of menu shown in Fig. 14, but where that menu will

now contain menu items that pertain to the user's experience while walking on the street.

By virtue of the above behavior, the AIM 402 surfaces the information that is most

relevant to the user in his or her current context in the environment, and presents that

information within the home workspace 1102; the user can thus readily find and consume

the most relevant information without having to "hunt" for it, e.g., without having to



navigate through a cumbersome menu structure. Such a feature also reduces the

distractions placed on the user, and thus contributes to the safety of the system 102.

[00194] The user may nevertheless interact with the AIM 402 to activate information,

for presentation in the home workspace 1102, that does not pertain to the user's immediate

surroundings. For example, the user may activate a tab menu, e.g., by activating a tab

menu option, to be described below. In response, the AIM 402 will present the tab menu

shown in Fig. 16. The tab menu shows a collection of open tabs, corresponding to

previously opened menus. Some of these tabbed menus may correspond to information

regarding prior journey segments that the user has already completed. The user may

activate any such tab-related menu item. In response, the AIM 402 may represent

information regarding a prior journey step in the home workspace 1102, e.g., in the form

of a menu or some other format. The menu structure may also allow the user to examine

future journey steps, upon request by the user, that have not yet been encountered on the

journey.

[00195] Further, even after having embarked on a journey, the user may instruct the

AIM 402 to return to the hub menu shown in Fig. 13, e.g., so that the user may access the

information and/or functionality specified in that default hub menu.

[00196] As a further clarification, in the example above, the current context pertains to

a physical location or segment in the user's overall journey. In other cases, the home

workspace 1102 can present context information regarding the user's exploration of a

virtual space. For example, the user can navigate within a hierarchy of products offered by

a store. In that scenario, the home workspace 1102 may present a menu that pertains to a

group of products, an individual product, etc.

[00197] Generally speaking, the above-described types of menus shown in Figs. 13-16

correspond to primary menus. The AIM 402 displays these types of menus in the home

workspace 1102. In contrast, the AIM 402 presents secondary menus in the other

workspaces that lie on the periphery of the home workspace 1102. Figs. 17-20 show

illustrative secondary menus that may be presented in these peripheral workspaces.

[00198] For example, Fig. 17 shows a main menu for presentation in the main

workspace 1104. The main menu identifies actions that are commonly used when

interacting with different aspects of the SI module 302. Fig. 18 shows a settings menu for

presentation in the settings workspace 1110. The settings menu allows the user to change

various parameters which affect the operation of the SI module 302. Fig. 19 shows an

information menu for presentation in the information workspace 1108. The information



menu presents convenient access to system information, such as remaining battery life,

signal strength. The information menu also provides a convenient portal to notifications

and other useful warning information and journey information, such as real-time updates

from public transport services.

[00199] Fig. 20 provides a "nearby me" menu for presentation in the "nearby me"

workspace 1106. The "nearby me" menu presents information regarding contextual items

of interest (IOIs) that lie within close distance to the user at the present time (or are

otherwise associated with the user's current context), as identified by the RID module 426

of Fig. 4 . The user may use the settings menu to specify a maximum distance which

determines what constitutes a "nearby" contextual IOI. Each contextual IOI is identified

in the "nearby me" menu by its name, its category (such as the "Food and Drink"

category), and its distance from the user. A user may activate an item in this menu,

causing the SI module 302 to provide audio information regarding this contextual IOI.

That audio information may be formulated as three-dimensional sound information, such

that, upon delivery, it appears to originate in the same direction at which the entity

associated with the contextual IOI can be found in physical space.

[00200] Fig. 2 1 shows an example of a transient menu that may be presented in the

home workspace 1102. For example, a user may activate this transient menu by first

navigating to an information menu which is shown in Fig. 19, and which is presented in

the information workspace 1108. The user may then activate the "notifications" menu

item in the menu. In response, the AIM 402 may present the transient menu shown in Fig.

21.

[00201] Fig. 22, by contrast, shows an example of an overlay menu. In this particular

example, the user may activate the overlay menu by first advancing to the settings menu

shown in Fig. 18, as presented in the settings workspace 1110. The user may then activate

the "contextual awareness" menu item in that menu. The AIM 402 responds to the user's

action by presenting the overlay menu shown in Fig. 22. Unlike the transient menu shown

in Fig. 21, the overlay menu shown in Fig. 22 is presented "over" the settings menu shown

in Fig. 18 in the settings workspace 1110, rather than in the home workspace 1102.

Overlay menus and transient menus may also exhibit different behaviors in response to the

execution of a "back" command, as will be described below.

[00202] In the particular case of Fig. 22, the overlay menu allows the user to change the

level of contextual awareness provided by the SI module 302. For example, through this

menu, the user can set a parameter value which determines the quantity of information that



is forwarded to the user. In one case, the user may opt to receive all information that is

potentially relevant to his or her current context. In another case, the user may opt to

receive only warnings and other information items that are deemed of high importance.

[00203] Fig. 23 demonstrates one manner by which the user may instruct the SI module

302 to present information regarding his or her current context, at any juncture in the

user's journey. According to one non-limiting case, the user may use a digit (e.g., a

thumb) to make a single-tap gesture on the touch-sensitive surface of the user device 106,

at any location on the surface. In response to detecting this gesture, the SI module 302 can

present, as a spoken message, high-level information regarding the user's current context.

For example, the SI module 302 can announce the title of the context menu that would be

appropriate for this context. For instance, in the example of Fig. 14, the SI module 302

could announce, "Carriage E : London Paddington."

[00204] Alternatively, the user may make a double tab gesture. In response to detecting

this gesture, the SI module 302 can present more detailed information regarding the user's

current context, again as a spoken message. For example, upon a double tap, the SI

module 302 can announce the menu items in the menu shown in Fig. 14.

[00205] Next assume that the user performs a triple tap gesture. In response to

detecting this gesture, the SI module 302 can announce instructions that inform the user

how to interact with the type of menu shown in Fig. 14, if that menu, in fact, pertains to

the user's current context. For example, the instructions can inform the user how to

activate the menu, how to navigate within the menu, how to select menu items within the

menu, and so on.

[00206] Advancing to Fig. 24, this figure shows how a user may activate a menu, and

then how the user may subsequently interact with the menu. In one non-limiting case, the

user may activate the menu shown in Fig. 24 by making a tap-and-hold gesture anywhere

on the surface of the touch-sensitive display surface of the user device 106. For example,

as shown in Fig. 24, a dashed-lined circle 2402 indicates the location at which the user has

tapped and held his or her thumb on the surface of the touch-sensitive surface.

[00207] In response to detecting this gesture, the AIM 402 presents the menu 2404.

The menu is centered at the point (corresponding to a display location) on the surface at

which the user touched the surface (corresponding to a touch location). The user may find

this feature useful because it eliminates the need to hunt for a particular element in a user

interface presentation for the purpose of activating the menu 2404. Rather, the user may

execute the tap-and-hold gesture anywhere on the surface. This feature, in turn, reduces



the distractions placed on the user in using the system 102. But not all locations will result

in the successful activation of the menu 2404. For example, if the user taps too close to

the top or bottom of the surface, the AIM 402 may optionally present an error message to

the user (e.g., as a spoken message), asking the user to repeat his or her tap-and-hold

gesture closer to the middle of the surface.

[00208] The menus illustrated thus far have a particular uniform menu structure. The

menu 2404 shown in Fig. 24 has the same structure, which will now be described below,

with the caveat that this structure is set forth in the spirit of illustration, not limitation.

Other implementations can adopt other menu structures and behaviors. For example, this

subsection will close with an example of an implementation which adopts a different menu

structure compared to the menu 2404 of Fig. 24, and which exhibits a different menu

behavior. Further, the menus described herein present their menu items in the form of

linear lists; but other menus can be used (e.g., radial or pie menus, etc.), which present

their menu items in other ways.

[00209] The menu structure shown in Fig. 24 has two groupings of menu items,

separated by a marker item 2406. More specifically, a first grouping 2408 of menu items

presents menu items that are particularly pertinent to the user's current context or task at

hand. A second grouping 2410 of menu items presents menu items that are relevant to

multiple types of menus that may be presented in different workspaces, and therefore may

be referred to as global or general menu items. For example, the "stop listening"

command, which is a menu item in the second grouping 2410, is relevant across different

menus and workspaces, whereas the menu item "item A," which is a menu item in the first

grouping 2408, may be chosen because it is particularly relevant to whatever task that the

user is attempting to accomplish by interacting with the menu 2404.

[00210] The second grouping 2410, however, may omit certain global choices that are

not relevant for a particular menu. For example, if the user is already viewing a "tabs"

menu, the second grouping associated with that menu may omit a menu option that allows

the user to access the tabs menu (because the user is already viewing that menu).

[00211] Different menu items (in either the first grouping 2408 or the second grouping

2410) invoke different operations when selected. For example, a first type of menu item

may invoke an action when selected. For example, the menu item "start listening," when

invoked, instructs the SI module 302 to start listening for the user's voice commands. A

second type of menu item may present information when invoked, such as battery status

information, etc. A third type of menu item may present an opportunity for the user to



change a property value, when that menu item is invoked. For example, in some cases, the

user's activation of this type of menu item may activate an overlay menu. The user may

then interact with the overlay menu to change a property value under consideration. In

another case, the user's activation of this type of menu item may directly change the

property value, e.g., by toggling a setting from an "on" status to an "off status, or vice

versa. Still other types of menu items and associated invocation behaviors are possible.

[00212] The marker item 2406 displays the message "release to dismiss." This message

informs the user that he or she can release their finger from the surface of the touch-

sensitive surface without selecting any menu item, assuming, that is, that the user releases

his or her finger while it was positioned on the marker item 2406, and not some other

menu item. In response to such a gesture, the AIM 402 can display the menu 2412 in its

original deactivated state. The marker item 2414 in that menu 2412 bears the message

"tap and hold," which invites the user execute a tap-and-hold gesture to reactivate the

menu 2404 in its active state.

[00213] Advancing to Fig. 25, assume that, instead of deactivating the menu 2404, the

user decides to scroll up through items in the first grouping 2408. The user may perform

this action by moving his or her finger in the upward direction, while maintaining his or

her finger on the touch-sensitive surface. In response, the AIM 402 can produce the menu

state 2502 shown in Fig. 25. In particular, the AIM 402 has responded to the user's

gesture may moving the menu items in the downward direction, which causes a first menu

item 2504 to become highlighted, instead of the marker item 2406. To select this menu

item 2504, the user may release his or her finger from the menu item 2504. Alternatively,

the user may deactivate the menu by moving back to the marker item 2406 and then

releasing his or her finger while positioned at that item. Or the user may scroll down in

the opposite direction to the second grouping 2410 of menu items. The user can release

his or finger while it is positioned on one of the menu items in the second grouping 2410

to select that menu item. A user may find the above user interface behavior beneficial

because he or she can interact with the user device 106 with one hand in a seamless and

fluid manner, with minimal distractions placed on the user as he or she moves through the

environment. For instance, in this implementation, the user is not required to hunt for and

select a series of command buttons or menu items; doing so would require the user to give

special attention to the user device 106.

[00214] In the specific example of Fig. 25, assume that the user scrolls up to the top of

the first grouping 2408 of items to select a "more items" menu item 2506, and then



releases his or her finger on this menu item 2506. In response, the AIM 402 presents the

menu 2602 shown in Fig. 26. That menu provides another first grouping 2604 of menu

items that represents a continuation of the first grouping 2408 shown in the previous

menu; that is, while the first grouping 2408 in Fig. 25 presents menu items 1, 2, and 3, the

first grouping 2604 of Fig. 26 presents menu items 4, 5, and 6 . More generally, the menu

structure may represent a complete list of menu items as a series of linked smaller lists.

Two linked lists are shown in the example of Figs. 25 and 26, but the complete list can be

formed through any number of linked lists.

[00215] The user may return to the menu state 2502 shown in Fig. 25 by scrolling up to

the "previous page" menu item 2606, and then releasing his or finger from this item.

Alternatively, to execute this back instruction, as shown in Fig. 26, the user may move his

or her finger to the periphery of the touch-sensitive surface (e.g., as indicated by the

dashed-line circle 2608), and then flick inward towards to the center of the surface. The

user may execute the same operation by flicking inward from the opposite edge of the

surface.

[00216] Although not shown in Fig. 26, the menu 2606 may also give the user the

option (via an appropriate menu item) to return to the first page in a series of cascaded

menu lists, e.g., rather than successively moving back through the linked lists by issuing a

series of back instructions. Further, although also not shown in the drawings, each

grouping may include an end-of-list marker item, which designates the end of a grouping.

The user can deactivate the menu by moving to this item and removing his or her finger

while it is placed on that item.

[00217] More generally, the user may execute the type of back gesture shown in Fig. 26

on different types of menus, which may produce different types of actions. For example, a

back action on a root (primary) menu presented in the home workspace 1102 may cause

the user to exit the application associated with the SI module 302, upon confirmation by

the user that this is what he or she intends to do. A back action on a transient menu that is

presented in the home workspace 1102 may cause the AIM 402 to present whatever

context menu was last presented in the home workspace 1102. A back action on an

overlay menu may sometimes result in the presentation of an "underlying" secondary

menu in a secondary workspace. For example, a back action on a particular settings-

related overlay menu (e.g., as shown in Fig. 22) may result in the display of an underlying

settings menu (e.g., as shown in Fig. 18) in the settings workspace 1110.



[00218] Fig. 27 shows an alternative organization of workspaces, compared to the

implementation of Fig. 11, corresponding to a second implementation of menu

functionality provided by the AIM 402. By way of overview, the workspace structure of

Fig. 27 includes five workspaces (2702, 2704, 2706, 2708, 2710) that serve the same basic

functions as those shown in Fig. 11. For example, the home workspace 2702 continues to

serves as the central focus of the user's attention throughout a journey. The home

workspace 2702 also continues to display menus and other information associated with the

current context encountered in the user's journey (or other type of interaction with a

space). But the home workspace 2702 no longer presents a hub menu as a default.

Rather, the home workspace is devoted to showing tab-related information as a default.

[00219] More specifically, the home workspace 2702 shows the default tabs

information shown in Fig. 28 when there are no active tabs. The default tabs information

may provide guidance on how the user may get started to create tabs. In contrast, the

home workspace 2702 may display the tabs menu shown in Fig. 29 when there are active

tabs. By default, the tabs menu item having the first position in the list (i.e., tab No. 1)

corresponds to a current context.

[00220] Fig. 29 also shows that the second implementation offers a different menu

structure compared to the menu structure described thus far. For example, the second

implementation no longer organizes the menu into two groups of menu items, separated by

a menu marker. Rather, the second implementation presents a single list of menu items

that are determined to be relevant to the user's current focus of interest. If the user wishes

to access the type of global menu items that were previously presented in the second

grouping, the user may navigate to the main workspace 2704 to access those items.

[00221] Fig. 30 presents additional information regarding one possible organization of

menu items in a list of menu items. Here, the menu items represent search result items

that are produced in response to conducting a search for shops that are nearby the user.

The user may activate any menu, such as the menu shown in Fig. 30, by performing the

tap-and-hold gesture described above with respect to the first implementation (and as

illustrated in Figs. 23 and 24).

[00222] Upon activation of the menu, in the second implementation, the AIM 402

presents the first entry in the list near the middle of the user device's display surface. The

user may then move up through the list by making one or more panning gestures in an

upward direction, or move down through the list by making one or more panning gestures

in the downward direction. When the user reaches the end of the list in either direction,



the list repeats. That is, when the user advances past the last item in the list, the user will

encounter, as a next entry, the first item. When the user advances past the first item in the

list, the user will encounter the last item. Due to this menu presentation strategy, the

second implementation may dispense with the use of multiple-page lists, as used in the

first implementation. That is, the user navigates through a single master list using one or

more panning gestures. A user makes a panning gesture by placing one or more fingers in

contact with the touch-sensitive surface, and dragging those finger(s) in a desired direction

of panning; the movement here is slower compared to a flick gesture.

[00223] Fig. 3 1 provides additional information regarding the above-described

behavior. The user here makes a panning gesture by dragging the displayed menu in the

downward direction. But unlike the case of the first implementation, the user need not

keep his or her finger on the surface when navigating through the list. For instance, the

user may make plural panning gestures; between each panning gesture, the user may

remove his or her finger from the surface. The second implementation will not interpret

the removal of the user's finger from the surface as an instruction to select whatever menu

item happens to be highlighted at that time. The second implementation may deactivate a

menu after a prescribed amount of time of inactivity by the user, or when the user makes a

back gesture.

[00224] As shown in Fig. 32, a user may select a highlighted item in the list by making

a short touch-and-drag gesture towards the periphery of the surface. The AIM 402 will

provide audible and/or haptic feedback when it has interpreted the user's gesture as a

request to select the highlighted item. Then, the AIM 402 will select the item when the

user removes his or her finger from the surface of the user device 106. Alternatively,

instead of removing his or her finger, the user may drag his or her finger back in the

opposite direction to cancel the selection operation, which the AIM 402 will again confirm

(e.g., by providing an appropriate cue or cues).

[00225] Fig. 33 shows a back gesture performed at the periphery of a menu, and the

response to this gesture. More specifically, the user may now perform a back gesture by

pulling left or right from the respective edge for a short distance until the AIM 402

indicates that it has understood the user's gesture (e.g., by providing an appropriate cue or

cues). At that time, the user can release his or her finger to perform a back action. Or the

user may move his or finger in the opposite direction until the AIM 402 interprets the

user's action as a request to revoke the back action. In the example of Fig. 33, the back

action causes the AIM 402 to transition from a search results menu to a tabs menu.



[00226] Fig. 34 shows a gesture that a user may perform by drawing a circle shape

3402 on a menu, e.g., by tracing out a circle on a search results menu (for example) that is

presented in the home workspace 2702. In response to this gesture, the AIM 402 will

return to the tabs menu. Although not shown, the user may subsequently perform the

same circle gesture on the tabs menu. In response, the AIM 402 will return to the search

results menu (or whatever page from which the user originated - that is, whatever page on

which the user drew the original circle).

[00227] Fig. 35 shows a gesture that the user may perform by drawing a half-circle

3502 on a menu, e.g., by tracing out a half-circle on a search results menu (for example)

that is presented in the home workspace 2702. In response, the AIM 402 will return focus

to whatever was being presented in the current context. In the example of Fig. 35, the

AIM 402 returns to information associated with a current step in the journey (as shown on

the right side of Fig. 35). If the user is not currently undertaking a journey, the current

context may correspond to whatever menu was opened last. The user can reverse this

transition by drawing a half-circle on the page shown on the right side of Fig. 35.

[00228] Figs. 36 and 37 show different gestures that can be used to increase and

decrease, respectively, a level of verbosity provided by the system of Fig. 1, and a level of

contextual information provided by the system. For example, as indicated in Fig. 36, the

user may draw a right-arrow shape 3602 on any menu (here, a tabs menu) to increase the

verbosity level of the SI module 302. As indicated in Fig. 37, the user may draw the left-

arrow shape 3702 on any menu to decrease the level of verbosity of the SI module 302.

The level of verbosity refers to the brevity at which the SI module 302 delivers its audio

information, e.g., ranging from terse to detailed.

[00229] As also indicated in Fig. 37, the user may draw an up-arrow shape 3704 or a

down-arrow shape 3706 on any menu to increase or decrease, respectively, a level of

information that is provided to the user. For example, the user may scale back on the

quantity of contextual information by refraining from sending the user information

regarding one or more of the least critical categories of information items (such as by

omitting contextual information, but sending warning information and journey

information).

[00230] The second implementation may also execute other new gestures (compared to

the first implementation), although not specifically illustrated in the figures. For example,

the user can perform a tap-and-hold gesture on a first menu to transition from that menu to

an actions menu (where the actions pertain to actions that are relevant to the context



associated with the first menu). The user may perform the same gesture on the actions

menu to return to the original (first) menu. The tap-and-hold gesture in this case involves

a longer hold action than the tap-and-hold gesture that is used to generally activate any

menu.

[00231] As another new gesture, the user may perform a vertical flick gesture while on

the menu items of a menu. The AIM 402 will interpret this action as a request to quickly

advance through the menu items, in either an up or down direction, depending on the

direction of the flick. As another new gesture, the user may perform a horizontal flick

gesture on a menu item in a menu to advance to the next menu item in the list. The user

can make multiple such horizontal flick features to successively advance through the list,

one menu item at a time.

[00232] In either of the first or second implementations (corresponding to Figs. 11 and

27), the user may execute a gesture to place the user device 106 in a pocket mode. When

the user device 106 detects that gesture, it will ignore any subsequent gestures that the user

may make, with the exception of a gesture that has the effect of canceling the pocket

mode. As the name suggestions, the pocket mode is useful in those cases in which the

user wishes to stow the user device 106 in a pocket or some other compartment (such as a

purse, bag, etc.). When active, the pocket mode prevents accidental touch contact and/or

movements by the user as being (incorrectly) interpreted as meaningful gestures. The

gestures used to invoke and revoke the mode can correspond, for instance, to telltale swipe

gestures, etc.

C.2. Sounds and Haptic Cues

[00233] The AIM 402 can present various sounds by leveraging the use of the sound

generation module 414. The AIM 402 can also present various haptic feedback

experiences (e.g., vibration cues) using the haptic cue generation module 418. The AIM

402 can produce such sounds and vibrational cues in response to different types of

triggering events. For example, the AIM 402 can present these sounds and haptic cues in

response to certain changes in state, in response to certain interface actions taken by the

user (such as navigation among menu items), in response to certain events in a journey,

and so on.

[00234] The following listing describes representative sounds (and associated haptic

cues), and the illustrative circumstances in which they are invoked.

[00235] Loading/Busy. The AIM 402 can repeatedly play a Loading/Busy sound while

the SI module 302 is in a state in which the user is unable to interact with it. The sound



reassures the user that the SI module 302 is working but it is presently busy performing an

action. For example, this sound may resemble a ping pong ball bouncing up and down;

the frequency of the bounce may increase as the processing nears completion, and may

end with a flourish-type sound.

[00236] Transition-To-Zone-Menu. This sound indicates that a secondary menu,

presented in one of the dedicated secondary workspace zones, has moved into focus and is

now being presented instead of the current context menu in the home workspace. This

sound may also convey the direction in which the user has performed the corresponding

gesture. For example, the sound may resemble a swoosh, like a gust of wind in a

respective direction. Further, in one case, the AIM 402 may express this sound as a three-

dimensional sound.

[00237] Transition-From-Zone-Menu. This sound indicates that the current context

menu has moved back into focus and is now being presented instead of a secondary menu

in one of the dedicated workspace zones. This sound may also convey the direction in

which the user has performed the corresponding gesture. For example, the sound may

resemble a swoosh that is the counterpart of the Transition-To-Zone-Menu swoosh, but

moving in the opposite direction than the Transition-To-Zone-Menu sound. Again, the

AIM 402 may optionally express this sound as a three-dimensional sound.

[00238] Menu-Activation. This sound indicates that a menu is now active and can be

manipulated. This sound may be described as a fade-in sound that terminates with a snap-

in-type sound. In addition, the AIM 402 can present a short vibration cue that confirms

the user's intention to produce a change in state. Further still, the AIM 402 may invoke a

verbal cue that announces, for example, "menu release to dismiss." That cue informs the

user that the menu is active, and that the user can deactivate the menu by releasing his or

her finger from the marker item.

[00239] Menu-Deactivation. This sound indicates the menu has been deactivated, and

thus can no longer be manipulated without reactivating it. The sound may be described as

a fade-away-type sound.

[00240] Unsupported-Gesture. The AIM 402 may play this short sound that indicates

that a gesture was recognized but that it is otherwise invalid (e.g., because it is currently

not supported). This sound may resemble a thud, followed by a soft two-tone access-

denied-style notification. The AIM 402 may play a more specific Cannot-Go-Back sound

to indicate that a back gesture has been performed, but it cannot be performed, e.g.,

because it is not possible to go further back.



[00241] Change-In-Menu-Item-Selection. This sound indicates that the user has moved

to a menu item in a menu. The tone of this sound depends on the position of the menu

item in the menu, e.g., where the tone may increase as the user moves up the list, and

decrease as the user moves down the list. Further, in one implementation, the AIM 402

can present different scales when traversing the first grouping of the menu items

(associated with the context-specific items), compared to the second grouping of menu

items (associated with the global items). In both cases, the user may perceive the sounds

that are produced as similar to the running of a hand over the keys of a piano; but each

sound in this case may be shorter that a piano tone, and similar to the pop of a bubble.

[00242] Further, the AIM 402 can present a vibration cue upon traversing each menu

item. The user may experience the vibration cues as similar to running a hand over a

bumpy surface, with each bump representing a different menu item. A user can

consciously or subconsciously count the bumps to quickly get a general idea of his or her

position within the list. Further, the AIM 402 can present an audio message upon

advancing to a menu item that informs the user that the menu item is in focus and will be

selected upon release of the user's finger. For instance, the AIM 402 can announce the

menu item by giving its number in the list, and then announcing a description of the item.

[00243] Confirm-Menu-Selection. This short sound indicates when an action has

resulted in a change to the state. It may be implemented as a short and precise sound with

a flourish at the end. For instance, the sound may resemble a bleep followed by a

travelling grating sound that fades out towards its end. The AIM 402 may also execute a

short vibration cue that confirms the select action. Further, the AIM 402 can play a verbal

cue that confirms that the item has been selected.

[00244] Show-Dialog-Menu. This short sound indicates that an overlay menu is now

being presented on top of other content. This sound may resemble a fade-in ascending-

type sound. The AIM 402 can also provide an accompanying short vibration cue, which

further confirms that a change in state has taken place. Further, the AIM 402 can play a

verbal cue that states that the overlay menu is now being presented.

[00245] Close-Dialog-Menu. This short sound indicates that a dialog (e.g., an overlay

menu) has been closed and that the focus has returned to a previous context. The sound

may resemble a fade-out descending-type sound.

[00246] Context-Switch. This short and distinct sound indicates that the state of the

current context menu has transitioned to present new content, e.g., because the user has



advanced to a new journey step, etc. The sound may resemble a bleep followed by a

subtle turnstile noise.

[00247] The above-described sounds are representative, and not exhaustive of the full

suite of sounds that the AIM 402 may provide. The following additional sounds, for

instance, may be triggered upon certain actions, performed by the user, while interacting

with the AIM 402: a) a To-Actions sound to indicate that a menu of actions is presented,

based on a selection of a menu item made in a prior menu; b) a From-Actions sound to

indicate that an active menu is presented in response to the return from a menu of actions;

c) an Actions-Unavailable sound to indicate that an instruction to present actions for a

particular menu has been recognized, but that there are no actions associated with the

particular menu; d) an Item-Selectable sound that indicates that a menu item has been

successfully marked for selection upon release of the user's finger; e) an Item-Non-

Selectable sound to indicate that an item that was previously marked for selection-upon-

release has now been successfully un-selected, and thus will no longer be selected upon

release of the user's finger; f an Item-Not-Selectable sound to indicate that a gesture to

mark an item for selection has been recognized, but the gesture is not applicable to the

item under consideration; g) a Select-But-No-Change sound to indicate that a selection has

been made, but that no change in focus is appropriate; h) a Back-Success sound to indicate

that a back gesture was recognized and the back action has been invoked; i) a Switch-To-

Tabs sound to indicate that a switch-to-tabs gesture has been successfully recognized and

that the tabs menu is now being presented; j) a Switch-From-Tabs sound to indicate that a

switch-from-tabs gesture has been recognized and the prior menu, that was presented prior

to switching to the tabs menu, has been restored; k) a Start-Listening sound to indicate that

the SI module 302 is now listening for a user's voice commands; 1) a Cancel-Listening

sound to indicate that the voice recognition mode has now been canceled; m) a Finished-

Processing sound to indicate that the application has completed receiving and processing a

voice input; n) an Action-Taken sound to indicate that an action has been taken as a result

of a voice-based input, and so on. Further, the AIM 402 can also present any type of

haptic cues that will accompany any of the sounds described above.

[00248] The following illustrative sounds may be triggered upon certain events that

may occur in the course of the user's interaction with the headset 108: a) a Button-Tap

sound (played prior to performing an action) to indicate that a tap gesture has been

recognized on a headset button; b) a Button-Press sound (played prior to performing any

action) to indicate that a press gesture has been recognized on a headset button; c) a



Buttons-Held sound (played prior to performing an action) that indicates that a hold

gesture has been recognized on a headset button; d) a Cancel-Action sound that indicates

that any previous action, invoked from a headset button, has been cancelled, e.g., for a

request to stop announcing contextual IOIs as part of the orientation action, and so on.

Further, the AIM 402 can also present any type of haptic cues that will accompany any of

the sounds described above.

[00249] The following illustrative sounds may be triggered upon certain events that

may occur during the course of a journey: a) a Started-Journey sound to indicate that a

journey has been started and that navigation is now in progress; b) a Mode-Switch sound

that indicates that the user has switched his or her mode of transport (e.g., from walking to

train, etc.); c) a Beat sound to directionally indicate the next point along the journey that

the user is trying to get to as part of navigation; d) a Warning sound to indicate that

warning information is about to be read aloud, played to heighten the user's awareness and

give the user time to tune-in for that information; e) a Waypoint-Reached sound to indicate

that the user has reached a journey waypoint and that navigation information is about to be

read aloud, played to heighten the user's awareness and give the user time to tune-in for

that information; f) an Approaching Waypoint sound to indicate that the user is

approaching a waypoint and that navigation information is about to be read aloud, played

to heighten the user's awareness and give the user time to tune-in for that information; g) a

Journey-Update sound that is played to indicate that information regarding a change to the

current journey is about to be read aloud, played to heighten the user's awareness and give

the user time to tune-in for that information; h) a Contextual-Information sound that

indicates that contextual information is about to be read aloud; i) a Further-Information

sound that indicates that additional information is about to be read aloud, and so on.

Further, the AIM 402 can also present any type of haptic cues that will accompany any of

the sounds described above.

[00250] Generally, the above sounds and haptic cues further promote the goal of

providing useful information to the user as the user interacts with his or her environment,

without unduly distracting the user. For example, the sounds and haptic cues that the user

hears while navigating a menu allow the user to interact with the menu without diverting

his or her attention from the environment.

C.3. Voice Recognition Mode

[00251] The system 102 supports a voice-recognition mode in which the user may issue

commands to the system 102 via spoken instructions, e.g., in addition to manually



interacting with the headset 108 and/or user device 106. Or the system 102 can use the

voice-recognition mode as the sole mode in which the user interacts with the system 102.

To perform recognition of the user's voice commands, the system 102 may rely on pre

existing voice recognition technology (e.g., the CORTANA system provided by

MICROSOFT Corporation), and/or native voice recognition technology. Fig. 3 illustrates

the voice recognition technology as the speech processing engine 328.

[00252] As mentioned above, the user can invoke the voice-recognition mode via an

appropriate command issued through the headset 108 and/or the menus of the user device

106. In other cases, the user device 106 may already be interacting with a voice

recognition system (e.g., CORTANA) as part of its default manner of operation, but not in

the context of performing navigation. Here, the user may interact with the SI module 302

in the voice-recognition mode by issuing a spoken command that is preceded by the name

of the navigation application, e.g., by speaking the command, "Soundscape, start explore

mode." If the user has already activated the voice-recognition mode in the context of the

navigation application, the user can just say, "Start explore mode," or the like.

[00253] The following list identifies illustrative operations that may be initiated in

voice mode: a) the user may open an existing (saved) journey; b) the user may activate or

reactive the orientation mode; c) the user may activate or deactivate the explore mode; d)

the user may ask for more information about a particular topic; e) the user may request the

cessation of all (or some) spoken messages; f) the user may make various parameter

settings; g) the user may save journey information, and so on.

[00254] Illustrative commands may correspond to: a) "Create a route to destination [x],

leaving at time [y], using only public transport [z]"; "Find the closest coffee shop"; c)

"Get me to a train station"; d) "What is the time?"; e) "Increase volume"; f) "Remove

restaurants from items of interest," etc.

[00255] The speech processing engine 328 may sometimes encounter a situation in

which it understands the user's command, but it determines that the command omits one

or more items of necessary information. In response, the speech processing engine 328

can ask the user to supply the missing items of information.

[00256] In other cases, the speech processing engine 328 may encounter a situation in

which it does not understand the user's command. In those cases, the speech processing

engine 328 can ask the user to rephrase the command. If that is not successful, the speech

processing engine 328 may present proposed interpretations of the user's utterance to the

user (e.g., based on the detection of keywords in the user's command), and then ask the



user whether any of the interpretations are correct. If that is not successful, the speech

processing engine 328 may invite the user to enter an equivalent command via the headset

108 and/or the user device 106.

[00257] Fig 38 shows a process 3802 which summarizes one manner of operation of the

AIM 402 of Figs. 4 and 5 . In block 3804, the AIM 402 detects a first gesture, performed

by the user, corresponding to an instruction to activate a menu in an associated workspace.

The associated workspace corresponds to one of a plurality of workspaces, and the

associated workspace has a determined spatial relationship with respect to other

workspaces in the plurality of workspaces. The first gesture, for example, may correspond

to the above-described tap-and-hold gesture described with reference to Fig. 24. In block

3206, the AIM 402 activates the menu in response to the first gesture.

[00258] In block 3808, the AIM 402 detects a second gesture, performed by a user,

corresponding to an instruction to advance to a particular menu item, among a collection

of menu items in the menu. The second gesture, for example, may correspond to any of

the types of scrolling or panning gestures described above (e.g., with reference to Figs. 25

and 31). In block 3810, the AIM 402 advances to the particular menu item in response to

the second gesture.

[00259] In block 3812, the AIM 402 detects a third gesture, performed by a user,

corresponding to an instruction to select a particular menu item. The third gesture, for

example, may correspond to the type of release gesture shown in Fig. 25 or the type of

pull-to-the-side gesture show in Fig. 32. In block 3814, the AIM 402 performs an

operation in response to the third gesture. The operation may correspond to the invocation

of an action, the setting of a parameter, the presentation of information, etc.

[00260] In summary, the above features allow the user to safely and efficiently move

through his or her environment. For example, the workspaces provide a user-friendly way

of surfacing the most relevant information to the user as the user moves through the

environment. Further, some of the features allow the user to interact with a user interface

presentation without directing visual attention to that presentation, and/or without having

to perform cumbersome and complex gestures that divert the user's attention from the

physical task of interacting with the environment. For instance, the user may perform

some of the gestures with a single hand without looking at the user interface presentation.

D . Facilitating Interaction between Users and their Environments Using Sounds

[00261] As described in the introductory Section A, the sound generation module 414

(of Fig. 4) can generate non-three-dimensional (non-spatial) sounds and three-dimensional



(spatial) sounds. A three-dimensional sound is a sound which the user perceives as

emanating from at least one location in physical space, even though it has no actual origin

in physical space. For specifically, Fig. 39 demonstrates the use of three-dimensional

audio information to create a perception of sound which emanates from a particular

location within space. Fig. 40 demonstrates the use of three-dimensional audio

information to create a perception of sound that moves across a series of locations within

space.

[00262] In one implementation, the sound generation module 414 can produce a three-

dimensional sound using a library of Head-Related Transfer Functions (HRTFs), e.g., as

provided in the data store 416. An HRTF models the anatomical features a person's face

that have a person-specific bearing on the manner in which that person perceives the

origin of sound in his or her environment. To produce a three-dimensional sound, the

sound generation module 414 can choose an HRTF that is appropriate for a particular

person, and for a particular sound location in space (relative to the person's location). The

sound generation module 414 can then apply that HRTF to modify a non-three-

dimensional sound (e.g., a flat or non-spatial sound), to produce the three-dimensional

sound, e.g., by convolving the non-spatial sound with the chosen HRTF.

[00263] More specifically, in one case, the sound generation module 414 can receive

input information which describes: (a) the non-three-dimensional sound to be played; (b)

the location in space at which the sound is to be perceived as originating; and (c)

(optionally) the identity of the user. The input information can describe the non-three-

dimensional sound by providing reference information which identifies audio information

in the data store 416, and/or may provide the audio information itself. For example, the

non-three-dimensional sound may correspond to a telltale tone and/or a spoken message.

Then, for each ear of the user, the sound generation module 414 can: (a) identify an HRTF

associated with the location, for the particular user under consideration; and (b) apply the

HRTF to the non-three-dimensional sound to produce the three-dimensional sound. The

input information that is provided to the sound generation module 414 may originate from

one or more of the other modules of the SI module 302 described below, e.g.,

corresponding to the path guidance module 420, the relevant information determination

(RID) module 426, the exploration module 430, the orientation module 432, etc.

[00264] The sound generation module 414 performs the above functions with respect to

a library of HRTFs provided in a data store 416. In one implementation, the SI module

302 can store HRTFs in the data store 416 that have been prepared for particular



individuals (and which thus take into account the particular anatomical features of these

people). For example, the HRTFs, for each person, can be obtained by measuring the

physical characteristics of each person's face. That task, in turn, can be performed in

manual fashion (e.g., by using physical distance-measuring tools), by using a depth

camera (e.g., by using the KINECT system provided by MICROSOFT Corporation of

Redmond, Washington), and so on. More specifically, the set of HRTFs that is generated,

for a particular person, includes an HRTF for each location of sound in space (with respect

to the position of the user's head), and for each of the user's two ears. Different

implementations may entrust different individuals to create these HRTFs (e.g., acoustic

engineers, system administers, end users, etc.).

[00265] In a second implementation, the sound generation module 414 can store

separate groups of HRTFs that perform well for different respective groups of people. The

system 102 can then invite an end user to choose the set of HRTFs that is perceived as

producing the most realistic three-dimensional sounds. For instance, a user may make this

choice in a set-up phase, by asking the system 102 to produce the same three-dimensional

sound(s) using different HRTFs; the user may choose the sound(s) (and the corresponding

HRTF) that produce the most desirable result. In a third implementation, the sound

generation module 414 can store a single set of HRTFs that have proven suitable for a

large population of users, even though these HRTFs are not customized for any particular

person or group of people. Still other techniques may be used to generate and/or select

suitable HRTFs.

[00266] In one implementation, the sound generation module 414 generates three-

dimensional sounds that convey wideband audio information. Wideband audio

information is audio information that includes a wide distribution of audio frequencies,

e.g., in one implementation, in the range of 300 Hz to 3.4 kHz. Further, the individual

three-dimensional sounds are expressive in nature to further emphasize their directionality.

For example, one such three-dimensional sound may resemble a gust of wind blowing

from left to right or from left to right. Other properties of the audio information (besides

its HRTF-based directionality) may contribute to its expressiveness, such as by providing

variations in volume, tone, reverberation, looping frequency (for repeating sounds), etc.

All of these factors contribute to a realistic perception that sound is originating from a

particular location (or locations) in physical space.

[00267] As also described in Section A, different modules may leverage the use of

three-dimensional sounds for different purposes and in different modes of operation.



These modules include the path guidance module 420, the RID module 426, the

exploration module 420, the orientation module 432, etc. To simplify description, each

such module is sometimes described as producing three-dimensional sounds. In actuality,

each module produces the sound by generating the above-described input information,

which it feeds to the sound generation module 414; the sound generation module 414 then

uses the input information to produce the actual three-dimensional sounds.

[00268] With reference to Fig. 41, first consider the operation of the path guidance

module 420. As already described, the path guidance module 420 determines the current

direction in which the user is headed. The path guidance module 420 can make this

assessment based on any of the information provided by the system's orientation

determination mechanism(s), motion determination mechanism(s), position determination

mechanism(s), and so on. In one case, for instance, the path guidance module 420 can

determine the direction in which the user's head is pointed (e.g., based on an orientation

determination mechanism in the headset 108), and then use this information as a proxy for

the direction in which the user is presumed to be headed. Alternatively, or in addition, the

path guidance module 420 can determine a series of locations that the user has recently

traversed. The path guidance module 420 can use this information to project a direction

that the user appears to be headed. Alternatively, or in addition, the path guidance module

420 can determine the direction in which the user is purposely pointing his or her user

device 106.

[00269] The path guidance module 420 can also determine the desired direction of the

user. The path guidance module 420 can determine the desired direction based at least the

current location of the user and the location of the next waypoint. The path guidance

module 420 can also take into consideration map information when determining the

desired direction. For example, the map information may reveal that the user's path is

restricted in various ways, e.g., by the course of a roadway, obstacles of any type etc. The

path guidance module 420 can use all of this information to determine the direction that

the user should be headed to ultimately place the user on course to reach the next

waypoint, in the most efficient manner possible.

[00270] Based on the actual direction and the desired direction, the path guidance

module 420 can then determine the extent to which the user may be deviating from the

desired direction, e.g., to provide deviation information. The path guidance module 420

can then use the deviation information to generate a three-dimensional sound that will



have the effect of steering the user in a desired direction, e.g., by feeding the deviation

information to the sound generation module 414 as part of the input information.

[00271] To clarify the above description, consider the illustration of Fig. 41. Here, the

user is located at a current location 4102. The next waypoint (w) is located at target

location 4104. The user's current (actual) direction is denoted as direction 4106. The

user's desired direction 4108 corresponds to that vector which connects the current

location 4102 of the user with the target location 4104, although, as noted above, this need

not be the case in all situations (e.g., due to an obstruction which blocks a direct route

from the current location 4102 to the target destination 4104). The deviation information

may correspond to the angular difference between the current direction 4106 and the

desired direction 4108.

[00272] In response to the above determinations, the path guidance module 420 can

produce a three-dimensional sound (using the sound generation module 414) which

appears to originate from the location 4 110. In other words, the user is currently headed

off to the left of the desired direction 4108. The user will hear the directional cue

emanating off to the right. The user will perceive that cue as urging the user to veer

towards the right to correct the direction of his or her path. If the user starts moving in a

direction that is too far to the right of the desired direction 4108, the path guidance module

420 may produce a three-dimensional sound (using the sound generation module 414) off

to the left of the user. The user may continue on, essentially following or pursuing the

direction of the perceived three-dimensional sound. When the user is headed in the correct

direction, the three-dimensional sound will be perceived as emanating directly in front of

the user; the user then heads straight for that sound.

[00273] As noted above, the path guidance module 420 can use the sound generation

module 414 to create a three-dimensional sound that is periodic in nature, e.g.,

corresponding to a beat sound. For instance, the beat sound may correspond to a repeating

single tone or a two-tone or n-tone clip-clop sound, and so on. In addition, or

alternatively, the three-dimensional sound can appear to move in the direction that the user

is being urged to move, e.g., from left to right, or right to left, etc.

[00274] Moreover, the path guidance module 420 can provide input information to the

sound generation module 414 which has the effect of varying one or more audio

characteristics of the beat sound, depending on an extent to which the user's actual current

direction 4106 deviates from the desired direction 4108. For instance, the path guidance

module 420 (in conjunction with the sound generation module 414) can generate a beat



sound having a first tone and/or a first looping frequency when the user's current deviation

from the ideal path is within a first threshold. The path guidance module 420 (in

conjunction with the sound generation module 414) can generate a beat sound having a

second tone and/or a second looping frequency when the user's current deviation is

outside the first threshold, but within a second threshold, and so on. The path guidance

module 420 can classify the user's deviation into any number of such deviation categories,

each being associated with a particular beat sound.

[00275] In the particular example of Fig. 41, the path guidance module 420 defines a

first range 4 112 of deviations from the desired direction 4108 and a second range 4 114 of

deviations from the desired direction 4108, the second range 4 114 being larger than the

first range 4 112. The current direction 4106 falls within the second range 4 114, and

therefore the path guidance module 420 (in conjunction with the sound generation module

414) will generate a beat sound that is appropriate for this range 4 114.

[00276] In actual practice, the path guidance module 420 is useful in many

circumstances, but may be perceived as most useful in two circumstances. In a first case,

a user may reach an intersection at which he or she is expected to turn in a particular

direction, among a fixed set of available options. Or the user may reach a fork in the road

in which he is expected to choose one of the possible paths. The path guidance module

420 (in conjunction with the sound generation module 414) can provide unambiguous

guidance to the user by playing a three-dimensional beat sound that the user perceives as

resolving his or her navigation choices. For example, when standing in an intersection, the

user will hear the beat sound leading him or her to the left or right (for example). When

standing at a fork in the road, the user will perceive the beat sound as leading him or her

down the correct fork in the road.

[00277] In a second scenario, the user is moving across a more open space in which he

or she is given more latitude to gradually veer off course (compared to the case in which

the user is walking down a well-defined road or path). Here, the path guidance module

420 may give the user incremental nudges in the manner illustrated in Fig. 4 1 to keep the

user on a proper heading.

[00278] In another use scenario, the relevant information determination (RID) module

426 can determine, at each point along a user's path, and for each corresponding current

context, the location of relevant items of interest (IOIs), such as contextual IOIs. The RID

module 426 can then use the sound generation module 414 to generate a three-dimensional

sound for each IOI. The user will perceive that sound as originating from the actual



location of the corresponding physical entity in physical space, that is, assuming that the

IOI corresponds to a physical entity having a discrete physical location in space. For

example, the RID module 426 (in conjunction with the sound generation module 414) can

generate the following audio information for a particular IOI that has a counterpart

physical entity in the user's vicinity: [3D sound], "Jane's Coffee Shop, restaurant, 30 feet

ahead." In other words, in this case, the audio information includes a three-dimensional

sound, followed shortly thereafter by a spoken message. The user will perceive the three-

dimensional preliminary sound as emanating from a physical location of Jane's Coffee

Shop. The spoken message may also be presented as a three-dimensional sound (although

it need not be). The spoken message could alternatively include additional (or fewer)

fields of information, or could be omitted entirely.

[00279] In other cases, an IOI may have a general origin in space, rather than a pinpoint

location. For example the IOI may correspond to an advertisement that is associated with

a general area that, in turn, corresponds to a bus stop. The RID module 426 (in

conjunction with the sound generation module 414) can generate a sound for that IOI that

is perceived by the user as emanating from the general area of the bus stop, or from the

center of that area, etc. That type of IOI may be considered virtual insofar as it is not

intended to describe the bus stop, but operates as an audio attribute of the bus stop.

[00280] In another implementation, the audio information can also include a verbal cue

which specifies the directional location of the IOI, relative to the user. That directional

cue can be expressed broadly (e.g., by specifying that Jane's Coffee Shop is ahead of the

user and to the right), or more narrowly (e.g., by specifying that Jane's Coffee Shop is

located at 10 o'clock, relative to the current direction of the user). In addition, or

alternatively, the RID module 426 (in conjunction with the sound generation module 414)

can provide different three-dimensional sounds for different respective categories of IOIs,

e.g., by playing a first type of sound for restaurants and a second type of sound for

restroom facilities, etc.

[00281] Both the exploration module 430 and the orientation module 432 leverage the

above-described behavior of the RID module 426, e.g., in the explore mode and the

orientation mode, respectively. As described in Section A, the user may enter a command

to expressly activate and deactivate these modes, e.g., via manual interaction with the

headset 108 and/or the user device 106, and/or via a voice instruction.

[00282] More specifically, Fig. 42 shows the illustrative behavior of the exploration

module 430, operating in the explore mode. In this mode, once the explore mode is



activated by the user, the exploration module 430 determines the current location of the

user and the current focus of interest of the user. For example, the exploration module 430

can use any position determination mechanism(s) on the headset 108 and/or on the user

device 106 to determine the location of the user at the present time (e.g., using a GPS

sensor, etc.). The exploration module 430 can use any orientation mechanism(s) on the

headset 108 and/or on the user device 106 to determine the direction at which the user

appears to be orienting his body. For example, the orientation mechanism(s) on the

headset 108 can determine the direction at which the user's head is pointed, which can be

used as a proxy-indication of the user's focus of interest. Alternatively, or in addition, the

system 102 may instruct the user to point the user device 106 in the direction that matches

his or her focus of interest; in that case, the orientation mechanism(s) of the user device

106 will correctly reflect the user's intended focus of interest. Still other techniques can

be used to assess the user's presumed focus of interest.

[00283] Next, the exploration module 430 defines a search space of interest. In one

case, the exploration module 430 may define the search space as a volume of any shape

that is centered on the user's presumed focus of interest. For example, the volume may

correspond to a wedge-shape volume which originates from the user's current location and

which is bisected by the user's presumed focus of interest. System-defined and/or user-

defined parameter settings may specify the depth of the volume, the angular span of the

volume, the width of the volume, etc.

[00284] Next, the exploration module 430 may use the RID module 416 to search the

volume for the presence of IOIs of interest, such as, but not limited to, contextual IOIs.

The RID module 416 can perform this task by consulting one or more data stores which

provide information about IOIs, together with any parameter settings which define the

user's particular interests (for example, the user may have indicated that he or she is, by

default, interested in restaurant information, with the exclusion of coffee shop

information). In some cases, an IOI may be associated with the search space because it

has a counterpart physical entity that is physically located in the search space. In other

cases, an IOI may be associated with the search space because of some other nexus

established in any other way. For example, an administrator (or an end user himself or

herself) can manually specify, in advance, that the area near the exit of a subway station is

to be associated with a weather report IOI, and so on.

[00285] Finally, the exploration module 430 can generate three-dimensional audio

messages which announce the presence of the IOIs that have been identified. The



exploration module 430 can generate these messages in any manner described above by

leveraging the sound generation module 414. For example, as described above, the audio

information may correspond to an introductory sound, followed by a spoken message

which announces the IOI. The exploration module 430 (in conjunction with the sound

generation module 414) can read off these IOIs in an order, such as in clockwise order

across the volume, or counterclockwise order, and/or by increasing or decreasing distance

relative the location of the user, etc.

[00286] Fig. 42 clarifies the manner of operation described above. Here, the user is

presently located at a current location 4202. The user's current direction of attention is

indicated by the dashed line 4204. The search volume is defined by the contour 4206,

which is bisected by the user's direction of attention. That search volume defines an

angular swath, and may also have a prescribed height (not shown), such as 30 feet.

Overall, the search volume resembles a wedge. The exploration module 430 uses the RID

module 426 to find three contextual IOIs in the search volume. The exploration module

430 (in conjunction with the sound generation module 414) announces these contextual

IOIs by three-dimensional sounds which appear to originate from the locations of the

physical entities associated with the contextual IOIs.

[00287] Overall, the user may interact with the exploration module 430 by rotating his

direction of attention, by pivoting about his current location, in stages. At each stage, the

user may wait to hear the IOIs that lie within (or are otherwise associated with) the search

volume thus defined by his current presumed attention of focus, prior to moving on to a

new focus of attention. For example, in one case, the swath encompassed by a user's

direction of interest is 45 degrees. The user could conduct a complete inventory of IOIs

around him by turning to the northeast, the southeast, the southwest, and the northwest, in

succession. At each orientation, the user will hear the IOIs that are encompasses in that

quadrant of interest.

[00288] According to another illustrative feature, the user may select an IOI in any

manner after hearing it announced. For example, the user may issue the voice instruction

"take me there" or "more information" after hearing about Jane's coffee shop. Or the user

may select the IOI by turning his or her focus of attention towards the perceived location

of the IOI (e.g., based on the perceived location of the three-dimensional sound which

announces this IOI). The user may perform this task, for instance, by turning his head or

body or user device 106 directly towards the perceived location of the IOI. Or the user

may select the IOI via an appropriate menu provided by the user device 106. Or the user



may make an appropriate selection via a headset button after hearing the IOI being

announced, etc. In response to the selection of the IOI, in whatever manner made, the SI

module 302 can present additional information regarding the IOI, or provide instructions

on how to reach the IOI, etc. The SI module 302 can also confirm the user's selection by

increasing the volume of the three-dimensional sound that announces the presence of the

chosen IOI, or by otherwise making that sound more prominent in the user's experience.

[00289] Finally, the orientation module 432 operates by determining the current

location of the user in the manner described above. It then defines a three-dimensional

volume around the user. For example, the three-dimensional volume may correspond to a

cylinder or sphere or box or rectangle (for example), with the user located at the center of

the volume. The orientation module 432 then uses the RID module 426 to identify the set

of IOIs that exist within the volume, if any. The orientation module 432 then uses the

sound generation module 414 to read off the IOIs in any order.

[00290] For example, in Fig. 43, the orientation module 432 defines a three-

dimensional volume having the shape of a cylinder, with the user positioned at its center at

a current location 4302. The orientation module 432 uses the RID module 426 to identify

the IOIs that lie within the cylinder or are otherwise associated with the space defined by

the cylinder. Then the orientation module 432 reads off the IOIs in any order. For

example, consider a user who visits a mall having three floors. Assume that the user is

standing in the open-air atrium on the first floor of the mall. The orientation module 432

can read off the IOIs that it finds on a floor-by-floor basis, e.g., floor zi, floor z 2 , and then

floor Z3. The orientation module 432 can announce the IOIs on each floor in any order,

such as a clockwise order, a counterclockwise order, etc. The user may then optionally

select any IOI in any of the ways described above.

[00291] As closing comment, the above explanation set forth the use of three-

dimensional sounds to announce the presence of contextual IOIs, such as restaurants, etc.

But the SI module 302 can use three-dimensional sounds to announce the presence of any

types of IOIs, such as warning IOIs and journey IOIs. For example, the SI module 302

can generate a warning regarding a pothole in the road that appears to emanate from the

location of the pothole. As another clarification, the SI module 302 can also deliver many

types of IOIs in a flat or non-spatial manner. For example, the SI module 302 can produce

another warning IOI that has no directivity to generally notify the user that the road on

which he is currently traveling is slick due to rain.



[00292] Further, the above description was predicated on the use of sound that the user

perceives as originating from locations in physical space. In addition, or alternatively, the

haptic cue generation module 418 can generate vibration cues which convey directional

information. For example, the headset 108 can include two or more vibration

mechanisms, e.g., a first vibration mechanism on the left side of its frame 602 and a

second vibration mechanism on the right side of its frame 602. The haptic cue generation

module 418 can activate either the first or second vibration mechanism to provide

instructions to the user to turn left or right, respectively. This type of instruction can

include additional gradations by including additional vibration mechanisms. The same

effect can be achieved by activating different vibration mechanisms on the user device

106, e.g., by activating a left-side vibration mechanism to provide a cue to turn left, and a

right-side vibration mechanism as a cue to right. The vibration mechanisms can be

coupled to yet other devices or parts of the user's body.

[00293] Fig. 44 shows a process 4402 that describes a use of three-dimensional sounds

to guide the user in navigating along a desired route. In block 4404, the SI module 302

determines a current location of a user along a route, within the space. In block 4406, the

SI module 302 generates a three-dimensional sound. The three-dimensional sound creates

a perception, by the user, that the three-dimensional sound emanates from at least one

particular location within the space. In block 4408, the SI module 302 delivers the three-

dimensional sound to the user. The three-dimensional sound assists the user in navigating

along the route.

[00294] Fig. 45 shows a process 4502 that describes one manner in which the path

guidance module 420 may use the three-dimensional sounds to guide the user along a

desired route. In block 4504, the path guidance module 420 determines a current direction

in which the user is headed. In block 4506, the path guidance module 420 identifies a

desired direction in which the user is expected to be headed. In block 4508, the path

guidance module 420 determines a difference between the current direction and the

desired direction, to provide deviation information. In block 4510, the path guidance

module 420 uses the sound generation module 414 to generate a periodic three-

dimensional sound (e.g., a beat sound), based on the deviation information. That three-

dimensional sound directs the user towards the desired direction. The three-dimensional

sound may have one or more properties (such as tone) which depend on the extent to

which the user has deviated from the desired direction.



[00295] Fig. 46 shows a process 4602 that describes one manner in which the SI

module 302 can use three-dimensional sounds to identify and announce IOIs. In block

4604, the SI module 302 determines a set of items of interest (IOIs), each item of interest

corresponding to an entity or event or piece of information that is relevant to the user in a

current context. In block 4606, the SI module 302 generates a three-dimensional sound

for each item of interest. The user will perceive the sound as originating from the same

physical location (or locations) that, in turn, is associated with the item of interest, e.g., by

perceiving a sound associated with a store as emanating from the location of the store.

[00296] In one case, the SI module 302 can apply the process 4602 as a background

service as the user traverses a route. For example, the RID module 426 can alert the user

to the existence of IOIs when the user draws sufficiently close to the locations associated

with these IOIs, as governed by any distance-based parameter setting.

[00297] In another scenario, as indicated in block 4608, the exploration module 430

may apply the above general process 4602 by using the RID module 426 to identify a set

of IOIs that are associated with a subspace to which an attention of the user is current

directed, or presumed to be currently directed. In another scenario, as indicated in block

4610, the orientation module 432 can apply the above general process 4602 by using the

RID module 416 to identify a set of IOIs that are associated with an entire space around

the user at the current time, without reference to the user's current focus of interest

(because the user is now interested in the complete volume of space around him or her at

the moment). The user can invoke and suspend the readout of the exploration module 430

or the orientation module 432 by issuing appropriate instructions, e.g., via the headset 108

or the user device 106.

[00298] As a final topic, the above examples were based on the simplifying assumption

that the position of the virtual sound-producing entity (e.g., the virtual sound source) in

space is stable relative to the location of the listener, at least over the course of the

delivery of the three-dimensional sound. This may be a valid assumption in many cases,

but it may not hold true for all situations.

[00299] For example, consider the following scenarios. In a first case, a user may listen

to a three-dimensional sound that describes (or otherwise relates to) a fixed-position entity,

as the user passes the entity in a vehicle of any type (e.g., on a train). For example, the

user may listen to a message that describes Seattle's Space Needle tower as the user is

traveling as a passenger in a car, in any direction relative to the Space Needle. In a second

case, the may listen to a three-dimensional sound that describes (or otherwise relates to) a



fixed-position entity, as the user stands still, but nevertheless moves his or her head about,

such that the position of the user's left and right ears are changing relative to the location

of the fixed-position entity. In a third case, a user may listen to a three-dimensional sound

that describes (or otherwise relates to) an in-motion entity, relative to a fixed position of

the listener. For example, the user may listen to a message that announces the arrival of an

airplane that is moving down a runway, while the user remains at a fixed position in the

airport's terminal. In a fourth case, both the location of an IOI and the user may be in

motion during the delivery of the audio information.

[00300] Further note that an IOI need not always correspond to a physical entity, such

as the Space Needle or a moving airplane. For example, a moving "virtual" IOI may

correspond to a virtual billboard which delivers a spatial message that the user perceives

as moving down the street towards the entrance of a nightclub, enticing the user to enter

that establishment. Further, everything that is set forth herein with respect to sounds

associated with IOIs applies equally to other sounds, such as the periodic beat sound.

[00301] To address any of the above situations, the SI module 302 can dynamically

update the three-dimensional audio information that it is producing over the course of its

delivery, to reflect, at each instance of time, the relative position between the user's head

and the IOI (e.g., the location of the Space Needle or the moving airplane, in the examples

cited above). The SI module 302 can perform this task in different ways. In one non-

limiting approach, the SI module 302 can perform the following operations in an iterative

process over the delivery of the audio information: (a) determine the position of the user's

head relative to the IOI, to provide relative position information; (b) select an HRTF (per

ear) based on the relative position information; (c) convolve whatever audio information is

to be delivered at the current time by the selected HRTF, to produce a three-dimensional

sound that is suitable based on the relative position information.

[00302] To cite one specific example, consider a message that takes five seconds to

deliver to the user. The SI module 302 can determine, for each second of that delivery, the

relative position between the user's head and the IOI. The SI module 302 can use that

information to produce a three-dimensional sound for each second of the message's

delivery that is based on the relative position between the user's head and the IOI at that

instance of time.

[00303] More generally, the above iterative processing can be performed at different

update rates. The update rate may depend on the rate at which the relative position

between the listener and the IOI changes. That is, the SI module 302 can update the



HRTFs at a relatively quick rate for large relative changes to the relative position

information, and at a slower rate for slower changes. The update rate may also take into

consideration the amount of processing resources that are available in the system 102 to

update the three-dimensional sound information.

[00304] The SI module 302 can also apply various techniques that are designed to

expedite the above dynamic processing (which may represent a large processing burden on

its resources). For example, in some cases, the system 102 can pre-compute a dynamic

sound for at least one predicted trajectory; each such trajectory defines some type of

expected relative movement between a listener and the IOI, due to: (a) the movement of

the listener in space; or (b) the movement of the IOI in space; or (c) the movement of both

the listener and the IOI. For example, assume that a train passes by an IOI at generally the

same speed each day. In this case, it is possible to pre-calculate a three-dimensional sound

(per ear) that is predicated on a dynamically-changing HRTF. That three-dimensional

sound takes into account a presumed progression of the user's head as the train moves

down the tracks, and may be based on the simplifying assumption that the user's head has

a predetermined fixed orientation as the user moves down the tracks. The SI module 302

can launch that three-dimensional sound when it detects that a listener's position reaches a

predetermined triggering location relative to the IOI, such as a location along the tracks

that is a predetermined distance from the IOI.

[00305] The above manner of operation can be expanded to account for different

scenarios. For example, the system 102 can pre-compute different dynamic three-

dimensional sounds to take account for different train speeds, different fixed head

orientations (e.g., indicating whether the user is looking straight ahead during the delivery

of the message, or looking out the window, etc.), and so on.

[00306] The above situation can also be extended to a more general setting in which the

movement between the user and an IOI can be decomposed into a number of possibilities,

allowing for the pre-calculation of respective dynamic three-dimensional sounds for these

possibilities. The SI module 302 can then launch any pre-calculated sound when it

determines that the user's current context matches one of the predetermined possibilities.

[00307] In another case, the SI module 302 can dynamically perform processing to

predict the movement of the user relative to the location of an IOI, e.g., on the basis of the

user's current heading. The SI module 302 can then dynamically pre-compute a three-

dimensional sound based on a projected trajectory of the user relative to the IOI.



[00308] Still other techniques can be used to expedite the computation of dynamically-

changing three-dimensional sounds. In some implementations, for instance, the SI module

302 can draw on the enhanced processing capabilities of the remote processing resources

112, e.g., by leveraging parallel processing performed by those resources 112.

[00309] In summary, the above features contribute to the above-stated goal of allowing

the user to efficiently, safely, and enjoyably move through his or her environment. For

instance, the features provide the user with different categories of information as the user

traverses the environment, using different modes of presentation. The functionality

presents this information to the user in a user-friendly manner that avoids overwhelming

the user with too much information at any given time. The use of three-dimensional

sounds further enhances the ability of the user to understand the nexus between the

information that is provided and objects, regions, and events in the environment.

E. Use of Beacons for Assistance to Users in Interacting with their Environments

[00310] The following section provides additional information regarding the operation

of the beacon-based guidance module 422. To repeat, the beacon-based guidance module

422 provides a strategy for guiding the user through a space by leveraging the use of

beacons having defined respective ranges. The space may correspond to an indoor space,

e.g., a space defined by the interior of one or more buildings or structures of any type.

Alternatively, or in addition, the space may correspond to an outdoors space.

[00311] The beacons may emit electromagnetic radiation of any type, such as radio

waves, infrared waves, etc. In other cases, the beacons may emit sound waves (e.g., in

the ultrasound range). Further, in some cases, the beacons may generate signals according

any protocol or combination of protocols, such as the BLUETOOTH protocol, the Wi-Fi

protocol, etc. For example, without limitation, the beacons may correspond to

BLUETOOTH Low Energy (BLE) beacons. Further, a beacon can have a range of any

desired depth, to best suit the target environment in which it is deployed. In some indoor

settings, for example, beacons are chosen having relatively short ranges, e.g., ranges of

one or more meters. In some cases, a beacon's stated range may be based on the implicit

or explicitly-stated assumption that its signals are to be detected by a particular type of

user device (such as a particular smartphone), or a particular class of user devices (such as

a particular class of smartphones), which have known and stable signal-receiving

characteristics.

[00312] In yet another case, each beacon is a passive device (such as a passive RFID)

that may be interrogated by the user device 106 (or some other interrogating device) when



that device is within a prescribed distance to the beacon. That prescribed distance

corresponds to the range of the device. However, to facilitate explanation, the remaining

description will assume that each beacon actively emits a signal.

[00313] In one implementation, each beacon possesses a code which defines it identity.

The beacon may constantly or periodically (or in an on-demand manner) emit signals that

announce its code (and/or any other application-specific information), which may be

detected by receiving devices within the range of the beacon. For example, consider a

BLE beacon that has a range of about one meter. A receiving device that lies within that

range may detect the beacon's signal and read its particular code.

[00314] In the example of Fig. 47, an indoor (and/or outdoor) environment is

characterized by a collection of corridors and obstacles (e.g., obstacle 1, obstacle 2, and

obstacle 3). This scenario involves pre-populating the environment with a collection of

beacons (e.g., beacons bi, h , . . . hi), e.g., by placing the beacons at every intersection of

two or more corridors. The outmost dashed-line circle surrounding each beacon represents

the range of the beacon. As noted above, a receiving device that lies within the range of a

beacon can successfully detect the beacon; otherwise, the receiving device will have no

knowledge of the beacon. Note that, in one illustrative implementation, the ranges of the

beacons do not overlap. This characteristic is advantageous because it eliminates any

ambiguity as to the location of the user at any given time. In other words, the user's

device cannot simultaneously detect two or more beacons, because the ranges of these

beacons do not overlap, and the user cannot simultaneously exist at two places at the same

time. In some environments, the non-overlapping nature of the beacon ranges may be

ensured by also taking into consideration the nature of the user device (or class of devices)

that will be receiving the signals emitted from the beacons.

[00315] As a first preliminary step, the locations of all beacons in the environment of

Fig. 47 may be loaded in the data store 424. The data store 424 may also store the codes

associated with those beacons.

[00316] As a second preliminary step, the system 102 can use any route planning tool to

generate a route through the environment of Fig. 47. The route planning tool can apply

any algorithm to perform this task. For example, the routing planning tool can express the

search space defined by the corridors and obstacles as a graph having a plurality of nodes

and links. That is, the links represent corridors and the nodes represent intersections of

corridors. The routing planning tool can then use any algorithm (such as the well-known

Dijkstra's algorithm) to find the most efficient path through the graph. Once the route is



defined, the beacon-based guidance module 422 can identify a subset of beacons (referred

to herein as route-specific beacons) that will be traversed by the user in traveling the route,

and store the identities of those beacons. In the case of Fig. 47, the user is expected to

encounter all of the beacons, but this is generally not the case (to be clarified below).

[00317] Now assume that the user embarks on the route using the above-described

system 102 as guidance. The system 102 may provide real-time guidance to the user in

the manner described above via the headset 108 and/or the user device 106. In this case,

however, the system 102 uses a different technique to determine the user's current location

at each time, compared to techniques described above.

[00318] More specifically, the beacon-based guidance module 422 constantly scans the

environment to determine whether the user is in the range of any beacon. If so, the

beacon-based guidance module 422 identifies the current location of the user as the current

location of the beacon that has been detected. In other words, the beacon-based guidance

module 422 knows, a priori, the code associated with the detected beacon and its location

in the environment. If the user's headset 108 or user device 106 detects the presence of

that beacon (based on the code conveyed by the detected signal), then the beacon-based

guidance module 422 may make the assumption that the user has the same location as the

detected beacon.

[00319] At this juncture, the beacon-based guidance module 422 can leverage the

services of the path guidance module 420 to direct the user in the desired direction using a

three-dimensional sound and/or based on other guidance information (such as a non-three-

dimensional sound, displayed instructions, etc.). For example, assume that the user's user

device 106 detects that it is in the range of beacon b4. The path guidance module 420 will

determine, based on the predetermined journey information, that the next waypoint along

the user's journey corresponds to the beacon bs. The path guidance module 420 can then

generate a three-dimensional sound which the user will perceive as originating from the

right side of the user, which serves to direct the user towards the next waypoint (e.g.,

beacon bs). The user will interpret this cue as an instruction that he or she should turn to

the right. The user will continue in this direction until he or she encounters another

beacon (e.g., beacon bs), at which time the direction of the user may be updated.

[00320] In some cases, a user may deviate in an unexpected manner from a planned

path in such a manner that he or she falls outside the range of the beacon that he or she

was expected to encounter next. Fig. 48 represents one manner of addressing this

situation. The strategy there is to increase the number of beacons along the planned route



of the user, which has the effect of increasing the frequency at which the user's current

position is assessed, and hence decreasing the potential that the user may wander off route

(e.g., to the extent the he or she falls outside the range of a beacon that he or she is

expected to encounter). Note that Fig. 48 shows only those beacons that the user is

expected to traverse on the planned route. But the environment may include additional

beacons (that are not shown) that the user is not expected to traverse.

[00321] The opportunity for a user to go significantly astray is not great in Figs. 47 and

48, e.g., because the user's choices are significantly restricted by the obstacles.

Nevertheless, a user may become confused and take a wrong turn, causing him to leave the

planned route. Or the user may purposely decide to deviate from the planned path. For

example, at the intersection associated with beacon b in Fig. 48, the user may take a left

turn rather than a right turn. The user may therefore eventually encounter an out-of-path

beacon (not shown), which he is not expected to encounter.

[00322] The beacon-based guidance module 422 can address this situation in different

ways. In one case, the beacon-based guidance module 422 can inform the user that

guidance can no longer be provided to the user, because the user appears to have wandered

off track, and it is no longer possible to determine the heading and intent of the user. The

beacon-based guidance module 422 can also query the user whether he or she intends to

pursue the original defined path through the environment.

[00323] In another case, if sufficient information can be obtained regarding the current

location, heading, and intent of the user, the beacon-based guidance module 422 can direct

the user back onto the planned route. For example, the beacon-based guidance module

422 can determine the direction that the user appears to be currently headed (although it

appears to be wrong), by forming a trajectory based on a set of the user's most recent

known positions. The beacon-based guidance module 422 can then use that heading

information, together with information regarding the user's current position (if known), to

steer the user back onto the planned route. Or the beacon-based guidance module 422 can

query the user to determine whether he or she intends to still pursue the planned route, or

select another route.

[00324] In any scenario, the beacon-based guidance module 422 can also rely on other

evidence of the current location and heading of the user (in addition to information

provided by the BLE beacons), when that information is available. For example, the

beacon-based guidance module 422 can collect that information from GPS sensor sources,



dead reckoning techniques, etc. In other cases, it is assumed that at least some of these

additional sources are not available, or are not reliable.

[00325] Fig. 49 describes another situation in which the space over which the user

traverses is more open-ended, compared to the examples of Figs. 47 and 48. The space is

prepopulated with a collection of short-range beacons. For example, the space may be

populated with a regular matrix of such beacons, if permitted by the physical

characteristics of the space. The beacons have ranges that do not overlap with each other.

[00326] Again, a route planning tool may generate a route 4902 through the space

based on any input objective, and using any route planning algorithm for this purpose.

The beacon-based guidance module 422 then determines the beacons that the user is

expected to traverse as he or she travels the planned route 4902. These beacons are

represented as solid-black beacon symbols.

[00327] During the actual traversal of the route 4902, the beacon-based guidance

module 422 performs the same function as described above. That is, when the beacon-

based guidance module 422 determines that the user has entered the range of a beacon

along the expected path (such as beacon ), then it accepts the location of that beacon as

the current location of the user. It then recalculates the heading of the user and updates the

three-dimensional beat sound (and/or other guidance information) to guide the user

towards the next beacon (e.g., beacon b33) .

[00328] The risk that the user will veer off track in the case of Fig. 49 is greater than the

case of Fig. 48 because the user is given more degrees of freedom in which the err. Fig.

50 describes one way of addressing this situation. Here, the beacon-based guidance

module 422 defines the beacons (represented as solid-black beacon symbols) that the user

may encounter along a planned route 5002 in a more general manner, e.g., by also

encompassing neighboring beacons that lie to either side of the most optimal route 5002.

The beacon-based guidance module 422 may continue to provide guidance to the user if

he or she wanders into the range of these neighboring beacons, under the assumption that

the user is still attempting to adhere to the planned route 5002, but has veered only slightly

off course. The beacon-based guidance module 422 may only generate an error condition

when the user wanders beyond the boundaries associated with outermost neighboring

beacons.

[00329] In another implementation, the beacon-based guidance module 422 can form a

postulate as to the desired destination of the user based on the beacons that the user has

already encountered along his or her path, thus far. For instance, the beacon-based



guidance module 422 can form a trajectory based on the locations of the beacons

encountered thus far. The beacon-based guidance module 422 can then determine a likely

intermediary or final destination to which the trajectory points, e.g., by extending the

trajectory along its current direction. The beacon-based guidance module 422 can then

ask the user whether he or she wishes to pursue a path toward the assumed destination. If

so, then the beacon-based guidance module 422 can thereafter provide the same type of

navigational assistance described above that helps the user reach the identified destination.

[00330] In any of the cases described herein, the beacon-based guidance module 422

can also take into consideration historical information regarding the user's previous travel

habits, and/or historical information regarding the travel habits of others (with respect to a

specified environment). That information, when available, may provide further evidence

of the user's intent in reaching a desired destination.

[00331] Fig. 5 1 shows a process 5102 that describes one manner of operation of the

beacon-based guidance module 422, e.g., within the context of the types of environments

of Figs. 47-50. In block 5104, the beacon-based guidance module 422 receives a

particular beacon signal from a sensor (or sensors) of a computing device which operates

at a current location within an environment. The computing device may correspond to the

user device 108, or the headset 108, etc. As described above, the environment is

populated with a plurality of beacons having, in one illustrative implementation, respective

non-overlapping ranges. Further, as a preliminary step, a route planning module may have

defined a desired route, which is described by journey information. Or the desired route

can be generated in a dynamic manner as the user traverses the environment, based on

assumptions that are made as to the intended intermediary or final destination of the user.

In any case, that desired route traverses ranges associated with a route-specific set of

beacons, from among the total set of beacons in the environment.

[00332] In block 5106, the beacon-based guidance module 422 determines, based on

the particular beacon signal, whether the user is within a range of one of the route-specific

beacons; this operation yields current location information when the user is within the

range. In block 5108, the beacon-based guidance module 422 determines a next waypoint

that the user is expected to reach, based on the predetermined journey information, to

provide next waypoint information. In some cases, that next waypoint may correspond to

the next beacon along the user's predetermined journey. In block 5 110, the beacon-based

guidance module 422 next determines direction information based on the current location

information and the next waypoint information. The direction information reflects a



direction that the user is advised to travel to reach the next waypoint. In block 5 112, the

beacon-based guidance module 422 generates audio information (and/or other guidance

information) based on the direction information. In block 5 114 the beacon-based guidance

module 422 delivers the audio information to the user, e.g., as a three-dimensional beat

sound. The audio information assists the user in reaching the next waypoint. The beacon-

based guidance module 422 can perform the above functions with the assistance of the

path guidance module 420 and the sound generation module 414.

[00333] Fig. 52 shows a process 5202 that provides further detail regarding one manner

in which the beacon-based guidance module 422 can determine the current location of the

user within an environment. In block 5204, the beacon-based guidance module 422

identifies a particular beacon code associated with a particular beacon signal that has been

received. In block 5206, the beacon-based guidance module 422 identifies, based on the

particular beacon code, a particular beacon that is associated with the particular beacon

code. In block 5208, the beacon-based guidance module 422 identifies a location of the

particular beacon based on stored information (in the data store 424) which identifies the

beacon codes and respective locations of beacons within the environment.

[00334] In summary, the above features contribute to the above-stated goal of allowing

the user to safely and efficiently move through his or her environment, particularly in

those situations in which the user cannot rely on other modes of determining his or her

location (e.g., based on the use of a satellite-based navigation system). In addition, the use

of non-overlapping beacon ranges (according to one illustrative implementation) provides

an efficient mechanism for disambiguating the location of the user, since the user cannot

simultaneously exist within the ranges of two or more beacons at the same time.

[00335] In the above description of a first implementation, the assumption was made

that the user device 106 (and/or the handset 108) receives, at any given time, a signal

transmitted by either zero beacons or a single beacon, but not plural beacons. In other

implementations, the above characteristic can be relaxed in different ways.

[00336] For instance, in a second implementation, the beacon-based guidance module

422 will conclude the user device 106 and/or the handset 108 is within range of a

particular beacon if it receives a signal from that beacon having a signal strength that is

above a prescribed threshold. But unlike the first implementation, the beacon-based

guidance module 422 may also simultaneously receive weaker signals from one or more

other beacons in the environment, where the strength of each of those signals is below the

prescribed threshold. In this scenario, the environment is populated with beacons having



positions such that, at any given time, the beacon-based guidance module 422 will receive

either: (1) no signal having a signal strength that is above the threshold; or (2) just one

signal having a signal strength that is above the threshold. In practice the second

implementation functions in the same manner as the first and offers the same benefits, e.g.,

by providing a binary mechanism for disambiguating the location of the user at any given

time, assuming that the user is within the range of one of the beacons. The beacons in the

second implementation may therefore be considered as functionally or effectively non-

overlapping due to the above behavior. And accordingly, any reference to "non-

overlapping" as used herein is to be understood as encompassing both the case in which

the beacons have ranges that literally do not overlap, as well as the case in which the

ranges may be considered non-overlapping because the user device 106 and/or headset

108 can at most receive a signal from one beacon having a signal strength above the

prescribed threshold.

[00337] In a third implementation, the beacon-based guidance module 422 may receive,

at any given time, signals from any number of beacons having any arbitrary signal

strengths. The set of signals (and strengths) at a particular location defines signal profile

information for that location. In a preliminary operation, the beacon-based guidance

module 422 can store signal profile information for each navigable location in the

environment, e.g., constituting information regarding the signals and their respective

strengths at that location. Collectively, the stored information constitutes a profile map of

the environment. During navigation, the beacon-based guidance module 422 can

determine the signals that it is receiving at a given time at a given location, to provide

current signal profile information. Then, the beacon-based guidance module 422 can use

the current signal profile information as a key to find the location having the closest

matching signal profile information. That location defines the probable location of the

user at the given time. In some environments, the strengths of the signals emitted by the

beacons and/or the ability to detect those signals may vary over time for various

environment-specific reasons. The beacon-based guidance module 422 can address this

issue by comparing normalized versions of the signal profile information. Note that the

positions of the beacons in the third implementation need not meet the non-overlapping

constraints associated with the first or second above-described implementations.

F. Representative Computing Functionality

[00338] Fig. 53 shows computing functionality 5302 that can be used to implement any

aspect of the system 102 set forth above. For instance, the type of computing functionality



5302 shown in Fig. 53 can be used to implement any of the user device 106, any of the

remote processing resources 112, the processing equipment used by the headset 108, the

separate user computing device 110, and so on. In all cases, the computing functionality

5302 represents one or more physical and tangible processing mechanisms.

[00339] The computing functionality 5302 can include one or more processing devices

5304, such as one or more central processing units (CPUs), and/or one or more graphical

processing units (GPUs), and so on.

[00340] The computing functionality 5302 can also include any storage resources 5306

for storing any kind of information, such as code, settings, data, etc. Without limitation,

for instance, the storage resources 5306 may include any of RAM of any type(s), ROM of

any type(s), flash devices, hard disks, optical disks, and so on. More generally, any

storage resource can use any technology for storing information. Further, any storage

resource may provide volatile or non-volatile retention of information. Further, any

storage resource may represent a fixed or removable component of the computing

functionality 5302. The computing functionality 5302 may perform any of the functions

described above when the processing devices 5304 carry out instructions stored in any

storage resource or combination of storage resources.

[00341] As to terminology, any of the storage resources 5306, or any combination of

the storage resources 5306, may be regarded as a computer readable medium. In many

cases, a computer readable medium represents some form of physical and tangible entity.

The term computer readable medium also encompasses propagated signals, e.g.,

transmitted or received via physical conduit and/or air or other wireless medium, etc.

However, the specific terms "computer readable storage medium" and "computer readable

medium device" expressly exclude propagated signals per se, while including all other

forms of computer readable media.

[00342] The computing functionality 5302 also includes one or more drive mechanisms

5308 for interacting with any storage resource, such as a hard disk drive mechanism, an

optical disk drive mechanism, and so on.

[00343] The computing functionality 5302 also includes an input/output module 5310

for receiving various inputs (via input devices 5312), and for providing various outputs

(via output devices 5314). Illustrative input devices include a keyboard device, a mouse

input device, a touch-sensitive input device, a digitizing pad, one or more video cameras,

one or more depth cameras, a free space gesture recognition mechanism, one or more

microphones, a voice recognition mechanism, any movement detection mechanisms (e.g.,



accelerometers, gyroscopes, etc.), and so on. One particular output mechanism may

include a presentation device 5316 and an associated graphical user interface (GUI) 5318.

Other output devices include a printer, a model-generating mechanism, a tactile output

mechanism, an archival mechanism (for storing output information), and so on. The

computing functionality 5302 can also include one or more network interfaces 5320 for

exchanging data with other devices via one or more communication conduits 5322. One

or more communication buses 5324 communicatively couple the above-described

components together.

[00344] The communication conduit(s) 5322 can be implemented in any manner, e.g.,

by a local area network, a wide area network (e.g., the Internet), point-to-point

connections, etc., or any combination thereof. The communication conduit(s) 5322 can

include any combination of hardwired links, wireless links, routers, gateway functionality,

name servers, etc., governed by any protocol or combination of protocols.

[00345] Alternatively, or in addition, any of the functions described in the preceding

sections can be performed, at least in part, by one or more hardware logic components. For

example, without limitation, the computing functionality 5302 can be implemented using

one or more of: Field-programmable Gate Arrays (FPGAs); Application-specific

Integrated Circuits (ASICs); Application-specific Standard Products (ASSPs); System-on-

a-chip systems (SOCs); Complex Programmable Logic Devices (CPLDs), etc.

[00346] In closing, the following recitation summarizes respective aspects of the above-

described system 102.

[00347] According to a first aspect, a computing device is described for assisting the

user in interacting with a space. The computing device includes a space interaction

module for performing functions that assist the user in moving over a desired route within

an environment. The environment is populated with a plurality of beacons having

respective non-overlapping ranges, and the desired route traverses ranges associated with a

route-specific set of beacons, from among the plurality of beacons. The space interaction

module includes a beacon-based guidance module that is configured to: determine whether

a user is within a range of one of the route-specific beacons, to provide current location

information when the user is within the range; determine a next waypoint that the user is

expected to reach based on predetermined journey information, to provide next waypoint

information; determine direction information based on the current location information

and the next waypoint information; and generate guidance information based on the



direction information. The guidance information, once delivered to the user, assists the

user in reaching the next waypoint.

[00348] According to a second aspect, the environment corresponds to, at least in part,

an indoor environment provided by an interior of at least one building.

[00349] According to a third aspect, the environment corresponds to, at least in part, an

outdoor environment.

[00350] According to a fourth aspect, the guidance information is audio information,

the audio information guiding the user in an appropriate direction to reach the next

waypoint.

[00351] According to a fifth aspect, the computing device delivers the audio

information to the user via a headset.

[00352] According to a sixth aspect, the space interaction module has access to stored

information which identifies locations of the plurality of the respective beacons. Each

such beacon emits a beacon signal having a beacon code, the beacon code identifying the

beacon which has emitted the beacon signal. The beacon-based guidance module is

configured to determine the current location information, which identifies the current

location of the user, by determining a particular beacon code associated with a particular

beacon signal that has been received by the computing device, and then by determining a

particular beacon associated with that particular beacon code and the location of that

particular beacon.

[00353] According to a seventh aspect, the beacon-based guidance module is

configured to ignore any beacon signal that is emitted from a beacon that is not a member

of the route-specific set of beacons.

[00354] According to an eighth aspect, the route-specific set of beacons encompasses

just the beacons that lie on the desire route.

[00355] According to ninth aspect, the route-specific set of beacons encompasses

beacons that lie on the desired route, together with one or more neighboring beacons that

lie adjacent to the desired route.

[00356] According to a tenth aspect, a method is described for assisting a user in

navigating within a space. The method includes receiving a particular beacon signal by a

computing device which operates at a current location within an environment. The

environment is populated with a plurality of beacons having respective non-overlapping

ranges, and a desired route traverses ranges associated with a route-specific set of beacons,

from among the plurality of beacons. The method further includes: determining, based on



the particular beacon signal, whether the user is within a range of one of the route-specific

beacons, to provide current location information when the user is within the range;

determining a next waypoint that the user is expected to reach, based on predetermined

journey information, to provide next waypoint information; determining direction

information based on the current location information and the next waypoint information;

generating guidance information based on the direction information; and delivering the

guidance information to the user. The guidance information assists the user in reaching

the next waypoint.

[00357] According to an eleventh aspect, the environment mentioned in the tenth aspect

corresponds to, at least in part, an indoor environment provided by an interior of at least

one building.

[00358] According to a twelfth aspect, the environment mentioned in the tenth aspect

corresponds to, at least in part, an outdoor environment.

[00359] According to a thirteenth aspect, the computing device delivers the guidance

information to the user via a headset.

[00360] According to a fourteenth aspect, the beacons are located at intersections of

pathways within the environment.

[00361] According to a fifteenth aspect, the beacons are also located at intermediary

locations along at least one pathway in the environment.

[00362] According to a sixteenth aspect, the locations of beacons in the environment

form a grid pattern.

[00363] According to a seventeenth aspect, the above-summarized method (in the tenth

aspect) determines the current location information by: identifying a particular beacon

code associated with the particular beacon signal; identifying, based on the particular

beacon code, a particular beacon that is associated with the particular beacon code; and

identifying a location of the particular beacon based on stored information which identifies

the beacon codes and respective locations of beacons within the environment.

[00364] According to an eighteenth aspect, the method (according to the tenth aspect)

further includes the operation of ignoring any beacon signal that is emitted from a beacon

that is not a member of the route-specific set of beacons.

[00365] According to a nineteenth aspect, a computer readable storage medium is

described for storing computer readable instructions. The computer readable instructions

implement a beacon-based guidance module when executed by one or more processing

devices. The computer readable instructions include logic configured to receive a



particular beacon signal, by a user, using a computing device which operates at a current

location within an environment. The environment is populated with a plurality of beacons

having respective non-overlapping ranges. Further, a desired route traverses ranges

associated with a route-specific set of beacons, from among the plurality of beacons. The

computer readable instructions further include: logic configured to identify a particular

beacon code associated with the particular beacon signal; logic configured to identify,

based on the particular beacon code, a particular beacon that is associated with the

particular beacon code; logic configured to identify a location of the particular beacon

based on stored information which identifies the beacon codes and respective locations of

particular beacons within the environment, to provide current location information; logic

configured to determine a next waypoint that the user is expected to reach, based on

predetermined journey information, to provide next waypoint information; logic

configured to determine direction information based on the current location information

and the next waypoint information; and logic configured to generate guidance information

based on the direction information, the guidance information assisting the user in reaching

the next waypoint.

[00366] According to a twentieth aspect, the computer readable instructions further

include logic configured to ignore any beacon signal that is emitted from a beacon that is

not a member of the route-specific set of beacons.

[00367] A twenty-first aspect corresponds to any combination (e.g., any permutation or

subset) of the above-referenced first through twentieth aspects.

[00368] According to a twenty-second aspect, one or more computing devices (and/or

one or more headsets) are provided for implementing any of the first through twenty-first

aspects.

[00369] According to a twenty-third aspect, a system is provided for implementing any

of the first through twenty-first aspects.

[00370] According to a twenty-fourth aspect, one or more computer readable storage

mediums are provided that include logic that is configured to implement any of the first

through twenty-first aspects.

[00371] According to a twenty-fifth aspect, one or more means are provided for

implementing any of the first through twenty-first aspects.

[00372] Further, in closing, the functionality described herein can employ various

mechanisms to ensure that any user data is handled in a manner that conforms to

applicable laws, social norms, and the expectations and preferences of individual users.



For example, the functionality can allow a user to expressly opt in to (and then expressly

opt out of) the provisions of the functionality. The functionality can also provide suitable

security mechanisms to ensure the privacy of the user data (such as data-sanitizing

mechanisms, encryption mechanisms, password-protection mechanisms, etc.).

[00373] Further, although the subject matter has been described in language specific to

structural features and/or methodological acts, it is to be understood that the subject matter

defined in the appended claims is not necessarily limited to the specific features or acts

described above. Rather, the specific features and acts described above are disclosed as

example forms of implementing the claims.



CLAIMS

1. A computing device for assisting the user in interacting with a space,

comprising:

a space interaction module for performing functions that assist the user in moving

over a desired route within an environment,

the environment being populated with a plurality of beacons having respective

non-overlapping ranges,

the desired route traversing ranges associated with a route-specific set of beacons,

from among the plurality of beacons,

the space interaction module including a beacon-based guidance module that is

configured to:

determine whether a user is within a range of one of the route-specific

beacons, to provide current location information when the user is within the range;

determine a next waypoint that the user is expected to reach based on

predetermined journey information, to provide next waypoint information;

determine direction information based on the current location information

and the next waypoint information; and

generate guidance information based on the direction information,

the guidance information, once delivered to the user, assisting the user in

reaching the next waypoint.

2 . The computing device of claim 1,

wherein the space interaction module has access to stored information which

identifies locations of the plurality of the respective beacons,

wherein each beacon emits a beacon signal having a beacon code, the beacon code

identifying the beacon which has emitted the beacon signal, and

wherein the beacon-based guidance module is configured to determine the current

location information, which identifies the current location of the user, by determining a

particular beacon code associated with a particular beacon signal that has been received by

the computing device, and then by determining a particular beacon associated with that

particular beacon code and the location of that particular beacon.

3 . The computing device of claim 2, wherein the beacon-based guidance module is

configured to ignore any beacon signal that is emitted from a beacon that is not a member

of the route-specific set of beacons.



4 . The computing device of claim 1, wherein the route-specific set of beacons

encompasses just the beacons that lie on the desire route.

5 . The computing device of claim 1, wherein the route-specific set of beacons

encompasses beacons that lie on the desired route, together with one or more neighboring

beacons that lie adjacent to the desired route.

6 . A method for assisting a user in navigating within a space, comprising:

receiving a particular beacon signal by a computing device which operates at a

current location within an environment,

the environment being populated with a plurality of beacons having

respective non-overlapping ranges,

a desired route traversing ranges associated with a route-specific set

of beacons, from among the plurality of beacons,

determining, based on the particular beacon signal, whether the user is within a

range of one of the route-specific beacons, to provide current location information when

the user is within the range;

determining a next waypoint that the user is expected to reach, based on

predetermined journey information, to provide next waypoint information;

determining direction information based on the current location information and

the next waypoint information;

generating guidance information based on the direction information; and

delivering the guidance information to the user,

the guidance information assisting the user in reaching the next waypoint.

7 . The method of claim 6, wherein the method determines the current location

information by:

identifying a particular beacon code associated with the particular beacon signal;

identifying, based on the particular beacon code, a particular beacon that is

associated with the particular beacon code; and

identifying a location of the particular beacon based on stored information which

identifies the beacon codes and respective locations of beacons within the environment.

8. The method of claim 7, further comprising ignoring any beacon signal that is

emitted from a beacon that is not a member of the route-specific set of beacons.

9 . A computer readable storage medium for storing computer readable instructions,

the computer readable instructions implementing a beacon-based guidance module when



executed by one or more processing devices, the computer readable instructions

comprising:

logic configured to receive a particular beacon signal, by a user, using a computing

device which operates at a current location within an environment,

the environment being populated with a plurality of beacons having

respective non-overlapping ranges,

a desired route traversing ranges associated with a route-specific set

of beacons, from among the plurality of beacons,

logic configured to identify a particular beacon code associated with the particular

beacon signal;

logic configured to identify, based on the particular beacon code, a particular

beacon that is associated with the particular beacon code;

logic configured to identify a location of the particular beacon based on stored

information which identifies the beacon codes and respective locations of particular

beacons within the environment, to provide current location information;

logic configured to determine a next waypoint that the user is expected to reach,

based on predetermined journey information, to provide next waypoint information;

logic configured to determine direction information based on the current location

information and the next waypoint information; and

logic configured to generate guidance information based on the direction

information, the guidance information assisting the user in reaching the next waypoint.

10. The computer readable storage medium of claim 9, further including logic

configured to ignore any beacon signal that is emitted from a beacon that is not a member

of the route-specific set of beacons.

11. The method of claim 6, wherein the environment corresponds to, at least in

part, an indoor environment provided by an interior of at least one building.

12. The method of claim 6, wherein the computing device delivers the guidance

information to the user via a headset.

13. The method of claim 6, wherein the beacons are located at intersections of

pathways within the environment.

14. The method of claim 13, wherein the beacons are also located at intermediary

locations along at least one pathway in the environment.

15. The method of claim 6, wherein locations of beacons in the environment form

a grid pattern.
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