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METHODS AND SYSTEMS FOR BANDWIDTH ADAPTIVE N-TO-N 
COMMUNICATION IN A DISTRIBUTED SYSTEM

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] The present application claims priority to and the benefit of co-pending U.S. Patent 
Application Serial No. 11/381,702, filed on May 4, 2006, the disclosure of which is hereby 

incorporated by reference in it’s entirety.

FIELD OF THE INVENTION

5 [0002] The present invention relates generally to a communications mechanism for use
between computing devices. More specifically, the invention relates to a communication 
mechanism for use in a distributed computing system.

BACKGROUND OF THE INVENTION

[0003] In a distributed computing environment, it is difficult to provide direct 
10 communications between large numbers of computing devices where each computing device

communicates with each other computing device. For example, one solution is to use 1-to-N 

multicast channels. That is, each computing device (e.g., a participant to an on-line meeting or 
webinar) creates a multicast channel and every other computing device subscribes to every 
other computing device’s channel. In such a solution, a system withN computing devices

15 requires N channels and N2 channel subscriptions. As a result, a need arises to maintain O(N2) 
state. Such a solution scales poorly for a large number of computing devices.

SUMMARY OF THE INVENTION

[0004] As a high level overview, the present inventions avoids the overhead required for 
the N2 solution. Generally, the invention features a single shared channel to which each

20 computing device subscribes. As s result, only N subscriptions and O(N) state is required 
instead of N2 subscriptions and O(N2) state required by when using N 1-to-N multicast 

channels. Each computing devices publishes it its current state on the shared channel in the 
•fbrm of a set of packets. Each computing device receives updates of the other computing 
devices’ state.
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[0005] Also, in some cases, the invention features the ability to propagate data in a 
bandwidth adaptive manner. This allows for computing devices with both slow (e.g., 56K) and 

fast (e.g., T1 and broadband) connection speeds to participate in the system without interfering 

with one another.

[0006] In one aspect, the invention features a method for bandwidth adaptive
communication among a plurality of participants in a distributed system. The method includes 
receiving a communication from a first participant, storing payload data in a channel memory 

element, and transmitting the payload data to a second participant. The communication 
includes metadata and payload data. The channel memory element includes a plurality of 
memory locations. One of the plurality of memory locations is selected using the metadata and 

is associated with the first participant.

[0007] In one embodiment, the communication includes a participant identifier and payload 

data. The communication can represent the state of the participant and include metadata and 
payload data.

[0008] In another embodiment, storing includes storing the payload data in one of a 
plurality of array locations. The one of the plurality of array locations is selected using the 
metadata and associated with the first participant.

[0009] In other embodiments, transmitting includes transmitting the array to a second 

participant. Transmitting also can include transmitting the payload data to a second participant 
in response to information identifying the first participant payload data most-recently received 
from the first participant. Transmitting can also include transmitting the payload data to a 
second participant in response to a request from the second participant. Further, transmitting 

can include transmitting the payload data to a second participant in response to a request from 
the second participant. The request identifies the first participant payload data most-recently 
stored by the second participant.

[0010] In another embodiment, the method includes before transmitting, receiving a second 
communication from the first participant. The communication includes second payload data. 
Further, the method includes storing the second payload data in the one of a plurality of 
memory locations associated with the first participant.
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[0011] In yet another embodiment, the method includes receiving a communication from a 
second participant, storing the payload data in one of a plurality of memory locations, and 
transmitting the payload data to the first participant. The communication includes metadata 
and payload data. The one of the plurality of memory locations is selected using the metadata 

and associated with the second participant.

[0012] In another embodiment, the method includes receiving a second communication 
from the first participant. Further, the method includes storing the second communication in a 
second memory location associate with the first participant.

[0013] In another aspect, the invention features a distributed system for bandwidth adaptive 

communication among a plurality of participants. The system includes a plurality of 
participants transmitting state data and a server. The server receives the state data transmitted 
by the plurality of clients, stores the received state data in a memory element having a plurality 

of memory location, and transmits the state data received from one of the plurality of 

participants to each of the other ones of the plurality of participants. Each of the plurality of 

memory locations is associated with a respective one of the plurality of participants.

BRIEF DESCRIPTION OF THE DRAWINGS

[0014] The foregoing discussion will be understood more readily from the following 
detailed description of the invention, when taken in conjunction with the accompanying 
drawings, in which:

[0015] FIG. 1 shows an embodiment of distributed computing environment.

[0016] FIG. 2 shows an embodiment of a participant computing device of the distributed
computing environment of FIG. 1.

[0017] FIG. 3 shows an embodiment of a server computing device of the distributed 
computing environment of FIG. 1.

[0018] FIG. 4 is a block diagram of an embodiment of a shared communication channel.

[0019] FIG. 5 is a flow chart of a embodiment of a method of the operation of the 
participant software of the participant computing device of FIG. 2.

[0020] FIG. 6 is a flow chart of a embodiment of a method of the operation of the server 
software of the server computing device of FIG. 2. .
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[00211 FIGS. 7A-7F shows block diagrams of the shared communication channel used to
illustrate an exemplary use of an embodiment of the invention.

[0022] FIG. 8 shows another embodiment of distributed computing environment in which 

principles of the invention can be practiced.

DETAILED DESCRIPTION

[0023] With reference to FIG. 1, a distributed computing environment 100, which can be 
used for on-line collaboration and the like, includes one or more participant computing devices 
110A, 110B, ..., 11 OF (hereinafter each participant computing device or plurality of computing 
devices is generally referred to as participant 110) are in communication with one or more 
server computing devices 150 (hereinafter each server computing device or plurality of 
computing devices is generally referred to as server 150) via a communications network 140. 
The network 140 can be a local-area network (LAN), a medium-area network (MAN), or a 

wide area network (WAN) such as the Internet or the World Wide Web. Users of the 
participants 110 connect to the network 140 via communications link 120 using any one of a 

variety of connections including, but not limited to, standard telephone lines, LAN or WAN 

links (e.g., ΤΙ, T3, 56 kb, X.25), broadband connections (ISDN, Frame Relay, ATM), and 

wireless connections. The connections can be established using a variety of communication 
protocols (e.g., TCP/IP, IPX, SPX, NetBIOS, and direct asynchronous connections).

[0024] In other embodiments, the participants 110 communicate with the server 150 
through a second network 140’, through a communication link 180 that connects network 140 
to the second network 140’. The protocols used to communicate through communications link 

180 can include any variety of protocols used for long haul or short transmission. For example, 
TCP/IP, IPX, SPX, NetBIOS, NetBEUI, SONET and SDH protocols. The combination of the 
networks 140, 140’ can be conceptually thought of as the Internet. As used herein, Internet 
refers to the electronic communications network that connects computer networks and 

organizational computer facilities around the world.

[0025] The participant 110 can be any personal computer, server, Windows-based terminal, 
network computer, wireless device, information appliance, RISC Power PC, X-device, 
workstation, minicomputer, personal digital assistant (PDA), main frame computer, cellular 
telephone or other computing device that provides sufficient faculties to execute participant 
software and an operating system. Participant software executing on the participant 110
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provides the ability to read and write to a shared communication channel established among the 

participants 110 and the server 150.

[0026] The server 150 can be any type of computing device that is capable of
communication with one or more participants 110. For example, the server 150 can be a 
traditional server computing device, a web server, an application server, a DNS server, or other 
type of server. In addition, the server 150 can be any of the computing devices that are listed as 
participant devices. In addition, the server 150 can be any other computing device that 
provides sufficient faculties to execute server software and an operating system. Server 
software executing on the server 150 provides the functionality to create a shared
communication channel among the participants 110 and the server 150. Additional
functionality provided by the server software includes, but is not limited to, reading and writing 
to the shared communication channel.

[0027] In one embodiment, different channels carry different types of communications 
among the participants 110 and the server 150. For example in an on-line meeting 
environment, a first communication channel carries screen data from a presenting participant 
110 to the server 150, which, in turn, distributes the screen data to the other participants 110. A 
second communications channel is shared, as described in more detail below, to provide real
time, communications (e.g., chat information, business card information, question and answer 
information, polling information, session feedback information, voice data, video data, 
distributed control information, state information, and the like) among the participants.

[0028] FIG. 2 depicts a conceptual block diagram of a participant 110. It should be 
understood that other embodiments of the participant 110 can include any combination of the 

following elements or include other elements not explicitly listed. In one embodiment, each 
participant 110 typically includes a processor 200, volatile memory 204, an operating system 
208, participant software 212, a persistent storage memory 216 (e.g., hard drive or external 
hard drive), a network interface 220 (e.g., a network interface card), a keyboard 224 or 
virtualized keyboard in the case of a PDA, at least one input device 228 (e.g., a mouse, 
trackball, space ball, light pen and tablet, touch screen, stylus, and any other input device) in 
electrical communication with the participant 110, and a display 232. The operating system 
116 can include, without limitation, WINDOWS 3.x, WINDOWS 95, WINDOWS 98, 
WINDOWS NT 3.51, WINDOWS NT 4.0, WINDOWS 2000, WINDOWS XP, WINDOWS 
VISTA, WINDOWS CE, MAC/OS, JAVA, PALM OS, SYMBIAN OS, LINSPIRE, LINUX,
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SMARTPHONE OS, the various forms of UNIX, WINDOWS 2000 SERVER, WINDOWS 
2000 ADVANCED SERVER, WINDOWS NT SERVER, WINDOWS NT SERVER 

ENTERPRISE EDITION, MACINTOSH OS X SERVER, UNIX, SOLARIS, VMWARE and 
the like.

[0029] The participant software 212 is in communication with various components (e.g., 
the operating system 208) of the participant 110 to provide features of the invention. As a 
general overview, the participant software 212 creates and maintains a local copy of the shared 

channel. The participant software 212 provides a means to read and write data to the shared 

channel and transmit the changes to the other participants 110 and the servers 150.

[0030] With reference to FIG. 3, an embodiment of a server 150 is described. It should be 
understood that other embodiments of the server 150 can include any combination of the 

following elements or include other elements not explicitly listed. The server 150 includes a 
processor 300, a volatile memory 304, an operating system 308, server software 312, persistent 
storage memory 316, a network interface 320, a keyboard 324, at least one input device 328 
(e.g., a mouse, trackball, space ball, bar code reader, scanner, light pen and tablet, stylus, and 

any other input device), and a display 332. In another embodiment, the sever 150 operates in a 
“headless” mode. The server operating system can include, but is a not limited to, WINDOWS
3.x, WINDOWS 95, WINDOWS 98, WINDOWS NT 3.51, WINDOWS NT 4.0, WINDOWS 

2000, WINDOWS XP, WINDOWS VISTA, WINDOWS CE, MAC/OS, JAVA, PALM OS, 
SYMBIAN OS, LINSPIRE, LINUX, SMARTPHONE OS, the various forms of UNIX, 
WINDOWS 2000 SERVER, WINDOWS 2000 ADVANCED SERVER, WINDOWS NT 
SERVER, WINDOWS NT SERVER ENTERPRISE EDITION, MACINTOSH OS X 
SERVER, UNIX, SOLARIS, VMWARE and the like.

[0031] The server software 312 is in communication with various components (e.g., the 

operating system 308) of the server 150 to provide features of the invention. As a general 
overview, the server software 312 creates the shared channel and maintains a local copy of the 

shared channel state. The server software 312 provides a means to transmit the changes to the 
other participants 110 or other servers 150.

[0032] With reference to FIG. 4, an embodiment of a shared communications channel 400 
as used within the environment 100 is shown and described . The shared communications 
channel 400 is a single channel to which the participants 110 subscribe. Each participant 110
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maintains a local copy 236A, 236B, 236C, 236 D, 236E, 236F, 236G (hereinafter referred to as 
local copy 236) of the shared communications channel 400. On a conceptual level, the shared 

communications channel 400 can be thought of as a single data object (e.g., a channel memory 

element) having a plurality of memory locations 410 or fields. Theses memory locations 410 
or fields can be conceptually thought of as “slots” in the channel. As shown, the shared data 
channel includes twelve fields 410 (i.e., 410A, 410B, 410C, 410D, 410E, 410E’, 410E”, 410F, 
410F’, 410G, 410G’, 410G”) that collectively represent the state of the shared channel 400, 
although any number of fields can be used. A single participant 110 or server 150 has zero or 
more fields 410 associated therewith. For example, as illustrated in FIG. 4 the participant 110G 
has three fields 410G, 410G’, 410G” associated therewith. It should be understood, even 

though not shown, that the server 150 can have zero or more fields associated therewith.

[0033] Each field 410 stores a respective data packet 414 (i.e., i.e., 414A, 414B, 414C, 
414D, 414E, 414E’, 414E”, 414F, 414F’, 414G, 414G’, 414G’). Each participant can read 
each of the memory locations 410 of the shared channel, but can only write to those memory 

locations 410 associated with the respective participant 110. Each data packet 414 includes 
metadata and payload data. The metadata can include, but is not limited too, a participant ID, a 
memory location ID, and the like. The payload data can include, but is not limited to, 
communication data, chat data, state data, video data, distributed control data, and the like. In 

one embodiment, each field 410 is includes one or more array locations. Each array location 
stores one of the metadata and the payload data. The array locations can be conceptually 

thought of as sub-slots within each slot of the shared channel 400.

[0034] With reference to FIG. 5, an embodiment of the method 500 of operation of the 

participant software 212 is described. As previously stated, each participant maintains a local 
copy of the state of the shared channel 400. The participant 110 writes (STEP 510) payload 

data to the associated memory location 410 of the local copy of the shared channel 400. The 
participant software 212 assigns (STEP 520) a packet identifier to the payload data to generate 
a data packet 414. In one embodiment, when the bandwidth connecting the participant 110 to 
the server 150 allows the participant software 212 transmits (STEP 530) the new packet to the 
server 150.

[0035] In one embodiment, the participant software 212 assigns (STEP 520) a
monotonically increasing packet identifier. As used herein, monotonic refers to changing in 
one direction only; thus either strictly rising or strictly falling, but not reversing direction. In
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other embodiments, it should be understood that, other packet identifiers are used. Using 
monotonically increasing packet identifiers provides a means to allow synchronization among 
the local copies 236 of the shared communications channel 400 and the lateset state data of 

shared communications channel 400 stored by the server 150.

[0036] The transmitting (STEP 530) of the packet 414 to the shared communication 
channel 400 occurs after completion of the write operation of the participant. In one 
embodiment, the transmission occurs when the bandwidth between the participant 110 and the 
server 150 permits. This feature provides a bandwidth adaptive transmission module. For 

example, assume the participant 110A is connected to the server 150 using a 56k modem the 

speed at which changes between the participant 110A and the server 150 are communicated 

differs greatly than if the participant 110A and the server 150 are connected by a T1 line. As 
such, the participant 110A waits until the bandwidth permits the transmission. These same 

bandwidth adaptive principles also apply when the participant 100 receives packets 414 from 
the server 150.

[0037] With reference to FIG. 6, a method 600 of the operation of the server software 312 
is shown and described. The server 150 receives (STEP 610) the communication containing 

the packet 414 from the participant 110. In response, the server software 312 stores (STEP 

620) the packet in the associated memory location 410. Upon changing the memory location 
410, the server software begins to transmit (STEP 630) the state data of the shared channel 400 
to the other participants 110.

[0038] In one embodiment, storing (STEP 620) includes overwriting the contents of the 
associated memory location 410 by the server software 312 with the new packet 414. Prior to 

overwriting the contents of the associated memory location 410, the server software compares 
the packet identifier to determine if the received packet is actually newer than the current 
packet. A situation can arise, due to the bandwidth limitations connecting some of the 

participants 110 to the server 150 and when the system includes multiple servers 150 or peer- 
to-peer connection, where some of the packets 410 by the server software may actually be older 
than the current packet stored in the memory location. These situation are described below in 
more detail.

[0039] In one embodiment, transmitting (STEP 630) includes transmitting the entire 
contents of the shared communications channel 400 to each of the other participants 110. The
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transmission can occur in a multicast manner or some other manner. In another embodiment, 
only the updated memory locations 410 are transmitted to the participants. Said another way, 
the server software 312 synchronizes the contents of the shared channel with each of the 

participants. The synchronization occurs using either a “push” from the server 150 to the 

participants 110 or a “pull” from the participants. Each of which is described below.

[0040] In the case of a push from the server 150, a running history of the state of the shared 

channel 400 is maintained by the server 150 for each participant 110. When the server 150 
receives a new packet 410, the server software 312 compares the present state of the shared 
communication channel 400 to the record of the running history to determine which packets 
414 to transmit to the participant 110. Prior to transmitting the new packets 414 to the 

participant, the server software receives an indication or determines whether the bandwidth 

connecting the participant 110 to the server 150 is available to complete the communication. If 
the bandwidth is available, the new packets are transmitted. If the bandwidth is not available, 
the new packets are not transmitted. Instead, when the bandwidth is available a new 
comparison against the running history is performed and all the new packets are transmitted.
As such, intermediate changes to the shared communications channels 400 are captured and 

sent to the participant.

[0041] In a pull model, each participant 100 periodically queries the server 150 for changes 
to the state of the shared communications channel 400. In one embodiment, each time a new 
packet is sent from the participant 110 to the server 150, a request for any new packets of the 

other participants 110 is included. In another embodiment, each participant 110 queries the 
server 150 every number of predetermined milliseconds or other time period. In still another 

embodiment, each participant 110 queries the server 150 when the bandwidth connecting the 

server 150 and the participant 110 is available to receive updates. As part of the query, the 
present state of the local copy 236 of the shared channel is transmitted to the server 150. The 

server software 312 compares the local copy 236 with the present state of the shared 

communication channel 400 to determine which packets to transmit to the requesting 

participant 110.

[0042] The described synchronization methods, provide a “loose” synchronization of the 
state of the shared communications channel 400 among the participants 110 and the server.
The local copies 236 of the participants 110 differ during transitional periods while the 

synchronization mechanism propagates the changes. Given sufficient time and no new
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changes, each of the local copies 236 will converge to the same state of the shared
communications channel 400. It is important to note that if the communication link between 

the server 150 and the participant 110 is bandwidth limited, the associated memory location 
410 for the participant may be updated one or more times by the participant 110 before the new 
packet 410 is transmitted to the server 150. It should be understood that the same principles 
apply to receiving packets 414 from the server. This described synchronization does not 
guarantee delivery of all packets from a participant 110 to the server 150 or conversely from 

the server 150 to the participant 110. It only guarantees the deliver of the most recent packet 
when the bandwidth is available. This relatively weak delivery guarantee describes that 
bandwidth adaptive nature of the distributed computing environment, because it allows 
participants 110 and servers 150 with slower communication links 120 to coexist with 
participants 110 and servers 150 with faster communication links 120 without affecting one 

another. The participants 110 and servers 150 connected by slower (i.e., bandwidth limited) 
links receive fewer updates while participants 110 and servers 150 connected by faster 
communication links 120 (i.e., higher bandwidth links) may receive all updates.

[0043] With reference to FIG. 7A through FIG. 7 F, an example is shown and described. 
The following examples includes the shared communications channel 400 and the local copy 

236A, 236B, 236F of three participants 110A, 110B, 110F. For simplicity, each packet 414 is 
referred to a single number. It should be understood that each number represents the metadata 
and payload data of the packet 4.14. In the example, it is assumed that two of the participants 
110A, 110B are connected to the server 150 by a Tl connection and one participant 11 OF is 
connected to the server 150 by a 56K modem.

]0044] In FIG. 7 A, the state of each of the local copies 236 and the shared channel 400 is 
consistent. In FIG. 7B, a change to the memory location 410A of the local copy 236A of the 
shared channel occurs by the first participant 110A and is propagated to the shared channel 400 
and, in turn, to the other two participants. The second participant 236B, which is connected via 
a Tl lines, receives the change to the memory location 410A associated with the participant 
110A. However, due to the reduced bandwidth connecting the third participant 236F to the 
server 150, the new packet associated with the memory location 410A is not received as 
quickly. In addition a change to the local copy of the memory location 410B associated with 
the second participant 236B occurs. As shown, the states of the various copies of the shared 
communications channel 400 are in different states.
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[0045] In FIG. 7C, the change by the second participant 11 OB is propagated to the shared 
channel 400 and, in turn, to the first participant 110A. However, due to the bandwidth 

limitation the change to memory location 410B has not be received by the third participants 
11 OF. In FIG.7D, another change to the memory location 410A associated with first participant

5 110 A and is propagated to the second participant 110B. However, because the third
participant 11 OF is in the process of receiving the change to the memory location 410B, the 

third participant does not receive the change from the first participant 110A at this time.

[0046] In FIG. 7E, the first participant writes another change (i.e., packet 4) to its memory 
location 410A. The shared channel 400 receives the change and forwards it to the second

10 participant 110B and the third participant 110F. As shown in FIG. 7F, after some period of 
time, each of the local copies 236 of the shared channel eventually reaches the same state. 
However, as illustrated each of the local copies 236 of the shared channel can have differing 
states during periods of updates and not all local copies will receive each and every update. 
Although described in manner that updates are received from the server 150, it should be

15 understood that the same principles apply in transmitting changes to the server 150 from the
participant 110. That is, the participant 110 may write multiple packets to its associated 

memory location 410 of the local copy 236, some of which might not be transmitted to the 
server 150 due to the bandwidth limitations connecting the server 150 and the participant 110.

[00471 With reference to FIG. 8, a distributed computing environment 100’ having multiple
20 servers 150A, 150B, 150C is shown and described. In such an environment, each server 150 is 

also a participant because is receives updates to the shared communications channel 400 from 
the other servers 150. In large on-line collaboration situations (e.g., a webinar having 

thousands of participants) it is difficult for a single server 150 to manage and service the all the 
connection requests from the participants. As such, multiple servers 150 are used to balance

25 the load each server 150 must handle. The shared communications channel 400 provides a way 
to each communication server 150 and the participants 110 to communicate with each other 
without requiring a number-of-participants-squared communication scheme.

[0048] In such an embodiment, the servers 150 may be communicating with each other 
using different bandwidth allocations. As such, the bandwidth adaptive features described

30 above apply equally to communications among the servers 150 as well as among the servers 
150 and the participants 110.
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[0049] Also, a single participant can communicate with multiple servers 150. For example,· 
participant 110F communicates with a first server 150B and a second server 150C. The 

participant 110F maintains a local copy of the state of the shared channel 400 as known by each 

of the first server 150B and the second server 150C. Such an embodiment provides redundancy 

and fault tolerance with respect to the state of the shared channel 400.

[0050] One exemplary implementation of the described invention is use in an on-line 
collaboration product to perform on-line meetings or webinars. An on-line meeting consists of 
one or more participants 110 that communicate through a communication server 150. It should 
be understood that multiple communications server 150 can used if the number of participants 
require more than a single communication server 150. In an on-line meeting, one of the 
participants is a presenter and controls the flow of the meeting. A presenter transmits a series 
of images that may represent a slide presentation. As the presenter displays a slide, the page 

image representing that slide is transmitted to all viewers. In many embodiments, each slide is 

represented by multiple data packets and transmitted over specific channel designated for 

screen sharing data. Each of the participants 110 are labeled “viewers” and view the shared 

screen data. Synchronization of the shared screen data among the viewers and presenter occurs 
using a reliable multicast protocol. This type of “sharing” represents a 1-to-N type of 
communication.

[0051] In addition to sharing screen data it is desirable to enable “chat” communication 

among the viewers and the presenter (e.g., viewer to viewer communication as well as viewer 
to presenter communications). As such, a shared channel 400 is established among the 
presenter and viewers to carry the chat data. Each viewer need to only subscribe to the shared 
channel to enable the chat feature of the on-line meeting. Each time the viewer types a chat 
message, the viewer’s respective field 410 of the shared channel is updated with the new 

message payload. In response, the updated chat data is transmitted to the other viewers and 
presenter as described above. This type of “sharing” represents an N-to-N type of 
communication.

[0052] There are numerous on-line collaboration products that can operate in the 

distributed computing environment 100. Exemplary products include, but are not limited to 
GOTOMEETING and GOTO WEBINAR offered by Citrix Online, LLC of Santa Barbara 
California. Certain aspects and features described below can be embodied in such a product. 
Other products include WEBEX EMX, WEBEX ENTERPRISE EDITION, WEBEX EVENT
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CENTER, WEBEX GLOBAL WATCH, WEBEX MEETING CENTER, WEBEX 
MEETMENOW, WEBEX PRESENTATION STUDIO, WEBEX SALES CENTER, WEBEX 
TRAINING CENTER, WEBEX WEBOFFICE, AND WEBEX WORKSPACE offered by 
WebEx Communications, Inc. of Santa Clara California. Another example is the

5 LIVEMEETING product offered by of Microsoft Corporation of Redmond, Washington.

[0053] The previously described embodiments may be implemented as a method, apparatus 
or article of manufacture using programming and/or engineering techniques to produce 
software, firmware, hardware, or any combination thereof. The term "article of manufacture” 
as used herein is intended to encompass code or logic accessible from and embedded in one or

10 more computer-readable devices, firmware, programmable logic, memory devices (e.g., 
EEPROMs, ROMs, PROMs, RAMs, SRAMs, etc.), hardware (e.g., integrated circuit chip, 
Field Programmable Gate Array (FPGA), Application Specific Integrated Circuit (ASIC), etc.), 
electronic devices, a computer readable non-volatile storage unit (e.g., CD-ROM, floppy disk, 
hard disk drive, etc.), a file server providing access to the programs via a network transmission

15 line, wireless transmission media, signals propagating through space, radio waves, infrared 

signals, etc. The article of manufacture includes hardware logic as well as software or 
programmable code embedded in a computer readable medium that is executed by a processor. 
Of course, those skilled in the art will recognize that many modifications may be made to this 

configuration without departing from the scope of the present invention.

20 [0054] Although the present invention has been described with reference to specific details,
it is not intended that such details should be regarded as limitations upon the scope of the 

invention, except as and to the extent that they are included in the accompanying claims.

[0055] What is claimed is:
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The Claims Defining the Invention are as Follows:

1. A method for bandwidth adaptive communication among a plurality of participants in a 

distributed system, the method comprising:

5 receiving, at a server computing device remotely located from each of the

plurality of participant computing devices, a plurality of communications from a first 

participant, each communication including metadata and payload data;

storing, for each received communication, the payload data in a channel memory 

element, at the server computing device, the channel memory element comprising a

10 plurality of memory locations, each memory location associated with a respective one of

the plurality of participants so that all participants read from each of the plurality of 

memory locations but each participant only writes to a memory location with which the 

participant is associated, one of the plurality of memory locations that is associated with 

the first participant being selected following the receipt of each communication using the

15 metadata;

upon a second participant being able to receive communications from the server 

computing device;

comparing, by the server computing device, contents of the channel 

memory element to a record of a copy of the channel memory element

20 locally maintained by the second participant; and

transmitting, by the server computing device to the second participant, 

payload data stored in a first memory location associated with the first 

participant upon the determination that the comparing between the 

contents of the channel memory element and the record of the copy of the

25 channel memory element locally maintained by the second participant

reveals an update to the payload data stored in the first memory location; 

and

COMS ID No: ARCS-350078 Received by IP Australia: Time (H:m) 13:49 Date (Y-M-d) 2011-12-20
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2.

3.

20

4.

25 5.

upon a third participant being able to receive communications from the server 

computing device;

comparing, by the server computing device, the contents of the channel 

memory element to a record of a copy of the channel memory element 

locally maintained by the third participant; and

transmitting, by the server computing device to the third participant, the 

payload data stored in the first memory location associated with the first 

participant upon the determination that the comparing between the 

contents of the channel memory element and the record of the copy of the 

channel memory element locally maintained by the third participant 

reveals an update to the payload data stored in the first memory location,

the second participants communicating via a connection which permits the second 

participant to receive more data from the server computing device in a given time period 

than the third participant and the payload data stored in the first memory location being 

the payload data stored in the first memory location to the second participant more often 

in the given time period than to the third participant.

The method of claim 1 wherein a received communication comprises a participant 

identifier and payload data.

The method of claim 1 wherein a received communication represents a state of the first 

participant and comprises metadata and payload data.

The method of claim 1 wherein the step of storing the payload data in a channel memory 

element comprises storing the payload data in one of a plurality of array locations, the 

one of the plurality of array locations selected using the metadata and associated with the 

first participant.

The method of claim 4 wherein the step of transmitting payload data to the second 

participant comprises transmitting the array to the second and third participants.

COMS ID No: ARCS-350078 Received by IP Australia: Time (H:m) 13:49 Date (Y-M-d) 2011-12-20
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11 6. The method of claim 1 wherein the step of transmitting payload data to the second 

participant comprises transmitting the payload data to a second participant in response to 

information identifying the first participant payload data most-recently received from the 

first participant.

5 7. The method of claim 1 wherein the step of transmitting payload data to the second

participant comprises transmitting the payload data to a second participant in response to 

a request from the second participant.

8. The method of claim 1 wherein the step of transmitting payload data to the second 

participant comprises transmitting the payload data to a second participant in response to

10 a request from the second participant, the request identifying the first participant payload

data most-recently stored by the second participant.

9. The method of claim 1 further comprising:

receiving a communication from the second participant, the communication 

including metadata and payload data;

15 storing the payload data in one of a plurality of memory locations, the one of the

plurality of memory locations selected using the metadata and associated with the 

second participant; and

transmitting the payload data to the first participant.

10. The method of claim 1 wherein first payload data from a first communication received

20 from the first participant is stored in the first memory location associated with the first

participant and second payload data from a second communication received from the first 

participant is stored in a second memory location associated with the first participant.

11. A server computing system for enabling bandwidth adaptive communication among a 

plurality of participants in a distributed system, the server computing system comprising:

25 a channel memory element comprising a plurality of memory locations, each

memory location associated with a respective one of the plurality of participants so that

COMS ID No: ARCS-350078 Received by IP Australia: Time (H:m) 13:49 Date (Y-M-d) 2011-12-20
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11 all participants read from each of the set of the plurality of memory locations, but each 

participant only writes to a memory location with which the participant is associated; and

a processor for executing computer readable instructions that, when executed, 

cause the server computing device to:

5 store state data received from a first participant in the channel memory element;

upon a second participant being able to receive communications from the server 

computing device;

compare contents of the channel memory element to a record of a copy of 

the channel memory element locally maintained by the second participant;

10 and

transmit, to the second participant, state data stored in a first memory 

location associated with the first participant upon the determination that 

the comparing between the contents of the channel memory element and 

the record of the copy of the channel memory element locally maintained

15 by the second participant reveals an update to the state data stored in the

first memory location; and

upon a third participant being able to receive communications from the server 

computing device;

compare the contents of the channel memory element to a record of a copy

20 of the channel memory element locally maintained by the third

participant; and

transmit, to the third participant, the state data stored in the first memory 

location associated with the first participant upon the determination that 

the comparing between the contents of the channel memory element and

25 the record of the copy of the channel memory element locally maintained

by the third participant reveals an update to the state data stored in the first 

memory location,

COMS ID No: ARCS-350078 Received by IP Australia: Time (H:m) 13:49 Date (Y-M-d) 2011-12-20
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11 the state data stored in the first memory location being transmitted from the server 

computing device to the second participant more often in a given time period than to the 

third participants, the second participant having a connection with the server computing 

device which permits the second participant to receive more data from the server

5 computing device in the given time period than the third participant can with the server

computing device.

12. The system of claim 11 wherein the state data received from the first participant 

comprises metadata and payload data.

13. The system of claim 11 wherein the state data received from the first participant

10 comprises a participant identifier and payload data.

14. The system of claim 11 wherein the server transmits stored state data to a participant in 

response to a request from the second participant.

15. The system of claim 11 wherein the server transmits stored state data to a second 

participant in response to a request from the second participant, the request identifying

15 the first participant payload data most recently stored by the second participant.

16. The system of claim 11 wherein the server overwrites stored state data when new state 

data is received.

17. The system of claim 11 wherein the processor further executes computer readable 

instructions that cause the server computing system to store state data received from each

20 of the second and third participants in the channel memory element, and wherein the state

data is received from the second participant more often than from the third participant.

18. A method for bandwidth adaptive communication among a plurality of participants in a 

distributed system substantially as herein described.

19. A server computing system for enabling bandwidth adaptive communication among a

25 plurality of participants in a distributed system substantially as herein described.

COMS ID No: ARCS-350078 Received by IP Australia: Time (H:m) 13:49 Date (Y-M-d) 2011-12-20
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