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STORAGE SYSTEMAND SERVER 

CROSS REFERENCE TO RELATED 
APPLICATION 

This application is related to another U.S. patent appli 
cation, filed on even date, entitled "Accessing Remote 
Storage Devices Using a Local Bus Protocol, which is 
incorporated herein by reference. 

FIELD OF THE INVENTION 

The present invention relates generally to computer sys 
tems, and particularly to methods, systems and protocols for 
interaction between computers and storage devices. 

BACKGROUND 

Solid-state drives (SSDs) are mass-storage devices that 
use integrated circuit memory—typically NAND-based 
flash memory—to store data while providing an interface 
that emulates traditional hard disk drives (HDDs). By com 
parison with HDDs, SSDs offer faster access, lower latency, 
and greater resistance to environmental disturbances. There 
fore, SSDs are gradually replacing HDDs in many storage 
applications. 

Because SSDs were originally designed to take the place 
of HDDs, they have generally used the same sorts of 
input/output (I/O) buses and protocols as HDDs, such as 
SATA, SAS and Fibre Channel. More recently, however, 
SSDs have become available that connect directly to the 
peripheral component interface bus of a host computer, such 
as the PCI Express(R (PCIeR) bus. For this purpose, the 
NVMe Work Group has developed the NVM Express 
(NVMe) specification (available on-line at nvmexpress.org), 
which defines a register interface, command set and feature 
set for PCI Express SSDs. 
Advanced network interface controllers (NICs) are 

designed to support remote direct memory access (RDMA) 
operations, in which the NIC transfers data by direct 
memory access from the memory of one computer into that 
of another without involving the central processing unit 
(CPU) of the target computer. Although RDMA is generally 
used to transfer data to and from host memory (RAM), a 
number of attempts to adapt RDMA functionality for read 
ing and writing data directly to and from an SSD have been 
described in the patent literature. For example, U.S. Patent 
Application Publication 2008/0313364 describes a method 
for remote direct memory access to a solid-state storage 
device, which is said to allow direct access between memory 
of a client connected through a network to Such a device. 
Similarly U.S. Patent Application Publication 2011/0246597 
describes a system in which a network interface component 
of a server may access a Solid-state storage module of the 
server by a network storage access link that bypasses a 
central processing unit (CPU) and main memory of the 
SeVe. 

SUMMARY 

Embodiments of the present invention that are described 
hereinbelow provide apparatus and methods that enhance 
the abilities of applications running on a host computer to 
access remote storage devices over a network. 

There is therefore provided, in accordance with an 
embodiment of the present invention, a method for data 
storage, which includes configuring a driver program on a 
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2 
host computer to receive commands in accordance with a 
protocol defined for accessing local storage devices con 
nected to a peripheral component interface bus of the host 
computer. The driver program receives from an application 
program running on the host computer a storage access 
command in accordance with the protocol, the command 
specifying a storage transaction. Responsively to the 
received storage access command, a remote direct memory 
access (RDMA) operation is initiated, to be performed by a 
network interface controller (NIC) connected to the host 
computer so as to execute the storage transaction via a 
network on a remote storage device. 

In a disclosed embodiment, the protocol is an NVM 
Express protocol, and the storage device includes a Solid 
state drive (SSD). 

Typically the host computer has a host memory and the 
storage device has a device memory. In some embodiments, 
receiving the command includes posting the command in a 
Submission queue in the host memory, and initiating the 
RDMA operation includes writing a mirror of the submis 
sion queue, via the network, to the device memory. Initiating 
the RDMA operation may include writing, from the NIC via 
the network, to a doorbell register of the storage device, so 
as to cause the storage device to read the command from the 
mirror of the Submission queue and carry out the storage 
transaction responsively to the command. Additionally or 
alternatively, when the storage access command includes a 
write command to be carried out by the host computer, 
writing the mirror may include selecting a buffer in the 
device memory and incorporating a pointer to the buffer in 
the write command in the mirror of the Submission queue, 
and initiating the RDMA operation includes invoking an 
RDMA write operation by the NIC to the selected buffer. 

In some embodiments, the method includes receiving via 
the network from the storage device, after the storage device 
has committed the storage transaction, a completion notifi 
cation, written by the NIC connected to the host computer to 
a completion queue in the host memory. Receiving the 
completion notification may include detecting, in a further 
NIC connected to the remote storage device, a completion 
entry posted by the storage device, and transmitting the 
completion notification, in response to the detected comple 
tion entry, from the NIC connected to the remote storage 
device to the NIC that is connected to the host computer. 

In a disclosed embodiment, the storage access command 
includes a read command to be carried out by the host 
computer, and initiating the RDMA operation includes 
invoking an RDMA write operation to be performed by the 
remote storage device via the NIC to a host memory of the 
host computer. In another embodiment, the storage access 
command includes a write command to be carried out by the 
host computer, and initiating the RDMA operation includes 
invoking an RDMA read operation to be performed by the 
remote storage device via the NIC from a host memory of 
the host computer. 

In some embodiments, the storage access command 
includes a scatter/gather list specifying a non-contiguous set 
of memory ranges in a host memory of the host computer, 
and initiating the RDMA operation includes mapping the 
memory ranges to a contiguous range of virtual memory in 
the NIC, and causing the storage device to execute the 
storage transaction with reference to the contiguous range. 
Typically, causing the storage device to execute the storage 
transaction includes invoking an RDMA operation to be 
performed by the remote storage device with reference to the 
contiguous range of the virtual memory. Additionally or 
alternatively, causing the storage device to execute the 
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storage transaction includes mapping the contiguous range 
to a buffer in the device memory, for use by the storage 
device in the storage transaction. 

In one embodiment, initiating the RDMA operation 
includes submitting, by the driver program, an RDMA 
command to the NIC in order to execute the storage trans 
action. 

In another embodiment, initiating the RDMA operation 
includes passing the storage access command from the 
driver program to the NIC, and identifying and executing the 
RDMA operation in the NIC in response to the storage 
access command. Passing the storage access command from 
the driver program to the NIC may include exposing, by the 
NIC, an interface on peripheral component interface bus that 
is compliant with the protocol defined for accessing local 
storage devices. 

There is also provided, in accordance with an embodi 
ment of the present invention, a data storage system, which 
includes a storage server, including non-volatile memory 
(NVM) and a server network interface controller (NIC), 
which couples the storage server to a network. A host 
computer includes a host central processing unit (CPU), a 
host memory and a host NIC, which couples the host 
computer to the network. The host computer runs a driver 
program that is configured to receive, from processes run 
ning on the host computer, commands in accordance with a 
protocol defined for accessing local storage devices con 
nected to a peripheral component interface bus of the host 
computer, and upon receiving a storage access command in 
accordance with the protocol, to initiate a remote direct 
memory access (RDMA) operation to be performed by the 
host and server NICs so as to execute on the storage server, 
via the network, a storage transaction specified by the 
command. 

There is additionally provided, in accordance with an 
embodiment of the present invention, computing apparatus, 
including a network interface controller (NIC), which is 
configured to couple the apparatus to a network, a host 
memory, and a central processing unit (CPU). The CPU runs 
a driver program that is configured to receive, from pro 
cesses running on the host computer, commands in accor 
dance with a protocol defined for accessing local storage 
devices connected to a peripheral component interface bus 
of the host computer, and upon receiving a storage access 
command specifying a storage transaction in accordance 
with the protocol, to initiate a remote direct memory access 
(RDMA) operation to be performed by the NIC so as to 
execute the storage transaction via a network on a remote 
storage device. 

In one embodiment, the driver program is configured to 
initiate the RDMA operation by submitting an RDMA 
command to the host NIC in response to the storage access 
command. In another embodiment, the driver program is 
configured to pass the storage access command to the host 
NIC, and the host NIC is configured to identify and execute 
the RDMA operation in response to the storage access 
command. 

There is further provided, in accordance with an embodi 
ment of the present invention, a computer Software product, 
including a non-transitory computer-readable medium in 
which program instructions are stored, which instructions, 
when read by a computer that is coupled to a network by a 
network interface controller (NIC), cause the computer to 
run a driver program that is configured to receive, from 
processes running on the computer, commands in accor 
dance with a protocol defined for accessing local storage 
devices connected to a peripheral component interface bus 
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4 
of the computer, and upon receiving from one of the 
processes a storage access command specifying a storage 
transaction in accordance with the protocol, to initiate a 
remote direct memory access (RDMA) operation to be 
performed by the NIC so as to execute the storage transac 
tion via the network on a remote storage device. 

There is moreover provided, in accordance with an 
embodiment of the present invention, a storage server, 
including a server memory, a network interface controller 
(NIC), which is configured to couple the server to a network 
and to receive and transmit data to and from the server 
memory in remote direct memory access (RDMA) opera 
tions via the network, and an array of non-volatile memory 
(NVM). A controller is configured to read from the server 
memory commands from a queue in accordance with a 
protocol defined for accessing local storage devices con 
nected to a peripheral component interface bus of the server, 
wherein the queue is reflected by a remote host computer via 
the NIC to the server memory, and upon reading from the 
queue a storage access command specifying a storage trans 
action in accordance with the protocol, to initiate a remote 
direct memory access (RDMA) operation to be performed 
by the NIC so as to execute the storage transaction by 
exchanging data via the network with the host computer. 

There is furthermore provided, in accordance with an 
embodiment of the present invention, a network interface 
controller, including a network interface, which is config 
ured to be connected to a network and to convey data 
packets, via the packet network, to and from a storage server 
on the network. A host interface is configured to be con 
nected to a peripheral component interface bus of the host 
computer while exposing a storage interface on the bus. 
Processing circuitry is configured to receive, via the host 
interface, commands in accordance with a protocol defined 
for accessing local storage devices connected to the periph 
eral component interface bus of the host computer, and upon 
receiving a storage access command in accordance with the 
protocol, to initiate a remote direct memory access (RDMA) 
operation to be performed via the network interface so as to 
execute on the storage server, via the network, a storage 
transaction specified by the command. 
The host interface may be configured to expose a network 

communication interface on the bus in addition to exposing 
the storage interface. 
The present invention will be more fully understood from 

the following detailed description of the embodiments 
thereof, taken together with the drawings in which: 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram that schematically illustrates a 
computer system with network-based storage, in accordance 
with an embodiment of the present invention; 

FIG. 2 is a block diagram showing details of host and 
storage servers, in accordance with an embodiment of the 
present invention; 

FIG. 3 is a flow chart that schematically illustrates a 
method for network-based storage access, in accordance 
with an embodiment of the present invention; 

FIG. 4 is a block diagram that schematically illustrates 
data structures used in network-based storage access, in 
accordance with an embodiment of the present invention; 
and 

FIGS. 5 and 6 are flows chart that schematically illustrates 
a method for network-based storage access, in accordance 
with an alternative embodiment of the present invention. 



US 9,727,503 B2 
5 

DETAILED DESCRIPTION OF EMBODIMENTS 

Local storage protocols, such as NVMe, provide a simple, 
fast, and convenient means for application programs running 
on a host computer to access local storage devices connected 
to a peripheral component interface bus of the host com 
puter. Accessing remote storage devices over a network, 
however, can be substantially more complicated: Typically, 
the client program must send a request over the network to 
the CPU of the storage server, which processes the request 
and translates it into the appropriate command to the storage 
drive (such as an HDD or SSD) on the server. When the 
storage transaction has been completed and committed, the 
CPU sends an acknowledgment and/or data (in the case of 
a read transaction) over the network back to the client. 

Embodiments of the present invention that are described 
hereinbelow simplify this process by enabling applications 
to access remote storage devices over a network using a 
protocol, such as NVMe, that is defined for accessing local 
storage devices via the peripheral component interface bus. 
A driver program running on the host computer and a NIC 
that connects the host computer to the network operate 
together to receive storage access commands in accordance 
with the protocol, and to translate the storage transactions 
that they invoke into RDMA operations that are performed 
between the NICs of the host computer and the remote 
storage device. The translation is transparent to the appli 
cation program that Submits the commands, and enables the 
storage server to execute the commands, as well, in a manner 
compatible with the local storage protocol with only mini 
mal modification to the server software. 

Furthermore, because the exchange of data and control 
information between the host computer and storage device is 
carried out by RDMA, only minimal involvement is 
required by the CPUs of the host computer and the storage 
server. Most of the control functions are offloaded to the 
NICs, and CPU involvement is typically limited to handling 
one or a few RDMA operations per storage transaction. In 
one embodiment, the NIC of the storage server is configured 
to offload all of the control functions on the storage server 
side, so that the storage server CPU need not be aware of the 
transactions at all. Such approaches enhance system effi 
ciency and save power and computing resources, and may 
obviate the need for a high-capacity CPU in the storage 
SeVe. 

FIG. 1 is a block diagram that schematically illustrates a 
computer system 20 with network-based storage, in accor 
dance with an embodiment of the present invention. In the 
pictured system, one or more host computers 22 communi 
cate via a network 24 with one or more storage servers 26. 
Network 24 comprises a switch fabric, which is capable of 
carrying RDMA traffic, such as an InfiniBandR or suitably 
configured Ethernet(R) fabric. Host computers 22 in this 
example are configured as application servers, with Suitable 
driver software to enable applications to use the NVMe 
protocol for storage access; while storage servers 26 com 
prise SSDs that are likewise equipped with NVMe inter 
faces. 

For the sake of clarity and convenience, the embodiments 
that are described hereinbelow make reference specifically 
to SSDs and to features of the NVMe protocol for interacting 
with such SSDs. The principles of the present invention, 
however, may similarly be applied in Systems comprising 
other sorts of data storage devices, such as optical and 
magnetic disks. Additionally or alternatively, these prin 
ciples may be applied to Support remote implementation of 
protocols other than NVMe for accessing local storage 
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6 
devices, whether such protocols are designed for the PCIe 
bus or for other sorts of peripheral component interface 
busses that may be known in the art. 

FIG. 2 is a block diagram showing details of host com 
puter 22 and storage server 26, in accordance with an 
embodiment of the present invention. Although for the sake 
of simplicity, this figure and the description that follows 
refer only to a single host computer interacting with a single 
storage server, the principles of the embodiments described 
hereinbelow may similarly be applied in one-to-many, 
many-to-one, and many-to-many host/storage configura 
tions, such as that shown in FIG. 1. 

Host computer 22 comprises a central processing unit 
(CPU) 30, typically comprising one or more processing 
cores, and a host memory 32, comprising random access 
memory (RAM). A network interface controller (NIC) 34 
couples host computer 22 to network 24 and is typically 
connected to CPU 30 and memory 32 by a local bus 36, such 
as a PCIe bus. For this purpose, NIC 34 has a host interface 
(such as a PCIe interface) connected to bus 36 and a network 
interface (such as an InfiniBand or Ethernet interface) con 
nected to network 24, with Suitable processing circuitry 
between these interfaces to carry out the data transfer 
functions that are described herein. 

Storage server 26 comprises a storage array 40. Such as 
flash or other non-volatile memory, and a CPU 42, which 
communicates with network 24 via a NIC 44. CPU 42 may 
serve as the controller of storage array 40, or the array may 
alternatively have its own, dedicated Storage controller (not 
shown). Server 26 likewise comprises a local memory 46, 
such as RAM, which is used for temporary storage of 
commands and data, as described below. 
Network operations by applications and other processes 

running on host computer 22 are handled by a NIC driver 
program 50, which receives work requests from Such pro 
cesses and places corresponding work queue elements 
(WQEs) in send and receive queues for processing by NIC 
34. The WQEs cause the NIC to send and receive packets 
over network 24, and specifically to perform RDMA trans 
fers to and from other nodes on network 24. Such RDMA 
operations are carried out by NIC 34 and NIC 44 in 
accordance with well-known protocols, such as InfiniBand 
and RDMA over Converged Ethernet (RoCE). 
An additional remote NVMe driver program 52 handles 

NVMe storage access commands Submitted by processes 
running on host computer 22, such as a user application 54. 
and generates corresponding RDMA work requests to NIC 
driver program 50, which queues corresponding RDMA 
WQEs as described above. These WQEs, when executed by 
NIC 34, cause the storage transactions invoked by the 
commands to be carried out on storage server 26, resulting 
generally in writing data to or reading data from Storage 
array 40. In other words, application 54 submits commands 
NVMe commands to driver 52 as though it was writing to or 
reading from an SSD on bus 36; but driver program 52 
causes the commands to be executed on server 26, via 
network 24, by submitting appropriate RDMA commands 
via driver program 50 to NIC 34. 

In an alternative embodiment, NIC 34 itself is configured 
to receive NVMe commands submitted by an NVMe driver 
program and to autonomously identify and execute the 
RDMA operations necessary to carry out the commands. In 
this case, in other words, there is no need for an intervening 
NIC driver program 50 in computer 22 in order to support 
NVMe storage access operations via network 24. For this 
purpose, NIC 34 may expose a storage interface on bus 36, 
presenting itself as a storage device, in addition to, or even 
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instead of the network communication interface that it 
would normally expose. The storage and NIC interfaces 
occupy certain, respective address ranges on the bus. For an 
SSD on the PCIe bus, for example, the NVMe specification 
defines a class code, which identifies the address range in 
question as an NVMe-compliant device and will cause the 
PCIe driver to recognize NIC 34 as such a storage device. A 
standard NVMe driver running on CPU 30 will then send 
NVMe commands to the address range of the NVMe storage 
interface of NIC 34, without requiring the services of NIC 
driver 50 for this purpose. 
CPU 30 typically comprises a general-purpose computer 

processor, and the programs running on computer 22, 
including driver programs 50 and 52 and application 54, are 
implemented as Software components. This software may be 
downloaded to computer 22 in electronic form, over a 
network, for example. Additionally or alternatively, the 
Software may be stored on non-transitory computer-readable 
media, such as optical, magnetic, or electronic memory 
media. 

FIG. 3 is a flow chart that schematically illustrates a 
method for network-based storage access, in accordance 
with an embodiment of the present invention. For conve 
nience and clarity, this method will be described specifically 
with reference to the elements of system 20 that are shown 
in FIG. 2. More generally, however, the method of FIG. 3 
may be carried out in other storage systems, using other 
Suitable protocols and devices that Support storage access 
and RDMA. For brevity, driver programs 50 and 52 may be 
referred to hereinbelow simply as “drivers' 50 and 52. 
The method of FIG. 3 is initiated when application 54 

submits a storage command, such as a read or write com 
mand, directed to SSD storage array 40, in a command 
Submission step 71. The commands are posted to a Submis 
sion queue (SQ) 58 in memory 32. (Although SQ58 and the 
completion queue described below are shown as linear 
queues, in practice they may be implemented as circular 
queues, as provided in the NVMe specification.) Typically, 
each entry in SQ 58 includes a scatter/gather list (SGL), 
which points to one or more buffers 56 in memory 32 from 
which data are to be read or written in the storage access 
transaction. Each new command is written to a tail 72 of SQ 
58, and is then executed when it has advanced to a head 70 
of the SQ. 

To enable local execution of the commands on storage 
server 26, driver 52 initiates one or more RDMA write 
operations via network 24 to create a mirror of Submission 
queue 58 in memory 46 of server 26, at a reflection step 73. 
This mirrored queue is shown in FIG. 2 as a reflected SQ 60. 
The entries in reflected SQ 60 contain corresponding point 
ers to data buffers 64 in memory 46, to and from which NIC 
34 and NIC 44 will subsequently transfer data. 

After posting a new entry in SQ 58, driver 52 initiates 
another RDMA operation by NIC 34 to ring the doorbell of 
SSD storage array 40, at a doorbell tunneling step 75. This 
step causes NIC 34 to write an entry by RDMA via network 
24 and NIC 44 to a submission doorbell register 62 of the 
storage array. This step is referred to as “tunneling' because 
doorbell ringing is normally carried out by writing to a 
designated register address on the local bus, such as the PCIe 
bus. In this case, however, the RDMA operation carried out 
by NIC 34 is directed through network 24 to the doorbell 
address on the PCIe bus in server 26. 

Writing to doorbell register 62 causes the controller of 
storage array 40 to read the next command from the head of 
reflected SQ 60, at a command execution step 77. To carry 
out the storage transaction, CPU 42 submits a WQE to NIC 

5 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 . . 

65 

8 
44, which then performs an appropriate RDMA operation to 
carry out the data transfer invoked by the original command 
that application 54 submitted on host computer 22. Specifi 
cally, when the storage access command comprises a read 
command to be carried out by host computer 22, the 
corresponding RDMA operation initiated by NIC 44 is an 
RDMA write operation. This write operation will cause NIC 
44 to copy the designated data from the memory of Storage 
server 26 via NIC 34 to the appropriate buffer or buffers 56 
in host memory 32 of host computer 22. 
On the other hand, when the storage access command in 

reflected SQ 60 comprises a write command to be carried out 
by host computer 22, NIC 44 initiates an RDMA read 
operation. In this case, NIC 44 sends an RDMA read request 
over network 24 to NIC 34, specifying the buffer or buffers 
56 in host memory 32 from which data are to be read. NIC 
34 copies the data from memory 32 and transmits an RDMA 
read response containing the data to NIC 44, which then 
writes the data to the appropriate location in the memory of 
storage server 26. 

Typically, in RDMA operations performed on server 26, 
NIC 44 reads data from or writes data to buffers 64 in 
memory 46. A memory manager (not shown) copies Such 
data to and from Storage array 40 as is known in the art. 
Alternatively, however, server 26 may be configured so that 
NIC 44 is able to read and write data directly from and to 
storage array 40. Devices and methods that may be used for 
this purpose are described, for example, in U.S. patent 
application Ser. No. 13/943,809, filed Jul. 17, 2013, which 
is assigned to the assignee of the present patent application 
and whose disclosure is incorporated herein by reference. 
To signal to application 54 that the requested storage 

transaction has been completed and committed, server 26 
posts a completion notification, in the form of an entry in a 
completion queue (CQ) 66 in host memory 32, at a comple 
tion step 78. This step is also carried out by RDMA, with 
NIC 44 writing the entry via network 24 through NIC 34 to 
the address in memory 32 of a tail 74 of CQ 66. Upon 
writing a new completion entry to CO 66, NIC 34 may raise 
an interrupt to notify CPU 30. The CPU reads the comple 
tion entries from a head 76 of CQ 66, and application 54 
proceeds accordingly. 
The NVMe specification requires that the client inform 

the SSD controller when it has consumed an entry from head 
76 of CQ 66. For this purpose, driver 52 may instruct NIC 
to perform a further RDMA operation to write to a comple 
tion doorbell register 68 of storage array 40, at a further 
doorbell tunneling step 80. The completion doorbell informs 
the SSD controller that the head of CQ 66 has advanced. 

FIG. 4 is a block diagram that schematically illustrates 
data structures 86 and 88 that may be used in specifying data 
buffers 56 for purposes of NVMe operations in system 20, 
in accordance with an embodiment of the present invention. 
Application 54 uses data structures 86 to specify buffers 56 
for data transfer in accordance with the NVMe specification, 
while NICs 34 and 44 use data structures 88 in identifying 
the data for RDMA transfer. 
As shown in FIG.4, scatter/gather lists (SGLs) 90.92, 94, 

. . of NVMe Storage access commands specify a non 
contiguous set of physical memory ranges 96, known as 
physical region pages (PRPs), in host memory 32 of com 
puter 22. Specifically, each command refers to a base 
SGL/PRP90, which may contain a list of additional SGL/ 
PRPs 92, and these SGL/PRPs may contain a further list of 
SGL/PRPs, and so forth. Each SGL/PRP that does not 
contain a list of SGL/PRPs points to one of memory ranges 
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96. As shown in the figure, physical memory ranges 96 are 
typically (although not necessarily) non-contiguous. 
NIC 34 maps physical ranges 96 to a contiguous range 

100 of virtual memory. This mapping may use, for example, 
the methods for mapping of virtual memory by a NIC that 5 
are described in U.S. Pat. No. 8,255,475, whose disclosure 
is incorporated herein by reference. NICs 34 and 44 specify 
this contiguous virtual memory range 100 in the RDMA 
packets that they transmit and receive, thus simplifying the 
commands and data transfer operations that are handled by 10 
storage server 26. Range 100 is specified by an input/output 
(IO) address, which defines a (base) virtual address (VA), a 
key for purposes of memory protection, and a length (LEN). 
This key is an indirect memory key (Mkey) 102, which may 
point to multiple subranges 104 of virtual memory, each 15 
with its own key (K), length (L) and virtual address offset 
(M). The number of subranges 104 typically corresponds to 
the number of physical memory ranges 96 specified by 
SGLS 90, 92, 94, . . . . 
The keys of subranges 104 are direct memory keys 106, 20 

which point to memory translation tables (MTT's) 108. These 
tables translate virtual memory Subranges 104 into corre 
sponding physical memory ranges 96. NIC 34 maintains a 
record of the various MTT's and keys, and uses them in 
translating between virtual IO addresses that are specified in 25 
RDMA transactions on network 24 and the physical 
addresses of buffers 56 in memory 32. Commands in 
reflected SQ 60 may also be specified in terms of these 
address values. As a result, the RDMA read and write 
operations initiated by NIC 44 at step 77, as described 30 
above, may be specified in terms of contiguous ranges in the 
virtual IO address space of NIC 34, which performs the 
necessary translation between virtual and physical memory 
addresses in a manner transparent to NIC 44. 
The use of virtual addressing that is described above 35 

simplifies the commands and communication between the 
NICs themselves and between the NICs and the respective 
driver programs on computer 22 and server 26. Alterna 
tively, however, the techniques for remote implementation 
of local storage commands that are described above may be 40 
carried out using the physical memory addressing scheme of 
NVMe (or of any other suitable storage protocol) through 
out, without remapping of memory addresses by the NICs. 

FIGS. 5 and 6 are flow charts that schematically illustrate 
methods for network-based storage access, in accordance 45 
with an alternative embodiment of the present invention. 
FIG. 5 illustrates execution of a write command from host 
computer 22 to storage server 26, while FIG. 6 illustrates 
execution of a read command. In this embodiment, the 
embedded controller of SSD storage array 40 is assumed to 50 
support standard NVMe functionality, while NIC 44 of 
storage server 26 comprises suitable logic (which may be 
hard-wired or implemented in software on an embedded 
processor, such as a RISC core in the NIC) to perform the 
server-side functions that are outside the scope of standard 55 
NVMe functionality. The methods of FIGS. 5 and 6 are 
modified, relative to the methods described above, to operate 
in this hardware constellation, so that application 54 is 
enabled to write and read data to and from storage array 40 
without any involvement by CPU 42 in server 26. 60 

The method of FIG. 5 is initiated when application 54 
submits an NVMe write command to SQ 58 on host com 
puter 22, at a command submission step 110. This write 
command specifies one or more buffers 56 in host memory 
32 that contain the data to be transferred to storage server 26. 65 
Drivers 52 and 50 instruct NIC 34 to mirror the command by 
RDMA to reflected SQ 60 in server memory 46, at a 

10 
command reflection step 112. Using the technique described 
above with reference to FIG. 4, the addresses in the SGL of 
the original write command are mapped to a single, con 
tiguous virtual address range for use by NIC 34. The 
command written by NIC 34 to reflected SQ 60 likewise 
contains a single pointer to a corresponding, contiguous 
physical address range in data buffer 64 in server memory 
46. NIC driver 50 instructs NIC 34 to write the data from 
buffers 56 to this contiguous range in buffer 64 by RDMA, 
at a data transfer step 114. 

After completing the RDMA write operation at step 114, 
driver 50 instructs NIC 34 to write to SQ doorbell register 
of server 26, at a doorbell tunneling step 116, as described 
above. “Ringing the doorbell” in this manner will cause the 
controller of storage array 40 to read the next command from 
SQ 60, and to execute the command by copying data from 
the designated range in data buffer 64 to the storage array, at 
a command execution step 118. Upon completing execution 
of the command, the storage array controller writes a 
completion entry to the NVMe completion queue in memory 
46 (not shown). 
NIC 44 of server 26 detects this completion entry shortly 

after it is posted, at a completion reading step 120. For this 
purpose, NIC 44 may, for example, regularly poll the 
completion queue for new entries. Alternatively, the location 
of the completion queue to which the controller of Storage 
array 40 is programmed to write completion entries may be 
mapped to a doorbell register of NIC 44, in order to alert the 
NIC whenever a new entry is posted. In either case, upon 
detecting and reading the completion entry, NIC 44 writes a 
corresponding entry by RDMA to CQ 66 in host memory 32. 
The completion is reported to application 54, which then 
submits a completion doorbell to driver 52, which in turn 
causes NIC 34 to tunnel the completion doorbell to CQ 
doorbell register 68 on server 26, at a further doorbell 
tunneling step 122. 
The method of FIG. 6 is initiated when application 54 

submits an NVMe read command to SQ58 on host computer 
22, at a command submission step 130. Drivers 52 and 50 
cause NIC 34 to mirror the command by RDMA to reflected 
SQ 60, again with a pointer to a specified, contiguous range 
in buffer 64 in server memory 46, at a command reflection 
step 134. In addition, in preparation for transfer of the 
requested data from server 26, NIC driver 50 maps the 
buffers specified in the SGL submitted with the NVMe read 
command at step 130 to a contiguous range of virtual 
address space in host memory 32. A pointer to this range is 
inserted in the command that is reflected to server 26 at step 
134. (The pointer may be incorporated in the mirrored 
NVMe command as "opaque data,” which is ignored by the 
storage controller but will be available to NIC 44 subse 
quently.) The memory translation tables maintained by NIC 
34 will hold a pointer or pointers from this virtual memory 
range to buffers 56 in host memory 32 that were specified in 
the SGL. 
Once these preparatory steps are completed, driver 50 

instructs NIC 34 to write to SQ doorbell register 62 of server 
26, at a doorbell tunneling step 136, as described above. 
Ringing the doorbell again causes the controller of Storage 
array 40 to read the next command from SQ 60, and to 
execute the command by copying the specified data from the 
storage array to the designated range in data buffer 64, at a 
command execution step 138. The storage array controller 
then writes a completion entry to the NVMe completion 
queue in memory 46. 
Upon reading the completion entry, as described above, 

NIC 44 of server 26 reads the data from the designated range 
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in buffer 64 and transmits the data over network 24 to NIC 
34, at a data transmission step 140. For example, NIC 44 
may read the pointer to the contiguous address range in host 
memory 32 that was incorporated in the mirrored command 
at step 134 and uses this pointer in transmitting the data by 
RDMA write request to NIC 34. Upon receiving the RDMA 
write request, NIC 34 performs the required address trans 
lation and thus writes the data to the appropriate buffers 56 
in host memory 32, as specified by the SGL in the original 
NVMe command at step 130. 

After transmitting the data at step 140, NIC 44 writes an 
appropriate completion entry by RDMA to CQ 66 in host 
memory 32. The completion is reported to application 54, 
which accesses the data in buffers 56 and submits a comple 
tion doorbell to driver 52. As explained above, NIC 34 
tunnels the completion doorbell to CQ doorbell register 68 
on server 26, at a further doorbell tunneling step 142. 

It will thus be appreciated that the embodiments described 
above are cited by way of example, and that the present 
invention is not limited to what has been particularly shown 
and described hereinabove. Rather, the scope of the present 
invention includes both combinations and Subcombinations 
of the various features described hereinabove, as well as 
variations and modifications thereof which would occur to 
persons skilled in the art upon reading the foregoing descrip 
tion and which are not disclosed in the prior art. 

The invention claimed is: 
1. A host computer for accessing a data storage system, 

comprising: 
a host memory; 
a host central processing unit (CPU); 
a peripheral component interface bus connecting the host 
CPU to peripheral components; and 

a host network interface controller (NIC) configured to 
expose both a storage interface and a network commu 
nication interface to the peripheral component interface 
bus, and is configured to receive, through the storage 
interface, from processes running on the CPU of the 
host computer, commands in accordance with a proto 
col defined for accessing local storage devices con 
nected to the peripheral component interface bus, and 
upon receiving a storage access command in accor 
dance with the protocol defined for accessing local 
storage devices, to initiate a remote direct memory 
access (RDMA) operation instructing a storage server, 
via the network, to execute a storage transaction speci 
fied by the command in accordance with the protocol 
defined for accessing local storage devices, 

wherein the protocol is an NVM Express protocol, and the 
storage server comprises a solid-state drive (SSD), 

wherein the storage server is configured, after committing 
the storage transaction, to cause a server NIC of the 
storage server to transmit a completion notification via 
the network to a completion queue in the host memory, 

wherein the server NIC is configured to detect a comple 
tion entry posted by a controller of the storage server, 
and to transmit the completion notification, in response 
to the detected completion entry, via the network to the 
host NIC, and 

wherein each of the storage interface and the network 
communication interface occupies a corresponding 
address range on the peripheral component interface 
bus, and wherein the corresponding address ranges of 
the storage interface and the network communication 
interface do not include a common range. 

2. The host computer according to claim 1, wherein the 
host CPU is configured to place the commands in a Submis 
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sion queue in the host memory and the host NIC is config 
ured to write a mirror of the Submission queue, via the 
network, to a server memory of the storage server. 

3. The host computer according to claim 2, wherein the 
host NIC is configured to additionally initiate another 
RDMA operation, wherein in the another RDMA operation 
the host NIC writes an entry via the network to a doorbell 
register of the storage server, to cause the storage server to 
read the storage access command from the mirror of the 
Submission queue and carry out the storage transaction 
responsively to the storage access command. 

4. The host computer according to claim 2, wherein the 
storage access command comprises a write command to be 
carried out by the host computer, and wherein the host 
computer is configured to select a buffer in the server 
memory and to incorporate a pointer to the buffer in the 
write command that is posted in the mirror of the submission 
queue, and to cause the host NIC to performan RDMA write 
operation to transfer data to the selected buffer. 

5. The host computer according to claim 1, wherein the 
storage access command comprises a read command to be 
carried out by the host computer, and wherein the host NIC 
is configured to convey the read command in the RDMA 
operation to the storage server, causing a server NIC of the 
storage server to initiate an RDMA write operation to be 
performed by the server NIC and the host NIC, to the host 
memory. 

6. The host computer according to claim 1, wherein the 
storage access command comprises a write command to be 
carried out by the host computer, and wherein the host NIC 
is configured to convey the write command in the RDMA 
operation to the storage server, causing a server NIC of the 
storage server to initiate an RDMA read operation to be 
performed by the server NIC and the host NIC from the host 
memory. 

7. The host computer according to claim 1, wherein the 
storage access command comprises a scatter/gather list 
specifying a non-contiguous set of memory ranges in the 
host memory, and wherein the host NIC is configured to map 
the memory ranges to a contiguous range of virtual memory 
and to cause the storage server to execute the storage 
transaction with reference to the contiguous range. 

8. The host computer according to claim 7, wherein a 
server NIC is configured to execute the storage transaction 
by performing the RDMA operation with reference to the 
contiguous range of the virtual memory. 

9. The host computer according to claim 7, wherein the 
storage server has a server memory, and wherein the host 
computer is configured to map the contiguous range of 
virtual memory to a buffer in the server memory, for use by 
the storage server in the storage transaction. 

10. The host computer according to claim 1, wherein the 
host NIC is configured to write, in a further RDMA opera 
tion, to a completion doorbell of the storage server, respon 
sive to the completion notification indicating the storage 
access command was completed. 

11. A host network interface controller (NIC), comprising: 
a network interface configured to be connected to a 

network and to convey data packets, via the network, to 
and from a storage server on the network; 

a first host interface configured to be connected to a 
peripheral component interface bus of a host computer; 

a second host interface configured to be connected to the 
peripheral component interface bus, while exposing a 
storage interface on the peripheral component interface 
bus; and 



US 9,727,503 B2 
13 

processing circuitry configured to receive, via the second 
host interface, commands in accordance with a protocol 
defined for accessing local storage devices connected to 
the peripheral component interface bus of the host 
computer, and upon receiving a storage access com 
mand in accordance with the protocol defined for 
accessing local storage devices, to initiate a remote 
direct memory access (RDMA) operation to be per 
formed via the network interface, wherein the RDMA 
operation causes the storage server to execute, via the 
network, a storage transaction specified by the storage 
access command in accordance with the protocol 
defined for accessing local storage devices, 

wherein the protocol is an NVM Express protocol, and the 
storage server comprises a solid-state drive (SSD), 

wherein the storage server is configured, after committing 
the storage transaction, to cause a server NIC of the 
storage server to transmit a completion notification via 
the network to a completion queue in the host memory, 

wherein the server NIC is configured to detect a comple 
tion entry posted by a controller of the storage server, 
and to transmit the completion notification, in response 
to the detected completion entry, via the network to the 
host NIC, and 

wherein each of the first and second host interfaces 
occupies a corresponding address range on the periph 
eral component interface bus, and wherein the corre 
sponding address ranges of the first and second host 
interfaces do not include a common range. 
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