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(57) ABSTRACT 

A system and method for distributing data across a network 
including a plurality of trunked port lines, including modify 
ing an existing field within one layer of a data packet on the 
basis of information found within another layer of the data 
packet and restricting the process of trunking distribution to 
only consider the modified layer. In an exemplary embodi 
ment, a method and a system for improving packet data dis 
tribution across a communication network environment is 
provided that changes a field within the Layer 2 (L2) section 
of the packet on the basis of fields within the Layer 3 (L3) 
section of the packet. This may involve changing the destina 
tion Media Access Control (MAC) address on the basis of the 
destination IP address and limiting the trunk distribution 
determination to the L2 section of the packet data. 

34 Claims, 4 Drawing Sheets 
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METHOD AND SYSTEM FOR IMPROVING 
TRAFFC DISTRIBUTION ACROSSA 
COMMUNICATION NETWORK 

BRIEF DESCRIPTION OF INVENTION 

This application is based upon and claims the benefit of 
priority from prior U.S. Provisional Application No. 60/760, 
957 filed on Jan. 23, 2006, the entire contents of which are 
incorporated hereby by reference. 

FIELD OF THE INVENTION 

The present invention is generally directed to a method and 
system for improving data traffic distribution across a com 
munication network environment such as token ring, ATM, 
Ethernet, Fast Ethernet, and Gigabit Ethernet environment, 
and in particular to a method and system for high performance 
packet distribution, routing and/or Switching across a com 
munication network with trunked ports, such as trunked Eth 
ernet ports. Moreover, the present invention can be applied to 
any packet based media environment. In particular, the 
present invention relates to a packet distribution method and/ 
or system that can be implemented on a semiconductor Sub 
strate. Such as a silicon chip. 

BACKGROUND OF THE INVENTION 

In networking applications, an incoming packet enters an 
input port of a network component. Such as a data processing 
node or a switch, wherein the network component processes 
the incoming packet and directs it to an output port. In pro 
cessing the incoming packet, the network component can 
examine the incoming packet on the inputside of the network 
component, and can determine addressing and routing infor 
mation to enhance network performance. 

For instance, network components, such as an Ethernet 
Switch, can have several output ports, trunked together either 
externally or in the backplane of a chassis based Switch. 
Trunking involves the use of multiple network cables orports 
in parallel. Trunks may be used to interconnect Switches to 
form networks. Trunking increases the link speed beyond the 
limits of any single cable orport. Often, distribution of packet 
traffic is not done evenly across the trunked ports causing 
inefficient use of the total available bandwidth. 

Current trunk distribution technology can lead to conges 
tion, for example, a large number of traffic flows being dis 
tributed down certain ports while other ports have only a light 
amount of traffic distributed to them. This can cause the trunk 
group to function inefficiently by not being able to carry as 
much traffic as would be possible if the flows were evenly 
distributed. 

In addition, different ports in a trunk may take different 
amounts of time to transmit a packet. Thus, packet traffic can 
sometimes be delivered to their final destination out of order, 
causing significant delay or failures in the transmission of 
information across the communication network. Almost all 
high level networking protocols require that the data packets 
associated with them arrive in order. Thus, packets of data 
should not be randomly distributed among different lines of a 
trunk group. 
When a related flow of data packets, such as an Ethernet 

flow, is sent through a group of ports that are trunked together, 
the flow must be sent down a single port. If packets from the 
same flow are sent down different ports, it is possible that they 
will be delivered out of order. Delivering packets out of order 
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2 
causes a very detrimental effect on higher layer Ethernet 
protocols such as Transmission Control Protocols/Internet 
Protocol (TCP/IP). 
When a group of several ports are trunked together, an 

algorithm is needed to distribute flows of traffic, such as 
Internet Protocol (IP) traffic, evenly so that the total available 
bandwidth can be used. However, as described above, each 
flow between network endpoints must go down a single port 
of the trunk to ensure that the packets are not delivered to their 
final destination out of order. 
A typical trunk distribution algorithm involves manipulat 

ing various fields within the header structure of a packet to 
form a hash value and this value is used to determine the port 
to which the packet will be sent. The hash algorithm used is 
typically the Exclusive OR (XOR), or sometimes, a Cyclic 
Redundancy Check (CRC), such as CRC16. Using a CRC 
redundancy check on different fields of the packet distributes 
data packets in a more random way than the use of an XOR 
hash. A hash key is created and then a part of the key field is 
used as an index in order to determine which port in the trunk 
will be used. A relatively simple hash distribution algorithm is 
important because the hash value must be calculated for each 
packet at the rate at which it arrives at the switch chip (i.e. at 
“wire speed'). 

However, these algorithms tend to fail during testing with 
artificially generated test traffic when certain fields are incre 
mented together to define each flow. When the fields are 
processed using the XOR operation, a single index is pro 
duced and all the traffic is directed down a single port of the 
trunk. Similar problems are found in real world systems such 
as server farms which have very similar header fields for each 
flow. 

In these typical systems, there is usually some degree of 
control provided over what fields are used in the calculation of 
the hash value. This degree of control usually allows the use 
of any of just Layer 2 (L2) fields; L2 and Layer 3 (L3) fields: 
or L2, L3, and L4 fields. “Layer” references, such as Layer 
2 (L2) and Layer 3 (L3) refer to the Open Systems Intercon 
nection (OSI) seven layer model. However, finer control of 
the fields may be provided. There may also be some degree of 
control over the hash algorithm. For example, a selection 
between XOR and CRC16 hash generation may be provided. 

However, regardless of the degree of control provided over 
what fields are used in the calculation of the hash value and 
over the hash algorithm, these algorithms are fixed by the 
logical design of the Switch chip with which they are used and 
these algorithms cannot be readily changed to adapt to chang 
ing network conditions or congestion caused by a particular 
test configuration. 

SUMMARY OF INVENTION 

In view of the above, there is a need for a method and 
system for a network component to apply efficient, speedy, 
and accurate addressing and processing logic to an incoming 
packet such that total available bandwidth is used and that the 
packets are distributed in the right order. 
The present invention solves the above-identified needs, as 

well as others by providing a system and method that distrib 
utes packet data evenly across ports in a trunk group while 
ensuring that packets arrive at a receiver in the same order that 
they were sent from the transmitter. 
The present invention involves modifying at least one 

existing field within one layer of the data packet on the basis 
of information found within another layer of the data packet 
and restricting the process of trunking distribution to only 
consider the modified layer. 
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This establishes the route of the packet data in a way that 
does not interfere with the delivery of the packet to its final 
destination, but does ensure that the distribution of traffic 
across individual links of a trunk group in a network is even. 

In one exemplary embodiment of the present invention, a 
method and a system for improving packet data distribution 
across a communication network environment is provided 
that changes at least one field within the Layer 2 (L2) section 
of the packet on the basis of at least one field within the Layer 
3 (L3) section of the packet. This may involve changing the 
destination Media Access Control (MAC) address on the 
basis of the destination IP address and limiting the trunk 
distribution determination to the L2 section of the packet 
data. As both the L2 and L3 sections of the data packet include 
multiple fields, a plurality of fields from the L3 section may 
be used to modify a plurality of fields in the L2 section of the 
data packet. 
Among other things, this system and method improves the 

distribution of individual traffic flow across ports within a 
trunk group while ensuring the proper order of delivery. The 
present invention improves the distribution of packet data 
flows so that a greater amount of traffic can be carried across 
a trunk group without congestion of the data packets. Other 
features and advantages will be apparent to persons of ordi 
nary skill in the art from the detailed description of the inven 
tion and the accompanying drawings. 

BRIEF DESCRIPTION OF THE FIGURES 

For a more complete understanding of the present inven 
tion, the needs satisfied thereby, and the objects, features, and 
advantages thereof, reference is now made to the following 
description taken in connection with the accompanying draw 
ings. Identical parts in the several views of the drawings use 
the same reference numbers. 

FIG. 1 depicts a system according to an embodiment of the 
present invention; 

FIG. 2 is a flow diagram describing a method according to 
an embodiment of the present invention; 

FIG. 3 is a diagram of an exemplary computer system that 
may be used in connection with the present invention; and 

FIG. 4 is a diagram of an exemplary computer system that 
may be used in connection with the present invention. 

DETAILED DESCRIPTION 

The present invention overcomes the problems associated 
with current trunk distribution algorithms by allowing more 
complex and accurate hashing algorithms to be used that do 
not need to be calculated at the packet data rate, but can be 
calculated "offline.” The present invention also allows the 
hashing algorithm to be modified dynamically to reflect 
changing network conditions or configurations. 
By modifying a layer of the packet data according to an 

internally visible destination address for each flow of packet 
databased on another layer of the packet data and restricting 
the trunking distribution algorithm to only look at the modi 
fied layer the low complexity trunk distribution algorithm that 
is required to operate in real time can be replaced with a more 
sophisticated algorithm with better distribution properties 
that does not need to operate in real time. 

FIG. 1 shows a system diagram of an exemplary embodi 
ment of the present invention. In FIG. 1, packets of data are 
received by the input physical layer protocol (PHY) 1. As 
depicted in FIG. 1, the input PHY 1 may receive data packets 
from a plurality of input ports. The data packets are trans 
ferred to a switch chip 2. Depending on the contents of the 
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4 
packet header, the packet is either directed by the switch chip 
2 to the output PHY5 or to the CPU3. Packets received by the 
CPU 3 are examined and used to update the contents of the 
lookup table 4. The lookup table 4 may be internal to the 
Switch chip 2 or may be external memory connected to the 
Switch chip, for example, by a memory bus. 

In FIG. 1, an exemplary embodiment is shown having four 
ports attached to the output PHY 5. Although this embodi 
ment is shown with four ports trunked together, the invention 
will work with any number of two or more ports trunked 
together. 

Variations of the exemplary embodiment may further 
include a random number generator 6, as will be described in 
more detail. 

Current communication components do not provide uni 
form distribution of flows when certain fields in the packet are 
strongly correlated. For example, in automated testing of 
trunk capacity a new flow may be generated that differs from 
the previous flow only by an increment in the destination 
Media Access Control (MAC) address and the destination IP 
address. The MAC address is the physical address or the 
Layer 2 address, whereas the Layer 3 address is the network 
address or virtual address. The strongly correlated destination 
MAC address and/or destination IP address in the new flow 
and the previous flow in this example may cause the new flow 
to be sent down the same port as the old flow, which can create 
congestion on this single port within the trunk group. 
The present invention avoids such congestion by modify 

ing at least one existing field within one layer of the data 
packet on the basis of information within another layer of the 
data packet and restricting the process of trunking distribution 
to only look at the modified layer. 

In an exemplary embodiment, the present invention 
involves changing at least one field within the L2 section of a 
data packet on the basis of at least one field within the L3 
section of the packet. In this exemplary embodiment, the 
destination MAC address may be modified based on the des 
tination IP address. As both the L2 and L3 sections of the data 
packet include multiplefields, a plurality offields from the L3 
section may be used to modify a plurality of fields in the L2 
section of the data packet. 

For example, the L2 section includes both source and des 
tination MAC address fields and a VLAN ID field along with 
other information. The L3 section includes both source and 
destination IP addresses along with other information. There 
fore, the present invention may involve: (1) modifying one 
field within a first layer based on information from one field of 
a second layer; (2) modifying one field within a first layer 
based on information from a plurality of fields of a second 
layer; (3) modifying a plurality of fields within a first layer 
based on information from one field of a second layer; or (4) 
modifying a plurality of fields within a first layer based on 
information from a plurality of fields within a second layer. 
“Layer” references, such as Layer 2 (L2) and Layer 3 (L3) 
refer to the Open Systems Interconnection (OSI) seven layer 
model. 
By providing a Substitute L2 section of the packet, as 

described in the exemplary embodiment, the L2 section of the 
packet is not based on network protocols but on values that 
will provide an even distribution of flows across a trunk 
group. Then, the decision on which line of the trunk the 
packet will travel will be based on the destination MAC 
address, not the destination IP address. Although L2 and L3 
are discussed in connection with this embodiment, other com 
binations of layers are possible in the present invention. 

For example, in a trunk group having four member ports, 
the L2 section of a data packet coming into the input side of 



US 8,780,899 B2 
5 

the network component can have one of four destination 
MAC addresses substituted based on the L3 address, for 
example the packet destination IP address or the destination 
IP subnet. The substitute L2 destination MAC address can be 
chosen using a lookup table. The four destination MAC 
addresses in the look up table may, for example, differ only in 
the two least significant bits. Then, the trunking distribution 
algorithm is restricted to only look at the low order destina 
tion MAC address bits 

In an exemplary embodiment, the look up table may be 
created such that the two low order bits of the four MAC 
addresses are determined by the sequence in which the IP 
address was first learned. Other methods of creating the look 
up table are also possible. 

The port distribution logic for the trunk group is set to 
exclude the basis section for the substituted section of the data 
packet from the port determining calculation, such as the 
XOR hash calculation. Thus, in the example given above, 
where the MAC address is substituted based on the destina 
tion IP address, the port distribution logic for the trunk group 
would be set to exclude the destination IP address from the 
XOR hash calculation. This allows even traffic distribution 
across the ports of the trunk group even when certain fields in 
the packet are strongly correlated. 

FIG.2 shows a packet flow diagram according to an exem 
plary embodiment of the present invention. 

In step 1.1, a data packet is received by a data processing 
node, Such as a Switch chip. The data packet may be, for 
example, an Ethernet packet. In step 1.2, the header of the 
packet is analyzed to determine if the destination MAC 
address of the packet is the same as the MAC address of the 
packet processing node. The data processing node determines 
whether the data packet should be routed to another network 
or locally switched by determining if the packet is destined/ 
addressed to this switch. 

If the MAC address of the packet is not the same as the 
MAC address of the packet processing node, the data packet 
needs to be routed to another network. The data processing 
node routes the packet to the destination trunk in step 1.3. If 
the data processing node is a Switch chip, the Switch chip 
performs an L2 Switch operation on the data packet. In step 
1.4, a hash calculation is performed by the data processing 
node in order to determine on which port of the trunk the 
packet will be sent. 

If, however, the destination MAC address of the packet is 
the same as the MAC address of the data processing node, 
then the data processing node looks up the destination IP 
address of the packet in a data lookup table in step 2.1. The 
data processing node may have several MAC addresses 
assigned to it, in which case step 2.1 is taken if the header 
destination MAC address of the packet is equal to any of the 
MAC addresses assigned to the data processing node. In step 
2.1, if the destination IP address is found in the lookup table, 
then the process moves to step 2.2 and the destination MAC 
address for the packet is retrieved from the lookup table. For 
example, the destination MAC address for the packet may be 
retrieved from a “next hop” table associated with the IP 
address lookup table. Then, in step 2.3, a Layer 3 (L3) routing 
operation is performed on the packet. Then, in step 2.4, a hash 
calculation is performed by the packet processing node to 
determine which port of the trunk the packet will be sent on. 

For example, in step 2.4, the hash calculation may be 
performed through an algorithm calculating the destination 
MAC address for the packet based on information in the 
header of the packet. A destination MAC address is reserved 
for each port in the output trunk. Therefore, in the embodi 
ment shown in FIG. 1, a total of four MAC addresses are 
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6 
reserved. The MAC addresses are selected so that the trunk 
hash calculation in step 2.4 will send each MAC address 
down a different port. Step 2.4 makes a similar decision to 1.4. 
The higher level Switching decisions have been made, and 
step 2.4 merely determines which line in the trunk the packet 
data will be sent down. 
The entire diagram in FIG. 2 relates to packet flow. How 

ever, not every decision in the diagram is made on one packet 
processing node or Switching chip for the entire network. 
Some decisions may be made at one Switching node and other 
at another Switching node as the packets flow through the 
network. 

Specifically, steps 2.3 and 2.4 can refer to different packet 
processing nodes. For example, 2.3 and 2.4 may be performed 
by two different switch chips. Thus, if there is an intervening 
segment of network between steps 2.3 and 2.4, the invention 
will still function effectively, where others will not. The prior 
methods of distribution are especially ineffective when 
removed from the point at which the trunklines diverge. Thus, 
if the other methods are practiced one or two nodes back, they 
do not effectively distribute packet data. The present inven 
tion overcomes this drawback by affecting the even distribu 
tion of traffic over a trunk even when distant from the trunk. 

If, however, in step 2.1, the destination IP address is not 
found in the lookup table, the packet processing node sends 
the packet to the CPU in step 3.1. Then, the CPU calculates a 
destination MAC address for the packet. The CPU may have 
a large table of possible addresses and will perform a calcu 
lation to provide a good spread of packet traffic across the 
trunked ports. In step 3.3, the CPU updates the lookup table 
associated with the packet processing node. Thereafter, the 
data processing node performs step 2.1, for which the newly 
added IP destination address will be found in the lookup table 
and the system goes through steps 2.2-2.4 as discussed above. 
An example of a possible hashing algorithm used in the 

trunk calculation is 

HASH=MACo 7XORMACs XOR MAC 2XOR 
MAC231 XOR MAC-2-3XOR MACo 7 

where the bottom two bits of the hash results are used to select 
the output portas shown in Table 1 below. In this example, the 
MAC addresses designed so that the trunk hash calculation 
will send data packets with each MAC address down a dif 
ferent port could be selected as: 
MAC address 1=aa-bb-cc-dd-ee-00 
MAC address 2-aa-bb-cc-dd-ee-01 
MAC address 3-aa-bb-cc-dd-ee-02 
MAC address 4-aa-bb-cc-dd-ee-03 

TABLE 1 

HASH HASH Port Number 

O O 1 
O 1 2 
1 O 3 
1 1 4 

In the above description, MAC indicates bits 16 to 23 
of the destination MAC address and HASH indicated bit 1 of 
the computed hash index. 

In an alternative embodiment of the present invention, 
several MAC addresses may be reserved for each trunked 
port. In this alternative embodiment, the MAC addresses are 
selected so that if each of the MAC addresses in turn were 
substituted into a packet as the destination MAC address, 
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while the rest of the packet were unchanged, then equal num 
bers of packets would be sent over each port within the trunk 
group. 
The reserved MAC addresses can be allocated to destina 

tion IP addresses in several ways. The following are merely 
exemplary embodiments of various methods of allocation. 
However, these embodiments are merely illustrative. Many 
variations and modification will be apparent to those skilled 
in the art. 
Exemplary Methods of Allocating Reserved MAC Addresses 
to Destination IPAddresses 

A. The MAC addresses may be assigned sequentially as 
each new IP address is received by the CPU, as shown in Table 
2. 

TABLE 2 

IP Address Arrival Sequence MAC Address 

B. The MAC addresses can be derived from a calculation 
based on the destination IP address. For example, the CRC16 
hash of the destination IP address can be calculated. Then, the 
two low order bits of the resultant hash can be used to deter 
mine the destination MAC address as indicated in Table 3. 

TABLE 3 

CRC16 CRC16o MAC address 

O O aa-bb-cc-dd-ee-00 
O 1 aa-bb-cc-dd-ee-01 
1 O aa-bb-cc-dd-ee-02 
1 1 aa-bb-cc-dd-ee-03 

C. The MAC address may be assigned by determining the 
port with the lowest amount of traffic in a defined period and 
assigning a destination MAC address that will route the traffic 
over the port. 

For example, the amount of traffic on each port within the 
trunk may be calculated for a 0.1 second period, and the 
lowest amount of traffic may be recorded on port 3. An IP 
address may be received by the CPU which may then be 
assigned a MAC address of aa-bb-cc-dd-ee-02 so that the 
traffic with that destination IP address will be sent down port 
3 of the trunk group. 

D. As a variation of the method used in C, the MAC address 
may be assigned by determining the port with the lowest 
amount of traffic in a defined time period and assigning a 
destination MAC address that will route traffic over that port, 
unless the traffic on all ports is below a critical threshold 
corresponding to congestion on the trunk group. If the traffic 
on all ports is below the critical threshold, then the MAC 
addresses are assigned sequentially, as described in A. Using 
method C in low traffic conditions could cause all new IP 
addresses received by the CPU to be allocated a destination 
MAC address corresponding to a single port, thereby creating 
congestion. Method D removes this potential disadvantage. 

E. The MAC addresses may be defined so that the prob 
ability of a given MAC address being assigned is proportional 
to the amount of free bandwidth available to carry traffic on 
the corresponding port within the output trunk 
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For example, the amount of traffic on each port within the 

trunk may be calculated for a 0.1 second period and may be 
subtracted from the total capacity of that port. If the ports each 
have a capacity of 1 Gbps and the average traffic over a 0.1 
second period on port 1 is 400 Mbps, then the available 
capacity on that port is calculated as 1000-400-600 Mbps. 

Table 4 shows an exemplary calculation of probabilities. 
The calculation involves calculating the available capacity of 
a given port and dividing that by the total available capacity 
for all ports in the trunk group to obtain the probability that 
the MAC address corresponding to that port will be assigned 
to a new IP address as received by the CPU. In the example, 
the total available capacity of all ports is 2000 Mbps so that 
the desired probability of assigning a MAC address corre 
sponding to port #1 is 30%. Similarly, the probabilities of 
assigning a MAC address corresponding to port #2, port #3. 
and port #4 are 20%, 40%, and 10% respectively. 
The MAC address is then determined by calculating a 

random number with the Random Number Generator 6, as 
shown in FIG. 1, and assigning a range of random numbers to 
each MAC address where the size of the range is proportional 
to the desired probability of that MAC address being selected. 

In an example, the random numbers may be integers that 
range from 1-100. For example, when a new IP address is 
received by the CPU a result of 76 may be obtained from the 
random number generator. This random number corresponds 
to MAC address aa-bb-cc-dd-ee-02 and to port #3 in Table 4. 

TABLE 4 

Average MAC address Random 
Port Traffic Available corresponding Proba- Number 

Number Mbps Capacity to port bility Range 

1 400 600 aa-bb-cc-dd-ee-00 30%. 1-30 
2 600 400 aa-bb-cc-dd-ee-01 20%. 31-SO 
3 2OO 800 aa-bb-cc-dd-ee-02 40% S1-90 
4 800 200 aa-bb-cc-dd-ee-03 10% 91-100 

Although the previous example described the present 
invention used with four ports in a trunk group, the present 
invention is not limited in use to a trunk group with any 
particular number of ports. The present invention can be used 
with a trunk group having any number of two or more ports. 

FIG. 3 shows various features of an example computer 
system for use in conjunction with an embodiment of the 
present invention. As shown in FIG.3, the computer system is 
used by a user 101 to access data, make calculations, and 
perform other steps in accordance with methods of the 
present invention, such as by using Software and other com 
puter features located on a server or other network device 106. 
Access occurs, for example, via a terminal 102, network (e.g., 
the Internet) 110, and couplings 111, 113. The terminal 102 
may comprise, for example, a personal computer (PC), mini 
computer, mainframe computer, microcomputer, telephone 
device, personal digital assistant (PDA), or other device hav 
ing a processor and input capability. The server 106 may 
comprise, for example, a PC, minicomputer, mainframe com 
puter, microcomputer, or other device having a processor and 
a repository for data or that is capable of accessing a reposi 
tory of data. Couplings 111,112 may include wired, wireless, 
or fiber-optic links. 
The present invention may be implemented using hard 

ware, software or a combination thereof and may be imple 
mented in one or more computer systems or other processing 
systems. In one embodiment, the invention is directed toward 
one or more computer systems capable of carrying out the 
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functionality described herein. An example of Such a com 
puter system 200 is shown in FIG. 4. 

Computer system 200 includes one or more processors, 
such as processor 204. The processor 204 is connected to a 
communication infrastructure 206 (e.g., a communications 
bus, cross-over bar, or network). Various software embodi 
ments are described in terms of this exemplary computer 
system. After reading this description, it will become appar 
ent to a person skilled in the relevant art(s) how to implement 
the invention using other computer systems and/or architec 
tures. 

Computer system 200 can include a display interface 202 
that forwards graphics, text, and other data from the commu 
nication infrastructure 206 (or from a frame buffer not shown) 
for display on the display unit 230. Computer system 200 also 
includes a main memory 208, preferably random access 
memory (RAM), and may also include a secondary memory 
210. The secondary memory 210 may include, for example, a 
hard disk drive 212 and/or a removable storage drive 214, 
representing a floppy disk drive, a magnetic tape drive, an 
optical disk drive, etc. The removable storage drive 214 reads 
from and/or writes to a removable storage unit 218 in a 
well-known manner. Removable storage unit 218, represents 
a floppy disk, magnetic tape, optical disk, etc., which is read 
by and written to removable storage drive 214. As will be 
appreciated, the removable storage unit 218 includes a com 
puter usable storage medium having Stored therein computer 
Software and/or data. 

In alternative embodiments, secondary memory 210 may 
include other similar devices for allowing computer programs 
or other instructions to be loaded into computer system 200. 
Such devices may include, for example, a removable storage 
unit 222 and an interface 220. Examples of such may include 
a program cartridge and cartridge interface (such as that 
found in video game devices), a removable memory chip 
(such as an erasable programmable read only memory 
(EPROM), or programmable read only memory (PROM)) 
and associated Socket, and other removable storage units 222 
and interfaces 220, which allow software and data to be 
transferred from the removable storage unit 222 to computer 
system 200. 
Computer system 200 may also include a communications 

interface 224. Communications interface 224 allows software 
and data to be transferred between computer system 200 and 
external devices. Examples of communications interface 224 
may include a modem, a network interface (Such as an Eth 
ernet card), a communications port, a Personal Computer 
Memory Card International Association (PCMCIA) slot and 
card, etc. Software and data transferred via communications 
interface 224 are in the form of signals 228, which may be 
electronic, electromagnetic, optical or other signals capable 
of being received by communications interface 224. These 
signals 228 are provided to communications interface 224 via 
a communications path (e.g., channel) 226. This path 226 
carries signals 228 and may be implemented using wire or 
cable, fiber optics, a telephone line, a cellular link, a radio 
frequency (RF) link and/or other communications channels. 
In this document, the terms “computer programmedium' and 
“computer usable medium' are used to refer generally to 
media Such as a removable storage drive 214, a hard disk 
installed in hard disk drive 212, and signals 228. These com 
puter program products provide Software to the computer 
system 200. The invention is directed to such computer pro 
gram products. 

Computer programs (also referred to as computer control 
logic) are stored in main memory 208 and/or secondary 
memory 210. Computer programs may also be received via 
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10 
communications interface 224. Such computer programs, 
when executed, enable the computer system 200 to perform 
the features of the present invention, as discussed herein. In 
particular, the computer programs, when executed, enable the 
processor 204 to perform the features of the present invention. 
Accordingly, such computer programs represent controllers 
of the computer system 200. 

In an embodiment where the invention is implemented 
using software, the Software may be stored in a computer 
program product and loaded into computer system 200 using 
removable storage drive 214, hard drive 212, or communica 
tions interface 224. The control logic (software), when 
executed by the processor 204, causes the processor 204 to 
perform the functions of the invention as described herein. In 
another embodiment, the invention is implemented primarily 
in hardware using, for example, hardware components, such 
as application specific integrated circuits (ASICs). Imple 
mentation of the hardware state machine so as to perform the 
functions described herein will be apparent to persons skilled 
in the relevant art(s). 

In yet another embodiment, the invention is implemented 
using a combination of both hardware and Software. 

Example embodiments of the present invention have now 
been described in accordance with the above advantages. It 
will be appreciated that these examples are merely illustrative 
of the invention. Many variations and modifications will be 
apparent to those skilled in the art. 

What is claimed is: 
1. A method for data distribution across a trunked network, 

the method comprising: 
receiving a data packet at a packet processing node, the 

data packet including at least two layers, each layer 
including a plurality of existing fields; 

upon receipt of the data packet, modifying at least one 
existing field in a first layer of the data packet based on 
information in at least one existing field in a second layer 
of the data packet and based on a lookup table, and 
wherein the modified information in the at least one 
existing field in the first layer includes a modified Media 
Access Control (MAC) address, and the lookup table 
includes a plurality of MAC addresses corresponding to 
a plurality of ports in the trunked network, wherein each 
of the plurality of MAC addresses includes a plurality of 
order bits including highest and lowest bits, and wherein 
the MAC addresses differ only in a limited selection of at 
least one bit; and 

determining the line of the trunked network that the data 
packet will be sent to based on the at least one modified 
field representing the first layer of the data packet. 

2. The method of claim 1, wherein the at least one existing 
field in the first layer comprises at least one Layer 2 field. 

3. The method of claim 2, wherein modifying the at least 
one Layer 2 field includes modifying the Media Access Con 
trol destination address, 

4. The method of claim 3, wherein the second layer of the 
data packet is Layer 3. 

5. The method of claim 4, wherein the Layer information 
includes the destination Internet Protocol address. 

6. The method of claim 1, further comprising determining 
the modification to the at least one existing field in the first 
layer of the data packet, where determining the modification 
includes consulting the lookup table. 

7. The method of claim 6, further comprising deters deter 
mining whether the information in the second layer is con 
tained in the lookup table; 
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if the information in the second layer is contained within 
the lookup table, modifying the at least one field accord 
ing to the lookup table; and 

if the information in the second layer is not contained 
within the lookup table, sending information regarding 
the packet data information to a Central Processing Unit. 

8. The method of claim 7, further comprising: 
assigning a modification to the at least one existing field in 

the first layer based on the information in the second 
layer: and 

updating the lookup table. 
9. The method of claim 8, wherein the assignment of a 

modification to the at least one existing field in the first layer 
is determined such that an even distribution of packet data is 
sent across a plurality of lines of the trunked network. 

10. The method of claim 8, wherein assigning the modifi 
cation to the at least one existing field in the first layer 
includes sequentially assigning one of a plurality of possible 
modifications to the at least one existing field in the first layer 
as new information in the second layer is received by the 
Central Processing Unit. 

11. The method of claim 8, wherein assigning the modifi 
cation to the at least one existing field in the first layer 
includes: 

making a calculation based on the information in the sec 
ond layer. 

12. The method of claim 11, wherein the calculation 
includes a cyclic redundancy check (CRC) hash based on the 
information in the second layer. 

13. The method of claim 12, wherein the information in the 
second layer includes the Layer 3 destination Internet Proto 
col (IP) address. 

14. The method of claim 8, wherein assigning the modifi 
cation to the at least one existing field in the first layer 
includes determining a port in the trunked network with the 
lowest amount of traffic in a period of time. 

15. The method of claim 8, wherein assigning the modifi 
cation to the at least one existing field in the first layer 
includes determining a port in the trunked network with the 
lowest amount of traffic in a period of time unless traffic on all 
ports in the trunked network is below a predetermined thresh 
old. 

16. The method of claim 15, wherein if the traffic on all 
ports in the trunked network is below the predetermined 
threshold, the method further comprises: 

assigning the modification to the at least one existing field 
in the first layer sequentially as new second layer infor 
mation is received by the Central Processing Unit. 

17. The method of claim 8, wherein assigning the modifi 
cation to the at least one existing field in the first layer 
includes assigning the modification Such that the probability 
of a modification corresponding to a port in the trunked net 
work is proportional to the percentage of free bandwidth 
available to carry traffic on the port in the trunked network. 

18. The method of claim 17, further comprising: 
assigning a range of random numbers to a particular modi 

fication corresponding to a port in the trunked network, 
wherein the size of the range is proportional to the 
desired probability of the particular modification being 
selected. 

19. The method of claim 18, wherein a number is assigned 
to the data packet by a random numbergenerator, and wherein 
the number is used to select a particular modification to be 
applied to the first layer of the data packet by determining 
which range of random numbers the number assigned to the 
data packet falls within. 
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20. A system for data distribution across a trunked network, 

the system comprising: 
at least one input port; 
a plurality of trunked output port lines; 
a data processing node located between the at least one 

input port and the plurality of trunked output port lines, 
wherein the data processing node is configured to 
receive data packets through the at least one input port, 
the data packets each including at least two layers, each 
layer including a plurality of fields, and to modify at 
least one existing field within a first layer of the data 
packet based on at least one existing field within a sec 
ond layer of the data packet and based on a lookup table, 
so that the data packet will be sent down a particular 
output port based on the first layer of the data packet, and 
wherein the modified information in the at least one 
existing field in the first layer includes a modified Media 
Access Control (MAC) address, and the lookup table 
includes a plurality of MAC addresses corresponding to 
a plurality of orts in the trunked network, wherein each 
of the plurality of MAC addresses includes a plurality of 
order bits including highest and lowest bits and wherein 
the MAC addresses differ only in a limited selection of at 
least one bit. 

21. The system of claim 20, wherein the lookup table 
connected to the data processing node. 

22. The system of claim 21, wherein the lookup table 
comprises information for modifying the at least one existing 
field in the first layer of the data packet. 

23. The system of claim 22, wherein the information for 
modifying the existing field in the first layer of the data packet 
comprised in the lookup table is based on information from a 
second layer in the data packet. 

24. The system of claim 23 further comprising a Central 
Processing Unit (CPU) connected to the data processing 
node, wherein the CPU is configured to receive data packet 
information, to generate a modification to the at least one field 
in first layer based on the information in the second layer of 
the data packet, and to update the lookup table with the 
modification to the at least one field in the first layer. 

25. The system of claim 20, wherein the data. processing 
node is a Switch chip. 

26. The system of claim 25, further comprising a second 
Switch chip. 

27. The system of claim 26, wherein the first switch chip is 
configured to route the packet data to a destination trunk 
group and to modify the at least one existing field in the first 
layer of the data packet, and wherein the second Switch chip 
is configured to determine which line in the trunk group that 
the data packet will be sent down based on the modified field. 

28. The system of claim 27, wherein the at least one exiting 
field in the first layer includes a plurality of fields. 

29. The system of claim 28, wherein the information from 
the second layer includes information from at least one field 
in the second layer. 

30. The system of claim 29, wherein the at least one field in 
the second layer includes a plurality of fields. 

31. The system of claim 27, wherein the information from 
the second layer includes information from at least one field 
in the second layer. 

32. The system of claim 31, wherein the at least one field in 
the second layer includes a plurality of fields. 

33. The system of claim 27, wherein the first layer of the 
data packet is a Layer 2 and the at least one existing field 
includes a Layer 2 address; and wherein the second layer of 
the data packet is a Layer 3 and the information regarding the 
second layer includes at least one Layer 3 address. 
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34. The system of claim 33 wherein the at least one Layer 
2 address includes a Media Access Control destination 
address, and wherein the at least one Layer 3 address includes 
an Internet Protocol (IP) destination address. 
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