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(57) ABSTRACT 

A method and apparatus for transferring data between IP 
devices and SCSI or Fibre Channel devices. The device inter 
faces may be SCSI, Fibre Channel or IP interfaces. Data is 
switched between SCSI and IP, Fibre Channel and IP, or 
between SCSI and Fibre Channel. Data can also be switched 
from SCSI to SCSI, IP to IP and FC to FC. The port interfaces 
provide the conversion from the input frame format to an 
internal frame format, which can be routed within the appa 
ratus. The amount of processing performed by each port 
interface is dependent on the interface type. The processing 
capabilities permit rapid transfer of information packets 
between multiple interfaces at latency levels meeting the 
stringent requirements for storage protocols. The configura 
tion control can be applied to each port on a Switch and, in 
turn, each switch on the network, viaan SNMP or Web-based 
interface, providing flexible, programmable control. 
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METHOD AND APPARATUS FOR 
TRANSFERRING DATA BETWEEN IP 

NETWORK DEVICES AND SCS AND FIBRE 
CHANNEL DEVICES OVER AN PNETWORK 

CROSS REFERENCES TO RELATED 
APPLICATIONS 

0001. This application is a continuation of U.S. applica 
tion Ser. No. 1 1/691320 filed 26 Mar. 2007 entitled “Method 
and apparatus for transferring data between IP network 
devices and SCSI and Fibre Channel devices over an IP 
network, which is a continuation of U.S. Pat. No. 7, 197,047 
also entitled “Method and apparatus for transferring data 
between IP network devices and SCSI and Fibre Channel 
devices over an IP network, which is a continuation of U.S. 
Pat. No. 6,400,730, also entitled “Method and apparatus for 
transferring data between IP network devices and SCSI and 
Fibre Channel devices over an IP network, which claims the 
benefit of priority pursuant to U.S.C. S119(e) of U.S. provi 
sional application No. 60/123,606 filed 10 Mar. 1999 also 
entitled “Method and apparatus for transferring data between 
IP network devices and SCSI and Fibre Channel devices over 
an IP network, which are all hereby incorporated by refer 
ence as though fully set forth herein. 

BACKGROUND OF THE INVENTION 

0002 The present invention relates to transferring infor 
mation between storage devices and a network via a switched, 
packetized communications system. In particular, the present 
invention relates to methods and apparatus for receiving, 
translating, and routing data packets between SCSI (Small 
Computer Systems Interface), Fibre Channel and Ethernet 
devices in a flexible, programmable manner. 
0003. In enterprise computing environments, it is desir 
able and beneficial to have multiple servers able to directly 
access multiple storage devices to Support high-bandwidth 
data transfers, system expansion, modularity, configuration 
flexibility and optimization of resources. In conventional 
computing environments, such access is typically provided 
via file system level Local Area Network (LAN) connections, 
which operate at a fraction of the speed of direct storage 
connections. As such, access to storage systems is highly 
susceptible to bottlenecks. 
0004 Storage Area Networks (SANs) have been proposed 
as one method of solving this storage access bottleneck prob 
lem. By applying the networking paradigm to storage 
devices, SANs enable increased connectivity and bandwidth, 
sharing of resources, and configuration flexibility. The cur 
rent SAN paradigm assumes that the entire network is con 
structed using Fibre Channel switches. Therefore, most solu 
tions involving SANS require implementation of separate 
networks: one to support the normal LAN and another to 
support the SAN. The installation of new equipment and 
technology. Such as new equipment at the storage device level 
(Fibre Channel interfaces), the host/server level (Fibre Chan 
nel adapter cards) and the transport level (Fibre Channel hubs, 
Switches and routers), into a mission-critical enterprise com 
puting environment could be described as less than desirable 
for data center managers, as it involves replication of network 
infrastructure, new technologies (i.e., Fibre Channel), and 
new training for personnel. Most companies have already 
invested significant amounts of money constructing and 
maintaining their network (e.g., based on Ethernet and/or 
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ATM). Construction of a second high-speed network based 
on a different technology is a significant impediment to the 
proliferation of SANs. Therefore, a need exists for a method 
and apparatus that can alleviate problems with access to Stor 
age devices by multiple hosts, while retaining current equip 
ment and network infrastructures, and minimizing the need 
for new training for data center personnel. 
0005. In general, a majority of storage devices currently 
use “parallel SCSI or Fibre Channel data transfer protocols 
whereas most LANs use an Ethernet protocol, such as Gigabit 
Ethernet. SCSI, Fibre Channel and Ethernet are protocols for 
data transfer, each of which uses a different individual format 
for data transfer. For example, SCSI commands were 
designed to be implemented over a parallel bus architecture 
and therefore are not packetized. Fibre Channel, like Ether 
net, uses a serial interface with data transferred in packets. 
However, the physical interface and frame formats between 
Fibre Channel and Ethernet are not compatible. Gigabit Eth 
ernet was designed to be compatible with existing Ethernet 
infrastructures and is therefore based on an Ethernet packet 
architecture. Because of these differences there is a need for 
new methods and apparatus to allow efficient communication 
between these protocols. 

SUMMARY OF THE INVENTION 

0006. The present invention solves the above and other 
problems, thereby advancing the state of the useful arts, by 
providing methods and apparatus for transferring data 
between storage device interfaces and network interfaces. In 
particular, the present invention brings sophisticated SAN 
capabilities to existing enterprise computing configurations, 
without the installation of costly Fibre Channel switches and 
hubs, by providing the means for Internet Protocol (IP) 
devices to transparently communicate with SCSI and Fibre 
Channel devices over an IP network. The present invention 
accomplishes this through the use of Fibre Channel Protocol 
(FCP), an industry standard developed for implementation of 
SCSI commands over a Fibre Channel network. The inven 
tion allows the storage devices to retain the use of standard 
SCSI and Fibre Channel storage interfaces and construct a 
SAN using a company's existing network infrastructure. 
Therefore, no changes are required in host bus adapters 
(HBA) or storage devices (e.g. disk drives, tape drives, etc). 
0007 According to the present invention, methods and 
apparatus are provided for transferring data between IP 
devices (including, but not limited to, Gigabit Ethernet 
devices) and SCSI or Fibre Channel devices. The device 
interfaces may be either SCSI, Fibre Channel or IP interfaces 
such as Gigabit Ethernet. Data is switched between SCSI and 
IP, Fibre Channel and IP, or between SCSI and Fibre Channel. 
Data can also be switched from SCSI to SCSI, Fibre Channel 
to Fibre Channel and IP to IP. The port interfaces provide the 
conversion from the input frame format to an internal frame 
format, which can be routed within the apparatus. The appa 
ratus may include any number of total ports. The amount of 
processing performed by each port interface is dependent on 
the interface type. The processing capabilities of the present 
invention permit rapid transfer of information packets 
between multiple interfaces at latency levels meeting the 
stringent requirements for storage protocols. The configura 
tion control can be applied to each port on a Switch and, in 
turn, each switch on the network, viaan SNMP or Web-based 
interface, providing a flexible, programmable control for the 
apparatus. 
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0008 According to one aspect of the present invention, a 
method is provided for routing data packets in a Switch device 
in a network such as a SAN. The method typically comprises 
the steps of receiving a packet from a first network device at 
a first port interface of the switch device, wherein the packet 
is one of a SCSI formatted packet (i.e., SCSI formatted data 
stream converted into a packet), a Fibre Channel (FC) for 
matted packet and an Internet protocol (IP) formatted packet, 
wherein the first port interface is communicably coupled to 
the first network device, and converting the received packet 
into a packet having an internal format. The method also 
typically includes the steps of routing the internal format 
packet to a second port interface of the Switch device, recon 
verting the internal format packet to one of a SCSI formatted 
packet, an FC formatted packet or an IP formatted packet, and 
transmitting the reconverted packet to a second network 
device communicably coupled to the second port interface. 
0009. According to another aspect of the present inven 

tion, a network switch device is provided which typically 
comprises a first port interface including a means for receiv 
ing data packets from a network device, wherein the receiving 
means receives one of a SCSI formatted packet and a Fibre 
Channel (FC) formatted packet from a first network device, 
and a means for converting received packets into packets 
having an internal format, wherein the received data packet is 
converted into a first packet having the internal format. The 
Switch device also typically comprises a second port interface 
including a means for reconverting packets from the internal 
format to an IP format, wherein the first packet is converted 
into a packet having an IP format, and a means for transmit 
ting IP packets to a network, wherein the IP formatted packet 
is transmitted to an IP network. A means for routing the first 
packet to the second port interface is also provided. 
0010. According to yet another aspect of the present 
invention, a network switch device is provided which typi 
cally comprises a first port interface including a means for 
receiving data packets from an IP network, wherein the first 
interface means receives a packet in an IP format, and a means 
for converting received packets into packets having an inter 
nal format, wherein the received packet is converted into a 
first packet having an internal format. The Switch device also 
typically comprises a second port interface including a means 
for reconverting packets having the internal format to packets 
having the SCSI format, and a means for transmitting recon 
verted packets to a SCSI network device. The switch device 
further typically includes a third port interface having a 
means for reconverting packets having the internal format to 
packets having the FC format, and a means for transmitting 
reconverted packets to a FC network device. A means for 
routing packets between the first, second and third port inter 
faces is also typically provided. In operation, wherein if the 
first packet is routed to the second port interface, the first 
packet is converted to the SCSI format and transmitted to the 
SCSI network device, and wherein if the first packet is routed 
to the third port interface, the first packet is converted to the 
FC format and transmitted to the FC network device. 

0011. According to a further aspect of the present inven 
tion, a network Switch device is provided for use in a storage 
area network (SAN). The switch device typically comprises a 
first port interface communicably coupled to a SCSI device, 
wherein the first port interface converts SCSI formatted data 
packets received from the SCSI device into data packets 
having an internal format, and wherein the first port interface 
converts data packets having the internal format into SCSI 
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formatted data packets. The Switch device also typically com 
prises a second port interface communicably coupled to a FC 
device, wherein the second port interface converts FC format 
ted data packets received from the FC device into data packets 
having the internal format, and wherein the second port inter 
face converts data packets having the internal format into FC 
formatted data packets. The switch device further typically 
includes a third port interface communicably coupled to a IP 
device, wherein the third port interface converts IP formatted 
data packets received from the IP device into data packets 
having the internal format, and wherein the third port inter 
face converts data packets having the internal format into IP 
formatted data packets, and a Switch fabric for routing data 
packets having the internal format between the first, second 
and third port interfaces. In typical operation, when a first one 
of the SCSI, FC and IP devices sends a first data packet to a 
second one of the SCSI, FC and IP devices, the port interface 
coupled to the first device converts the first data packet to a 
packet having the internal format and routes the internal 
format packet through the switch fabric to the port interface 
coupled to the second device, wherein the port interface 
coupled to the second device reconverts the internal format 
packet into the format associated with the second device and 
sends the reconverted packet to the second device. 
0012. According to yet a further aspect of the present 
invention, a network Switch device for use in a storage area 
network (SAN) is provided. The switch may comprise any 
combination of Fibre Channel, SCSI, Ethernet and Infiniband 
ports, and may comprise any number of total ports. The 
Switch device typically comprises a first port interface com 
municably coupled to one of a SCSI device(s), an FC device, 
or an IP device, a second port interface, wherein the second 
port interface is configurable to communicate with eithera FC 
device or an Ethernet device, and a switch fabric for routing 
data packets having the internal format between the first and 
second port interfaces. In typical operation, when the second 
port interface is configured to communicate with a FC device, 
the second port interface converts FC formatted data packets 
received from the FC device into data packets having an 
internal format, and wherein the second port interface con 
verts data packets having the internal format received from 
the switch fabric into FC formatted data packets, and wherein 
when the second port interface is configured to communicate 
with an Ethernet device, the second port interface converts 
Ethernet formatted data packets received from the Ethernet 
device into data packets having the internal format, and 
wherein the second port interface converts data packets hav 
ing the internal format received from the switch fabric into 
Ethernet formatted data packets. The second port interface 
can be either self-configurable or user configurable. 
0013 Reference to the remaining portions of the specifi 
cation, including the drawings and claims, will realize other 
features and advantages of the present invention. Further 
features and advantages of the present invention, as well as 
the structure and operation of various embodiments of the 
present invention, are described in detail below with respect 
to the accompanying drawings. In the drawings, like refer 
ence numbers indicate identical or functionally similar ele 
mentS. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0014 FIG. 1 illustrates an example of a SAN constructed 
according to the present invention; 
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0015 FIG. 2 is a block diagram of an overview of the 
Storage over Internet Protocol (SoP) implementation; 
0016 FIG. 3 illustrates the required protocol conversion 
steps between Fibre Channel, SCSI and IP devices in the 
apparatus Switch fabric according to an embodiment of the 
present invention; 
0017 FIG. 4 is an overview of the legacy storage protocol 
conversion method by which the functionality of the inven 
tion is achieved; 
0018 FIG. 5 is a high level switch diagram outlining the 
basic architecture of the physical apparatus according to an 
embodiment of the present invention; 
0019 FIGS. 6a-c illustrate FCP packet encapsulation 
according to an embodiment of the present invention; 
0020 FIG. 7 shows the frame flow for the “session' ini 

tialization for Fibre Channel devices connected to an SoP 
network; 
0021 FIGS. 8 and 9 show the flow of data frames for a 
node login initiated by FC port A of switch 1 to FC Port B of 
Switch 2 located remotely according to an embodiment of the 
present invention; 
0022 FIG. 10 shows the routing of Port Login Request 
and Response frames for local FC ports according to an 
embodiment of the present invention; 
0023 FIG. 11 shows an example of the address domains 
which exist in a network according to one embodiment of the 
present invention; 
0024 FIGS. 12a-d illustrate a network architecture and 
address tables for a Third Party Command example: 
0025 FIG. 13 illustrates layer 2 FCP packet encapsulation 
according to an embodiment of the present invention; 
0026 FIGS. 14a-c illustrate examples of UDP Frame 
demultiplexing according to embodiments of the present 
invention; 
0027 FIG. 15 is a high level block diagram which illus 

trates the basic architecture for a switch port that supports 
both Fibre Channel and Ethernet according to an embodiment 
of the present invention; 
0028 FIG. 16 is a high level block diagram which illus 

trates the basic architecture for a switch port that supports 
both Fibre Channel and Ethernet, where two routing blocks 
are combined into a single block according to an embodiment 
of the present invention; 
0029 FIG. 17 is a high level block diagram which illus 
trates the basic architecture for a switch port that supports 
both Fibre Channel and Ethernet wherein low-level port inter 
face logic blocks are combined according to an embodiment 
of the present invention; 
0030 FIG. 18 is a high level block diagram which illus 

trates the basic architecture for a switch port that supports 
both Fibre Channel and Ethernet using a Field Programmable 
Gate Array (FPGA) according to an embodiment of the 
present invention; 
0031 FIG. 19 shows a block diagram of a common FC/Gi 
gabit Ethernet port combined with a GBIC interface accord 
ing to an embodiment of the present invention; and 
0032 FIG. 20 illustrates the architecture of an intelligent 
network interface card (NIC) according to an embodiment of 
the present invention. 

DESCRIPTION OF THE SPECIFIC 
EMBODIMENTS 

0033 FIG. 1 illustrates an example of a storage area net 
work (SAN) 10 according to an embodiment of the present 
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invention. As shown, network 10 includes numerous storage 
devices, such as tape libraries 15, RAID drives 20 and optical 
drives 25 (e.g., CD, DVD, etc.) and servers 30. The storage 
devices can be either storage targets (e.g., tape libraries 15. 
RAID drives 20, etc.) or initiators (e.g., servers 30). Note that 
a device could be both an initiator and a target. In a preferred 
embodiment, the invention is implemented in a Switching 
device 35 within network 10. For example, as shown in FIG. 
1, each switching device 35 is an "edge' switch which pro 
vides the connectivity between nodes (i.e., one or more Stor 
age devices) and a network 40. In other words, the switch 
resides on the "edge' of the network where the devices are 
located. Each edge switch 35 allows connected storage ele 
ments to communicate through the edge Switch with no traffic 
being sent to network 40. Each edge switch 35 also allows 
storage elements connected to different edge Switches to 
communicate with each other through network 40. In a pre 
ferred embodiment, network 40 is an Ethernet network, but 
other networks may be used, for example, Asynchronous 
Transfer Mode (ATM)-based or FDDI-based networks, or the 
like. 

0034. In one embodiment, a switching device 35 is imple 
mented in an SolP (Storage over Internet Protocol) storage 
area network (SAN) as shown in FIG. 2. According to the 
present invention, SolP is a framework for transporting SCSI 
commands and data over IP networks using the Fibre Channel 
Protocol for SCSI (FCP) for communication between IP net 
worked storage devices. A majority of storage devices cur 
rently communicate using either a "parallel” SCSI bus or a 
Fibre Channel serial interface. FCP is an FC-4 Upper Layer 
Protocol for sending SCSI commands and data over a Fibre 
Channel network yielding a “serial” SCSI network. The SoIP 
framework enables FCP for use on an IP network by defining 
the SolP protocol. Storage devices and host bus adapters 
operating the SoP protocol form a storage area network 
(SAN) directly on an IP network. This framework offers an 
enormous advantage in the installation and utility of SANs. 
0035. As shown in FIG. 2, each SolP device 50 converts 
SCSI commands and data into FCP data frames in FCP block 
52. The SoP protocol layer block 54 then encapsulates these 
FCP frames in multiple IP packets using either the User 
Datagram Protocol (UDP) or Transport Control Protocol 
(TCP). IP port 56 forwards the packet to IP network 60, which 
routes the IP packets between the devices 50 or to switch 35. 
IP network 60 is preferably an Ethernet network, but may be 
based on any IP-compatible media including ATM, FDDI, 
SONET and the like. The storage name server 65 serves as a 
database where devices store their own information and 
retrieve information on other devices in the SolIP network. 
The SoP proxy 70 performs protocol conversion between 
SoIP based on UDP and SoIP based on TCP. 
0036 Because the majority of storage devices currently 
use “parallel SCSI or Fibre Channel protocols, the transition 
to SolP-based SANs may be hampered unless such “legacy” 
devices can be connected to an SoP network. For these 
“legacy” devices, a switch as shown in FIG. 3 is provided for 
connection into an SoPSAN. 

0037 FIG. 3 illustrates data exchange between storage 
devices using a switch 135 according to an embodiment of the 
present invention. In this embodiment, switch 135 is config 
ured to receive data from different interfaces, each of which 
has a different data or frame format. SCSI device 105 trans 
mits data using a “parallel SCSI interface 106, Fibre Chan 
nel (FC) device 110 transmits data using Fibre Channel inter 
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face in and Ethernet device 115 transmits data using Ethernet 
interface 116. Switch 135 translates data received from a 
source port in one of the three different formats into an inter 
nal format and transfers the data in the internal format through 
switch fabric 140 to a destination port. The destination port 
translates the data back into the native format appropriate for 
the connection thereto. 

0038. In this embodiment, each device, e.g., SCSI device 
105, FC device no, Ethernet device 115, or generic IP device 
120 (e.g., disk drive, tape drive, server), performs storage 
operations based on the SCSI Command Set. For Fibre Chan 
nel device no, the SCSI commands and data are converted to 
FCP and transmitted using Fibre Channel interface in. For 
SCSI device 105the SCSI commands and data are transferred 
directly using a “parallel bus 106. In this embodiment, the 
SCSI port interface 125 of switch 135 acts like a SCSI to FC 
bridge so that the SCSI port looks like an FC port from the 
point of view of switch fabric 140. As shown, the SCSI data is 
preferably converted to FCP, and is not actually transmitted 
using a Fibre Channel interface. For Ethernet device 115, 
SCSI commands and data are converted to FCP and then 
encapsulated in an IP packet using UDP or TCP. The IP 
packet is then encapsulated in an Ethernet frame and trans 
mitted using Ethernet interface 116. Note that the term “SCSI 
device' implies a device with a “parallel SCSI bus” while the 
term “Fibre Channel device' implies a device with a Fibre 
Channel interface. Both devices operate as SCSI devices at 
the command level. Note that SCSI device 105 does not 
convert the SCSI commands and data to an FCP format. 
Therefore, it is not possible to transfer data between FC 
device no and SCSI device 105 directly. As shown in FIG.3, 
it is possible for all devices connected to switch 135 to 
exchange data frames because the data format of all interfaces 
into switch fabric 140 are FCP compatible frames. Also note 
that it is possible to replace Fibre Channel with another inter 
face. For example, FIG.3 shows a storage device constructed 
using Ethernet in the same manner as a device is constructed 
with FC. Ethernet simply replaced Fibre Channel as the 
media for transport. Infiniband may also be implemented, for 
example in generic IP device 120. As is well known, Infini 
band is an I/O interface that merges the work of NGIO (Next 
Generation I/O) and Future I/O. 
0039 FIG. 4 illustrates data exchange between Fibre 
Channel, SCSI and IP devices in switch apparatus 135 
according to an embodiment of the present invention. The 
example in FIG. 4 is for an Ethernet based IP network 160, 
however any other IP networks based on other protocols such 
as ATM, FDDI, etc. may be used. Similar to the embodiment 
in FIG. 3, FIG. 4 shows the protocol translations which occur 
for each device. SCSI device 105 communicates with Switch 
135 using SCSI commands directly with no encapsulation of 
data or commands in data frames. FC device no uses the FCP 
protocol to send SCSI commands and data to switch 135. 
Switch 135 converts the received data to a common protocol 
based on FCP to allow the devices to communicate with each 
other. In addition, switch 135 performs address translation 
between the Fibre Channel and SCSI addressing schemes to 
the IP addressing method as will be discussed in more detail 
below. This is done transparently so that no changes are 
required in Fibre Channel device no or SCSI device 105, or in 
any hostbus adapters, driver Software or application Software. 
0040 FIG. 5 is a high-level switch diagram outlining the 
basic architecture of a physical switch apparatus 235 accord 
ing to an embodiment of the present invention. In this 
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embodiment, switch 235 includes three main elements: 
switch fabric 240, management processor 250 and port inter 
faces 270. Switch fabric 240 provides a high bandwidth 
mechanism for transferring data between the various port 
interfaces 270 as well as between port interfaces 270 and 
management processor 250. Management processor 250 per 
forms management related functions for switch 235 (e.g. 
switch initialization, configuration, SNMP, Fibre Channel 
services, etc.) primarily through management bus 255. 
0041 Port interfaces 270 convert data packets from the 
input frame format (e.g., parallel SCSI, FC, or Ethernet) to an 
internal frame format. The internal frame format data packets 
are then routed within switch fabric 240 to the appropriate 
destination port interface. Port interfaces 270 also determine 
how packets are routed within the switch. The amount of 
processing performed by each port interface 270 is dependent 
on the interface type. SCSI ports 270. Sub.1 and 270.sub.2 
provide the most processing because the SCSI interface is 
half-duplex and it is not frame oriented. The SCSI port inter 
faces 270.sub.1 and 270. Sub.2 also emulate the functionality 
of a SCSI host and/or target. Fibre Channel ports 270. Sub.3 
and 270. Sub.4 require the least amount of processing because 
the internal frame format is most compatible with Fibre 
Channel. In essence, IP ports 270.sub.5 and 270. Sub.6 (e.g., 
Ethernet ports) and SCSI ports 270. Sub.1 and 270. Sub.2 con 
vert data received into an internal frame format before send 
ing the packets through switch fabric 240. 
0042. Because FCP frames are not directly compatible 
with an Ethernet interface as they are with a Fibre Channel 
interface, the transmission of FCP packets on an Ethernet 
interface requires that an FCP frame be encapsulated in an 
Ethernet frame as shown in FIG. 6a. 
0043 FIG. 6a illustrates FCP packet encapsulation in an 
IP frame carried over an Ethernet frame according to an 
embodiment of the present invention. Field Definitions for 
FIG. 6a include the following: 
0044) DA: Ethernet Destination Address (6 bytes). 
0045 SA: Ethernet Source Address (6 Bytes). 
0046 TYPE: The Ethernet packet type. 
0047 CHECKSUMPAD: An optional 2-byte field which 
may be used to guarantee that the UDP checksum is correct 
even when a data frame begins transmission before all of the 
contents are known. The CHECKSUMPAD bit in the SoIP 
Header indicates if this field is present. 
0048 ETHERNET CRC: Cyclic Redundancy Check (4 
bytes). 
0049. As shown in FIG. 6a, the SolP Header field contain 
the following parameters: 
0050 CLASS: This 4-bit field indicates the class of ser 
vice. In one embodiment, only the values 2 or 3 are used. 
0051). VERS: This 4-bit field indicates the protocol ver 
Sion of SoIP. 
0052 SoIPFLAGS: This 8-bit field contains bits that indi 
cate various parameters for a data frame as shown in FIG. 6b. 
0053. In FIG. 6a, the User Datagram Protocol (UDP) 
Header is the protocol used within the IP packet. TCP may 
also be used. The UDP header, defined in RFC 768, is 8 bytes 
in length consisting of four 16-bit fields as shown in FIG. 6c. 
with the following field definitions: 
0054 SOURCE PORT: An optional field. When meaning 
ful, it indicates the port of the sending process, and may be 
assumed to be the port to which a reply should be addressed 
in the absence of other information. If not used, a value of zero 
is inserted. 
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0055 DESTINATION PORT: has a meaning within the 
context of a particular internet destination address. 
0056 LENGTH: the length, in bytes, of the user datagram 
including the UDP header and data (thus, if there were no data 
in the datagram, the length would be 8). For an encapsulated 
FCP packet, the UDP Length is the sum of the UDP Header 
Length, FCP Header length, and FCP Payload length and 
optionally the checksum pad. 
0057 CHECKSUM: the 16-bit one's complement of the 
one's complement Sum of a pseudo header of information 
from the IP header, the UDP header, and the data, padded with 
bytes of Zero at the end (if necessary) to make a multiple of 2 
bytes. 
0058. In one embodiment, a switch 235 encapsulates FC 
packets into an Ethernet Frame with a “wrapper around the 
FC information. The encapsulation of an FCP data frame in an 
Ethernet packet may require that the FCP data frame be 
limited in size because the maximum FCP data frame size is 
2136 bytes (24 byte header+2112 byte payload) whereas an 
Ethernet packet has a maximum size of 1518 bytes. The use of 
Ethernet Jumbo Frames, which permit packet sizes up to 9 
Kbytes to be used, eliminates the need to limit the Fibre 
Channel frame size. However, support for Ethernet jumbo 
frames is limited within the existing network infrastructure. 
Therefore, FCP data frames need to be limited otherwise a 
large FCP data frame may need to be “fragmented into 2 
separate Ethernet frames. The Login procedures defined in 
the Fibre Channel standard allows devices to negotiate the 
maximum payload with the switch fabric 240. Thus, the 
Switch fabric 240 can respond to a login with a smaller pay 
load size than the maximum (e.g., 1024 bytes). Switch 235 
makes use of this fact to limit FC packets to a size which can 
be encapsulated in an Ethernet packet to eliminate the need 
for fragmenting FC packets. According to one embodiment, a 
node's maximum receive data field size is provided to switch 
fabric 240 during “Fabric Login' and to each destination node 
during “Port Login.” The fabric or node being “logged into 
generates a login response which indicates the maximum 
receive data field size for data frames it is capable of receiv 
ing. Note that these values may not be the same. For example, 
a fabric may have the maximum allowed size of 2112 bytes 
while a node may limit the maximum size to 1024 bytes (e.g. 
the Hewlett-Packard Tachyon-Lite Fibre Channel Control 
ler). A source node may not transmit a data frame larger than 
the maximum frame size as determined for the login 
response. 

0059 Since an encapsulated FCP data frame cannot be 
larger than the maximum Ethernet packet size, an upper limit 
is placed on the frame payload size during login by a device. 
According to one embodiment, the upper limit value is set by 
determining or discovering the maximum IP datagram size 
and subtracting 60 bytes to account for the various headers 
and trailers. For example, for an Ethernet Frame, the upper 
limit value equals 1440 bytes. That is, the payload for an FCP 
Frame cannot exceed 1440 bytes in size. This limit is estab 
lished because an FCP Frame being transported across an IP 
network will not be allowed to fragment. Allowing IP data 
grams to fragment degrades network performance and so 
most networks rarely fragment. An IP header's Do Not Frag 
ment Flag can be used to prevent the IPlayer from fragment 
ing the datagram. Even with node login setting an appropriate 
size for the FCP payload, this bit is set to ensure that frag 
mentation does not occur. According to one embodiment, the 
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payload is padded to a multiple of 4 bytes to make it easy to 
convert frames being sent to legacy FC devices. 
0060. Each switch 235 preferably makes use of the Buffer 
to Buffer Receive Data Field size to force end nodes to com 
municate with data frames that will fit within an IP packet 
carried over an Ethernet link. According to an embodiment of 
the present invention, one method for enforcing the maximum 
frame size is to intercept Node Login packet which can be 
transmitted across an Ethernet network without being frag 
mented. Therefore, each Management Processor may need to 
perform MTU (Maximum Transmission Unit) discovery to 
determine a size which does not result in fragmentation of IP 
packets in the network. 
0061. When an FC port performs a Port Login with an FC 
port which is local (i.e. connected to the same Switch), it is not 
necessary to change the Buffer to Buffer Receive Data Field 
Size of the Login request or response. This is because, in one 
embodiment, the Switch Supports the maximum frame size for 
transfers between FC ports (on the same switch). However, 
the FC port interface logic will always redirect the Port Login 
packets to the switch's Management Processor to simplify the 
port interface logic. Thus, in this embodiment, the Switch 
looks and acts like an FC switch from the point of view of any 
FC devices connected thereto. An example of the routing of 
Port Login Request and Response frames for local FC ports is 
shown in FIG. 10. 
0062 According to one embodiment, routing FC Port 
Login Request/Response packets to the Management Proces 
sor allows the Port Login for SCSI ports to be handled by the 
Management Processor. The Management Processor always 
handles login for SCSI. 
0063. According to one embodiment, an SolP device is 
uniquely identified using two parameters: an IP address and 
an SolP socket number. Therefore, it is possible for a device 
to have a unique IP address or for multiple devices to share an 
IP address. For example, all of the devices on a Fibre Channel 
arbitrated loop may share an IP address while a server Host 
Bus Adapter may have a dedicated IP address. In one embodi 
ment, there are two possible modes for assignment of the 
SoP socket number: local or global. 
0064. A single SolP device connected directly to an IP 
network must have a unique IP address in order for the net 
work to be able to route data frames to the device. An IP 
network will not route traffic based on the SoP socket num 
ber. However, devices connected to a switch (e.g., switch 235) 
may share an IP address if the switch uses both the IP address 
and the SolP socket number when switching data frames. 
0065 According to the present invention, an SolP network 
SAN with “legacy” Fibre Channel devices attached has dif 
ferent address domains due to the two different address meth 
ods used; IP and Fibre Channel. FIG. 11 shows an example of 
the address domains which exist in a network according to 
one embodiment of the present invention. SoIP devices com 
municate using IP addresses and the SolP socket numbers 
while the Fibre Channel devices (SCSI devices are treated as 
Fibre Channel devices by a switch) use Fibre Channel 
addresses. Each switch 235 performs address translation 
between the IP and Fibre Channel address domains. Switch 
235. Sub.1 performs address translation between the IP 
address domain and FC address domain 1, and Switch 235. 
sub.2 performs address translation between the IP address 
domain and FC address domain 2. Each switch 235 assigns an 
IP address, SoP socket number and Fibre Channel address to 
each Fibre Channel device when the device performs a fabric 
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login. A Fibre Channel device only learns about its assigned 
Fibre Channel address. The assigned IP address, SolP socket 
number and Fibre Channel Address are maintained within a 
translation table (not shown) in the switch. Parallel SCSI 
devices are assigned their addresses by the Switch during 
initialization of the SCSI port. The Fibre Channel ports direct 
all Name server requests by a Fibre Channel device to the 
management processor for processing. 
0066. According to one embodiment of the present inven 

tion, the management processor converts Fibre Channel 
Name Server requests into SolP Name Server requests that 
are then forwarded to the SolP Name Server, e.g., imple 
mented in server 280. In one embodiment, the SolIP name 
server functionality is distributed and thus handled directly by 
the management processor. Responses from the name server 
are returned to the management processor where they are 
converted into Fibre Channel Name Server responses before 
being forwarded to the port that originated the name server 
request. When a Fibre Channel device sends data frames to a 
device not located in its Fibre Channel address domain, 
switch 235 converts the packet into an SolP compatible 
packet. The conversion encapsulates the FCP data frame in an 
IP data frame as described above. Referring back to FIG. 6a, 
in one embodiment, the IP addresses and SoP socket num 
bers are derived by using the Fibre Channel source address 
(S ID) and the destination address (D ID) as “keys” into the 
IP/Fibre Channel address conversion table on the name 
server. The Fibre Channel address fields are replaced by the 
SoIP socket numbers when translating a Fibre Channel data 
frame to an SolP data frame. The packet is then transmitted on 
the IP network and routed using the destination IP address. If 
the destination device is an SolP compatible device, the 
packet is processed directly (i.e., de-encapsulated and pro 
cessed as an FCP packet) by the destination device. However, 
if the destination is a Fibre Channel (or parallel SCSI) device, 
the packet is routed to a switch 235, which receives the 
packet, de-encapsulates the SoP packet and replaces the 
SoIP socket numbers with the appropriate source and desti 
nation Fibre Channel addresses based on the source and des 
tination IP addresses and SoP socket numbers. 

0067. According to one embodiment, local assignment is 
the preferred method for assigning SolP socket numbers. In 
this embodiment, native SoP devices select their SoP socket 
numbers while an SolP switch (e.g., switch 235) assigns the 
SoIP socket number for Fibre Channel and SCSI devices 
attached to the Switch. When the SoP socket number is 
assigned locally, the value chosen may be any value that 
results in a unique IPAddress/SoIP socket number combina 
tion. Devices that share an IP address must be assigned unique 
SoIP socket numbers in order to create a unique IP Address/ 
SoIP socket number pair. Devices that have a unique IP 
address may have any desired SolP socket number. In one 
embodiment, an SolP switchassigns the SolP socket numbers 
in Such a manner as to simplify the routing of received data 
frames. A Switch must also assign a locally significant Fibre 
Channel address to each “remote” device for use by the local 
devices in addressing the “remote” devices. These locally 
assigned addresses are only known by a Switch within its 
Fibre Channel address domain. Thus each switch maintains a 
set of locally assigned Fibre Channel addresses which corre 
spond to the globally known IP Address/SolIP Port Number 
pairs defined in the SoIP Name Server. 
0068 According to one embodiment, due to the different 
address domains, each switch 235 intercepts Fibre Channel 
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Extended Link Service requests and responses which have 
Fibre Channel address information embedded in the payload. 
Extended LinkService requests and responses are generated 
infrequently. Therefore, it is acceptable to redirect the 
Extended Link Service requests to the Switch's management 
processor which makes any necessary changes to the data 
frame. If an Extended Link Service request/response has no 
addressing information embedded in the payload, the Man 
agement Processor simply retransmits the packet with no 
modifications. 
0069. The IPAddress and SolP socket number assigned to 
a Fibre Channel or SCSI device are determined by the switch. 
The assignment of these addresses is implementation depen 
dent. In a preferred embodiment, the SolP socket number is 
assigned the device's local Fibre Channel address. In this 
embodiment, the Switch obtains the local Fibre Channel 
address directly from the received data frame. Alternatively, 
assignment of the SoP socket number is based on an incre 
menting number that can be used as an index into an address 
table. 
0070. In one embodiment, each device is assigned a 
unique IP address. However, this type of assignment may 
result in the use of a large number of IP addresses. The use of 
a single IP address for each device also has implications for 
routing in the IP network. Therefore, in a preferred embodi 
ment, IP addresses are assigned such that at least a Subset of 
a switch's attached devices share an IP address. For example, 
an IP address can be assigned to each Switch port. Each device 
attached to that switch port then shares the port's IP address. 
Thus, an attached Fibre Channel N. Port would have a unique 
IP address while the devices on a Fibre Channel arbitrated 
loop attached thereto would share an IP address. 
0071. According to one embodiment, Fibre Channel 
addresses are assigned globally. Globally assigned Fibre 
Channel addresses provide the maximum compatibility for 
“legacy” Fibre Channel devices. In this embodiment, the 
SoIP name server is responsible for managing the allocation 
of Global Fibre Channel Addresses. A global Fibre Channel 
address space may need to be supported because in some 
cases Fibre Channel addresses may be embedded within 
“third-party' SCSI commands. An example of such a third 
party command is COPY. The COPY command instructs 
another device to copy data. The use of “third-party' com 
mands is rare but when used, either the command would need 
to be modified for address compatibility or the Fibre Channel 
addresses would need to be globally assigned. 
0072. With reference to the SoIP network shown in FIG. 
12a, an example third party COPY command will be used to 
illustrate a problem that occurs with locally assigned Fibre 
Channel addresses and third-party commands. In this 
example locally assigned Fibre Channel Addresses are also 
used as the SolP socket number. Each device has a unique IP 
address in this example. 
0073 FIG. 12b shows the IP Address and SolP socket 
number each device has advertised to the Name Server which 
identifies how the device is addressed within the SolIP net 
work. Each device is uniquely identified by the combination 
of IP Address and SoP socket number. Assume that the 
switches 235.sub.3 and 235.sub.4 and Tape Library C are 
aware of every device in the system. Tape Library C would 
then have an address table that is the same as the name 
server's address table. Switches 235. Sub.3 and 235. Sub.4 will 
have assigned local Fibre Channel addresses to each device. 
FIG. 12C illustrates the address table stored on switch 235. 
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sub.3 and FIG. 12d illustrates the address table stored on 
switch 235. Sub.4. Because the Fibre Channel addresses are 
assigned locally, the address assignment is purely arbitrary. 
0.074 Assume that Server A in local domain 1 sends a 
COPY command to Server B in local domain 3 indicating that 
data is to be copied from RAID drive B to Tape Library B, 
both of which are located in local domain 3. The COPY 
command will contain the addresses from Server A's perspec 
tive. Therefore, referring to FIG. 12C, the command received 
by Server B is COPY from Fibre Channel device 000500 
(RAID drive B) to Fibre Channel device 000600 (Tape 
Library B). However, Server B will interpret the COPY com 
mand using the address table of switch 235. Sub.4 (FIG.12d) 
and assume it should copy data from RAID drive A to Tape 
Library A and not RAID drive B to Tape Library B. Thus, the 
wrong operation will be performed. As another example, 
assume that Server B sends a command to Server A to copy 
from RAID drive A to Tape Library C. The command will be 
COPY from Fibre Channel address 000500 to 009900 (the 
addresses are from the perspective of switch 235. Sub.4). 
Server A will assume the command is to copy data from 
RAID drive B to a nonexistent device because 009900 is not 
in the address table of Switch 235. Sub.4. 

0075 According to one embodiment, the switch gets 
around this problem by intercepting each third party com 
mand and modifying the embedded Fibre Channel addresses 
to be compatible with the destination device. However, this 
requires that the source Switch know the assignment of local 
addresses in the destination switch. While it is possible for a 
Switch to convert the third-party commands, alternative meth 
ods are preferred. 
0076 According to one alternative method, Fibre Channel 
addresses are globally assigned for devices that are refer 
enced by Fibre Channel address in third-party commands. 
The use of a Global Fibre Channel address allows third-party 
commands to be used with no modification, but sets the total 
number of devices possible in an SolP network to the same 
maximum as a Fibre Channel network. Only those devices 
that are referenced in a third-party command require a global 
address, although all devices within an SolP network can be 
assigned global addresses. 
0077. A Globally Assigned Fibre Channel address is pref 
erably used as the device's SolP socket number. This simpli 
fies the conversion of “legacy” Fibre Channel data frames to 
SoIP compatible data frames. Therefore, globally assigning 
Fibre Channel addresses is equivalent to globally assigning 
SoIP socket numbers. 

0078 Global SolP socket number allocation is managed 
by the SoIPName Server, which allocates Global SolP socket 
numbers as requested from a pool of free socket numbers, and 
deallocates socket numbers (returns them to the free pool) 
when they are no longer used. The assignment of Global SolP 
socket numbers for all devices in an SoP network is the 
simplest Solution from a management standpoint because it 
does not require specifying the Subset of devices that require 
a Global SolP socket number (or alternatively, the devices 
that can use a local SolP socket number). 
007.9 Thus, all devices in an SolP network either have a 
locally assigned SoP socket number or a globally assigned 
SoIP socket number. All SolP compatible devices and 
switches support both modes. Each device or switch deter 
mines from the SoP Name Server which mode is to be 
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supported when it logs into the network. An SolP Name 
Server configuration parameter indicates the SoIP socket 
number allocation mode. 

0080. An environment that supports both local and global 
SoP socket numbers is not required because it is expected 
that the need for global SolP socket numbers will be elimi 
nated due to a new form of Third-Party command format, 
which embeds WorldWide Names in the command instead of 
the Fibre Channel address. Because World Wide Names are 
unique, the device receiving the command is able to deter 
mine the appropriate address(es) to use from its point of view. 
One implementation of this new third-party command is the 
EXTENDED COPY command. Native SoIP devices prefer 
ably use the version of third-party commands that embed 
World Wide Names in the command when SoP socket num 
bers are locally assigned. 
0081. In one embodiment, when SoP socket numbers are 
assigned globally, the requester indicates the minimum num 
ber of Socket numbers requested and a 24-bit mask defining 
the boundary. For example, a 16-port Switch may request 
4096 socket numbers with a bit mask of FFFooo (hex) indi 
cating that the Socket numbers should be allocated on a 
boundary where the lower 12 bits are 0. The switch would 
then allocate 256 socket numbers to each port (for support of 
an arbitrated loop). Allocation of socket numbers on a speci 
fied boundary allows the switch to allocate socket numbers 
that directly correlate to port numbers. In the above example, 
bits 11:8 would identify the port. Native SoIP devices pref 
erably allocate only one global SoP socket number from the 
SoIP Name Server. 

0082 In one embodiment, the SolP Name Server also 
includes a configuration parameter that selects "Maximum 
Fibre Channel Compatibility” mode which only has meaning 
for Global assignment of SoP socket numbers. Devices are 
able to query the Name server for the value of this parameter. 
When enabled, this mode specifies that global SoP socket 
numbers are to be allocated in blocks of 65536 (on boundaries 
of 65536) to switches. This mode is compatible with the 
existing Fibre Channel modes of address allocation where the 
lower 8 bits identify the device, the middle 8 bits identify the 
port and the upper 8 bits identify the switch. SoIP switches 
check for this mode and, if enabled, request 65536 socket 
numbers when requesting global SolP socket numbers. In this 
mode, Native SolP devices preferably allocate only one glo 
bal SoIP socket number from the SoIP Name Server. 
I0083. According to one embodiment, when operating in a 
Layer 2 network (e.g., no IP routers), the frame format is 
modified to simplify the encapsulation logic. A Layer 2 net 
work does not require the IP Header or the UDP header. All 
frames are forwarded using the physical address (e.g. Ether 
net MAC address). A switch then routes frames internally 
based on the Layer 2 physical address (e.g. Ethernet MAC 
address) combined with the SolP socket number. In essence, 
the Layer 2 physical address replaces the IP address as a 
parameter in uniquely identifying an SolP device. FIG. 13 
shows the frame format for an FCP frame transmitted on 
Ethernet. An Ethernet Type value 290 is defined specifically 
for SolP to allow a station receiving the frame to distinguish 
the frame from other frame types (e.g., IP). The IP and UDP 
headers have been removed which reduces the frame over 
head. An advantage is that the length and checksum fields in 
the UDP header no longer need to be generated. The genera 
tion of the IP and UDP headers introduces additional latency 
for the frame transmission because the length and checksum 
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are located at the beginning of the frame. Therefore, it is 
necessary to buffer the entire frame to determine the length 
and checksum and write them into the header. For an Ethernet 
Layer 2 SolP frame, it is only necessary to determine the 
amount of padding, if any, added at the end of the frame. The 
number of PAD bytes must be included in the SoIP Header to 
allow the PAD bytes to be removed at the receiving station. 
Since the padding is only required to satisfy a minimum 
Ethernet frame size of 64 bytes, it is possible to complete the 
header generation after 64 bytes of the frame (or the entire 
frame) have been received. 
0084. The Layer 2 frame format is similar to the Layer 3 
frame format SolIP Frame conversion described above with 
reference to FIG. 6 with the following differences: 
I0085 a. The IP and UDP headers are no longer present. 
I0086 b. The Ethernet Type value is different. 
0087 c. The CHEKSUMPAD field is replaced by the FC 
CRC field. The FCCRC field is a 4-byte field containing the 
Fibre Channel CRC calculated over the FCP header and pay 
load. This field may be inserted by a source when a Fibre 
Channel data frame is encapsulated with no changes. Thus, 
the CRC received with the frame is still valid. 
I0088 d. The CHECKSUMPAD flag is replaced by the FC 
CRC PRESENT flag. This bit indicates if the FCCRC field is 
present in the frame. Note that the CHECKSUMPAD field 
has no meaning since there is no need to calculate a UDP 
checksum. 
I0089 e. The FRAME PAD LENGTH may have a non 
Zero value since the encapsulated frame length may be less 
than the Ethernet minimum of 64. 
0090. The UDP Header contains a Destination Port field 
and a Source Port field. The normal usage of these fields is to 
identify the Software applications that are communicating 
with each other. An application requests a port number for use 
when sending a UDP “datagram'. This port number becomes 
the source port number for each UDP datagram sent by the 
application. When a UDP datagram is received, the destina 
tion port number is used by the UDP layer to determine the 
application to which the datagram will be forwarded. FIG. 
14a illustrates “demultiplexing of UDP datagrams as is typi 
cal in the industry. 
0091 FIGS. 14b and 14c illustrate ways to add an SoIP 
layer according to embodiments of the present invention. 
FIG. 14b illustrates frame demultiplexing when there is a 
single port number assigned to all SolP devices. Further 
demultiplexing is then performed using the SoP socket num 
ber to determine the device. Routing data frames to applica 
tions is then performed based on the FCP exchange numbers 
located in the FCP header. FIG. 14c illustrates a similar 
example, but with separate UDP port numbers assigned to 
each SoP device. In this case, it is not necessary to examine 
the SoP socket number in order to forward the UDP data 
gram. (The SolP socket number and IP address must still 
uniquely identify the device). The choice of whether to use a 
single UDP port number for each SoIP device or one UDP 
port number for all devices is implementation dependent. 
0092. The UDP demultiplexing examples illustrated in 
FIGS. 14b and 14c are oriented toward a server with one or 
more hostbus adapters (where the host bus adapters are the 
SoIP devices). A switch is generally less complicated in the 
sense that data frames are forwarded to end devices and the 
application layer does not have to be handled. 
0093. The addressing mechanisms described above allow 
Software applications to appear as SolP devices by registering 
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with the name server using a different address. This opens up 
the possibility for applications to advertise themselves in the 
name server for use by other applications. An example is a 
COPY manager that could be used by a higher level backup 
application. 
0094. According to one embodiment, each storage device, 
when it registers with the name server, must include the UDP 
port numberto use when sending data frames to the device. In 
a normal UDP application, the destination port would save the 
Source port number for use in sending a reply. However, this 
mechanism is not feasible for use with “legacy FC switches 
since it requires the Switch to associate the source port num 
bers with the exchange ID's. It is much simpler to require a 
storage device to always use the same UDP port number. 
0.095 As a result, according to this embodiment, a storage 
device is identified by 3 parameters in the name server data 
base: IP Address, UDP Port Number, and SolP socket num 
ber. An additional parameter required is the physical address 
(e.g. Ethernet MAC address) which is determined in the nor 
mal manner for IP networks. ARP (address resolution proto 
col) is preferably used to learn the physical address to use for 
an IP address. The physical address to use can also be learned 
when a frame is received from a device. For example, the 
physical address can be learned when a Port Login request is 
received. The physical address may not be the physical 
address of the actual device but the address of an IP router. 
(0096. The SoIPName Server (SNS) must have a UDP Port 
number that is known by all of the SolP devices within an 
SoIP network since the port number cannot be learned from 
another source. This could be a “well-known port number or 
a registered port number. This approach is similar to a 
Domain Name Server (DNS) that has a well-known port 
number of 53. The assignment of “well-known port numbers 
is done by the IANA (Internet Assigned Numbers Authority). 
(0097 Routing within an IP network is affected by the 
choice of addressing mode which impacts the ability of 
switches and routers to determine what constitutes a “conver 
sation'. A conversation is a set of data frames that are related 
and which should arrive in order. However, it is assumed that 
conversations have no ordering relationship. In other words, 
the ordering of frames from different conversations can be 
changed with no effect. For example, assume that frames for 
3 conversations (A, B and C) are transmitted in the following 
order (A1 sent first): 
0.098 A1A2 B1 B2B3 A3 B4 A4A5A6A7 B5 B6 B7 C1 
C2 C3 A8. 

0099. It is permissible for the frames to be received in any 
of the following sequences (note that there are many more 
possible sequences that are acceptable): A1A2 A3 A4 A5A6 
A7 A8 B1 B2B3 B4 B5 B6 B7 C1 C2 C3; A1A2 A3 A4 A5 
A6 C1 C2 B1 B2B3 B4 B5 B6 B7 C3 A7 A8; and C1 C2A1 
C3 A2 B1 B2 A3 A4 A5A6 B3 B4 B5 A7 A8 B6 B7. 

0100. In each of the above sequences, the frames for a 
particular conversation arrive in order with respect to each 
other, but out of order with respect to frames from other 
conversations. The ability to identify different conversations 
allows load balancing to be performed by allowing traffic to 
be routed on a conversation basis. Switches and routers can 
determine conversations based on several parameters within a 
data frame including Destination/Source addresses, IP Pro 
tocol, UDP/TCP Port Numbers, etc. The parameters actually 
used are dependent on the Switch/router implementation. 
0101 Storage traffic between the same two devices should 
be treated as a single conversation. It is not acceptable for 
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storage commands to be received out of order because there 
may be a relationship between the commands (e.g. ordered 
queuing). Therefore, it is preferable to select an addressing 
mechanism that makes a device unique to a Switch/router but 
does not attempt to distinguish commands. Different IP 
addresses are an ideal choice for distinguishing devices since 
this method works with all switches and routers. When an IP 
address is shared, it is preferred that the UDP Port Numbers 
be unique for the devices sharing the IP address. Thus, 
devices that share an IP address have the possibility to be 
treated separately by Switches and routers that classify con 
versations based on UDP port numbers. It is understood that 
the discussion of UDP Port Numbers above also applies to 
TCP Header Port Numbers when SoIP is implemented using 
TCP instead of UDP. 

0102 FIG. 15 is a high level block diagram which illus 
trates the basic architecture for a switch port that supports 
both Fibre Channel and Gigabit Ethernet according to an 
embodiment of the present invention. The Fibre Channel and 
Gigabit Ethernet ports use the same encoding/decoding 
method (8B/10B) with each port requiring a serializer/dese 
rializer (SERDES) block for converting to/from the high 
speed serial interface. Therefore, these two interfaces share 
the 8Bf 10B block 310 and SERDES block 315 in this embodi 
ment as shown in FIG. 15. These two interface types differ in 
clock speed with Fibre Channel operating at 1062.5 MHz and 
Gigabit Ethernet operating at 1250 MHz. Higher speed ver 
sions of these interfaces are being developed which will also 
have a different clock speed. Therefore, a multiplexer 345 
selects the clock used by the logic based on the port type. In 
addition, these two interfaces share the switch fabric interface 
logic block 320 which interfaces with the switch fabric (in 
cluding the management interface). The MAC blocks (blocks 
325 and 330) implement the appropriate protocol state 
machines for the interface (Fibre Channel or Gigabit Ether 
net). The MAC blocks 325 and 330 convert received data into 
frames which are forwarded to the routing logic blocks 335 
and 340, respectively. The MAC blocks 325 and 330 also 
receive data frames from the routing logic blocks 335 and 
340, respectively, which are then transmitted according to the 
interface's (Fibre Channel or Gigabit Ethernet) protocol. 
Routing logic blocks 335 and 340 determine where each 
received frame should be routed based on addressing infor 
mation within the frame. Routing logic blocks 335 and 340 
also perform any modifications to the frames that are 
required. For example, a routing logic block will remove the 
SoIP encapsulation from a frame being forwarded to a Fibre 
Channel port. The routing logic block then sends the frame to 
the switch fabric with an indication of the destination output 
ports. Egress data frames (frames from the switch fabric to the 
output port) are received by a routing logic block and for 
warded to the associated MAC. Additional processing may be 
performed on the frame by the routing logic block before the 
MAC receives the frame. For example, Ethernet port routing 
logic block 340 may convert a Fibre Channel frame into an 
SoIP frame. 

0103) According to another embodiment of the present 
invention as shown in FIG.16, the two routing blocks of FIG. 
15 are combined into a single routing logic block 350. This 
optimization is possible because the routing logic used by 
these two interfaces is very similar. In one embodiment, rout 
ing logic block 350 includes logic blocks which are depen 
dent on the port type and other blocks that are common to both 
port types. This optimization reduces the number of logic 
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gates required on an ASIC. Routing block 350 determines 
where a frame is routed based on addressing information 
within the data frame. This function is known as address 
resolution and is performed for both Fibre Channel and Giga 
bit Ethernet data frames. Therefore, address resolution logic 
can be shared by these two port interfaces though it is neces 
sary for the routing logic to select different databased on the 
port type. The logic within Routing Logic block 350 can be 
implemented as hard coded logic or as a programmable 
method using a network processor, which is designed specifi 
cally for processing packets and which can be programmed to 
route either Fibre Channel frames or Ethernet frames. There 
fore, the routing logic hardware can be shared by using dif 
ferent network processor Software. In one embodiment, rout 
ing logic block 350 also includes an input and output FIFO 
memory which is shared by the two port interfaces. Addi 
tional logic which can be shared include statistics registers 
and control registers. Statistics registers are used to count the 
number of frames received, frames transmitted, bytes 
received, bytes transmitted, etc. A common set of statistics 
registers can be used. These registers are modified by control 
signals from each MAC. Control registers determine the oper 
ating mode of each MAC. A common set of statistics and 
control registers reduces the logic required to implement the 
registers and for interfacing with an external control source 
Such as a Switch management CPU. 
0104. In another embodiment as shown in FIG. 17, the 
low-level port interface logic (e.g., FC MAC block 325 and 
Ethernet MAC block 330) is combined into a single MAC 
block 360. One problem with this approach, however, is that 
these two logic blocks have little in common. In addition, it is 
possible to purchase proprietary blocks which implement 
Gigabit Ethernet MAC and Fibre Channel Port Interface 
logic. Combining these two blocks would severely hinder the 
use of these proprietary blocks. 
0105. According to another embodiment of the present 
invention as shown in FIG. 18, a Field Programmable Gate 
Array (FPGA) 370 is used to select the interface protocol 
supported by the port. The FPGA configuration loaded would 
be based on the port type. In this embodiment, separate FPGA 
code is developed for the Fibre Channel and Gigabit Ethernet 
interfaces. Thus, the FPGA logic can be optimized for the 
particular interface. A single hardware design Supports both 
interfaces, with software determining the FPGA code to be 
downloaded based on the port type. 
0106. A common port must also deal with the physical 
interface external to an ASIC. As is well known, such an 
interface may include, for example, a copper, multi-mode 
fiber or single-mode fiber interface. Also, the components are 
not necessarily the same between Fibre Channel and Ether 
net. According to an embodiment of the present invention as 
shown in FIG. 19, a Gigabit Interface Converter (GBIC) 380 
is provided to allow a user to select the desired physical 
interface. A GBIC is a standardized module which has a 
common form factorand electrical interface and allows any of 
the many physical interfaces to be installed. GBIC modules 
are available from many vendors (e.g. HP, AMP. Molex, etc.) 
and support all of the standard Fibre Channel and Gigabit 
Ethernet physical interfaces. FIG. 19 shows a block diagram 
of a common FC/Gigabit Ethernet port interface (e.g., as 
shown in FIGS. 15, 16, 17 and 18) combined with a GBIC 
interface according to this embodiment. The ASIC connects 
to a GBIC connector 385 which allows the user to change 
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GBIC modules. Thus, the user can select the media type by 
installing the appropriate GBIC 380. 
0107 GBIC modules typically contain a serial EEROM 
whose contents can be read to determine the type of module 
(e.g. Fibre Channel, Gigabit Ethernet, Infiniband, Copper, 
Multi-mode, Single-mode, etc.). The GBIC can thus indicate 
the type of interface, e.g., FC or GE or Infiniband, to use. 
However, it is possible for the GBIC to support multiple 
interfaces, for example both FC and GE. Therefore, in one 
embodiment, the port interface type is user switchable/con 
figurable, and in another embodiment the type of the link 
interface is automatically determined through added intelli 
gence, for example, through a "handshake'. 
0108. According to another embodiment of the present 
invention, an SolP intelligent network interface card (NIC) 
400 is provided as shown in FIG. 20. NIC card 400 is able to 
send and receive both IP and SoP traffic. In either case, NIC 
card 400 has the intelligence to determine the type of traffic 
and direct it accordingly. 
0109 The host 410 may issue both storage commands and 
network commands to NIC card 400 through the PCI inter 
face 420. These commands are sent with a specified address 
which is used to direct the commands to either the Direct Path 
or the Storage Traffic Engine. Storage commands are issued 
via the SCSI Command Set, and Network commands are 
issued via Winsock and/or TCP/IP. 
0110 NIC card 400 directs storage commands to the Stor 
age Traffic Engine 430 based on the specified address. Stor 
age Traffic Engine 430 handles the exchange management 
and sequence management for the duration of the SCSI 
operation. SCSI operations are then carried out via SolPand 
transmitted to the network 470 via a media access controller 
(MAC) block 450, which in one embodiment is a Gigabit 
Ethernet MAC. NIC card 400 directs non-SoIP traffic to the 
Direct Path 440 based on the specified address. The Direct 
Path 440 processes the commands and transmits the specified 
packets to network 470 via block 450. When receiving data 
from network 470 via MAC 450, NIC 400 demultiplexes the 
traffic and directs it accordingly. Storage traffic received as 
SoIP is sent to storage traffic block 430. Non-SoIP traffic is 
sent directly to the host via direct path 440. 
0111. The multiplexer block 460 handles arbitration for 
the output path when both Direct Path 440 and Storage Traffic 
Engine 430 simultaneously send traffic to MAC 450. For 
traffic received from network 470 by MAC 450, Mux block 
46o demultiplexes the traffic and sends it accordingly to 
either Direct Path 440 or Storage Traffic Engine 430. 
0112 
example and in terms of the specific embodiments, it is to be 
understood that the invention is not limited to the disclosed 
embodiments. To the contrary, it is intended to cover various 
modifications and similar arrangements as would be apparent 
to those skilled in the art. Therefore, the scope of the 
appended claims should be accorded the broadest interpreta 
tion so as to encompass all Such modifications and similar 
arrangements. 
What is claimed is: 
1. A network device having one or more Fibre Channel 

(FC) ports and one or more IP ports, wherein the device is 
configured to encapsulate frames received from a first FC 
storage area network (SAN) portion on a first one of said FC 
ports in one or more IP datagrams using TCP as a transport 

While the invention has been described by way of 
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protocol for delivery to a destination device on a second FC 
SAN portion via a first one of said IP ports, each received 
frame having a source FC address and a destination FC 
address. 

2. The device of claim 1, wherein the device is configured 
to encapsulate each received frame in one or more IP data 
grams, each datagram including a source IP address, a desti 
nation IP address, a destination TCP port number and a source 
TCP port number based on the destination and source FC 
addresses In the frame being encapsulated. 

3. The device of claim 1, wherein the device is configured 
to de-encapsulate an FC frame received in an IP datagram 
from the second FC SAN portion over the first IP port, 
wherein each de-encapsulated FC frame has a source FC 
address and a destination FC address. 

4. The device of claim 3, wherein the address information 
includes a source IP address, a destination IP address, a des 
tination TCP port number and a source TCP port number. 

5. The device of claim 1, wherein the device is a network 
switch device coupling the first FC SAN portion to an IP 
network. 

6. A method of transmitting data in a network device hav 
ing one or more Fibre Channel (FC) ports and one or more IP 
ports, the method comprising: 

receiving, on a first one of said FC ports, a frame from a 
source device in a first FC storage area network (SAN) 
portion, the frame having a source FC address and a 
destination FC address; 

encapsulating the frame in one or more IP datagrams using 
TCP as a transport protocol; and 

transmitting the one or more IP datagrams to a second FC 
SAN portion via a first one of the IP ports, the IP data 
grams being destined for a destination device on the 
second FC SAN portion. 

7. The method of claim 6, wherein encapsulating includes: 
inserting in each datagram a source IP address and a source 
TCP port number based on the source FC address in the 
frame; and 

inserting in each datagram a destination IP address and a 
destination TCP port number based on the destination 
FC address in the frame. 

8. The method of claim 6, wherein the network device is a 
network switch device coupling the first FC SAN portion to 
an IP network. 

9. A method of transmitting data in a network device hav 
ing one or more Fibre Channel (FC) ports and one or more IP 
ports, the method comprising: 

receiving, on a first one of said IP ports, an IP datagram 
from a source device in a second FC storage area net 
work (SAN) portion, the datagram using TCP as a trans 
port protocol, the datagram having an encapsulated 
frame with a source FC address and a destination FC 
address; 

de-encapsulating the encapsulated frame; and transmitting 
the de-encapsulated frame to a first FC SAN portion via 
a first one of the FC ports, the de-encapsulated frame 
being destined for a destination device on the first FC 
SAN portion. 

10. The method of claim 9, wherein the address informa 
tion includes a source IP address, a destination IP address, a 
destination TCP port number and a source TCP port number. 
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