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EMULATED MESSAGE SIGNALED 
INTERRUPTS IN MULTIPROCESSOR 

SYSTEMS 

FIELD 

Disclosed subject matter relates to microprocessor systems 
and, more particularly, microprocessor systems employing 
message signaled interrupts. 

BACKGROUND 

A message signaled interrupt (MSI) enables an input/out 
put (I/O) device, sometimes also referred to herein as a 
peripheral device, or a requesting agent, in a microprocessor 
based system to request service. Historically, I/O devices 
employed dedicated interrupt pins to signal a request for 
service, but pin-based interrupts are expensive in terms of the 
number of pins required for chip set devices and in terms of 
the need to manage interrupt signals that are generated out 
of-band with respect to the address, data, and control busses 
or interconnects between the I/O device and the chip set. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates a multiprocessor System used in conjunc 
tion with at least one embodiment; 

FIG. 2 illustrates a processor used in conjunction with at 
least one embodiment; 

FIG. 3 illustrates an MSI processing method according to 
one embodiment; 

FIG. 4 illustrates an I/O device according to one embodi 
ment, 

FIG. 5 illustrates emulated interrupt data according to one 
embodiment; 

FIG. 6 illustrates a multiprocessor System used in conjunc 
tion with at least one embodiment; and 

FIG. 7 illustrates events in the processing of MSIs accord 
ing to one embodiment. 

DETAILED DESCRIPTION 

In at least one embodiment, a disclosed processor includes 
multiple execution cores and their associated cache memories 
and cache controllers. In at least one embodiment, a first 
cache memory associated a first of the execution cores 
includes a plurality of cachelines. In at least one embodiment, 
the first cache memory has a cache controller including hard 
ware logic, microcode, or both to identify a first cache line as 
an interrupt reserved cache line and map the first cache line to 
a selected memory address associated with an I/O device. The 
selected system address may be a portion of configuration 
data in persistent storage accessible to the processor. The 
controller may set a coherency state of the first cache line to 
shared and, in response to detecting an input/output (I/O) 
transaction including I/O data from the I/O device and con 
taining a reference to the selected memory address, emulate a 
first message signaled interrupt identifying the selected 
memory address. 

In at least one embodiment, a disclosed method of process 
ing interrupts in a multiprocessor system includes associating 
a selected memory address with message signaled interrupts 
(MSIs) of an I/O device. In at least one embodiment, a first 
cache line of a first cache of a first processor is mapped to the 
selected memory address to associate the first processor with 
the MSIs of the I/O device as is a second cache line of a 
second cache of a second processor. In at least one embodi 
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2 
ment, a coherency state of the first cache line and the second 
cache line is initialized to a shared State (S). In at least one 
embodiment, after the first processor receives, Snoops, or 
otherwise detects an I/O device transaction referencing the 
selected memory address, the first processor emulates an MSI 
indicating the selected memory address and transitions the 
coherency state of the first cache line to a special purpose 
coherency State, referred to herein as the in-use state (I), 
indicating that the cache line is reserved from MSI handling 
and that an ISR associated with this cache line is currently 
executing. In at least one embodiment, after the second pro 
cessor Snoops the I/O device transaction referencing the first 
cache line, it transitions the coherency state of the second 
cache line to an in-use state (I) and requests a fill of the second 
cache line with data from either the selected memory address 
or from the first processors cache. In at least one embodi 
ment, the I/O device transaction includes write data that is 
stored in the reserved cache line or the selected system 
memory address; and the write data includes one or more 
interrupt vectors identifying a corresponding set of one or 
more ISROs). In one embodiment, the I/O device write trans 
action may also include additional information, referred to as 
emulated MSI interrupt data or, more simply, emulated inter 
rupt data, that the ISR may use. The inclusion of interrupt data 
in the I/O device write transaction that initiates the MSI may, 
in at least one embodiment, beneficially eliminate or reduce 
the number of subsequent exchanges of data between the I/O 
device, the chipset and the processor. Interrupt data that the 
ISROs) may need to perform interrupt handling may be 
referred to herein as emulated interrupt data. 

In at least one embodiment, each processor that is to pro 
cess interrupts from an I/O device may associate a cache line 
in an interrupt reserved portion of its last level cache with the 
I/O device. For example, a first cache line C1 in an interrupt 
reserved portion of a first processor's last level cache may be 
reserved for processing interrupts from an I/O device. A sec 
ond cache line C2 in an interrupt reserved portion of a last 
level cache of a second processor, however, may also be 
reserved for interrupts from the I/O device. Identifying a 
cache line as an interrupt reserved cache line may include 
setting an interrupt reserved bit in the status field of the 
applicable cacheline. Associating an interrupt reserved cache 
line with an I/O device may be achieved by setting an inter 
rupt reserved bit of the selected cache line and associating or 
mapping the interrupt reserved cache line to the selected 
memory address, i.e., the system memory address assigned to 
MSIs from the I/O device. This memory address may be 
referred to herein as the selected memory address. 
As Suggested by the preceding description, Some embodi 

ments leverage all or Some of a system's existing cache coher 
ency infrastructure to facilitate low latency MSI processing in 
a multi-processor environment. For example, if cache line 
coherency state information indicates that the cache line is in 
a shared State (S), and Snooping logic detects a write transac 
tion to a memory address or to a direct cache address or, more 
simply, direct address of a second cache line that is being 
shared with the first line, the Snooping logic in a conventional 
coherency mechanism will transition the coherency state of 
the cache line to invalid (I). In the context of a processor 
system that supports low latency MSI handling as described 
herein, the same transition of coherency state may occur, but 
if the line is identified as an interrupt reserved cache line, the 
I state may be recognized as a special-purpose coherency 
state, referred to herein as the in-use state (I) indicating that 
the cache line is reserved for MSI handling, is currently 
executing an ISR, and that the line is not eligible for eviction 
or replacement. In addition, the transition from shared State 
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(S) to in-use state (I) may initiate interrupt handling rather 
than indicating that the data in the interrupt reserved line is 
stale. Initiation of interrupt handling may include transition 
ing the coherency state of the cache line to an in-use state (I), 
proactively filling the cache line with posted write data that 5 
includes an ISR vector and emulated interrupt data from the 
Snooped memory address, and emulating an MSI to the first 
processor when the cache line is filled with the posted write 
data. Because the data in the interrupt reserved line is not 
invalid, the (I) state to which the cache line transitions is 10 
referred to herein as the in-use state (I) to emphasize the 
distinction. In this example, the cache transitions the coher 
ency state of the cache lines from a shared State (S) to an 
in-use state (I) automatically, but recognizes that an I state for 
an interrupt reserved line is a distinct state that, in this par- 15 
ticular example, triggers emulation of an MSI. 

In at least one embodiment, the transition from the shared 
state (S) to the in-use state (I) is employed even a cache line is 
the only reserved cache line that is mapped to applicable 
memory address, to enforce a mechanism by which the I/O 20 
device's posted write data is written out to the selected 
memory address even if the I/O device posts the data to the 
cache directly via direct cache access. 

In another embodiment, a disclosed multiprocessor system 
includes a first processor and storage accessible to the first 25 
processor. The storage may include I/O configuration data 
indicating a selected memory address associated with an I/O 
device and, more specifically, associated with the I/O 
device’s MSIs. A first cache memory of the system may 
include an interrupt reserved line mapped to the selected 30 
memory address, cache decode logic to detect a memory 
access associated with a write transaction from the I/O 
device, and a cache controller. The cache controller may 
declare a cache line of the first cache as an interrupt reserved 
line, set a coherency state of the interrupt reserved line to 35 
shared, and in response to detecting an I/O device transaction 
containing a reference to the selected memory address, emu 
late an MSI identifying the selected memory address and 
transition a coherency state of the first cache line from the 
shared state (S) to the in-use state (I). 40 

Detecting the I/O device transaction may include any of 
three or more scenarios including a first scenario in which the 
first processor receives a direct cache access (DCA) transac 
tion from the I/O device, in which case the reference to the 
selected memory address includes an address, contained in 45 
the I/O device DCA transaction, of a cache line in the first 
cache memory that maps to the selected memory address, i.e., 
the first cache line. Direct cache access, as implied by its 
name, refers to the explicit addressing of a line in a cache 
array. In a second scenario, the first processor Snoops an I/O 50 
device DCA transaction addressed to a second processor, in 
which case, the reference to the selected memory address is 
the address, contained in the I/O device DCA transaction, of 
a second processor cache line that maps to the selected 
memory address. In a third scenario, detecting the I/O device 55 
transaction may include the first processor Snooping a direct 
memory access (DMA) from the I/O device referencing the 
selected memory address. 

In at least one embodiment, the system includes a second 
processor, a second cache memory including a second inter- 60 
rupt reserved line mapped to the selected memory address, a 
second coherency controller to set a coherency state of the 
second interrupt reserved line to shared, and second cache 
decode logic. Analogous to the first cache decode logic, the 
second decode logic may detect a memory address associated 65 
with a write transaction from the I/O device, respond to 
detecting a reference to the selected memory address in the 

4 
write transaction by emulating an MSI identifying the 
selected memory address, and transition a coherency state of 
the second cache line from shared to the in-use state (I). 
Emulating an MSI referencing a selected memory address 
from the I/O device may include invoking one or more ISRs 
identified in one or more interrupt vectors stored at the 
selected memory address and sequentially Subsequent 
addresses. 
The I/O device transaction may be a posted write transac 

tion that includes posted write data. The posted write data 
may include, in addition to a conventional ISR vector, emu 
lated interrupt data that indicates one or more thread-specific 
ISRs and/or thread-specific ISR data. The size of the posted 
write data may be compliant with a size of cache lines in the 
cache memories so that, for example, the I/O device transac 
tion may write a cache line quantity of data to the selected 
memory address, Such that, when a coherency mechanism 
synchronizes an interrupt reserved cache line mapped to the 
selected system memory address, the emulated interrupt data 
in memory is fetched and provided to the interrupt reserved 
cache line. Conversely, if the I/O transaction is a DCA trans 
action, data in the cache line is flushed out to the selected 
system memory address. 

In multiprocessor environments, different processors may 
include an interrupt reserved cache line associated with the 
same I/O device and, through the use of processor-specific 
data in emulated interrupt data, the first processor and the 
second processor may perform different functions during the 
ISR. For example, a first processor may perform a first func 
tion based on a first interrupt vector and/or a first subset of the 
emulated interrupt data while a second processor may per 
form a second function based on a second interrupt vector 
indicated in and/or a second Subset of the same emulated 
interrupt data. 

Throughout this disclosure, a hyphenated form of a refer 
ence numeral refers to a specific instance of an element and 
the un-hyphenated form of the reference numeral refers to the 
element generically or collectively. Thus, for example, wid 
get 12-1 refers to an instance of a widget class, which may be 
referred to collectively as widgets 12 and any one of which 
may be referred to generically as a widget 12. 
An MSI transaction originates with an I/O device posting a 

write transaction addressed to a system memory address that 
has been configured, usually by the operating system during 
system configuration, as the system memory address associ 
ated with MSIs from the I/O device. In a traditional MSI 
transaction, the data written to the predetermined system 
memory address identifies an applicable interrupt service 
routine. When a chipset asserts an interrupt corresponding to 
the I/O device, the data value stored in the predetermined 
system memory address is used by an interrupt handler to 
identify a corresponding interrupt service routine. The data 
written to the predetermined system memory does not, how 
ever, communicate additional information to an interrupt han 
dler. 

Traditional MSI-based interrupt handling may exhibit 
unwanted latency. For example, after an I/O device generates 
an MSI transaction indicating a system-specified address, an 
interrupt handler associated with the MSI transaction must 
then communicate with the requesting device to retrieve any 
data other than the location of the interrupt service routine 
(ISR) required to service the interrupt. Because the I/O device 
may be hierarchically distant from the processor, latency 
associated with communications between a processor and the 
I/O device may be relatively long. 

Referring now to the drawings, FIG. 1 depicts a block 
diagram of selected elements of a multiprocessor system 100 
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that includes a first processor 101-1, a second processor 101 
2, and an I/O hub referred to hereinas near hub 130. Near hub 
130 communicates with processor 101-1 over a point-to 
point interconnect 120-1 connected between a point-to-point 
interface 132-1 of near hub 130 and a point-to-point interface 
112-1 of processor 101-1. Similarly, near hub 130 communi 
cates with processor 101-2 via point-to-point interconnect 
120-2 between point-to-point interface 132-2 of near hub 130 
and point-to-point interface 112-2 of processor 101-2. In the 
FIG. 3 embodiment, near hub 130 also includes a graphics 
interface 136 to communicate with a graphics adapter 140 
over a dedicated graphics bus 141, which may be a PCI 
Express or other suitable type of interconnection. Multipro 
cessor system 100 may further include a point-to-point inter 
connect (not depicted) between processor 101-1 and proces 
sor 101-2. The point-to-point interconnects 120 depicted in 
FIG. 1 include a pair of uni-directional interconnections with 
one of the interconnects communicating data from the appli 
cable processor 101 to near hub 130 and the other intercon 
nection communicating data from near hub 130 to the pro 
cessor 101. 
The FIG. 1 processors 101 may be described as including a 

core portion 103 and an uncore portion 105. The core portions 
103 of the FIG. 1 processors 101 include multiple processor 
cores, referred to herein simply as cores 104-1 through 104-n. 
Each core 104 may include logic implemented in hardware, 
firmware, or a combination thereof that provides, as 
examples, an execution pipeline Suitable for fetching, inter 
preting, and executing instructions and storing or otherwise 
processing results of those instructions. Uncore portions 105 
of the FIG. 1 processors 101 may include a system memory 
controller (MC) 106, a cache memory referred to hereinas the 
last level cache 110, and an interrupt controller 113. Each 
system memory interface 106 may perform various memory 
controller functions. Last level cache 110 may be shared 
among each of the cores 104 of processor 101. Interrupt 
controller 113 may include features of conventional interrupt 
controllers to manage and prioritize interrupts in a complex 
system, but interrupt controller 113 may also be invoked 
when a processor emulates an MSI as described below. 

The FIG. 1 multiprocessor system 100 employs a distrib 
uted or non-uniform system memory architecture in which 
the system memory as a whole is implemented as a plurality 
of system memory portions 150 with each system memory 
portion 150 being directly connected to a processor 101 via a 
corresponding memory interconnect 111 and system memory 
interface 106. In this distributed memory configuration, each 
processor 101 may interface directly with its corresponding 
system memory portion 150 via its local system memory 
interface 106. In addition, any processor, e.g., processor 101 
1, may read from or write to a memory portion, e.g., system 
memory portion 150-2 associated with a different processor, 
e.g., processor 101-2, but the originating processing may 
need to go through one or more point-to-point interfaces 120 
to do so. Similarly, the last level cache 110 of each processor 
101 may cache data from its own processor's system memory 
portion 150 or from another processor's system memory por 
tion. 

Although FIG. 1 depicts a distributed memory configura 
tion, other embodiments may employ a uniform memory 
architecture in which, for example, the entire system memory 
is connected to a memory controller implemented in near hub 
130 rather than having multiple system memory portion 150, 
each connected to a corresponding processor-specific 
memory controller 106 implemented in the uncores 105 of 
each processor 101. Such a system is described below with 
respect to FIG. 4. Moreover, although FIG. 1 depicts a point 
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6 
to-point configuration in which processors 101 communicate 
with each other and with near hub 130 via dedicated point to 
point interconnections 120, other embodiments may employ 
a shared system bus to which each of the processors 101 and 
near hub 130 is connected. 

In the FIG. 1 embodiment of system 100, near hub 130 
includes an I/O interface 134 to communicate with a far hub 
160 over an I/O interconnection 135. Far hub 160 may inte 
grate, within a single device, adapters, controllers, and ports 
for various interconnection protocols to Support different 
types of I/O devices. The depicted implementation of far hub 
160 includes, as an example, an expansion bus controller 161 
that supports an expansion bus 165 that complies with PCI, 
PCI Express, or another suitable bus protocol. Examples of 
functions that may be provided via expansion bus 165 include 
a network adapter 162, an audio controller 167, and a com 
munications adapter 169. Network adapter 162 may enable 
communication with an IEEE 802.11 family or other type of 
wireless data network, a Gigabit Ethernet or other type of wire 
line data network, or both. Audio controller 167 may include 
or Support high definition audio codecs. Communications 
adapter 169 may include or Support modems and/or transceiv 
ers to provide wireless or wire line telephony capability. Bus 
controller 161 may further recognize a bus bridge 164 that 
Supports an additional expansion bus 166 where expansion 
bus 166 and expansion bus 165 have the same protocol or 
different protocols. Far hub 160 may further include a high 
bandwidth serial bus controller 170 that provides one or more 
ports 172 of a Universal Serial Bus (USB) or other suitable 
high bandwidth serial bus 175. 
The FIG. 1 far hub 160 further includes a storage adapter 

180 that supports a persistent storage interconnect 185 such 
as an Integrated Drive Electronics (IDE) interconnect, a 
Serial ATA interconnect, a SCSI interconnect, or another 
Suitable storage interconnect to a storage drive 181 that con 
trols persistent storage 182. Far hub 160 may further include 
a Low Pin Count (LPC) controller 190 that provides an LPC 
bus 195 to connect low bandwidth I/O devices including, as 
examples, a keyboard 193, a mouse 194, a parallel printerport 
(not depicted), and an RS232 serial port (not depicted). Mul 
tiprocessor system 100 as depicted in FIG. 1 employs a Super 
I/O chip 192 to interface keyboard 193 and mouse 194 with 
LPC controller 190. 

In at least one embodiment, the emulated MSI functional 
ity described herein is suitable employed in a system that 
includes some or all of various system features. The FIG. 1 
embodiment of system 100 emphasizes a computer system 
that incorporates various features that facilitate handheld or 
tablet type of operation and other features that facilitate lap 
top or desktop operation. In addition, the FIG. 1 embodiment 
of system 100 includes features that cooperate to aggressively 
conserve power while simultaneously reducing latency asso 
ciated with traditional power conservation states. 
The FIG. 1 embodiment of system 100 includes an oper 

ating system 183 that may be entirely or partially stored in a 
persistent storage 182. Operating system 183 may include 
various modules, application programming interfaces, and 
the like that expose to varying degrees various hardware and 
software features of system 100. The FIG. 1 embodiment of 
system 100 includes, for example, a sensor application pro 
gramming interface (API) 184, a resume module 186, a con 
nect module 187, and a touchscreen user interface 188. Sys 
tem 100 as depicted in FIG. 1 may further include various 
hardware/firm features include a capacitive or resistive touch 
screen controller 174 and a second source of persistent stor 
age such as a solid state drive 189. 
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Sensor API 184 provides application program access to 
one or more sensors (not depicted) that may be include in 
system 100. Examples of sensors that system 100 might have 
include, as examples, an accelerometer, a global positioning 
system (GPS) device, a gyrometer, an inclinometer, and a 
light sensor. The resume module 186 may be implemented as 
Software that, when executed, performs operations for reduc 
ing latency when transition system 100 from a power conser 
Vation state to an operating state. Resume module 186 may 
work in conjunction with the solid state drive (SSD) 189 to 
reduce the amount of SSD storage required when system 100 
enters a power conservation mode. Resume module 186 may, 
for example, flush standby and temporary memory pages 
before transitioning to a sleep mode. By reducing the amount 
of system memory space that system 100 is required to pre 
serve upon entering a low power state, resume module 186 
beneficially reduces the amount of time required to perform 
the transition from the low power state to an operating state. 
The connect module 187 may include software instructions 
that, when executed, perform complementary functions for 
conserving power while reducing the amount of latency or 
delay associated with traditional “wake up” sequences. For 
example, connect module 187 may periodically update cer 
tain 'dynamic' applications including, as examples, email 
and social network applications, so that, when system 100 
wakes from a low power mode, the applications that are often 
most likely to require refreshing are up to date. The touch 
screen user interface 188 supports a touchscreen controller 
174 that enables user input via touchscreens traditionally 
reserved for handheld applications. In the FIG. 1 embodi 
ment, the inclusion of touchscreen Support in conjunction 
with support for keyboard 193 mouse 194 and the enable 
system 100 to provide features traditionally found in dedi 
cated tablet devices as well as features found in dedicated 
laptop and desktop type systems. 

Turning now to FIG. 2, a depicted embodiment of a pro 
cessor 101 Suitable for implementing coherency-leveraged 
MSI processing in a multiprocessor platform includes a first 
core 104-1 and a second core 104-2. In the FIG. 2 embodi 
ment, each core 104 includes a front end 210, an execution 
pipeline 220, and a core data cache 230. Front end 210 may 
include an instruction cache, an instruction fetch unit, and a 
branch prediction unit. Execution pipeline 220 may include 
logic and/or microcode resources to decode instructions, load 
registers with instruction operands, execute operations indi 
cated by the instructions, and write back or otherwise retire 
results of executed instructions. Core data cache 230 may 
include, in addition to a cache array, a translation lookaside 
buffer (not depicted), and a crossbar or interface 235. 

The FIG.2 embodiment of uncore portion 105 of processor 
101 depicts a last level cache 110 including a cache controller 
240 and a data cache array 250. The depicted embodiment of 
cache controller 240 includes a cache decode logic 260 and 
coherency controller 270. In at least one embodiment, cache 
decode logic 260 monitors memory access transactions and 
indicates transactions that satisfy specified criteria. In the 
context of MSI transactions, for example, cache decode logic 
260 may snoop addresses indicated in the DMA and DCA 
transactions from I/O device 140 and detects when MSI trans 
actions include references to addresses associated with I/O 
device 140. If, for example, first processor 101-1 is config 
ured to process interrupts from I/O device 140 and system 
memory address M1 has been assigned to I/O device 140 as 
the address for MSI requests generated by I/O device 140, 
cache decode logic 260 monitors address references in MSI 
transactions, as well as other transactions, for references to 
M1. When cache decode logic 260 detects an MSI transaction 
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8 
having a reference to M1 or a reference to a cacheline mapped 
to M1, cache decode logic 260 may signal coherency control 
1er 27O. 

Coherency controller 270 maintains the coherency state of 
cache array 250. In at least one embodiment, coherency con 
troller 270 maintains coherency according to an MESI pro 
tocol for cache lines 290 not reserved for MSI handlings. 
The FIG. 2 cache array 250 includes a number of cache 

lines 290, each of which includes a tag 291 and corresponding 
data 292. The number of lines 290 in cache array 250 may be 
referred to as the number of sets. Although not depicted in 
FIG. 2, each set may include multiple cache lines 290, which 
may be referred to as “ways to provide features of fully 
associative cache configurations as well as set associate cache 
configurations. Regardless of the specific configuration, how 
ever, cache array 250 reflects a mapping between each of its 
cache lines 290 and a corresponding system memory address. 
As depicted in FIG. 2, each cache line 290 includes, in 

addition to the corresponding cache line data 292, a tag 291 
that indicates a portion of the system memory address to 
which the cache line is mapped, certain status information 
296, coherency state information 294, and an interrupt 
reserved indicator 293 of one or more bits for purposes of 
implementing coherency-leveraged MSI processing as 
described herein. In at least one embodiment, a predefined 
subset of cache lines 290 may be configurable as interrupt 
reserved lines. In the FIG. 2 embodiment, for example, a 
portion 295 of cache lines 290 are eligible as interrupt 
reserved cache lines. 

Referring to FIG.3, selected operations of an embodiment 
of a method 300 of implementing MSIs in multiprocessor 
system 100 includes associating (operation 302) an I/O 
device 140 with a system memory address M1, reserving 
(operation 304) a cache line 290 for MSIs, e.g., by setting an 
interrupt reserved indicator 293 for the applicable cache line 
290, and mapping (operation 306) the cache line to the appli 
cable system memory address (e.g. M1). Interrupt reserved 
indicator 293 indicates that the corresponding line is reserved 
for implementing low latency MSI processing, with data, as 
described herein and that the corresponding line is unavail 
able as a conventional cache line. An interrupt reserved line is 
ineligible for cache line replacement during a cache missand, 
therefore, should not be evicted from the cache under a least 
recently used (LRU) or other replacement policy. 
The associating of I/O devices with selected system 

memory addresses may be performed as a configuration task 
by an operating system when, as an example, a system is 
booted. In these embodiments, the associations may be rela 
tively static and may be stored in persistent storage such as, 
for example, BIOS settings. In other embodiments, the 
assignment of system memory addresses for MSI transac 
tions of I/O devices may be exposed to an application devel 
oper, or a system manager through system calls or application 
programming interfaces. 
The FIG. 3 embodiment of method 300 further includes 

setting (operation 308) the coherency state of an interrupt 
reserved line to a shared state (S). These embodiments lever 
age at least some features of the cache coherency protocol 
implemented in cache coherency controller 270 to facilitate 
low latency MSI processing across multiple processors. As 
indicated above, cache coherency controller 270 may, in at 
least one embodiment, support standard MESI coherency 
states for cache lines not reserved for MSI processing. Stan 
dard MESI coherency states include modified, exclusive, 
shared, and invalid cache coherency states. Cache coherency 
controller 270 may also support coherency states in addition 
to standard MESI states including, as an example, a forward 
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state (F) that indicates the last core to access a cache line that 
is shared between two or more cores. 

Cache coherency controller 270 may also treat interrupt 
reserved cache lines differently than other cache lines by, as 
examples, supporting certain coherency States, including the 
in-use state (I), for interrupt reserved cache lines and treating 
certain states, including the shared state (S), differently 
depending upon whether the cache line is interrupt-reserved 
or not. For purposes of this disclosure, the shared state (S), 
when used for conventional caching of system memory data, 
indicates that the line of data may be stored in another cache, 
but is coherent with system memory. Under a standard MESI 
protocol, a cache line in the S state can be transitioned to the 
invalid (I) state at any time. 
The FIG. 3 embodiment of method 300 further includes 

Snooping (operation 310) memory access transactions from 
the system's other processors and I/O devices. When a snoop 
detects (operation 320) a memory transaction referencing an 
address to which an interrupt reserved cache line is mapped, 
the processor responds by retrieving the data from M1 or 
directly from another cache and initiating, in response, an 
emulated MSI. 
When used in conjunction with MSIs, the transition from 

shared State (S) in response to a Snoop should not be inter 
preted as indicating the line's data as being invalid, but 
instead indicates that the applicable core is executing an ISR. 
Like the conventional MESI shared state (S), however, the 
shared state (S) in an MSI implementation indicates multiple 
processors monitoring the same I/O device using a memory 
coherency cache Snooping mechanism. In addition, MSIs can 
be effectively propagated to multiple processors by Snooping 
the MSI transactions of other processors or devices and ini 
tiating a shared-to-invalid coherency transition when another 
processor initiates an MSI with respect to a particular I/O 
device. 

Referring now to FIG. 4, selected elements of an embodi 
ment of posted write data 400 are depicted. In the FIG. 4 
embodiment of posted write data 400, posted write data 400 
includes an ISR vector 402 and emulated interrupt data 404. 
The ISR vector 402 may be a standard MSI service routine 
factor. In conventional MSI, the I/O device is pre-assigned a 
system memory address (e.g., M1) and a specific data word to 
identify the interrupts to the system. When the I/O device 
wants to initiate an interrupt, it posts the data word assigned to 
it by the system to the system memory address assigned to it 
by the system and may append an interrupt number to the 
pre-signed data work. The system memory address (e.g., M1) 
assigned to an I/O device may be the address of a register in 
an interrupt controller Such as the programmable interrupt 
controllers 113 depicted in FIG.1. To retain the functionality 
of conventional MSI processing, posted write data 400 as 
depicted in FIG. 4 includes an ISR vector 402 containing the 
same or substantially the same information that the I/O device 
would post in a conventional MSI implementation. 
On the other hand, the depicted embodiment of posted 

write data 400 includes emulated interrupt data 404, which 
represents an extension of conventional MSI processing to 
facilitate low latency MSI handling and to support implemen 
tations in which multiple processors or cores respond to the 
same MSI from an I/O device, but perform different ISRs 
and/or perform an ISR using data that is specific to the pro 
cessor. The processor-specific or ISR-specific information is 
appended to the conventional ISR vector 402 and, when used 
in conjunction with a processor's cache memory facilities, 
provides fast access to data that the ISR may require. In the 
implementation depicted in FIG. 4, posted write date 400 is 
stored at memory location M1 and occupies a portion of 
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10 
system memory extending from System memory address M1 
to system memory address M1--LS where LS refers to the line 
size of the applicable cache memory. Thus, for example, if the 
applicable cache memory employs 64 byte cache lines, 
posted write data 400 may include 64 bytes of information. 

FIG. 5 depicts examples of two types of information that 
may be included within emulated interrupt data 404 of the 
posted write data 400 of FIG. 4. In the FIG. 5 depiction, 
emulated interrupt data 404 includes thread-specific ISR 
pointers 502 and thread-specific ISR data 504. The thread 
specific ISR pointers 502 enable different threads to execute 
essentially distinct ISRS. This would enable different proces 
sors to perform, for example, different functions in response 
to a single interrupt from a single I/O device. The thread 
specific pointer might be associated with the applicable 
threads using a mechanism to convey the identity of the 
processor. For example, the ISR associated with ISR vector 
402 (FIG. 4) may include an initial sequence in which the 
identity of the executing processor is determined. After the 
processor ID is determined, this information might be used to 
selectively execute a thread-specific ISR as indicated in emu 
lated interrupt data 404 through thread-specific ISR pointers 
SO2. 

Similarly, identification of the executing thread may be 
employed to access thread-specific ISR data 504. Thread 
specific ISR data 504 might be employed to enable two dif 
ferent processors to perform the same function on different 
parameters. For example, in response to a single MSI, a first 
processor could retrieve a first block of information from a 
first portion of a storage device while a second processor 
retrieves a second block of information from a second portion 
of the storage device where the first portion of the storage 
device is indicated by a first part of thread-specific ISR data 
504 and the second portion of the storage device is indicated 
by a second part of thread specific ISR data 504. Thread 
specific ISR pointers 502 and thread-specific ISR data 504 
may be combined so that, for example, a first processor or 
thread executes a first function through a first pointer indi 
cated in 502 while a second thread executes a second function 
through a second pointer indicated in 502 while both func 
tions employ thread specific data indicated in 504. Although 
FIG. 5 depicts emulated interrupt data 404 including both 
thread-specific ISR pointers 502 and thread-specific ISR data 
504, other implementations may omit one or both of these 
fields and may include other types of information. 

Referring to FIG. 6, selected features of a second embodi 
ment of a multiprocessor system is described. The FIG. 6 
embodiment of multiprocessor system 600 includes a first 
processor (P1) 601-1, a second processor (P2) 601-2, and a 
memory controller 620 connected to a shared system bus 615. 
The FIG. 6 embodiment of processors 601 include an execu 
tion core 604, a corresponding cache 604 and a bus interface 
612 to facilitate communication with shared bus 615. 
Memory controller 620 provides P1601-1 and P2 601-2 with 
access to system memory 650. An I/O hub 630 interfaces with 
memory controller 620 and provides a bridge to an I/O bus 
632. An I/O device 640 is connected to I/O bus 632. 

It will be appreciated that multiprocessor system 600 dif 
fers from multiprocessor system 100 depicted in FIG. 1 in 
several respects. The FIG. 6 multiprocessor system 600 
employs a shared bus architecture in which P1601-1 and P2 
601-2 must arbitrate for access to shared system bus 615 and 
to system memory 650. In addition, whereas multiprocessor 
system 100 of FIG. 1 has a distributed system memory, mul 
tiprocessor system 600 has a uniform memory architecture in 
which system memory 650 is an architecturally contiguous 
memory and in which each processor 601 is architecturally 
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equidistant from system memory 650. Moreover, whereas 
processors 101 in multiprocessor system 100 in FIG. 1 feature 
an uncore portion 105 including an integrated memory con 
troller, the memory controller 620 of system 600 is depicted 
as a chip set device external to processor 601. Despite these 5 
architectural distinctions, the FIG. 6 system 600 and the FIG. 
1 system 100 both implement coherency-based MSI for mul 
tiprocessor systems as described herein. 

The FIG. 6 system 600 includes a persistent storage ele 
ment in the form of battery-backed CMOS storage 639, 10 
accessible to processors 601 via a low bandwidth bus 634, 
e.g., an LPC bus, to provide system configuration information 
that system 600 may access, for example, during a boot 
sequence. CMOS 639 as shown in FIG. 6 includes data 638 
indicating an association between I/O device (I/O device) 640 15 
and system memory address M1. Data 638 conveys that M1 is 
the system memory address assigned for MSI transactions 
initiated by I/O device 640. 
The FIG. 6 embodiment of multiprocessor system 600 has 

been configured to Support coherency-leveraged MSI han- 20 
dling for multiprocessor Systems. As depicted in FIG. 6. 
system 600 includes data 641 in I/O device 640, data 642 in 
P1 cache 610-1, data 643 in P2 cache 610-2, and data 644 in 
system memory 650. Data 641 represents data stored in a 
configuration register or other Suitable storage element of I/O 25 
device 640. The configuration register is shown as storing a 
value M1 to indicate that M1 is the system memory address to 
which I/O device 640 posts write transactions for MSIs. 
Although FIG. 6 shows data 641 as a value in a configuration 
register, data 641 may be stored in memory or other types of 30 
storage of I/O device 640. 

Data 642 in P1 cache 610-1 conveys that a selected cache 
line in P1 cache 610-1, namely, the cache line with address 
C1, has been mapped to system memory address M1. Data 
642 also conveys that cache line C1 has been designated as an 35 
interrupt reserved cache line and that the cache line has a 
shared (S) coherency state. Similarly, data 643 in P2 cache 
610-2 conveys that a selected cache line in P2 cache 610-2. 
namely, the cache line with address C2, has also been mapped 
to system memory address M1. Data 643 also conveys that 40 
cache line C2 has been designated as an interrupt reserved 
cache line and that the cache line has a shared (S) coherency 
State. 

Data 644 indicates that an ISR vector and corresponding 
ISR data are stored in a block of memory beginning at System 45 
memory address M1. In other words, the data stored in system 
memory address M1 may include one or more pointers or 
interrupt vectors to the ISROs) associated with I/O device 640. 
For compatibility with conventional MSI implementations, 
the format, including the number of bytes, permitted to rep- 50 
resent the interrupt vector(s) may be a predetermined and 
relatively small number of bytes, for example, the minimum 
number of bytes required to point system 600 to the appli 
cable ISROs). The memory locations that follow the interrupt 
vector(s) may store information from the portion of data 644 55 
described as the ISR data. During operation, I/O device 640 
may initiate an interrupt by writing the ISR vector informa 
tion into System memory address M1 and by writing data that 
the applicable ISR may use during execution in the memory 
locations subsequent to M1. For example, if I/O device 640 is 60 
a disk drive initiating an interrupt to transfer data stored in a 
disk to system memory, the applicable ISR may require data 
indicating where the data to be transferred is stored on disk 
and where in system memory the transferred data is to be 
stored. These parameters may be provided by I/O device 640 65 
when it initiates the interrupt by posting the needed values 
into System memory starting at System memory address 

12 
M1+N where N is the number of bytes specified for the 
interrupt vector(s). Because the described MSI handling tech 
niques leverage the systems cache coherency infrastructure, 
the amount of ISR data that can be provided via an MSI as 
described herein may be defined by or limited to the number 
of bytes in a line of the applicable cache memory. If, for 
example, P1 cache 610-1 employs 64 byte cache lines, the 
amount of data that I/O device 640 may include with the MSI 
may be limited by this constraint. 

Referring to FIG.7, selected elements of an event sequence 
700 are depicted to illustrate selected features of cache-lever 
aged MSI handling in a multiprocessor environment. The 
FIG. 7 event sequence 700 includes configuring (operation 
701) the applicable multiprocessor system with the multipro 
cessor MSI data 641, 642, 643, and 644 indicated in FIG. 6. 
Thus, as depicted in operation 701, the MSI system memory 
address assigned to I/O device 640 is M1, cache line C1 of 
processor P1 has been allocated as an interrupt reserved line, 
mapped to M1, and transitioned to a shared (S) coherency 
state. Similarly cache line C2 of processor P2 has also been 
allocated as an interrupt reserved line, mapped to M1, and 
forced into the shared state (S). For the sake of clarity, event 
sequence 700 will be described with reference to system 600 
depicted in FIG. 6 and its corresponding elements. Sequence 
700 is, however, suitable for other multiprocessor system 
architectures and platforms including the FIG.1 multiproces 
sor system 100. The described sequence is illustrative and not 
exhaustive and other sequences may invoke the functionality 
described. For example, the FIG.7 sequence 700 begins when 
I/O device 640 initiates an interrupt with a write transaction 
that references an address that is snooped by P2 cache 610-2. 
but the sequence could equally well have been initiated with 
a write transaction referencing an address that is Snooped by 
P1 cache 610-1. 
The FIG. 7 sequence 700 takes advantage of DCA capa 

bilities of system 700 and includes I/O device 640 initiating 
(operation 702) an MSI by posting a DCA write transaction 
referencing C2, which is the address of the cache line in P2 
cache 610-2 that has been reserved for interrupts from I/O 
device 640 and mapped to system memory address M1. Sys 
tems that Support DCA record and monitor associations 
between DCA addresses and their corresponding system 
memory addresses. The DCA write transaction posted by I/O 
device 640 includes write data referred to herein as the posted 
write data. In the context of MSI processing, the posted write 
data may include an ISR vector and emulated interrupt data as 
described above with respect to FIG. 7 and FIG. 6. 
When processor P2 receives the DCA write transaction 

addressed to C2, P2 will write (operation 704) the posted 
write data contained in the DCA write transaction to cache 
line address C2 and transition a coherency state of cache line 
C2 from the shared state (S) to the in-use state (I). Because P2 
cache 610-2 recognizes cacheline C2 as an interrupt reserved 
cache line, the transition from the shared state (S) to the (I) 
state causes a P2 cache controller to emulate (block 706) an 
MSI by invoking an interrupt controller (not depicted) to 
execute (block 707) the ISR indicated in the ISR vector in the 
posted write data, which may include executing an ISR that is 
specific to P2 and/or executing an ISR using data that is 
specific to P2. It should be noted that, even though the I/O 
device initiated the MSI using a DCA to a cache line that is 
mapped to system memory address M1, M1 cannot be 
assumed to have valid data until the contents of the cacheline 
addressed by the DCA are flushed to system memory. 
Cache decode logic of P1 cache 610-1 will detect (opera 

tion 708) the transition of a cacheline that has or had a shared 
copy of a cache line (C1) that the P1 cache also holds in a 
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shared state (S) and P1 will respond by issuing a line fill 
request that references system memory address M1. When P1 
issues the line fill request, cache decode logic of P2 cache 
610-2 will Snoop the reference to M1 in the request and P2 
processor 601-2 may flush (operation 710) the data in C2 to 
system memory location M1 in a manner analogous to the 
manner in which a modified cache line is flushed to system 
memory when a second processing element requests data 
from the same memory location. 
Once C2 has been flushed to M1, the fill request from P1 

cache 610-1 is filled, the coherency state of C1 transitions 
(operation 712) from the shared state (S) to the in-use state (I). 
P1 responds to receiving the line fill by initiating an emulated 
MSI (operation 714) referencing M1. As a result of emulating 
an MSI that references M1, P1 accesses C1 for the interrupt 
vector(s) and for emulated interrupt data and executes (opera 
tion 715) the applicable ISR. 

After P1 fills C1 with the emulated interrupt data from 
system memory, transitions to the in-use state (I), and triggers 
an emulated MSI to P1, both C1 and C2 end up in the same 
in-use state (I). If a third processor (P3) with cache line C3 is 
mapped to M1 in the same manner as C1 and C2, P3's Snoop 
ing logic will also detect the DCA write to C2 and initiate a 
memory data fetch in the same manner as the P1 processor, 
i.e., retrieve the emulated interrupt data from system memory, 
transition C3 to the in-use state (I) and trigger an emulated 
MSI for P3. A processor cache line that has transitioned to 
in-use state (I) will remain the in the in-use state (I) until the 
applicable processor is done executing the ISR associated 
with the cache line interrupt information. Once all applicable 
interrupts have been serviced, the cache controllers may tran 
sition (actions 720, 725) the state of the applicable caches 
lines (C1, C2) from the in-use state (I) to the shared state (S) 
in preparation to intercept future interrupts. 

In at least one embodiment, interrupt reserved cache line 
C1 of processor P1601-1 may obtain interrupt vector(s) and 
emulated interrupt data directly from interrupt reserved cache 
line C2 of processor P2 601-2 without obtaining the same 
interrupt vectors(s) and emulated interrupt data from system 
memory. For this case, processor P2 may proactively forward 
interrupt vector(s) and emulated interrupt data from its inter 
rupt reserved cacheline C2 to interrupt reserved cacheline C1 
of processor P1 in response to a snoop hit to P1’s data fetch 
request. Thus, the processor that receives the original DCA 
write, processor P2 in the sequence described above, 
responds to memory data fetch requests from all other pro 
cessors as its reserve cache line (C2) contains the latest inter 
rupt vector(s) and emulated interrupt data. 

Embodiments may be implemented in code and may be 
stored on a storage medium having stored thereon instruc 
tions which can be used to program a system to perform the 
instructions. The storage medium may include, but is not 
limited to, any type of disk including floppy disks, optical 
disks, compact disk read-only memories (CD-ROMs), com 
pact disk re-writables (CD-RWs), and magneto-optical disks, 
semiconductor devices such as read-only memories (ROMs), 
random access memories (RAMs) such as dynamic random 
access memories (DRAMs), static random access memories 
(SRAMs), erasable programmable read-only memories 
(EPROMs), flash memories, electrically erasable program 
mable read-only memories (EEPROMs), magnetic or optical 
cards, or any other type of media Suitable for storing elec 
tronic instructions. 

To the maximum extent allowed by law, the scope of the 
present disclosure is to be determined by the broadest per 
missible interpretation of the following claims and their 
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equivalents, and shall not be restricted or limited to the spe 
cific embodiments described in the foregoing detailed 
description. 

What is claimed is: 
1. A processor, comprising: 
a first core; 
a first cache memory associated with the first core, the first 

cache memory including: 
a plurality of cache lines, at least some of the plurality of 

cache lines to form an interrupt reserved portion to be 
reserved for processing of interrupts; and 

a cache controller to: 
set an interrupt reserved indicator of a first cache line 

to identify the first cache line as an interrupt 
reserved cache line; 

map the first cache line to a memory address associ 
ated with an input/output (I/O) device and assigned 
to a first message signaled interrupt from the I/O 
device; 

set a coherency state of the first cache line to shared: 
write I/O data of an I/O transaction from the I/O 

device to the first cache line; 
transition the coherency state of the first cache line 

from the shared coherency State to an in-use coher 
ency state, wherein the in-use coherency state is to 
indicate that an interrupt service routine corre 
sponding to the first message signaled interrupt is 
in execution; and 

emulate the first message signaled interrupt that iden 
tifies the memory address responsive to detection 
of the I/O transaction from the I/O device that 
includes a reference to the memory address. 

2. The processor of claim 1, wherein the I/O transaction is 
a direct cache access transaction to the first cache memory 
and the reference to the memory address comprises an 
address, indicated in the I/O transaction, of the first cache 
line. 

3. The processor of claim 1, wherein the I/O transaction is 
a direct cache access transaction to a second cache memory of 
a second core, the detection of the I/O transaction comprises 
a snoop of the I/O transaction, and the reference to the 
memory address comprises an address of a second cache line, 
in the second cache memory, mapped to the memory address 
and shared with the first cache line. 

4. The processor of claim3, wherein the cache controller is 
to generate a line fill request that references the memory 
address responsive to the I/O transaction Snoop and emulate 
the first message signaled interrupt responsive to receipt of 
the line fill. 

5. The processor of claim 4, wherein the second core is to 
initiate a flush of the second cache line responsive to Snoop of 
the line fill request and wherein the line fill request is to await 
completion of the flush. 

6. The processor of claim 1, wherein the I/O transaction 
comprises a direct memory access transaction to the memory 
address and wherein the detection of the I/O transaction com 
prises a Snoop of the I/O transaction. 

7. The processor of claim 6, wherein the cache controller is 
to generate a line fill request that references the memory 
address responsive to the I/O transaction Snoop and emulate 
the first message signaled interrupt responsive to receipt of 
the line fill. 

8. The processor of claim 1, wherein the cache controller is 
to emulate the first message signaled interrupt responsive to 
I/O data of the I/O transaction being written into the first 
cache line. 
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9. The processor of claim 1, wherein the I/O data includes 
an interrupt service routine vector and emulated interrupt 
data, wherein the interrupt service routine vector is to identify 
an interrupt service routine. 

10. The processor of claim 9, wherein the emulated inter 
rupt data includes a first portion and a second portion and 
wherein the first portion is to be accessed when the interrupt 
service routine is to be executed by the first core and the 
second portion is to be accessed when the interrupt service 
routine is to be executed by a second core. 

11. The processor of claim 10, wherein the interrupt service 
routine is to performa first function when executed by the first 
core and a second function, different than the first function, 
when executed by the second core. 

12. The processor of claim 10, wherein the interrupt service 
routine is to perform a function based on input data and 
wherein the first portion and the second portion indicate dif 
ferent input data. 

13. A method, comprising: 
associating a memory address with an input/output (I/O) 

device in a multiprocessor system; 
reserving a first cache line of an interrupt reserved portion 

of a first cache memory of a first processor for interrupt 
handling and mapping the first cache line to the memory 
address assigned to a first message signaled interrupt 
from the I/O device: 

reserving a second cache line of a second cache memory of 
a second processor for interrupt handling and mapping 
the second cache line to the memory address: 

initializing a coherency state of the first cache line and the 
Second cache line to a shared coherency state; 

responsive to detecting an I/O transaction containing I/O 
data from the I/O device and indicating a target address 
selected from: a direct address of the first cache line, a 
direct address of the second cache line, and the memory 
address: 
storing the I/O data in the memory address, the first 

cache line, and the second cache line; 
transitioning the coherency state of the first cache line 

from the shared coherency state to an in-use coher 
ency state, wherein the in-use coherency state is to 
indicate that an interrupt service routine correspond 
ing to the first message signaled interrupt is in execu 
tion; 

emulating, by the first processor, a first emulated mes 
Sage signaled interrupt (MSI) referencing the memory 
address responsive to storing the I/O data in the first 
cache line; and 

emulating, by the second processor, a second emulated 
MSI referencing the memory address responsive to 
storing the I/O data in the second cache line. 

14. The method of claim 13, wherein the I/O transaction 
comprises a direct memory address write transaction and the 
target address is the memory address. 

15. The method of claim 13, wherein the I/O transaction 
comprises a direct cache address write transaction and the 
target address is the direct address of the first cache line. 

16. The method of claim 13, wherein the I/O data com 
prises posted write data, wherein the posted write data 
includes an interrupt service routine vector and emulated 
interrupt data, wherein the interrupt service routine vector 
indicates an interrupt service routine executed in response to 
an emulated MSI interrupt referencing the memory address. 

17. The method of claim 16, wherein the emulated interrupt 
data includes a first portion and a second portion and wherein 
the interrupt service routine accesses the first portion when 
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executed by the first processor and wherein the interrupt 
service routine accesses the second portion when executed by 
the second processor. 

18. The method of claim 17, wherein the interrupt service 
routine performs a first function when executed by the first 
processor and a second function, different than the first func 
tion, when executed by the second processor. 

19. The method of claim 17, wherein the interrupt service 
routine performs a function based on input data and wherein 
the first portion and the second portion indicate different input 
data. 

20. A computer system, comprising: 
first storage to store input/output (I/O) configuration data 

to indicate a memory address associated with an I/O 
device; 

a processor; 
an I/O device coupled to the processor; 
the processor including: 

a first core; 
a first cache memory; and 
a cache controller to: 

set an interrupt reserved indicator of a first cache line 
of an interrupt reserved portion of the first cache 
memory for message signaled interrupt processing: 

map the first cache line to a memory address associ 
ated with the I/O device and assigned to a first 
message signaled interrupt from the I/O device; 

set a coherency state of the first cache line to shared: 
write I/O data of an I/O transaction from the I/O 

device to the first cache line; 
transition the coherency state of the first cache line 

from the shared coherency state to an in-use coher 
ency state, wherein the in-use coherency state is to 
indicate that an interrupt service routine corre 
sponding to the first message signaled interrupt is 
in execution; and 

responsive to detection of the I/O transaction from the 
I/O device and containing a reference to the 
memory address, emulate the first message sig 
naled interrupt that identifies the memory address. 

21. The system of claim 20, wherein the detection of the 
I/O transaction comprises receipt of a direct cache access 
from the I/O device and wherein the reference to the memory 
address comprises a direct address of the first cache line. 

22. The system of claim 20, wherein the detection of the 
I/O transaction comprises a snoop of an I/O device direct 
cache access transaction to a second core of the processor and 
wherein the reference to the memory address comprises a 
direct address of a second cache line of a second cache 
memory, wherein the second cache line is reserved for inter 
rupt handling. 

23. The system of claim 20, wherein the detection of the 
I/O transaction comprises a snoop of an I/O device direct 
memory access transaction that addresses the memory 
address. 

24. The system of claim 22, wherein the I/O data includes 
an interrupt service routine vector that identifies an interrupt 
service routine and emulated interrupt data accessed by the 
interrupt service routine is to influence the execution of the 
interrupt service routine. 

25. The system of claim 24, wherein the emulated interrupt 
data includes a first portion to be accessed by the interrupt 
Service routine during execution by the first core and a second 
portion to be accessed by the interrupt service routine during 
execution by the second core. 


