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SYNTHESIZING A GRAPH

Background

[0001] For purposes of analyzing relatively large data sets (often called "big
data"), it may be beneficial to represent the data in the form of a graph. For
example, the decreasing cost of sensors has led to their deployment in large
numbers. The data collected from sensors may be processed and analyzed for such

purposes as monitoring and managing infrastructure and resources.
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Brief Description of the Drawings

[0002] Fig 1 is a schematic diagram of a sensor-based system according to an

example implementation.

[0003] Figs. 2 and 3 are flow diagrams depicting techniques to synthesize a
graph according to example implementations.

[0004] Fig. 4 is a flow diagram depicting a technique to determine node attributes
for a synthesized graph according to an example implementation.

[0005] Fig. 5 is a schematic diagram of a physical machine according to an

example implementation.
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Detailed Description

[0006] Relations between objects may be modeled using a graph. In this manner, a
graph has vertices, or nodes, and lines, or edges, which interconnect the nodes. For
example, sensors of a sensor network may be represented by corresponding nodes,
where edges that extend between nodes are described by edge factors. In general,
an "edge factor" represents a relationship among a pair of nodes (such as sensors).
A given model for objects, such as sensors, may be developed at least in part from
historical data (acquired sensor data, for example), which allows the construction of
relatively small graphs (graphs having hundreds to thousands of sensors, for
example). Relatively larger graphs (a graph describing a sensor network having
hundreds to tens of millions of sensors, for example), may be significantly more
challenging to develop.

[0007] Techniques and systems are described herein for purposes of synthetically
generating a graph from a relatively smaller seed graph. In accordance with
example implementations, the synthetically-generated graph may be a large, such as
a graph that has hundreds tens of millions of nodes (as an example, and the seed
graph may be small, such as a graph that has fewer than one hundred nodes (as an
example). The synthetically-generated graph may be a small graph, in accordance
with further example implementations, in that the techniques and systems, which are
disclosed herein, may be used, in general, to synthetically generate a graph of any
size while preserving the properties of the seed graph. The synthesized graph may
be beneficial for such purposes as testing the scalability of software that is used to
collect, manage and/or analyze data from a large sensor network; testing or
evaluating the scaling of a large sensor network; and so forth.

[0008] In accordance with example implementations that are described herein, a
relatively large graph is generated from a relatively small seed graph by determining
nodes and edges of the larger graph, while preserving the properties of the original
seed graph. More specifically, as described herein, in accordance with example
implementations, a synthetic graph generator generates a synthetic Markov Random
Field (MRF) graph, which has similar joint probability distributions as a smaller seed
graph. In accordance with example systems and techniques that are described
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herein, a synthetic graph may be generated having any arbitrary size while retaining
properties, such as degree distributions, edge factor and the global structural
relationships that exist in the original seed graph.

[0009] As a more specific example, Fig. 1 depicts a system 100, which includes a
synthetic graph generation engine 130. In general, the synthetic graph generation
engine 130 accesses data that describes a seed graph 110. In this regard, the seed
graph 110 contains nodes 120, node attributes 122 and edge factors 124, describing
the interconnection of the nodes 120. The synthetic graph generation engine 130
uses the seed graph 110 and observed/extracted properties of the seed graph 110 to
generate a relatively larger, synthesized graph 150 while preserving properties of the
seed graph 110. In this manner, the synthesized graph 150 is "larger," in that the
synthesized graph has a larger number of nodes 160, corresponding node attributes
162, and edge factors 164. In accordance with example implementations, the
synthetic graph generation engine 130 preserves global structural relationships of
the seed graph 110.

[0010] In accordance with example implementations, the seed graph 110 is a spatial
dependency graph that is constructed by a dependency graph generation engine
134 using historical data 102. In this context, a "dependency graph" describes how
the nodes of the seed graph 110 depend on each other. As an example, the
dependency graph may describe pairwise dependencies of nodes of the seed graph
110. In accordance with further example implementations, the seed graph 110 may
already contain the dependencies, which may be, for example, based on an input

from an expert.

[0011] In general, the historical data 102 contains data, which represents
interrelationships between objects, which form the corresponding nodes of the graph
110. As an example, the objects may be sensors of a sensor network; and the seed
graph 110 may be a graph that models the sensor network. The dependency graph
generation engine 134, in general, learns the spatial dependency structure of the
graph 110 from the historical data 102. This may be an offline process, in
accordance with example implementations. In this manner, the dependency graph

generation engine 134 may, in accordance with example implementations, construct
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a pairwise node dependency graph from the historical data 102 and from this
dependency graph, the engine 134 creates a pairwise Markov Random Field (MRF)-
based seed graph 110.

[0012] More specifically, in accordance with example implementations, the
dependency graph generation engine 134 discretizes the historical data 102. For
example, in accordance with example implementations, the dependency graph
generation engine 134 may apply a fixed width binning to discretize the domain of
the historical data 102 into a finite number of intervals. As an example, the
dependency graph generation engine 134 may create sixteen possible states for the
node attributes. Because each node may assume one of the sixteen states, a pair of
nodes may report 16x16=256 jointly occurring states. In other words, for this specific
example, the dependency scored vector has a length of "256."

[0013] The engine 134 may initially recognize the identity of nodes 120
(corresponding to sensors at certain locations, for example) of the seed graph 110
but may not know many of the node atiributes and edge factors 124 of the graph
110. For each pair of nodes 120, the data dependency graph generation engine 134
determines the frequency of co-occurring observations for the pair using the
historical data 102; and the engine 134 normalizes the frequencies to a 0-1 scale.
The normalized frequency data may be labeled a "dependency score.”

[0014] For each pair of nodes of the seed graph 110, a corresponding dependency
score vector of such scores is produced, and the dependency score vector is
compared to a metric for purposes of determining whether an edge (and
corresponding edge factor) exists between the nodes. For example, the metric may
be a threshold value: if the maximum value in the dependency score vector exceeds
the threshold value, then the dependency graph generation engine 134 creates an
edge between the pair of nodes. The distribution of the dependency score vectors
forms a "dependency score vector distribution." As an example, for a graph
representing a sensor network having spatially distributed sensors, the
corresponding dependency score vector distribution represents a spatial distribution
of the dependency score vectors. In general, for each pair of nodes of the seed
graph 110, a representation of a joint probability distribution for the pair (such as the
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dependency score vector) is determined; and the pairs are then filtered to remove
pairs from edge assignment based at least one metric of corresponding joint
probability distribution representations. In accordance with some implementations, a
frequency threshold may be established as the metric.

[0015] In accordance with example implementations, the dependency graph
generation engine 134 may represent the seed graph 110 using a pairwise or
bipartite MRF topology. Regardless of the particular structure of the graph 110,
however, the synthetic graph generation engine 130 uses a learned dependency
graph structure 138, which is generated by the dependency graph generation engine
134, for purposes of constructing the synthesized graph 150.

[0016] More specifically, in accordance with example implementations, the synthetic
graph generation engine extracts a degree distribution from the dependency graph
138. In this regard, the degree of a graph is determined at nodes of the graph and
refers to the number of edges that are connected to each node. If the graph
represents a spatially varying network (a sensor network, for example), then the
degree of the graph spatially varies.

[0017] In addition to the degree distribution indicated by the dependency graph 138,
the synthetic graph generation engine 130 further uses a dependency score vector
distribution 139 that is provided by the dependency graph generation engine 134. In
particular, the synthetic graph generation engine 130 constructs the synthesized
graph 150 so that the degree distribution of the synthesized graph 150 is
representative of the degree distribution of the seed graph 110. In this manner, the
construction of the synthesized graph 150 is based on a sampling of the degree
distribution of the seed graph 110, such that the sampled degree distribution is
represented by the synthesized graph 150. Moreover, in accordance with example
implementations, the synthetic graph generation engine 130 samples the
dependency score vector distribution for purposes of ensuring that the dependency
score vector distribution of the seed graph 110 is represented in the synthesized
graph 150. In other words, the synthetic graph generation engine 130 samples the
edge factors of the seed graph 110 for purposes of creating a synthetic graph 150
that has the same distribution as the edge factors of the seed graph 110.
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[0018] Thus, using the above-described sampling of the degree and edge factor
distributions, the synthetic graph generation engine 130 constructs an initial topology
for the synthesized graph 150 for purposes of creating the nodes and edge factors.
The remaining step, the assignment of attributes of the nodes of the synthesized
graph 150 may be performed as follows, in accordance with example
implementations. The synthetic graph generation engine 130 selects a subset of the
nodes 160 and assigns attributes to this subset of nodes 160. As a more specific
example, in accordance with some implementations, the synthetic graph generation
engine 130 randomly or pseudo randomly selects a small percentage (a percentage
less than ten percent, for example) of the nodes 160 and randomly or pseudo
randomly assigns attributes to the subset of nodes 160. It is noted that because the
percentage of the subset of nodes 160 is relatively small, the assigned attributes are
fairly independent of each other. Hence, randomly assigning the attributes does not
conflict with the dependency structure of the synthesized graph 150.

[0019] Next, the synthetic graph generation engine 130 runs a message passing
algorithm (a belief propagation algorithm or a loopy belief propagation algorithm, as
examples) to predict, or estimate, the attributes for the remaining nodes 160. The
message passing algorithm is one example of a graphical model inference algorithm,
which is an algorithm that may be used to estimate one or multiple attributes of one
or multiple nodes of a graph based on one or multiple known node attributes.
Graphical model inference algorithms, other than a message passage algorithm (a
variable elimination algorithm, a Markov chain Monte Carlo (MCMC) algorithm, a
variational method, and so forth) may be used to predict, or estimate the attributes

for the remaining nodes 160, in accordance with further example implementations.

[0020] Thus, referring to Fig. 2, in accordance with example implementations, the
system 100 of Fig. 1 performs a technique 200 of Fig. 2. Pursuant to the technique
200, the system 100 receives (block 204) data describing a first graph having nodes,
node attributes and edge factors and synthesizes (block 208) a relatively larger
graph based at least in part on sampled edge factors of the first graph.

[0021] In this context, receiving the data refers to the system 100 accessing the daia,
such as accessing files of historical, or recorded data, acquired by sensors; the data
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being communicated to the system 100 using a communication interface of the
system 100; the data being entered into the system by a user; and so forth.
Moreover, "synthesizing" a graph refers to creating a graph that is new in at least
some aspect relative to the seed graph, such as creating a graph that has one or
multiple nodes that are not present in the seed graph. As described herein, in
accordance with example implementations, the dependency graph generation
engine 134 may receive historical data 102 for the system 100; and the synthetic
graph generation engine 130 may generate data for the system 100, which
represents the synthesized graph 150 based on the dependency score vector
distribution 139 and dependency graph 138 produced by the engine 134.

[0022] More specifically, in accordance with example implementations, the system
100 performs a technique 300 of Fig. 3. Referring to Fig. 3, the technique 300
includes receiving (block 304) data describing a first graph having nodes, node
attributes and edge factors and determining (block 308) a degree distribution of the
first graph. Pursuant to the technique 300, a relatively larger, second graph is
constructed (block 312) based at least in part on the degree distribution of the first
graph. In this regard, block 312 involves creating nodes and assigning edges and
internode connections for the edges based on the degree distribution of the first
graph such that the degree distribution of the second graph is approximately the
same. Next, pursuant to the technique 300, edge factors are sampled (block 316)
and assigned to the second graph based on the sampled edge factors. In this
regard, block 316 is used to assign the edge factors and to ensure that the edge
factor distribution of the second graph is approximately the same as the edge factor
distribution of the first graph. In this context, the "edge factor distribution” refers to a
collection of values derived from the edge factors, such as the probability distribution
of the edge factors. For example, if the seed graph is a pairwise MRF that has n
edges, then there is a factor associated with each edge, with a total of n edge
factors; and the edge factor distribution is the probability distribution of these n
factors. In accordance with example implementations, the edge factor distribution
may be viewed as the histogram of the edge factors (that is, if there are k unique
factors in the n factors, the histogram shows these k factors and their frequencies).
The technique 300 further includes sampling (block 320) node attributes of the first
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graph and assigning to seed nodes of the second graph. As discussed above, the
assignment may be an assignment to a pseudo randomly or randomly selected small
number of seed nodes in the second graph. Finally, pursuant to the technique 300,
the attributes for the remaining nodes of the second graph may be determined using
a message passing algorithm, pursuant to block 324.

[0023] For example implementations, in which belief propagation is used, the belief
propagation algorithm may be performed pursuant to a technique 400 that is
depicted in Fig. 4. Referring to Fig. 4, the technique 400 includes for each node,
reading messages from neighboring nodes, updating a marginal belief and sending
updated messages to neighboring nodes, pursuant to block 404. This process is
repeated until a determination is made (decision block 408) that convergence has
occurred.

[0024] Referring to Fig. 5, in accordance with example implementations, the system
100 may include a physical machine 500. In this manner, the physical machine 500
is an actual machine that is made up of actual hardware 510 and actual machine
executable instructions 560, or "software."

[0025] The hardware 510 may include, for example, one or multiple central
processing units (CPUs) 514 and a memory 516. In general, the memory 516 is a
non-transitory storage medium that may store data, program instructions, data
structures, and so forth, depending on the particular implementation. The memory
516 may be formed from semiconductor storage devices, phase change memory
devices, magnetic storage devices, optical storage devices, memristors, and so
forth, as well as one or more of these types. In accordance with example
implementations, the memory 516 may store program instructions that when
executed by the CPU(s) 514 cause the CPU(s) to form the synthetic graph
generation engine 130 and the dependency graph generation engine 134

[0026] Therefore, in accordance with example implementations, the synthetic graph
generation engine 130 and the dependency graph generation engine 134 may be
software components, i.e., components formed by at least one processor executing
machine executing instructions, or software. In further example implementations, the

synthetic graph generation engine 130 and/or the dependency graph generation
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engine 134 may be considered a hardware component that is formed from dedicated
hardware (one or more integrated circuits that contain logic configured to perform
outlier detection, as described herein, for example). Thus, the engines 130 and 134
may take on one of many different forms and may be based on software and/or
hardware, depending on the particular implementation.

[0027] The memory 516 may store other data, in accordance with example
implementations, such as data 561 describing the seed (or first) graph; data 562
describing the synthetically generated graph; data 570 describing a dependency
score distribution; data 572 describing a dependency graph; and so forth. It is noted
that the engines 130 and 134 are depicted as machine executable instructions 560
of the physical machine 500, in accordance with example implementation. The
physical machine 500 may include other hardware 510 and machine executable
instructions 560. In this regard, the physical machine 500 may include such
additional hardware 510 as a network interface 520, input/output (1/0O) devices,
displays, and so forth. Moreover, the machine executable instructions 560 may also
include an operating system 564, applications, device drivers 568, and so forth.
Thus, many implementations are contemplated, which are within the scope of the
appended claims.

[0028] While the present techniques have been described with respect to a number
of embodiments, it will be appreciated that numerous modifications and variations
may be applicable therefrom. It is intended that the appended claims cover all such
modifications and variations as fall within the scope of the present techniques.
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What is claimed is:

1. A method comprising:

receiving data representing a first graph having nodes, node attributes and
edge factors; and

synthesizing a second graph based at least in part on sampled edge factors of
the first graph.

2. The method of claim 1, further comprising further basing the
synthesizing on a degree distribution of the first graph.

3. The method of claim 1, further comprising sampling an edge
distribution of the first graph and further basing the synthesizing on the sampled
edge distribution.

4, The method of claim 3, further comprising determining the edge factor
distribution, comprising determining a representation of a joint probability distribution
for pairs of the nodes.

5. The method of claim 4, wherein determining the representation of the
joint probability distribution comprises a determining a frequency of co-occurring
observations for each pair of nodes based on the data.

6. The method of claim 1, wherein the synthesizing comprises:

selecting a subset of nodes of the larger graph;

assigning attributes to the selected nodes of the larger graph based on a
sampling of the node attributes of the first graph; and

using a graphical model inference algorithm to determine attributes for other
nodes of the larger graph.
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7. An apparatus comprising:

a dependency graph generation engine comprising a processor to receive
data representing nodes and to construct a dependency graph representing pairwise
dependencies among the nodes; and

a synthetic graph generation engine comprising a processor to:

extract a degree distribution of the dependency graph;

extract a dependency score vector distribution for the dependency
graph; and

synthesize a second graph based at least in part on the extracted
degree distribution and the extracted dependency score vector distribution.

8. The apparatus of claim 7, wherein the dependency graph generation
engine discretizes the data into a finite number of discrete values and determines the
pairwise dependencies based at least in part on the discretized data.

9. The apparatus of claim 7, wherein the synthetic graph generation
engine randomly or pseudo randomly selects subsets of the nodes of the second
graph, assigns attributes to the selected nodes based on sampled attributes of the
dependency graph, and applies a graphical model inference algorithm to determine
attributes for remaining nodes of the second graph.

10.  The apparatus of claim 9, wherein the graphical model inference
algorithm comprises a belief propagation algorithm.

11.  The apparatus of claim 7, wherein the second graph comprises a
Markov Random Field (MRF)-based graph.
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12.  An article comprising a computer readable non-transitory storage
medium to store instructions that when executed by a computer cause the computer
to:

receive data describing a first graph having properties defined by an
associated set of nodes, node atiributes and edge factors; and

determine a second graph having more associated nodes than the first graph
while preserving at least one or more of the properties of the first graph, the
determination being based at least in part on sampled edge factors of the first graph.

13.  The article of claim 12, the storage medium storing instructions that
when executed by the computer cause the computer to sample an edge distribution
of the first graph and further base the synthesization of the second graph on the
sampled edge distribution.

14.  The article of claim 12, the storage medium storing instructions that
when executed by the computer cause the computer to:

select a subset of nodes of the second graph;

assign attributes to the selected nodes of the second graph based at least
part on a sampling of the node attributes of the first graph; and

use a graphical model inference algorithm to determine attributes for other
nodes of the second graph.

15.  The article of claim 14, wherein the graphical model inference
algorithm comprises a loopy belief propagation algorithm.
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Box No.II Observations where certain claims were found unsearchable (Continuation of item 2 of first sheet)

This international search report has not been established in respect of certain claims under Article 17(2)(a) for the following reasons:

1. Claims Nos.:
because they relate to subject matter not required to be searched by this Authority, namely:

2. Claims Nos.:
because they relate to parts of the international application that do not comply with the prescribed requirements to such an
extent that no meaningful international search can be carried out, specifically:

3. |:| Claims Nos.:
because they are dependent claims and are not drafted in accordance with the second and third sentences of Rule 6.4(a).

Box No. Il Observations where unity of invention is lacking (Continuation of item 3 of first sheet)

This International Searching Authority found multiple inventions in this international application, as follows:
Group I : Claims 1-6 and 12-15 are directed to synthesizing a second graph based at least in part on sampled edge factors of a first
graph.
Group Il : Claims 7-11 are directed to synthesizing a second graph based at least in part on a degree distribution and a dependency
score vector distribution.

1. |:| As all required addtional search fees were timely paid by the applicant, this international search report covers all searchable
claims.

2. As all searchable claims could be searched without effort justifying an additional fees, this Authority did not invite payment
of any additional fees.

3. |:| As only some of the required additional search fees were timely paid by the applicant, this international search report covers
only those claims for which fees were paid, specifically claims Nos.:

4. |:| No required additional search fees were timely paid by the applicant. Consequently, this international search report is
restricted to the invention first mentioned in the claims; it is covered by claims Nos.:

Remark on Protest [l The additional search fees were accompanied by the applicant's protest and, where applicable, the
payment of a protest fee.
The additional search fees were accompanied by the applicant's protest but the applicable protest
fee was not paid within the time limit specified in the invitation.
|:| No protest accompanied the payment of additional search fees.
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