METHOD AND SYSTEM FOR SEARCHING STORED DATA

Inventors: Anand Prahlad, East Brunswick, NJ (US); Srinivas Kavuri, Miyapur (IN); Rajiv Kottumtharayil, Marlboro, NJ (US); Arun Prasad Amarendran, Eatontown, NJ (US); Brian Brockway, Shrewsbury, NJ (US); Marcus S. Muller, Tinton Falls, NJ (US); Andreas May, Marlboro, NJ (US)

Assignee: CommVault Systems, Inc, Oceanport, NJ (US)

Notice: Subject to any disclaimer, the term of this patent is extended or adjusted under 35 U.S.C. 154(b) by 345 days.

Appl. No.: 12/058,575
Filed: Mar. 28, 2008

Prior Publication Data

Related U.S. Application Data
Continuation of application No. 11/931,034, filed on Oct. 31, 2007, now abandoned.

Provisional application No. 60/871,735, filed on Dec. 22, 2006.

Int. Cl. G06F 17/30 (2006.01)
U.S. Cl. 707/706

Field of Classification Search 707/3, 707/102, 203, 706; 713/189
See application file for complete search history.

References Cited
U.S. PATENT DOCUMENTS
4,686,620 A 8/1987 Ng

FOREIGN PATENT DOCUMENTS

OTHER PUBLICATIONS

Primary Examiner—Etienne P LeRoux
Attorney, Agent, or Firm—Perkins Coie LLP

ABSTRACT

A complete document management system is disclosed. Accordingly, systems and methods for managing data associated with a data storage component coupled to multiple computers over a network are disclosed. Systems and methods for managing data associated with a data storage component coupled to multiple computers over a network are further disclosed. Additionally, systems and methods for accessing documents available through a network, wherein the documents are stored on one or more data storage devices coupled to the network, are disclosed.

20 Claims, 11 Drawing Sheets
FIG. 1
Index content

Select offline copy

Identify content

Update content index

Done

FIG. 6
FIG. 7
**FIG. 11**

<table>
<thead>
<tr>
<th>Search Vault</th>
<th>Search Any Data</th>
<th>All Words</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Home</strong></td>
<td>Searched for All of the Word windows</td>
<td></td>
</tr>
<tr>
<td><strong>Wish List</strong></td>
<td>found 34 times in 0.046 secs</td>
<td></td>
</tr>
<tr>
<td><strong>Restore Bin</strong></td>
<td>found 34 sampled hits out of 34 total hits.</td>
<td></td>
</tr>
<tr>
<td><strong>View Results</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Query Builder</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Restore History</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Query History</strong></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

- File Path: C:\Test\Mkumar\manoj2.txt
  - Application type: File
  - Client Name: Dummy
  - ...run SCW to help secure your computer running Windows Small Business Server 2003. Instead Server 2003 uses the default...Connection Wizard on the computer running Windows Small Busi Start and...

- File Path: E:\doc2\test\PDFs\[ebook] - Computers - Programming - C# - Programming VB .NET
  - Application type: File
  - Size: 2.46 MB
  - Client Name: Dummy
  - ...Topics include the common language runtime Windows Forms, ASP.NET, Web Forms, Web Ser
  - Windows Forms I: Developing Desktop Applications...186 Chapter 5. Windows Forms II: Contro
METHOD AND SYSTEM FOR SEARCHING STORED DATA

CROSS-REFERENCE TO RELATED APPLICATION

This application is a continuation application of U.S. application Ser. No. 11/931,034, filed Oct. 31, 2007, now abandoned which claims priority to U.S. Provisional Application No. 60/871,735, filed Dec. 22, 2006, each of which is herein incorporated by reference in its entirety.

BACKGROUND

Data protection systems contain large amounts of data. This data includes personal data, such as financial data, customer/client/patient contact data, audio/visual data, and much more. Corporate computer systems often contain word processing documents, engineering diagrams, spreadsheets, business strategy presentations, and so on. With the proliferation of computer systems and the ease of creating content, the amount of content in an organization has expanded rapidly. Even small offices often have more information stored than any single employee can know about or locate.

Some data protection applications provide functions for actively searching for files within the organization based on a previously created index of the information available in each file. A user can then search for and retrieve documents based on a topic. Typically search software operates on a single index of keywords derived from the data that has been copied for protection purposes. It is typical for an organization to maintain many secondary copies of its data and the various copies are typically stored in multiple formats in multiple devices. For example, when current copy of data is made, previous copies are often maintained so that an historical archive is created. Thus, if the most recent copy does not have the desired data for a restore operation, an older copy may be used. With the existence of multiple copies on multiple devices spanning weeks, months and even years, a search over this data can be complex and time consuming. A search over such a large amount of data can require separately searching content indices of all of the computer systems within an organization. This can put an unexpected load on already burdened systems and can require significant time on the part of a system operator.

Typical search systems also create problems when retrieval of the desired data is attempted. First, typical systems require that retrieval of the identified data be performed as a restore operation. The typical restore operation first identifies a secondary copy of the data in question on a secondary volume and copies the identified copy of the data back onto a production server (or other primary or working volume) and overwrites the existing data files. This can be inconvenient if it is desired to maintain the production copy or if it is merely desired to inspect the contents of a secondary data store. Second, typical systems are blind to the security rights of users and database operators. Typical systems do not have an integrated data rights security control that identifies the security privileges of the operator or user for whom the data is being restored and allows or denies the restore accordingly. Additionally, typical systems do not allow a user to promote and reapply search criteria throughout the data management system.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 illustrates an example of a group of platforms and data types for searching.
specified data storage operations, or may perform varied data storage operations that depend on the needs of the system.

Cell 220 contains components used in data storage operations, such as a storage manager 221, a database 222, a client 223, and a primary storage database 224. Cell 230 may contain similar components, such as storage manager 231, a database 232, a client 233, and a primary storage database 234. In this example, cell 230 also contains media agent 235 and secondary database 236. Both cells 220 and 230 communicate with global manager 260, providing information related to the data storage operations of their respective cells.

Referring to FIG. 3, a block diagram illustrating components of a storage operations cell is shown. Storage operations cells (such as cells 220 or 230 of FIG. 2) may contain some or all of the following components, depending on the use of the cell and the needs of the system. For example, cell 300 contains a storage manager 310, clients 320, multiple media agents 330, and multiple storage devices 340. Storage manager 310 controls media agents 330, which are responsible, at least in part, for transferring data to storage devices 340. Storage manager 310 includes a jobs agent 311, a management agent 312, a database 313, and an interface module 314. Storage manager 310 communicates with client 320. Client 320 accesses data to be stored by the system from database 322 via a data agent 321. The system uses media agents 330, which contain databases 331, to transfer and store data into storage devices 340.

Cells 300 may include software and/or hardware components and modules used in data storage operations. The cells 300 may be transfer cells that function to transfer data during data store operations. The cells 300 may perform other storage operations in addition to operations used in data transfers. For example, cells 300 may perform creating, storing, retrieving, and/or migrating primary and secondary data copies. The data copies may include snapshot copies, secondary copies, hierarchical storage manager copies, archive copies, and so on. The cells 300 may also perform storage management functions that may push information to higher level cells, including global manager cells.

In some embodiments, the system can be configured to perform a storage operation based on one or more storage policies. A storage policy may be, for example, a data structure that includes a set of preferences or other criteria considered during storage operations. The storage policy may determine or define a storage location, a relationship between components, network pathways, accessible datatypes, retention schemes, compression or encryption requirements, preferred components, preferred storage devices, or media, and so on. Storage policies may be stored in storage manager 310, 221, 231, or may be stored in global manager 261, as discussed above.

Additionally or alternatively, the system may implement or utilize schedule policies. A schedule policy may specify why to perform storage operations, how often to perform storage operations, and so on. The schedule policy may also define the use of sub-clients, where one type of data (such as email data) is stored using one sub-client, and another type of data (such as database data) is stored using another sub-client. In these cases, storage operations related to specific data types (email, database, and so on) may be distributed between cells.

Referring to FIG. 4, a block diagram illustrating interaction between the global cell and data storage cells is shown. Global server 100, which may contain global load components, global filter components, and other components configured to determine actions based on received data storage information, may communicate with a database 420 and a user interface 410. Database 420 may store storage policies, schedule policies, received sample data, other storage operation information, and so on. User interface 410 may display system information to a user. Further details with respect to the user interface display are discussed below.

Global server 100 may push data to a management server 442. Server 442 communicates with a database 445 and clients 451, 452 and/or 453. Data storage servers 430 push data to the global server 100, and contain data agents 432 and can communicate with databases 435. These servers may communicate with clients 454, 455, and/or 456.

Global server 100 may be configured to perform actions (such as redistributing storage operations), and apply these actions to the data storage system via a management server. Global server 100 receives information used to determine the actions from the storage servers 430. In this example, the global server acts as a hub in the data storage system by sending information to modify data storage operations and monitoring the data storage operations to determine how to improve the operations.

Index Searching

The hierarchical storage system described herein can be used for searching multiple indices of content, retrieving the identified data in accordance with integrated data security policies, and applying the search criteria as a data management policy. Some or all of these functions can be performed via a simple interface accessed, e.g., from a web browser.

The content indices searched can be created by a content indexing system. Indices of this data can be created using any known technique including those described in the assignee's co-pending application Ser. No. 11/694,869, filed Mar. 30, 2007, entitled "Method and System for Offline Indexing of Content and Classifying Stored Data", the contents of which are herein incorporated by reference.

The content indexing system can create an index of an organization's content by examining files generated from routine secondary copy operations performed by the organization. The content indexing system can index content from current secondary copies of the system as well as older copies that contain data that may no longer be available on the organization's network. For example, the organization may have secondary copies dating back several years that contain older data that is no longer available, but may still be relevant to the organization. The content indexing system may associate additional properties with data that are not part of traditional indexing of content, such as the time the content was last available or user attributes associated with the content. For example, user attributes such as a project name with which a data file is associated may be stored.

Members of the organization can search the created index to locate content on a secondary storage device that is no longer online. For example, a user can search for content related to a project that was cancelled a year ago. In this way, content indexing is not affected by the availability of the system that is the original source of the content and users can find additional organization data that is not available in traditional content indexing systems.

In some embodiments, members of the organization can search for content within the organization independent of the content's source through a single, unified user interface, which may be available through a web browser. For example, members may search for content that originated on a variety of computer systems within the organization. Members may also search through any copy of the content including any primary, secondary, and/or tertiary or auxiliary copies of the content.
In some embodiments, the content indexing system searches for content based on availability information related to the content. For example, a user may search for content available during a specified time period, such as email received during a particular month. A user may also search specifically for content that is no longer available, such as searching for files deleted from the user’s primary computer system. The user may perform a search based on the attributes described above, such as a search based on the time an item was deleted or based on a project with which the item was associated. A user may also search based on keywords associated with user attributes, such as searching for files that only an executive of the organization would have access to, or searching for files tagged as confidential.

FIG. 5 is a block diagram that illustrates the procedural flow of data, in one embodiment. Content is initially stored on a data server 505 that may be a user computer, data warehouse server, or other information store accessible via a network. The data is accessed by a secondary copy manager 510 to perform a regular copy of the data. Secondary copies of data are stored in a secondary copy data store 515 such as a network attached storage device or secondary copy server. The secondary copy data store 515 provides the data to the content indexing system 520 to perform the functions described above. As illustrated in the diagram, because the content indexing system 520 works with a copy of the data, the original data server 505 is not negatively impacted by the operations of the content indexing system 520. Search system 525 can operate on the data in the content indexing system 520 to provide search functionality for the data having been stored in the secondary copy data store 515.

FIGS. 6-7 are representative flow diagrams that depict processes used in some embodiments. These flow diagrams do not show all functions or exchanges of data, but instead they provide an understanding of commands and data exchanged under the system. Those skilled in the relevant art will recognize that some functions or exchange of commands and data may be repeated, varied, omitted, or supplemented, and other (less important) aspects not shown may be readily implemented.

FIG. 6 is a flow diagram that illustrates the processing of a content indexing component for later searching, according to one embodiment. The component is invoked when new content is available or additional content is ready to be added to the content index. In step 610, the component selects a copy of the data to be indexed. For example, the copy may be a secondary copy of the data or a data snapshot. In step 620, the component identifies content within the copy of the data. For example, the component may identify data files such as word processing documents, spreadsheets, and presentation slides within the secondary data store. In step 630, the component updates an index of content to make the content available for searching. For example, the component may add information such as the location of the content, keywords found within the content, and other supplemental information about the content that may be helpful for locating the content during a search. After step 630, these steps conclude.

FIG. 7 is a flow diagram that illustrates the processing of an index searching component of the system, in one embodiment. In step 710, the component receives a search request specifying criteria for finding matching target content. For example, the search request may specify one or more keywords that will be found in matching documents. The search request may also specify boolean operators, regular expressions, and other common search parameters to identify relationships and precedence between terms within the search query. The search request may also specify data stores to be searched. The request may specify that the search is to include one or more of an original copy, a primary secondary copy, and secondary or auxiliary copies of the content. As described in more detail below, in some embodiments, a user may be provided with an interface by which to select one or more classes of data stores for search. In some embodiments, an interface may be provided by which a user can specify a security clearance and corresponding operators. For example, a user could form a search query for all documents on a certain class of data store having medium security or higher clearance.

In step 720, the component searches the content index to identify matching content items that are added to a set of search results. For example, the component may identify documents containing specified keywords or other criteria and add these to a list of search results. In step 730, the component selects a first or next search result. In decision step 740, if the search results indicate that the identified content is offline, then the component continues at step 750, else the component continues at step 760. For example, the content may be offline because it is on a tape that has been sent to an offsite storage location. In step 750, the component retrieves the archived content. Additionally or alternatively, the component may provide an estimate of the time required to retrieve the archived content and add this information to the selected search result. In step 760 the component provides the search results in response to the search query. For example, the user may receive the search results through a web browser interface that lists the search results or the search results may be provided to another component for additional processing through an application programming interface (API). After step 760, these steps conclude.

Federated Search

The search described herein can include indices of data, where the data is a snapshot, primary copy, secondary copy, auxiliary copy, and so on. An organization may have several copies of data available on different types of media. Data may be available on, for example, a tape, on a secondary copy server, or through network attached storage.

The search capability can be extended to handle an end-user based search via a web interface, a user-based search (e.g., all files that can belong to "Bob" or that can be viewed by "Bob"), search results across several application types (e.g., file copies, Microsoft Exchange mailbox copies, Microsoft Exchange data agents, Microsoft Exchange public folders, etc.) and search results across multiple computers.

Using a graphical user interface, search criteria can be provided to specify data that is stored on any number and type of volumes and any type of data. An interface such as the interface 800 illustrated in FIG. 8 can be used to specify a search term 801 and one or more clients or volumes to search. As illustrated in FIG. 8, a list of available clients 805 can be presented. A set of controls 810 can be used to select one or more of the available clients. Selected clients can be displayed in region 815. Variations on this embodiment of the interface can be used to allow a user to select various volumes for the search. For example, the interface can allow a user to specify that the search is to be over the original copy, a primary secondary copy, and secondary or auxiliary copies of the content. The interface can also be configured to allow the user to specify that the search is to include file contents. An exemplary interface for allowing this option and receiving additional related parameters from a user can include an enabling check box 820 for searching in files, a search by field 825, a file name field 830, and a folder path 835 field.
The search criteria can also specify that the data be from any of multiple applications or of any type. An example of an interface for receiving additional search parameters is shown in Fig. 9. The search interface 900 can include fields for a search term 905, file name 906, file size 907, folder 908, modification date 909, email subject 910, email sender 911, email recipient 912, folder 913, date of receipt 914, and various advanced options such as client 915, iDA 916, owner 917, accessibility 918, sample 919, indexing time 920, and time zone 921.

Through the same interface or a separate interface, the user can also select the various types of application data to be searched. The graphical interface for performing the search can provide an efficient means for a user to enter search terms and perform that search over multiple volumes and data types. For example, the interface can provide check boxes or other population routines for identifying hardware or resources and display the list whereby a user can select specific volumes by name or address or whereby a user can select volumes by type or classification. Similarly, a user may be prompted to specify data types or classes.

In some embodiments, the search performed over multiple secondary copies and physical devices will be made with reference to metadata stored in one or more metabases or other forms of databases. A data collection agent may traverse a network file system and obtain certain characteristics and other attributes of data in the system. In some embodiments, such a database may be a collection of metadata and/or other information regarding the network data and may be referred to herein as a metabase. Generally, metabase refers to data or information about data, and may include, for example, data relating to storage operations or storage management, such as data locations, storage management components associated with data, storage devices used in performing storage operations, index data, data application type, or other data. Operations can be performed on this data using any known technique including those described in the assignee's co-pending application Ser. No. 11/564,119, filed Nov. 28, 2006, now U.S. Pat. No. 7,668,884, entitled "Systems and Methods for Classifying and Transferring Information in a Storage Network" the contents of which are herein incorporated by reference.

With this arrangement, when a search over multiple secondary copies is to be performed, a system administrator or system process may simply consult the metabase for such information rather than iteratively access and analyze each data item in the network. This approach significantly reduces the amount of time required to obtain data object information by substantially reducing or eliminating the need to obtain information from the source data, and furthermore reduces or minimizes the involvement of network resources in this process, thereby reducing the processing burden on the host system.

In some embodiments, a query may be received by the system for certain information. This request may be processed and analyzed by a manager module or other system process that determines or otherwise identifies which metabase or metabases within the system likely include at least some of the requested information. For example, the query itself may suggest which metabases to search and/or the management module may consult an index that contains information regarding metabase content within the system. The identification process may include searching and identifying multiple computing devices within an enterprise or network that may contain information satisfying search criteria.

A processor can be configured to search metabases or other indices corresponding to multiple volumes and data stores to identify an appropriate data set that may potentially have information related to the query. This may involve performing iterative searches that examine results generated by previous searches and subsequently searching additional, previously unidentified metabases to find responsive information that may not have been found during the initial search. Thus, the initial metabase search may serve as a starting point for searching tasks that may be expanded based on returned or collected results. The returned results may be optionally analyzed for relevance, arranged, and placed in a format suitable for subsequent use (e.g., with another application), or suitable for viewing by a user and reported.

Once a search has been performed and at least one document or other discrete data item identified, a list of the identified documents or data items can be provided. An example interface 1000 for displaying the results of an email search is illustrated in Fig. 10. The interface 1000 can include a summary area 1005 with summary information as well as a search results section 1010.

In some further embodiments, the one or more identified documents can be retrieved without performing a restore of the data back to the production volume. Such a transfer may involve copying data objects and metadata from one data store and metabase to another, or in some embodiments, may involve migrating the data from its original location to a second location and leaving a pointer or other reference to the second location so the moved information may be quickly located from information present at the original location.

In some embodiments, a preview pane can be provided so that a user can view at least a portion of the contents of the identified file. One such preview pane 1100 is illustrated in Fig. 11. This preview can be provided before any restore or retrieve operation is executed. In some embodiments, the preview can be generated by reading the identified file from the original data store and displaying the contents on the screen. In other embodiments, the identified file can be copied to a local disk and the preview generated based on file as it resides on a local disk. In some embodiments, the interface can display a portion of content 1105 from the data file returned by the search query and, in some further embodiments, prompt a user to refine the search. Data retrieval can also be performed using any known technique including those described in the assignee's co-pending application Ser. No. 11/694,890, filed Mar. 30, 2007, now U.S. Pat. No. 7,734,669, entitled "System and Method for Data Retrieval, Including Secondary Copy Precedence Optimizations", the contents of which are herein incorporated by reference.

Data Management Policy Integration

In some embodiments, the search criteria provided by a user as part of a search can later be applied as a data management policy. For example, a user could develop search terms that identify a certain set of data files. These search terms can then be stored as a data management policy which can then be applied at any other point in the data storage system. A data management policy created in this manner can be a data structure or other information source that includes a set of preferences and other storage criteria associated with performing a storage operation. The data management policy created based on a user-supplied search criteria can also be used as part of a schedule policy.

A schedule policy may specify when to perform storage operations and how often, and may also specify performing certain storage operations on sub-clients of data and how to treat those sub-clients. A sub-client may represent static or dynamic associations of portions of data of a volume and are typically mutually exclusive. Thus, a portion of data may be
given a label and the association is stored as a static entity in an index, database or other storage location used by the system. Sub-clients may also be used as an effective administrative scheme of organizing data according to data type, department within the enterprise, storage preferences, etc. The search criteria provided by a user can be used as a file selector in connection with any schedule policy.

In some embodiments, the data management policy can include various storage preferences, for example, those expressed by a user preference or storage policy. As non-limiting examples, the data management policy can specify a storage location, relationships between system components, network pathway to utilize, retention policies, data characteristics, compression or encryption requirements, preferred system components to utilize in a storage operation, and other criteria relating to a storage operation. Thus, a storage policy may indicate that certain data is to be stored in a specific storage device, retained for a specified period of time before being aged to another tier of secondary storage, copied to secondary storage using a specified number of streams, etc. A storage policy and/or a schedule policy may be stored in a storage manager database or in other locations or components of the system.

Integrated Data Rights Security Control

Some organizations may have multiple levels of security according to which some users can access certain files while others cannot. For example, a high security user group can be defined and this group can be granted access to all documents created by the organization; a medium security group can be granted access to only certain classes of documents; a low security group can be granted access only to certain predefined documents.

The search interface described herein can be configured to be accessible by any type of user including a secondary copy administrator, an end user who does not have any administrative privileges, or a user of any security clearance. Additionally, the data files stored in the data management system can be tagged with security information. This information tag can be stored in a metabase or any other form of content index and can be used to leverage existing security schema. In embodiments in which a search is performed on one or more context indices, corresponding security tag information can be stored therein. Security information can include identification of various classes of users who are granted rights to access the document as well as identification of classes of users who are denied access rights.

In some embodiments, security information can be stored in the form of user tags. User tags are further described in the assignee's co-pending application Ser. No. 11/694,784, filed Mar. 30, 2007, entitled "System and Method Regarding Security And Permissions", the contents of which are herein incorporated by reference.

In some further embodiments, the search results can be filtered based on the user's security clearance or access privileges. After a user enters search parameters, data files matching those parameters may be identified, and a list of the identified files displayed to the user. If the user does not have the required security clearance or access privileges, the interface can be configured not to display the file.

It is possible that a secondary copy administrator may not have sufficient security clearance to inspect a file that is being restored or retrieved. In such a circumstance, the administrator will not be allowed to preview the file or otherwise inspect the contents of it during the search process. The interface providing results may be configured to not display a preview of such a file. If a secondary copy administrator had sufficient security clearance, then a preview may be provided or the administrator may be allowed to make a local copy of the file.

If the secondary copy administrator does not have sufficient security clearance for a specific file or group or class of files, an interface may be provided through which the administrator may initiate a copy of that file directly from the secondary copy device to a directory or disk associated with a user who has sufficient security clearance. In some instances, the user associated with the file may be the owner of the file. If the secondary copy administrator or other user executing a search query has sufficient security clearance to inspect the contents of the one or more files identified in the search, a preview of the data file may be displayed.

System Embodiments

The following discussion provides a brief, general description of a suitable computing environment in which the invention can be implemented. Although not required, aspects of the invention are described in the general context of computer-executable instructions, such as routines executed by a general-purpose computer, e.g., a server computer, wireless device or personal computer. Those skilled in the relevant art will appreciate that the invention can be practiced with other communications, data processing, or computer system configurations, including: Internet appliances, hand-held devices (including personal digital assistants (PDAs)), wearable computers, all manner of cellular or mobile phones, multi-processor systems, microprocessor-based or programmable consumer electronics, set-top boxes, network PCs, minicomputers, mainframe computers, and the like. Indeed, the terms "computer," "host," and "host computer" are generally used interchangeably herein, and refer to any of the above devices and systems, as well as any data processor.

Aspects of the invention can be embodied in a special purpose computer or data processor that is specifically programmed, configured, or constructed to perform one or more of the computer-executable instructions explained in detail herein. Aspects of the invention can also be practiced in distributed computing environments where tasks or modules are performed by remote processing devices, which are linked through a communications network, such as a Local Area Network (LAN), Wide Area Network (WAN), or the Internet. In a distributed computing environment, program modules may be located in both local and remote memory storage devices.

Aspects of the invention may be stored or distributed on computer-readable media, including magnetically or optically readable computer discs, hard-wired or preprogrammed chips (e.g., EEPROM semiconductor chips), nanotechnology memory, biological memory, or other data storage media. Indeed, computer implemented instructions, data structures, screen displays, and other data under aspects of the invention may be distributed over the Internet or over other networks (including wireless networks), on a propagated signal on a propagation medium (e.g., an electromagnetic wave(s), a sound wave, etc.) over a period of time, or they may be provided on any analog or digital network (packet switched, circuit switched, or other scheme). Those skilled in the relevant art will recognize that portions of the invention reside on a server computer, while corresponding portions reside on a client computer such as a mobile or portable device, and...
thus, while certain hardware platforms are described herein, aspects of the invention are equally applicable to nodes on a network.

CONCLUSION

From the foregoing, it will be appreciated that specific embodiments of the system have been described herein for purposes of illustration, but that various modifications may be made without deviating from the spirit and scope of the invention. For example, although files have been described, other types of content such as user settings, application data, emails, and other data objects can all be indexed by the system. Accordingly, the invention is not limited except as by the appended claims.

Unless the context clearly requires otherwise, throughout the description and the claims, the words “comprise,” “comprising,” and the like are to be construed in an inclusive sense, as opposed to an exclusive or exhaustive sense; that is to say, in the sense of “including, but not limited to.” The word “coupled,” as generally used herein, refers to two or more elements that may be either directly connected, or connected by way of one or more intermediate elements. Additionally, the words “herein,” “above,” “below,” and words of similar import, when used in this application, shall refer to this application as a whole and not to any particular portions of this application. Where the context permits, words in the above Detailed Description using the singular or plural number may also include the plural or singular number respectively. The word “or” in reference to a list of two or more items, that word covers all of the following interpretations of the word: any of the items in the list, all of the items in the list, and any combination of the items in the list.

The above detailed description of embodiments of the invention is not intended to be exhaustive or to limit the invention to the precise form disclosed above. While specific embodiments of, and examples for, the invention are described above for illustrative purposes, various equivalent modifications are possible within the scope of the invention, as those skilled in the relevant art will recognize. For example, while processes or blocks are presented in a given order, alternative embodiments may perform routines having steps, or employ systems having blocks, in a different order, and some processes or blocks may be deleted, moved, added, subdivided, combined, and/or modified. Each of these processes or blocks may be implemented in a variety of different ways. Also, while processes or blocks are at times shown as being performed in series, these processes or blocks may instead be performed in parallel, or may be performed at different times.

The teachings of the invention provided herein can be applied to other systems, not necessarily the system described above. The elements and acts of the various embodiments described above can be combined to provide further embodiments.

These and other changes can be made to the invention in light of the above Detailed Description. While the above description details certain embodiments of the invention and describes the best mode contemplated, no matter how detailed the above appears in text, the invention can be practiced in many ways. Details of the system may vary considerably in implementation details, while still being encompassed by the invention disclosed herein. As noted above, particular terminology used when describing certain features or aspects of the invention should not be taken to imply that the terminology is being redefined herein to be restricted to any specific characteristics, features, or aspects of the invention with which that terminology is associated. In general, the terms used in the following claims should not be construed to limit the invention to the specific embodiments disclosed in the specification, unless the above Detailed Description section explicitly defines such terms. Accordingly, the actual scope of the invention encompasses not only the disclosed embodiments, but also all equivalent ways of practicing or implementing the invention under the claims.

While certain aspects of the invention are presented below in certain claim forms, the inventors contemplate the various aspects of the invention in any number of claim forms. For example, while only one aspect of the invention is recited as embodied in a computer-readable medium, other aspects may likewise be embodied in a computer-readable medium. Accordingly, the inventors reserve the right to add additional claims after filing the application to pursue such additional claim forms for other aspects of the invention.

We claim:

1. A system for managing data associated with at least one data storage component, wherein the data storage component is coupled to multiple computers over a network, the system comprising:

a data storage management component for managing data associated with the data storage component,

wherein the managed data associated with the data storage component includes

data objects generated by multiple computers,
data objects stored in multiple software application formats,

primary copies of data objects,

secondary copies of data objects,

modified copies of data objects that have been modified by at least one of encryption and compression, and

offline copies of data objects; and,

wherein the data storage management component is configured to:

receive a first user’s first data object from a first computer over the network, wherein the first data object received from the first computer is in a first software application format;

index descriptive data of the first data object;

receive a second user’s second data object from a second computer over the network, wherein the second data object received from the second computer is in a second different software application format, and wherein the first data object from the first computer and the second data object from the second computer are both primary copies;

index descriptive data of the second data object;

receive a data storage policy that specifies one or more storage operations to be performed;

perform a first storage operation specified by the data storage policy on the first and second data objects received respectively from the first computer and the second computer, wherein the performance of the first storage operation results in creating a third data object, wherein the third data object is a secondary copy of the first data object, and

indexing descriptive data of the third data object;

perform a second storage operation specified by the data storage policy on the third data object, wherein the performance of the second storage operation results in creating a fourth data object, wherein the fourth data object is a modified secondary copy of the
first data object that has been modified by compression or encryption, and
indexing descriptive data of the fourth data object; and,
perform a third storage operation specified by the data storage policy on the fourth data object, wherein the performance of the third storage operation results in
creating a fifth data object, wherein the fifth data object is a modified secondary copy of the first data object that has been modified by at least one of compression and encryption, and wherein the fifth data object is stored offline, and
indexing descriptive data of the fifth data object;
a database associated with the data storage management component that stores descriptive data referring to the data managed by the data storage management component, wherein the database stores the indexed descriptive data of the first, second, third, fourth, and fifth data objects; and,
a search component configured to:
search the managed data associated with the data storage component based on a single query that is received from a user and that has a set of search criteria, wherein the search comprises searching the database for managed data that matches the set of search criteria,
in response to receiving a user's query, search the database to identify the fifth data object that is a modified secondary copy stored offline that matches the set of search criteria, and,
retrieve from an offline storage location the identified fifth data object that is a modified secondary copy.
2. The system of claim 1, further comprising a HTML-based graphical user interface for receiving user input identifying a type of data to be used by the search component in a search.
3. The system of claim 2, wherein the user interface is further configured to display a preview of search results that provides a summary of the search results.
4. The system of claim 1, wherein the database comprises multiple content indices, and wherein each of the content indices is associated with a logical volume that comprises one or more physical volumes.
5. The system of claim 1, further comprising a security component for storing multiple security policies relating to multiple users and further defining data access rights for those users including which search results can be displayed to the user in response to a search.
6. The system of claim 1, wherein the search component is configured to receive search criteria input via a web browser.
7. The system of claim 6, wherein the storage management component is further configured to receive from a user an indication to apply the search criteria as a data management policy for future storage operations.
8. The system of claim 1, wherein the secondary copies comprise backup copies and archive copies.
9. A method for managing data associated with one or more data storage devices, wherein the data storage devices are coupled to multiple computers over a network, the method comprising:
receiving a first user's first data object from a first computer over the network, wherein the first data object received from the first computer is in a first software application format;
indexing content of the first data object;
receiving a second user’s second data object from a second computer over the network, wherein the second data object received from the second computer is in a second different software application format, and wherein the first data object from the first computer and the second data object from the second computer are both primary copies;
indexing content of the second data object;
performing a first storage operation on the first and second data objects that is specified by a data storage policy for managing data associated with the data storage devices, wherein performing the first storage operation results in
creating a third data object, wherein the third data object is a secondary copy of the first data object, and
indexing content of the third data object;
performing a second storage operation specified by the data storage policy on the third data object, wherein the performance of the second storage operation results in
creating a fourth data object, wherein the fourth data object is a modified secondary copy of the first data object that has been modified by compression or encryption, and
indexing content of the fourth data object;
performing a third storage operation specified by the data storage policy on the fourth data object, wherein the performance of the third storage operation results in
creating a fifth data object, wherein the fifth data object is a modified secondary copy of the first data object that has been modified by at least one of compression and encryption, and
wherein the fifth data object is stored offline, and
indexing content of the fifth data object;
maintaining a content index of data associated with the data storage devices, wherein the data associated with the data storage devices includes
data objects generated by multiple computers,
data objects stored in multiple software application formats,
primary copies of data objects,
secondary copies of data objects,
modified copies of data objects that have been modified by at least one of encryption and compression, and
offline copies of data objects, and
wherein the content index reflects the indexed content of at least the first, second, third, fourth, and fifth data objects;
in response to receiving a user's query, searching the content index to identify the fifth data object that is a modified secondary copy stored offline that matches search criteria provided by the user; and,
retrieving from an offline storage location the identified fifth data object that is a modified secondary copy.
10. The method of claim 9, further comprising receiving user input through a graphical user interface identifying a type of data to be used for searching.
11. The method of claim 9, wherein the index comprises multiple content indices, and wherein each of the content indices is associated with a logical volume that represents one or more physical volumes.
12. The method of claim 9, further comprising storing multiple security policies relating to multiple users, wherein the policies further define data access rights for those users that specify the data that can be accessed by each user.
13. The method of claim 9, further comprising receiving search criteria from a user and an indication that the search
criteria produce the type of results that a user wants to find on a regular basis, and storing the search criteria as a data management policy that the user can apply to future storage operations.

14. The method of claim 9, wherein the secondary copies comprise copies of secondary copies on which additional data storage operations have been performed.

15. The method of claim 9, wherein two or more of the secondary copies differ in type of document and time of creation.

16. A computer-readable storage medium having computer-executable instructions that, when executed by a computer perform a method for managing data associated with a data storage component, wherein the data storage component is coupled to multiple computers over a network, the method comprising:

receiving a first user's first data object from a first computer over the network, wherein the first data object received from the first computer is in a first software application format;

indexing content of the first data object;

receiving a second user's second data object from a second computer over the network, wherein the second data object received from the second computer is in a second different software application format, and wherein the first data object from the first computer and the second data object from the second computer are both primary copies;

indexing content of the second data object;

receiving a data storage policy that specifies one or more storage operations to be performed;

performing a first storage operation specified by the data storage policy on the first and second data objects received respectively from the first computer and the second computer, wherein the performance of the first storage operation results in

creating a third data object, wherein the third data object is a secondary copy of the first data object, and

indexing content of the third data object;

performing a second storage operation specified by the data storage policy on the third data object, wherein the performance of the second storage operation results in creating a fourth data object, wherein the fourth data object is a modified secondary copy of the first data object that has been modified by compression or encryption, and

indexing content of the fourth data object;

performing a third storage operation specified by the data storage policy on the fourth data object, wherein the performance of the third storage operation results in creating a fifth data object, wherein the fifth data object is a modified secondary copy of the first data object that has been modified by at least one of compression and encryption, and

wherein the fifth data object is stored offline, and

indexing content of the fifth data object;

maintaining a content index of data associated with the data storage component,

wherein the data associated with the data storage component includes

data objects generated by multiple computers,

data objects stored in multiple software application formats,

primary copies of data objects,

secondary copies of data objects,

modified copies of data objects that have been modified by at least one of encryption and compression,

and

offline copies of data objects, and,

wherein the content index reflects the indexed content of at least the first, second, third, fourth, and fifth data objects;

receiving a query from a user to identify data objects associated with the data storage component that match a set of search criteria;

in response to the query, searching the content index to identify the fifth data object that is a modified secondary copy stored offline that matches the search criteria; and,

retrieving from an offline storage location the identified fifth data object that is a modified secondary copy.

17. The method of claim 16, wherein the index comprises multiple content indices, and wherein each of the content indices is associated with a different type of content.

18. The method of claim 16, further comprising storing multiple security policies relating to multiple users, wherein the policies define the data for which a user can receive search results.

19. The method of claim 16, further comprising receiving an indication from the user that the searching identifies a type of search results that the user would like to receive on a regular basis, and storing the search criteria as a data management policy that the user can apply to future storage operations.

20. The system of claim 1, wherein the database is a meta-base and wherein the descriptive data is metadata.
UNITED STATES PATENT AND TRADEMARK OFFICE
CERTIFICATE OF CORRECTION

PATENT NO. : 7,882,098 B2
APPLICATION NO. : 12/058575
DATED : February 1, 2011
INVENTOR(S) : Anand Prahlad et al.

It is certified that error appears in the above-identified patent and that said Letters Patent is hereby corrected as shown below:


In column 3, line 53, delete “why” and insert -- when --, therefor.

In column 4, line 62, delete “thorough” and insert -- through --, therefor.

In column 14, line 29, in Claim 9, after “that” delete “that”.

In column 16, line 6, in Claim 16, after “that” delete “that”.

Signed and Sealed this Twenty-sixth Day of April, 2011

David J. Kappos
Director of the United States Patent and Trademark Office