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Background

1. Field of the Invention

[03] The present invention generally relates to parallel processing and more particularly

relates to systems and methods for tracking resources during parallel processing.

2. Related Art

[04] Parallel processing engages the concurrent use of multiple processors to solve large

computational problems. Since solving large problems often requires significant time with a

single processor, parallel processing allows such problems to be distributed amongst multiple

processors, with each of which solving only a portion of the problem in a fraction of the time.

[05] However, parallel processing presents significant challenges. For example, a

complex task scheduler is required to efficiently distribute problem components between the

multiple processors, memory resources must be properly allocated and shared, and messages

must pass between the processors.

[06] However, conventional task schedulers are inadequate for efficient parallel processing.

Conventional task schedulers perform two functions: 1) tracking of resources, and 2)



providing the policies by which tasks are mapped to, and hence evaluated by, resources.

Unfortunately, in conventional task schedulers no clear delineation exists between tracking

resources, on one hand, and the manner by which those resources are utilized, on the other.

This means that a conventional task scheduler, once online, must always be online. This

results in conventional parallel processing that is limited to only a single session, which also

must always be online. This also results in conventional parallel processing that operates with

a single set of policies within the single session.

[07] One proposed solution is to invoke multiple sessions, each running a distinct task

scheduler and implementing a different set of policies. This method is highly disadvantageous

since 1) there may be a long latency time involved in obtaining the resources in the first place

when the session is invoked, and 2) there is no guarantee that another session will not seize

some or all of the resources the new session needs during that open time window between

when the first session is killed and the new session is invoked. Thus, any solution that

requires that sessions compete with each other for the same resources will significantly

decrease the efficiency of the overall parallel processing system.

[08] Another proposed solution is to work within the bounds of the tightly coupled, single

session/single task scheduler/single policy scenario, but to augment the task scheduler's

policy to take into account the new requirements. This method is also highly disadvantageous

because the policy enforced by a task scheduler is already highly complex. For example, it

must account for race conditions as a result of premature terminations, among other things.

Because of the highly complex nature of the policy, a solution that requires the policy to be

even more complex is highly undesirable, especially when the new policy is tangential or

even incompatible with the existing policy.

[09] Therefore, what is needed is a system and method that overcomes these significant

problems found in conventional parallel processing systems as described above.

Summary

[10] The present invention provides parallel processing systems and methods that enable

single session parallel processing with multiple task schedulers implementing multiple

policies and communicating with each other via communication primitives. This is achieved,

in one embodiment of the present invention, by decomposing the general problem of

exploiting parallelism into three parts. First, an infrastructure is provided to track resources.



Second, a method that exposes the tracking of the aforementioned resources to task

scheduler(s) and communication primitive(s) is defined. Third, a method is provided by

which task scheduler(s), in turn, may enable and/or disable communication primitive(s).

[11] In one embodiment, the fundamental concepts of tracking resources and utilizing

resources are de-coupled or separated into two modules: a tracker and a task

scheduler/evaluator. The tracker is always online during a session. The task scheduler

manages the execution of a collection of tasks using a collection of resources and is capable

of going online or offline within a single session (i.e., the task scheduler can obtain and

release resources).

[12] In operation, after a session is invoked, any task scheduler can come online (i.e.,

request available resources from the tracker). The task scheduler then manages the execution

of tasks using those available resources, and when done, it goes offline (i.e., releases the

resources). Another task scheduler may also come online in the same session, obtain the same

or different resources used by a previous task scheduler, and utilize those resources in a

completely different way (i.e. under completely different policy guidelines).

[13] The separation defined above enables the following possibilities: 1) it allows for a

simpler implementation of the task schedulers; and 2) it allows for a tight coupling between a

task scheduler and the communication primitives that the tasks, managed by the

aforementioned task scheduler, may use when communicating. The task schedulers can be

implemented more simply because each task scheduler has a more narrowly focused, discrete

policy.

[14] The tight coupling between a task scheduler and the communication primitives

prevents a whole class of deadlocks from occurring. Typically, these deadlocks occur when a

mismatch exists between the polices by which any task scheduler handles premature

termination of tasks, and the functionality implemented in terms of the communication

primitives. As an example, consider the situation where a task scheduler relaunches a task in

the event of premature termination. This task relaunch is predicated on it not being able to

communicate with any other task.

[15] According to one embodiment of the present invention, the separation above, and the

functionality it enables, provides: (a) the ability to enable and disable non-tracker

functionality; (b) the ability to filter out stale messages (e.g., messages meant for one



incarnation of a destination cannot be delivered to another incarnation of the same

destination); (c) the ability to migrate resources; and (d) the ability to re-launch resources in

situ (i.e., without having to coordinate the re-launch with any other entity).

[16] In one embodiment, resources are managed using a star (backbone) topology. The

center of the backbone is termed the Hub. The peripheries of the backbone are termed the

Spokes. Furthermore, spoke resources can be migrated between hubs for more efficient

parallel processing using the hierarchical star topology.

[17] Other features and advantages of the present invention will become more readily

apparent to those of ordinary skill in the art after reviewing the following detailed description

and accompanying drawings.

Brief Description of the Drawings

[18] The details of the present invention, both as to its structure and operation, may be

gleaned in part by studying the accompanying drawings, in which like reference numerals,

refer to like parts, and in which:

[19] Figure IA is a schematic block diagram representation of an example parallel

hardware system composed of a set of physical machines according to an embodiment of the

present invention;

[20] Figure IB shows an example of how each physical machine may be used to execute a

set of virtual machines according to an embodiment of the present invention;

[21] Figure 1C shows the two fundamental concepts of Parallel Processing, and

Concurrent Processing according to an embodiment of the present invention;

[22] Figure 2A shows an example of a schematic block diagram representing a virtual

machine that includes a virtual process that comprises two physical processes according to an

embodiment of the present invention;

[23] Figure 2B shows an example of the two fundamental types of schedulers according to

an embodiment of the present invention;

[24] Figure 3A is a signal diagram that shows an example parallel processing

infrastructure according to an embodiment of the present invention;

[25] Figure 3B is a block diagram that shows an example of the attributes of a resource

over time within a session according to an embodiment of the present invention;



[26] Figure 4 provides a high level overview of an example tracker, and how it interacts in

a system that allows for the definition and implementation of task schedulers and task

evaluators according to an embodiment of the present invention;

[27] Figure 5A is a block diagram that illustrates each level of an example backbone

hierarchical topology according to an embodiment of the present invention;

[28] Figure 5B is a block diagram that illustrates an example the secondary topology

according to an embodiment of the present invention;

[29] Figure 5C is a block diagram that illustrates an example of a hierarchical backbone

topology according to an embodiment of the present invention;

[30] Figure 6A is a block diagram of an example session according to an embodiment of

the present invention;

[31] Figure 6B is a block diagram of an example session of a task scheduler according to

an embodiment of the present invention;

[32] Figure 6C is a block diagram of an example session of a task evaluator according to

an embodiment of the present invention;

[33] Figure 6D is a block diagram of an example session of a task evaluator calling a task

scheduler according to an embodiment of the present invention;

[34] Figure 7A is a block diagram that illustrates an example of the sequence of events that

enable a task scheduler to come online, schedule, and when done, go offline according to an

embodiment of the present invention;

[35] Figure 7B is a block diagram that illustrates an example of the sequence of events that

enable a task evaluator to come online, evaluate, when done, go offline, and finally report the

task's status back to the task scheduler according to an embodiment of the present invention;

[36] Figure 8A is a block diagram that illustrates an example of how a Hub interacts with

its Spokes according to an embodiment of the present invention;

[37] Figure 8B is a block diagram that illustrates an example of how a parent Hub migrates

a Spoke to one of its child Hub according to an embodiment of the present invention;

[38] Figure 8C is a block diagram that illustrates an example of how a resource is migrated

from a Hub to another Hub according to an embodiment of the present invention;

[39] Figure 9 is a block diagram that depicts an example of the manner in which a resource

is launched, and if need be, relaunched according to an embodiment of the present invention;



[40] Figure 10 is a block diagram illustrating an example computer system that may be

used in connection with various embodiments described herein.

Detailed Description

[41] Certain embodiments as disclosed herein provide a parallel processing infrastructure

with a resource tracking method and system. This is achieved, in one embodiment of the

present invention, by decomposing the general problem of exploiting parallelism into three

parts. First, an infrastructure is provided to track resources. Second, a method that exposes

the tracking of the aforementioned resources to task scheduler(s) and communication

primitive(s) is defined. Third, a method is provided by which task scheduler(s), in turn, may

enable and/or disable communication primitive(s).

[42] The parallel processing infrastructure can be utilized in a number of environments,

including an architecture with multiple processors, a distributed computing environment, a

global network of processors, or any other environment where it is desirable to subdivide the

execution of a computer program between multiple processors.

[43] After reading this description, skilled practitioners in the art will appreciate how to

implement the invention in various alternative embodiments and alternative applications.

However, although various embodiments of the present invention will be described herein, it

is understood that these embodiments are presented by way of example only, and not

limitation. As such, this detailed description of various alternative embodiments should not

be construed in any way to limit the scope or breadth of the present invention as set forth in

the appended claims.

[44] Skilled practitioners will further appreciate that the various illustrative logical blocks,

modules, circuits, and algorithm steps described in connection with the embodiments

disclosed herein can often be implemented as electronic hardware, computer software, or

combinations of both. To clearly illustrate this interchangeability of hardware and software,

various illustrative components, blocks, modules, circuits, and steps have been described

above generally in terms of their functionality. Whether such functionality is implemented as

hardware or software depends upon the particular application and design constraints imposed

on the overall system. Skilled persons can implement the described functionality in varying

ways for each particular application, but such implementation decisions should not be

interpreted as causing a departure from the scope of the invention. In addition, the grouping



of functions within a module, block, circuit or step is for ease of description. Specific

functions or steps can be moved from one module, block or circuit without departing from the

invention.

[45] Fig IA shows a schematic block diagram representative of a parallel hardware system

composed of a set of physical machines (120, 130, 140, 150, 160) interconnected via a

physical mter-machine topology ( 110). In the illustrated embodiment, each physical machine

may have one or more physical processors, and the machines or individual processors can be

connected to each other via an intra-machine topology (170) or an mter-machine topology

110 as appropriate.

[46] Each physical machine may be used to execute a set of virtual machines, as depicted

in Fig IB; thus giving rise to two fundamental concepts, depicted in Fig 1C, Parallel

Processing, and Concurrent Processing. Parallel Processing refers to the mapping of a single

virtual processor on a single physical processor. Concurrent Processing refers to mapping

multiple virtual processors on a single physical processor. For the purposes of this description,

the term parallel processing shall refer to both Parallel Processing and Concurrent Processing.

[47] Note that all physical machines need not be identical. So, in the context of Parallel

Processing, for example, machine 120 contains only one physical processor, and therefore

would execute only one virtual machine 180, as depicted in Fig IB. Machine 150, on the other

hand, contains multiple physical processors, and therefore, may potentially execute many

virtual machines.

[48] Fig 2A shows a schematic block diagram representing a virtual machine (201) that

includes a virtual process that comprises two physical processes: (a) shadow process (202),

and (b) resource process (203). The shadow process controls launching, and if need be,

relaunching of the resource process. The resource process comprises at least two physical

threads; the first two of which are labeled main (204) and daemon (205), respectively. Note

that in one embodiment, all resources (a collection of virtual machines, or a collection of

virtual threads within a virtual machine) are tracked using a star (backbone) topology. The

center of the backbone is termed the Hub. The peripheries of the backbone are termed the

Spokes.

[49] There are two fundamental types of schedulers, as depicted in Fig 2B: ones that

schedule tasks across a collection of virtual machines (208), and ones that schedule tasks



across a collection of virtual threads within a virtual machine (209). Note that in both cases,

the fundamental unit of execution, and hence resource, is the virtual thread (206).

Furthermore, each, except the first, virtual thread is shadowed by a shadow thread (207). The

role of the shadow thread is analogous to the role played by the shadow process; namely, to

launch and, if need be, relaunch physical threads that make up a virtual thread. In other words,

the first virtual thread is shadowed by the shadow process, while the rest of the virtual threads

are shadowed by their respective shadow threads. The reason for this distinction: a virtual

process by definition must have at least one virtual thread. Since a virtual process already has

a shadow process monitoring it, the first virtual thread need not be shadowed by a shadow

thread. For the purposes of this description, unless specified otherwise, we shall refer to the

respective shadows as simply Shadows.

[50] Fig 3A is a signal diagram that shows an example parallel processing infrastructure

according to one embodiment of the present invention. In the illustrated embodiment, the two

main functionalities - task schedulers (306A, 306B, 306C) and the tracker (310) - are shown

within a single session that starts at time 302 and concludes at time 303. The tracker

functionality comes online once (309), and comes offline once (31 1). However, task

schedulers, unlike the tracker, may come online and offline numerous times (306A, 306B,

306C). Note that in each such case, the manner by which resources are utilized may differ. As

an example, 306A may utilize the first and up to ten resources made available, and ignore the

rest (if any). 306B, on the other hand, may not start scheduling until it has four resources

available, and utilizes more if, and when, they become available. Finally, 306C may utilize

resources in increments of, for example, five.

[51] Regardless of the manner by which the resources are utilized, note that the tracker

tracks each resource in terms of three attributes: (a) ID.Resource - a number that is unique

across all resources, (b) ID.Reincarnation.Resource - a number that is unique across all

reincarnations of a particular resource, and (c) ID.Reincarnation.Link - a number that is

unique across all reincarnations of the link between each resource and its Hub. As a result,

task scheduler 306C, for example, may limit itself to using a specific set of resources utilized

at some point in the past (at, say time 312). For example, consider some resource with

attributes 314 of ID.Resource=64, ID.Reincarnation.Resource=29 and

ID.Reincarnation.Link=l, respectively, at time 312, as depicted in Fig 3B. The same resource



at time 313 can have only one of three sets of attributes (assuming the resource still exists):

(a) attributes 315 —the resource is the same incarnation as found at time 312, (b) attributes

316 —the resource is some new incarnation that followed the one at time 312, or (c) attributes

317 —the resource is the same incarnation as found at time 312, but was migrated by some

task scheduler (running on the current resource) to another task scheduler (running on some

other resource), and back. Needless to say, details on how migration takes place, and how the

respective values are computed will be covered later.

[52] Fig 4 provides a high level overview of an example tracker 401, and how it interacts in

a system that allows for the definition and implementation of task schedulers and task

evaluators (402A, 402B). The tracker 401 is executed on the daemon thread, while the task

schedulers are invoked and tasks are evaluated on the main thread.

[53] The functionality of each task scheduler and evaluator, labeled A through T, is defined

in terms of modules meant to be executed on the main thread (403A through 403T) and the

daemon thread (404A through 404T). Task functionality common across all task schedulers

and evaluators are defined in the Task Kernel sub-modules (405 and 406 on the main and

daemon thread, respectively). Furthermore, where applicable, all the task scheduler/evaluator

modules labeled A through T (on both the main and daemon threads) control access to

communication primitives that the respective tasks may use when communicating within the

virtual thread, or across virtual threads. To provide fine-grain control over the directions these

communication primitives (labeled 408A/B/C/D) may have, their access is controlled by the

scheduler or evaluator sub-modules (labeled 409A/B/C/D).

[54] Note that not all task scheduler/evaluator modules need to provide communication

primitives, as illustrated by task scheduler/evaluator A; in such cases, since no

communication primitives are defined, tasks cannot communication with any other entity.

Moreover, note that the communication primitives defined in Task Kernel and Tracker

modules (405, 406, 401) are inaccessible to both the callers of task schedulers and the callees

of task evaluators.

[55] One advantage of this framework is that it permits direct invocation of any task

scheduler (labeled 403A through 403T) on the Hub. At the same time, it allows for the

reception of any task on the Spoke without a prior knowledge (labeled 4 11). One consequence

of this layout: each task scheduler sub-module on the main thread must define its own event



loop to route all incoming messages. This, in turn, means the communication primitives

(labeled 408A) meant to be executed on the main thread at the Hub must be designed so that

they may only reply to a message, or process any incoming message; i.e. they may not

initiate a message, or wait for a specific message. The details of how a task scheduler is

invoked on the Hub, and how a task is evaluated on the Spoke shall be covered later.

[56] The tracker module, 401, has four sets of links. The first one, 413A, is to the main

thread. The second one, 413B, is to the Shadow. The third, 413C, (set of links) connect with

the Spokes (if any). The fourth, 4 13D, connects with the Hub (if any). The link 413A is

created when the daemon thread is created. The details of how the last three types of links are

set up and utilized will be covered later. Note that links with the main thread (413A), shadow

(413B), and Hub - in case of a Spoke - (413D) must always be online for the virtual thread to

be in existence. If for any reason, any one of these links are offline (i.e. non operational), the

tracker module would close down all four sets of links, and self destruct the virtual thread.

[57] However, links to Spokes (413C) are handled with special care by the Tracker module

(401); it propagates any change in status of the links (413C) to the Task Kernel module 406.

Details on what constituents a status report shall be covered later.

[58] Any suitable form of communication may be used, such as, for example, pipes,

signals, message queues, semaphores, shared memory, sockets, or any other suitable form, as

the invention is not limited in this respect. In addition, any suitable network protocol or

protocols may be used as the invention is not limited in this respect either. For example, in

some embodiments, the TCP/IP protocol may be used, even though the communications are

not necessarily traveling over the inter-machine topology.

[59] The scheduler portion of the Task Kernel module 406 is the recipient of all status

reports from the Tracker module 401, which, in turn, forwards the status reports to (a) the

scheduler portion of the Task Kernel module 405 - if some task scheduler is online on the

main thread; and (b) all communication primitives, say, 408C (on the daemon thread) that

would like to have access to said status reports regardless of whether some task scheduler is

online (on the main thread) or not, as depicted in Fig 4 (410). The later can be leverage by

any communication primitive that provides, for example, parallel lock functionality across,

say, many virtual processes. In this case, the parallel lock functionality implemented by the

communication primitive needs to track resources regardless of whether any task scheduler is



online or not. Note that in another embodiment, the Task Kernel module 406 can define the

exact order in which all communication primitives 408C are notified of the status reports.

[60] The tracker functionality tracks resources by way of a (backbone) hierarchical

topology (an example topology of the present invention). Fig 5A is a block diagram showing

each level in the (backbone) hierarchical topology. The center of the backbone is termed a

Hub (501). The peripheries of the backbone are termed the Spokes (502A, 502B, 502C,

502D). Furthermore, the task schedulers are invoked on the Hub, while the tasks are evaluated

at the Spokes.

[61] The tasks may communicate using the existing backbone topology, 503, or may utilize

the secondary topology, 504, as depicted in Fig 5B. In some embodiments, the creation and

deletion of the secondary topology is guided by, and whose usage, including direction, is

enabled and disabled by, the task scheduler that is online at the Hub. This is achieved by

augmenting the existing framework in three ways: (a) definition of the virtual thread is

augmented to include a new (separate) thread analogous to the daemon thread, but one whose

Tracker module would create, manage, and route messages meant for link(s) in the secondary

topology; (b) the Tracker module (401) is augmented to include a link to the aforementioned

(new) thread; and (c) the task/evaluator modules (A through T) on all threads are augmented

to provide access to communication primitives meant for secondary topology. In some

embodiments, the framework can be further augmented to support many secondary

topologies. Nevertheless, the pertinent point is this: there should be a tight coupling between a

task scheduler/evaluator and the communication primitives that the tasks may use.

[62] Fig 5C depicts the set up of a hierarchal backbone topology. For example, Hub A, 505,

tracks a collection of resources (that are its spokes); one of which is Spoke S, 506. Spoke S, in

turn, is also a Hub (Hub B —507). This recursive definition of Spokes also becoming Hubs is

achieved in a well-defined manner, and as depicted in Fig 6D. Normally, each Spoke is

assigned a task by its Hub, which then gets evaluated. However, hierarchal topology is created

when a Spoke is assigned a task whose evaluation results in the invocation of some task

scheduler, as depicted in 605 (Fig 6D).

[63] To summarize, at any moment in time 601 (Fig 6A), each node within a hierarchal

backbone topology is one whose main thread is either (a) offline; (b) executing a task

scheduler, as depicted in Fig 6B - this is only possible at the one/only root node of the



hierarchical backbone topology; (c) executing a task evaluator, as depicted in Fig 6C; or (d)

executing a task evaluator which in turn has evoked a task scheduler, as depicted in Fig 6D.

Furthermore, a task evaluator may invoke multiple task schedulers before concluding as long

as they are one after the other, as depicted in 606 (Fig 6D).

[64] The previous discussion has detailed how the tracking functionality in parallel

processing is decoupled from the task scheduling and task evaluation functionalities, and has

also described the general framework through which the task schedulers interact with the

tracker. Next to be described are four abilities that enable efficient and robust resource

tracking.

Ability to Enable and Disable non-Tracker Functionality

[65] Fig 7A illustrates the sequence of events that enable a task scheduler to come online,

schedule, and when done, go offline, at a Hub. Upon invocation (701) of some Task

Scheduler, say, T, on the main thread (as depicted by 403T in Fig 4), four steps are taken.

[66] First (702): (a) the corresponding communication primitives labeled 408A are enabled

by making them publicly accessible by way of the API labeled 409A; (b) the scheduler sub-

module of the Task Kernel on the main thread labeled 405 is invoked; the return value of

which is the initial snapshot of the resources tracked by the Tracker (401). Furthermore, from

this point on, Task Kernel module 406 would send messages containing incremental status

reports (from the Tracker 401) over the link 413A.

[67] Second (705), the scheduling of tasks using resources made available by the Tracker

(401) is commenced. Third (706), when done scheduling of tasks, all non-Tracker scheduling

functionality (on both the main and daemon threads) is deactivated. Note that one side-effect

of this is the disabling of the propagation of status reports (from the Tracker 401) by way of

Task Kernel module 406. Finally (707), the scheduler sub-module 403T returns back to the

caller.

[68] Expanding on the invocation of the scheduler sub-module of the Task kernel (405) in

the first step, a blocked message is sent to the scheduler sub-module of the Task Kernel on the

daemon thread (labeled 406) over the link 413A. Up on receiving the message, the scheduler

performs acts labeled 703 and 704; namely, the scheduler activates the scheduler sub-module

of module Task T (labeled 404T) and the corresponding communication primitives (labeled

409C), and activates the forwarding of status reports from the Tracker over the link 413A to



the scheduler sub-module of Task T module (403T). The reply contains the current snapshot

of the status reports of all the resources tracked by the Tracker (401).

[69] Note that each entry in the status reports corresponds to the tuple (ID.Resource,

ID.Reincarnation.Resource, ID.Reincarnation.Link, ID.status). ID.status is online if the link is

functional; or else it is offline.

[70] Conversely, Fig 7B illustrates the sequence of events that enable a task evaluator to

come online, evaluate, when done, go offline, and finally report the task's status back to the

task scheduler (at the Hub). First (708), a task is assigned by a task scheduler, and delivered

via the link 4 13D to the main thread, where the Spoke waits in an even loop inside the Task

Kernel evaluator sub-module (41 1). Second (709), upon receiving this task, the content of the

task is probed to determine the type of the task; let T denote the type of the task. Next, the

task evaluator, of type T, (408B) and the corresponding communication primitives (409B) are

enabled. Third (710), the corresponding communication primitives for type T (409C) on the

daemon thread are enabled (409D) (by way of a message from 405 to 406). Fourth (71 1), the

evaluator sub-module within 403T is invoked. Fifth (712), having finished evaluating the task,

all primitives and functionality enabled in the previous steps are disabled. Finally (713), the

status of the task is reported back to the task scheduler using communication primitives 407B,

and the Spoke event loop inside the Task Kernel evaluator sub-module (41 1), waiting for

another task.

[71] Finally, it should be apparent to those skilled in the art how steps (702, 703, 704, 706)

and (709, 710, 712) need to be augmented as needed if the task scheduler/evaluator T

provides access to communication primitives for the secondary topology.

Ability to Filter Stale Messages

[72] There can be only one source of stale messages: ones from the Hub (via one of the

links labeled 413C) to some Spoke (via link 413D). The creation of each such link is initiated

by the Spoke, details of which we shall cover later. Suffice it to say, once the link is

established, the first message sent over the link is from the Spoke (over 413D) to the Hub

(over the just established link —one of 413C), and it contains two numbers: ID.Resource, and

ID.Reincarnation.Resource. The Hub, upon receiving this message, associates a unique

number, ID.Reincarnation.Link, with this newly established link.



[73] The three attributes, ID.Resource, ID.Reincarnation.Resource, and

ID.Reincarnation.Link, form the basis by which stale messages get removed at the Hub before

they are transmitted to the Spoke. In other words, the headers for all messages meant for

transmission over the link (413C) to the Spoke must have the same three attributes.

Otherwise, the messages are simply discarded.

[74] Therefore, the sources of all such messages need to be notified if, and when, the link

goes both online and offline. There is one source for such messages: the sub-modules that

implement communication primitives across all types of task scheduler and evaluators. This is

achieved by having the tracker functionality propagate any change in status with respect to

any link (to the Spokes) to the Task Kernel modules on all threads within a virtual thread, and

whose details we covered when describing the enabling and disabling of non-tracker

functionality in the previous section.

[75] Note that the Spokes cannot be the source of stale messages because: (a) the

framework has the event loop for all task evaluators centralized at 4 11, thus ensuring that

there is only one way by which any task evaluator can go offline —as long as this transition

from online to offline happens after all messages from the said task evaluator are sent; (b)

communication primitives at the Hub can only reply; and (c) Tracker module (401) self

destructs the virtual thread if link 4 13D is non operational.

[76] Finally, note that this method can be extended to filter stale messages over any

secondary topology, which should be recognized and be obvious to those skilled in the art.

Ability to Migrate Resources

[77] The creation of a hierarchy of resources is achieved by migrating resources from a

Hub to some of its Spoke(s), as depicted in Figs 8A and 8B. A migration of resource is

triggered by a task scheduler that is invoked by a task evaluator at some Spoke. For example,

Spoke S (802) is assigned a task by task scheduler A (804), which when evaluated results in

the invocation of task scheduler B (806). At this point, the task scheduler B needs resources in

order to scheduler tasks. The only option available, if no resources exist, is for it to ask for the

resources from task scheduler A (804) by way of its caller (task evaluator A 805). Conversely,

the opposite migration takes place when task scheduler B (806) is done scheduling tasks, and

hence does not need the resources any more.



[78] Fig 8C illustrates an embodiment of how a resource is migrated from a parent Hub to

its child Hub. First (808), a task scheduler, say, B asks for a resources from its caller (task

evaluator, say, A). Second (809), since the caller is a Spoke, and hence cannot have access to

resources, it forwards the request to the task scheduler running on its Hub. Third (810), task

scheduler A picks a free resource (one of its Spokes, say F) as a candidate for migration.

Fourth (81 1), the task scheduler on Hub A (801) contacts its Tracker module on Hub A (801)

to initiate the migration of Spoke F. Fifth (812), the Tracker module on Hub A (801) contacts

the Tracker module on Spoke F (807) with the new coordinates (i.e. way by which to contact

the Tracker module of its new Hub). Sixth (813), the Spoke F attempts to contact the Tracker

on its new Hub (B - 803). If the attempt is successful (814), the Tracker module running on

Spoke F replaces link to original Hub (A) with link to new Hub (B). On the other hand, if the

attempt is not successful (815), an attempt is made to re-establish link with the existing Hub

(A); if attempt is successful (816), original link to Hub (A) is replaced with new link to the

same Hub (A), else (817) Tracker module self destructs the virtual thread.

[79] The end result of a successful migration (814) is: (a) the generation of a status report

(by Tracker module at Hub A -- 801) containing attributes indicating that a link went offline,

and (b) the generation of a status report (by Tracker module at Hub B - 803) containing

attributes indicating that a link went online. The end result of a failure to migrate is: (a) in

case of both 816 and 817, the generation of a status report (by Tracker module at Hub A -

801) containing attributes indicating that a link went offline, followed by (b) in case of 816

only, the generation of a status report (by Tracker module at Hub A - 801) containing

attributes indicating that a link went online.

[80] Finally, note that this method can be extended by those skilled in the art so that the

request for migration can be forwarded up the hierarchy (i.e. to parent Hub of Hub A).

Conversely, there are many ways by which a resource can be giving up, and to which Hub.

Ability to Relaunch Resources In-situ

[81] Fig 9 depicts the manner in which the Shadow launches, and if need be, relaunches the

Hub or Spoke. Note that the Shadow is launched only once (901), and is provided with a

unique number across all resources, ID.Resource. The Shadow, in turn, generates a number

unique across all launches and relaunches of the Hub or Spoke (902),



ID.Reincarnation.Resource. These two numbers, ID.Resource and

ID.Reincarnation.Resource, are made available to the Hub or Spoke (903).

[82] Fig 9 (903) depicts the normal or premature termination of the Hub or Spoke. In the

case where the link is a pipe, message queue or socket based on the, say, TCP/IP protocol, this

termination manifests itself as an EOF on the link 904 (at Shadow) - 904. Note that signals

may also be utilized to detect the termination of either a child process (in case a Shadow is a

shadow process), or a child virtual thread (in case a Shadow is a shadow thread). At this point,

the Shadow proceeds to clean up data structures, and prepares to relaunch the resource by

repeating step 902, only this time with another (different) ID.Reincarnation.Resource number.

[83] Note that since the default action of the shadow is to always relaunch a resource; the

only way to break the cycle is for a resource to notify its shadow to skip step 906 prior to

termination. Furthermore, each relaunch is achieved in situ; i.e., without the Shadow having

to coordinate this relaunch with any other entity, process or resource.

[84] Fig. 10 is a block diagram illustrating an example computer system (1050) that may be

used in connection with various embodiments described herein. For example, the computer

system (1050) may be used in conjunction with a parallel processing infrastructure. However,

other computer systems and/or architectures may be used, as will become clear to those

skilled in the art.

[85] The computer system 1050 preferably includes one or more processors, such as

processor 1052. Additional processors may be provided, such as an auxiliary processor to

manage input/output, an auxiliary processor to perform floating point mathematical

operations, a special-purpose microprocessor having an architecture suitable for fast execution

of signal processing algorithms (e.g., digital signal processor), a slave processor subordinate

to the main processing system (e.g., back-end processor), an additional microprocessor or

controller for dual or multiple processor systems, or a coprocessor. Such auxiliary processors

may be discrete processors or may be integrated with the processor 1052.

[86] The processor 1052 is preferably connected to a communication bus 1054. The

communication bus 1054 may include a data channel for facilitating information transfer

between storage and other peripheral components of the computer system 1050. The

communication bus 1054 further may provide a set of signals used for communication with

the processor 1052, including a data bus, address bus, and control bus (not shown). The



communication bus 1054 may comprise any standard or non-standard bus architecture such

as, for example, bus architectures compliant with industry standard architecture ("ISA"),

extended industry standard architecture ("EISA"), Micro Channel Architecture ("MCA"),

peripheral component interconnect ("PCI") local bus, or standards promulgated by the

Institute of Electrical and Electronics Engineers ("IEEE") including IEEE 488 general-

purpose interface bus ("GPIB"), IEEE 696/S-100, and the like.

[87] Computer system 1050 preferably includes a main memory 1056 and may also include

a secondary memory 1058. The main memory 1056 provides storage of instructions and data

for programs executing on the processor 1052. The main memory 1056 is typically

semiconductor-based memory such as dynamic random access memory ("DRAM") and/or

static random access memory ("SRAM"). Other semiconductor-based memory types include,

for example, synchronous dynamic random access memory ("SDRAM"), Rambus dynamic

random access memory ("RDRAM"), ferroelectric random access memory ("FRAM"), and

the like, including read only memory ("ROM").

[88] The secondary memory 1058 may optionally include a hard disk drive 1060 and/or a

removable storage drive 1062, for example a floppy disk drive, a magnetic tape drive, a

compact disc ("CD") drive, a digital versatile disc ("DVD") drive, etc. The removable

storage drive 1062 reads from and/or writes to a removable storage medium 1064 in a well-

known manner. Removable storage medium 1064 may be, for example, a floppy disk,

magnetic tape, CD, DVD, etc.

[89] The removable storage medium 1064 is preferably a computer readable medium

having stored thereon computer executable code (i.e., software) and/or data. The computer

software or data stored on the removable storage medium 1064 is read into the computer

system 1050 as electrical communication signals 1078.

[90] In alternative embodiments, secondary memory 1058 may include other similar means

for allowing computer programs or other data or instructions to be loaded into the computer

system 1050. Such means may include, for example, an external storage medium 1072 and an

interface 1070. Examples of external storage medium 1072 may include an external hard disk

drive or an external optical drive, or and external magneto-optical drive.

[91] Other examples of secondary memory 1058 may include semiconductor-based

memory such as programmable read-only memory ("PROM"), erasable programmable read-



only memory ("EPROM"), electrically erasable read-only memory ("EEPROM"), or flash

memory (block oriented memory similar to EEPROM). Also included are any other

removable storage units 1072 and interfaces 1070, which allow software and data to be

transferred from the removable storage unit 1072 to the computer system 1050.

[92] Computer system 1050 may also include a communication interface 1074. The

communication interface 1074 allows software and data to be transferred between computer

system 1050 and external devices (e.g. printers), networks, or information sources. For

example, computer software or executable code may be transferred to computer system 1050

from a network server via communication interface 1074. Examples of communication

interface 1074 include a modem, a network interface card ("NIC"), a communications port, a

PCMCIA slot and card, an infrared interface, and an IEEE 1394 fire-wire, just to name a few.

[93] Communication interface 1074 preferably implements industry promulgated protocol

standards, such as Ethernet IEEE 802 standards, Fiber Channel, digital subscriber line

("DSL"), asynchronous digital subscriber line ("ADSL"), frame relay, asynchronous transfer

mode ("ATM"), integrated digital services network ("ISDN"), personal communications

services ("PCS"), transmission control protocol/Internet protocol ("TCP/IP"), serial line

Internet protocol/point to point protocol ("SLIP/PPP"), and so on, but may also implement

customized or non-standard interface protocols as well.

[94] Software and data transferred via communication interface 1074 are generally in the

form of electrical communication signals 1078. These signals 1078 are preferably provided to

communication interface 1074 via a communication channel 1076. Communication channel

1076 carries signals 1078 and can be implemented using a variety of wired or wireless

communication means including wire or cable, fiber optics, conventional phone line, cellular

phone link, wireless data communication link, radio frequency (RF) link, or infrared link, just

to name a few.

[95] Computer executable code (i.e., computer programs or software) is stored in the main

memory 1056 and/or the secondary memory 1058. Computer programs can also be received

via communication interface 1074 and stored in the main memory 1056 and/or the secondary

memory 1058. Such computer programs, when executed, enable the computer system 1050 to

perform the various functions of the present invention as previously described.



[96] In this description, the term "computer readable medium" is used to refer to any media

used to provide computer executable code (e.g., software and computer programs) to the

computer system 1050. Examples of these media include main memory 1056, secondary

memory 1058 (including hard disk drive 1060, removable storage medium 1064, and external

storage medium 1072), and any peripheral device communicatively coupled with

communication interface 1074 (including a network information server or other network

device). These computer readable mediums are means for providing executable code,

programming instructions, and software to the computer system 1050.

[97] In an embodiment that is implemented using software, the software may be stored on a

computer readable medium and loaded into computer system 1050 by way of removable

storage drive 1062, interface 1070, or communication interface 1074. In such an

embodiment, the software is loaded into the computer system 1050 in the form of electrical

communication signals 1078. The software, when executed by the processor 1052, preferably

causes the processor 1052 to perform the inventive features and functions previously

described herein.

[98] While the particular system and method shown herein and described in detail is fully

capable of attaining the above described objects of this invention, it is to be understood that

the description and drawings presented herein represent a presently preferred embodiment of

the invention, and are therefore, representative of the subject matter which is broadly

contemplated by the present invention. It is further understood that the scope of the present

invention fully encompasses other embodiments that may become obvious to those skilled in

the art.

[99] Various embodiments may also be implemented primarily in hardware using, for

example, components such as application specific integrated circuits ("ASICs"), or field

programmable gate arrays ("FPGAs"). Implementation of a hardware state machine capable

of performing the functions described herein will also be apparent to those skilled in the

relevant art. Various embodiments may also be implemented using a combination of both

hardware and software.

[100] Furthermore, those of skill in the art will appreciate that the various illustrative logical

blocks, modules, circuits, and method steps described in connection with the above described

figures and the embodiments disclosed herein can often be implemented as electronic



hardware, computer software, or combinations of both. To clearly illustrate this

interchangeability of hardware and software, various illustrative components, blocks,

modules, circuits, and steps have been described above generally in terms of their

functionality. Whether such functionality is implemented as hardware or software depends

upon the particular application and design constraints imposed on the overall system. Skilled

persons can implement the described functionality in varying ways for each particular

application, but such implementation decisions should not be interpreted as causing a

departure from the scope of the invention. In addition, the grouping of functions within a

module, block, circuit or step is for ease of description. Specific functions or steps can be

moved from one module, block or circuit to another without departing from the invention.

[101] Moreover, the various illustrative logical blocks, modules, and methods described in

connection with the embodiments disclosed herein can be implemented or performed with a

general purpose processor, a digital signal processor ("DSP"), an ASIC, FPGA or other

programmable logic device, discrete gate or transistor logic, discrete hardware components, or

any combination thereof designed to perform the functions described herein. A general-

purpose processor can be a microprocessor, but in the alternative, the processor can be any

processor, controller, microcontroller, or state machine. A processor can also be implemented

as a combination of computing devices, for example, a combination of a DSP and a

microprocessor, a plurality of microprocessors, one or more microprocessors in conjunction

with a DSP core, or any other such configuration.

[102] Additionally, the steps of a method or algorithm described in connection with the

embodiments disclosed herein can be embodied directly in hardware, in a software module

executed by a processor, or in a combination of the two. A software module can reside in

RAM memory, flash memory, ROM memory, EPROM memory, EEPROM memory,

registers, hard disk, a removable disk, a CD-ROM, or any other form of storage medium

including a network storage medium. An exemplary storage medium can be coupled to the

processor such the processor can read information from, and write information to, the storage

medium. In the alternative, the storage medium can be integral to the processor. The

processor and the storage medium can also reside in an ASIC.

[103] The above description of the disclosed embodiments is provided to enable any person

skilled in the art to make or use the invention. Various modifications to these embodiments



will be readily apparent to those skilled in the art, and the generic principles described herein

can be applied to other embodiments without departing from the spirit or scope of the

invention. Thus, it is to be understood that the description and drawings presented herein

represent a presently preferred embodiment of the invention and are therefore representative

of the subject matter which is broadly contemplated by the present invention. It is further

understood that the scope of the present invention fully encompasses other embodiments that

may become obvious to those skilled in the art and that the scope of the present invention is

accordingly limited by nothing other than the appended claims.



Claims

1. A computer implemented method for parallel processing of computer instructions on a

plurality of processors located in one or more physical machines that are

communicatively coupled with each other via a communication infrastructure, wherein

the computer instructions are stored on a computer readable medium accessible by one

or more of the processors, the method comprising:

mapping a plurality of virtual processors to a plurality of processors;

creating a parallel processing session comprising the plurality of virtual

processors;

executing a tracker module within said parallel processing session on one of

said plurality of virtual processors, the tracker module configured to coordinate the

assignment of process resources for execution of tasks in accordance with a

predetermined policy and coordinate communication between tasks being evaluated;

executing a plurality of task schedulers within said parallel processing session

on said plurality of virtual processors, each task scheduler configured to obtain

resource processes from the tracker module, said resource processes configured to

evaluate one or more tasks, wherein each task scheduler operates according to a

predetermined policy; and

executing one or more task evaluators in one or more resource processes

within said parallel processing session and under the control of a task scheduler and its

predetermined policy, wherein a task evaluator executes a set of instructions that

comprise a task and wherein parallel processing occurs in said parallel processing

session by executing a single tracker module to track available resource processes and

executing a plurality of task modules to schedule and evaluate tasks in accordance

with a plurality of predetermined policies for each task module.

2 . The method of claim 1, further comprising sending a communication to the tracker by

a task scheduler to request an available resource process.

3 . The method of claim 1, further comprising going offline with a first task scheduler

when execution of the last task evaluator under control of the first task scheduler is



complete while continuing execution of the tracker within the parallel processing

session.

4 . The method of claim 3, further comprising going online with a second task scheduler

while continuing execution of the tracker within the parallel processing session.

5 . The method of claim 4, further comprising going offline with the second task

scheduler when execution of the last task evaluator under control of the second task

scheduler is complete while continuing execution of the tracker within the parallel

processing session.

6 . The method of claim 1, further comprising implementing a first predetermined policy

through execution of a first task scheduler in the parallel processing session and

implementing a second predetermined policy through execution of a second task

scheduler in the parallel processing session.

7 . The method of claim 1, further comprising maintaining a hierarchical parallel

processing infrastructure by the tracker, said hierarchical parallel processing

infrastructure comprising a plurality of links between task schedulers, task evaluators,

and resource processes, wherein each link has an associated identifier.

8. The method of claim 7, further comprising addressing communications between the

task schedulers, task evaluators, and resource processes using a combination of link

identifiers.

9 . The method of claim 8, further comprising filtering communications by discarding

communications having an invalid combination of link identifiers.

10. The method of claim 7, further comprising changing the identifier associated with a

link when a task evaluator goes offline and comes back online.

11. The method of claim 7, further comprising changing the identifier associated with a

link when a resource process is assigned from a first task evaluator to a second task

evaluator.



12. A computer software product for parallel processing of computer instructions on a

plurality of processors located in one or more physical machines that are

communicatively coupled with each other via a communication infrastructure, wherein

the computer instructions are stored on a computer readable medium accessible by one

or more of the processors, comprising:

mapping a plurality of virtual processors to a plurality of processors;

creating a parallel processing session comprising the plurality of virtual

processors;

executing a tracker module within said parallel processing session on one of

said plurality of virtual processors, the tracker module configured to coordinate the

assignment of process resources for execution of tasks in accordance with a

predetermined policy and coordinate communication between tasks being evaluated;

executing a plurality of task schedulers within said parallel processing session

on said plurality of virtual processors, each task scheduler configured to obtain

resource processes from the tracker module, said resource processes configured to

evaluate one or more tasks, wherein each task scheduler operates according to a

predetermined policy; and

executing one or more task evaluators in one or more resource processes

within said parallel processing session and under the control of a task scheduler and its

predetermined policy, wherein a task evaluator executes a set of instructions that

comprise a task and wherein parallel processing occurs in said parallel processing

session by executing a single tracker module to track available resource processes and

executing a plurality of task modules to schedule and evaluate tasks in accordance

with a plurality of predetermined policies for each task module.

13. A technical system for parallel processing of computer instructions on a plurality of

processors located in one or more physical machines that are communicatively

coupled with each other via a communication infrastructure, wherein the computer

instructions are stored on a computer readable medium accessible by one or more of

the processors, the technical system comprising:



a plurality of processors configured to execute computer instructions stored on

a computer readable medium accessible by one or more of the plurality of processors;

a plurality of virtual machines, each virtual machine having one or more virtual

processors, wherein each virtual processor is mapped to a single processor in the

plurality of processors,

wherein each virtual machine also has one or more virtual processes and each

virtual process comprises a shadow process and a resource process and each resource

process comprises a virtual thread having a main thread and a daemon thread;

a task module configured to operate in the main thread and schedule a plurality

of tasks for evaluation under a predetermined policy, obtain resource processes to

evaluate the plurality of tasks, and evaluate the plurality of tasks using the obtained

resource processes and in accordance with the predetermined policy;

a tracker module configured to operate in the daemon thread and coordinate

the assignment of process resources to a task module and coordinate communication

between tasks being evaluated;

wherein parallel processing occurs in a single parallel processing session

utilizing a single tracker module for tracking available resource processes and utilizing

a plurality of task modules for scheduling and evaluating tasks, wherein evaluation of

tasks takes place in accordance with a plurality of predetermined policies within said

single parallel processing session.

14. The system of claim 13, wherein the task module comprises a task kernel that includes

functionality that is common to all task schedulers and task evaluators.

15. The system of claim 13, wherein the task module is configured to operate as a task

evaluator when executing a task and also configured to operate as a task scheduler

when coordinating the execution of a task.

16. The system of claim 13, wherein the tracker module is further configured to maintain a

hierarchical structure of task schedulers and task evaluators comprising a plurality of

links between task schedulers, task evaluators, and resource processes, wherein each

link has an associated identifier.



17. The system of claim 16, wherein the tracker module is further configured to

coordinate communication between tasks by addressing communications using a

combination of link identifiers.

18. The system of claim 16, wherein the tracker module is further configured to filter

communication between tasks by discarding communications with an invalid

combination of link identifiers.

19. The system of claim 13, wherein the tracker module is further configured to change

the identifier associated with a link when a task evaluator goes offline and comes back

online.

20. The system of claim 13, wherein the tracker module is further configured to change

the identifier associated with a link when a resource process is assigned from a first

task evaluator to a second task evaluator.
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