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OPTIMIZING MEMORY ALLOCATION USING REPRESENTATION NEURAL
NETWORKS

CROSS-REFERENCE TO RELATED APPLICATION
This application claims priority to U.S. Provisional Application No. 63/452,143, filed
on March 14, 2023. The disclosure of the prior application is considered part of and is

incorporated by reference in the disclosure of this application.

BACKGROUND

This specification relates to processing inputs using neural networks.

Neural networks are machine learning models that employ one or more layers of
nonlinear units to predict an output for a received input. Some neural networks include one
or more hidden layers in addition to an output layer. The output of each hidden layer is used
as input to the next layer in the network, i.e., another hidden layer or the output layer. Each
layer of the network generates an output from a received input in accordance with current

values of a respective set of parameters.

SUMMARY

This specification describes a system implemented as computer programs on one or
more computers in one or more locations that optimizes the memory allocation of a target
program when executed on a target computer system having a plurality of memories.

The subject matter described in this specification can be implemented in particular
embodiments so as to realize one or more of the following advantages.

Compute resource efficiency is critical in large-scale, real-world computer systems,
and plays an increasingly greater role as demand for compute increases. For example, in the
domain of machine learning, the demand for increased compute is accelerating at a fast pace,
as workloads grow larger, and applications proliferate. Improving resource efficiency for
compute intensive workload, e.g., machine learning workloads, hence presents an important
opportunity to effectively manage the available compute of a given computer system.

One avenue towards this goal is to improve solutions to the memory mapping
problem.

Generally, modern hardware architectures have multiple layers of memory hierarchy,

differing in their sizes and speeds. Typically these memory layers range from large, but slow



10

15

20

25

30

WO 2024/189144 PCT/EP2024/056811

memory layers (e.g. HBM on TPUv4), to increasingly smaller, but faster layers (e.g. CMEM
on TPUv4).

The problem of determining when to use which memory layer, and managing data
transfer between layers, is the memory mapping problem. More specifically, a solution to the
memory mapping problem may define which buffers are allocated at what offsets in the fast
memory, as well as the time interval each buffer is allocated in memory.

A good memory mapping means that the faster memory layers are utilized effectively,
which can significantly reduce the overall execution time of the program.

However, finding optimal, or even just good solutions to this problem is an extremely
challenging problem, as finding a solution requires balancing the resource trade-offs between
fast memory space, execution time, and inter-memory bandwidth used for prefetching. This
can be seen as an NP-hard scheduling problem. Conventionally, the memory mapping
problem is “solved” by compilers through a series of expert-designed rule-based heuristics.
While these approaches often perform well on average, they also frequently yield suboptimal
results, as a fixed set of rules cannot cover all complex cases.

Instead, this specification introduces an approach that use a representation neural
network trained through reinforcement learning to solve this problem, enabling the system
find more optimal mappings for a variety of target programs, e.g., machine learning
workloads. In particular, the described approach frames the memory mapping problem as a
reinforcement learning problem and uses the representation neural network to represent the
structure of the memory allocation problem and allow the system to incrementally build a
solution for the memory mapping problem one buffer at a time.

This is a very challenging problem for a number of reasons. Firstly, as fast memory is
limited (that is, in a standard system, there is a finite amount of memory with relatively fast
processing speeds available for use), it is typically not possible to serve all instructions from
fast memory. In addition, the copy bandwidth between fast and slow memories is limited, and
moving buffers between memories can add additional execution overhead. As such, the
system needs to balance the trade-off between available memory space, copy bandwidth and
execution time efficiently. In addition, a program can have a large number, e.g., over one
hundred, instructions which can make a single trajectory of buffer allocations very long. This
results in an extremely large, combinatorial search space of over 10°(4000) possible
allocation trajectories, exceeding other challenging problems. In this situations, early
allocation decisions have long-lasting consequences. For instance, blocking memory space

that could be used more efficiently later on or taking up too much copy bandwidth to copy an
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important buffer into slow memory, could lead to sub-optimal performance results. As a
result, planning is important in this problem domain, and the system described herein
leverages the representation neural network in order to perform this task effectively. For
example, the system can perform a search using representations generated by the neural
network in order to plan the impact of performing a given allocation action for a given buffer.

The details of one or more embodiments of the subject matter of this specification are
set forth in the accompanying drawings and the description below.

Other features, aspects, and advantages of the subject matter will become apparent

from the description, the drawings, and the claims.

BRIEF DESCRIPTION OF THE DRAWINGS

FIG. 1 is a diagram of an example memory optimization system.

FIG. 2 is a flow diagram of an example process for generating a memory allocation
for a target program.

FIG. 3 shows an example of selecting a memory allocation action for a given buffer.

FIG. 4 shows an example of the resource trade-offs that are represented by different
memory allocation actions.

FIG. 5 shows an example architecture of the representation neural network.

FIG. 6 shows an example of the performance of the described techniques.

Like reference numbers and designations in the various drawings indicate like

elements.

DETAILED DESCRIPTION
FIG. 1 shows an example memory optimization system 100. The memory
optimization system 100 is an example of a system implemented as computer programs on
one or more computers in one or more locations, in which the systems, components, and
techniques described below can be implemented.

The memory optimization system 100 optimizes the memory allocation of a target
program 102 when executed on a target computer system 110 having a plurality of memories
112.

The target computer system 110 can be any appropriate system of one or more
computers that has a plurality of memories 112, e.g., that has a hierarchy of a plurality of

memories where memories in lower levels of the hierarchy have a smaller capacity, e.g.,
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memory capacity, but can be accessed, i.e., read to or written from, with less latency than
memories in higher levels of the hierarchy.

As a particular example, the computer system 110 can be a hardware accelerator that
is associated with multiple memories 112 arranged in a hierarchy. Memories in lower levels
of the hierarchy have a smaller capacity but can be accessed, i.e., read to or written from,
with less latency by the accelerator than memories in higher levels of the hierarchy.

As a particular example, the accelerator can have a large, but slow memory layer
(e.g., a High Bandwidth Memory (HBM)) and a smaller, but faster memory layer (e.g.
CMEM).

For example, the slow memory layer (also referred to in this specification as the
“second memory”) can have a large enough memory capacity to store all required data for
executing the program, but storing data in the slow memory layer incurs data transfer costs
during execution of the program (relative to storing the data in the faster memory). As
another example, the faster memory layer (also referred to in this specification as the “first
memory”’) can be accessed much quicker than the slower memory, but has limited capacity,
so storing all data in the faster memory layer is not possible.

To optimize the memory allocation, the system 100 determines an allocation of each
“buffer” 104 associated with the target program 102 across the plurality of memories 112.

Generally, the target program 102 includes a plurality of instructions, e.g., a sequence
of instructions, and each buffer 104 represents a respective operand or a respective output of
one of the plurality of instructions. During execution of the target program 102, each
instruction is executed at a respective time during the execution. This time will be referred to
in this specification as the “logical time” of the instruction and the buffers corresponding to
the instruction.

The target program 102 can represent any of a variety of computational workloads to
be executed by the target computer system 110.

For example, the target program 102 can be a program for performing inference using
a machine learning model or for training a machine learning model, e.g., a deep neural
network.

As another example, the target program 102 can be a workload for compressing or
decompressing data, e.g., video data, image data, or other high-dimensional data. In such
examples, in use the target program 102 may receive, as an input, one or more data items

comprising video data, image data, and/or other high-dimensional data, process the received
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data items to generate compressed or decompressed data items, and output the generated
compressed or decompressed data items.

As another example, the target program 102 can be a workload for editing video data,
image data, or other high-dimensional data. In such examples, in use the target program 102
may receive, as an input, one or more data items comprising video data, image data, and/or
other high-dimensional data, process the received data items to generate edited data items,
and output the generated edited data items.

More generally, for example, the target program 102 may be one which has high data
processing requirements.

More specifically, to determine the memory allocation, the system 100 receives data
specifying a sequence of buffers 104 that are associated with the target program 102 to be
executed on the target computer system 110. For example, the buffers can be arranged
within the sequence chronologically, i.e., according to the logical times of the buffers (and
their corresponding instructions).

The system 100 generates a memory allocation 120 for the target program 102 that
allocates each of the buffers 104 across the plurality of memories 112 during execution of the
target program 102 on the target computer system 110. The memory allocation 120 is
suitable for use in a compiling operation to generate an executable program that causes the
target computer system 110 to allocate the buffers 104 across the plurality of memories 112
in accordance with the memory allocation 120 while executing the target program.

For example, the memory allocation 120 can attempt to allocate buffers 104 so that
the total latency of executing the target program 102 on the target computer system 110 is
minimized.

To generate the memory allocation 120, the system 100 allocates each buffer 104
according to the sequence, i.e., one by one in an order specified by positions in the sequence,
with earlier buffers being allocated before later buffers in the sequence.

As part of generating the allocation, for each buffer, the system 100 generates a
current state input specifying 128 a current state of the memory allocation 120 as of a
position of the buffer in the sequence and processes the current state input using a
representation neural network 130 that is configured to process the current state input to
generate a state representation 132 of the current state of the memory allocation 120.

Generally, the state representation 132 is an ordered collection of numerical values,

e.g., a vector, matrix, or higher-order tensor of floating point or other numerical values, that
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represents the current state of the allocation 102, including properties of the current bufter
and of the allocations of the preceding buffers in the sequence.

The system 100 then selects a memory allocation action for the buffer from a set of
memory allocation actions using the state representation 132.

Each memory allocation action allocates the buffer differently across the plurality of
memories during the execution of the target program on the target computer system.

The set of memory allocation actions generally includes, for each of the memories
112, one or more actions that allocate the buffer in the memory.

For example, when the memories include the first memory and the second memory,
one or more of the actions can allocate the buffer into the first memory and one or more of
the actions can allocate the buffer into the second memory.

When two actions allocate the buffer to the same memory, each action allocates the
buffer differently within the memory, e.g., with one action having the effect of maintaining
an earlier allocation of the tensor specified by the buffer by extending the duration for which
the tensor is stored in the memory and another action having the effect of generating a new
allocation for the buffer (even if the corresponding tensor had previously been allocated to
the memory).

As a particular example, when the memories include a first memory and the second
memory, the set of memory allocation actions includes a first memory allocation action that
assigns the buffer to the first memory for a specified time interval. This action is also
referred to as the “Copy” action.

The specified time interval includes (“covers”) the time required to transfer the
corresponding buffer from the second memory to the first memory, i.e., the time required to
load the corresponding buffer into the first memory. The time required to transfer the
corresponding buffer between the second memory and the first memory may be referred to as
a data transfer time. The specified time interval including or covering the data transfer time
means that the specified time interval is at least as long as (e.g. the same amount of time as or
a greater amount of time compared to) the data transfer time.

Thus, selecting the Copy action allocates the buffer to the current available offset
within the first memory, i.e., to the first offset within the first memory that is designated as
available after the previous buffer was allocated.

In this example, the set of memory allocation actions also includes a second memory
allocation action that, when the buffer specifies a same tensor as an earlier buffer that is

earlier in the sequence, assigns the buffer to the same allocation in the first memory as the
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earlier buffer and extends the specified time interval for the earlier buffer to include the
logical time at which an instruction corresponding to the buffer is executed by the target
program.

Thus, this memory allocation action is only valid when another buffer in the same
alias group as the current buffer has already been allocated to the first memory and will be
referred to as the “NoCopy” action.

That is, this second memory allocation action modifies the allocation of memory
within the first memory so that the buffer is allocated within the first memory through the
time at which an instruction corresponding to the buffer is executed by the target program. In
other words, the NoCopy action extends the allocation of the tensor corresponding to the
buffer at the same offset as the earlier allocation but for a longer period of time.

Additionally, the set of memory allocation actions can include a third action that
assigns the buffer to the second memory without allocating the buffer to the first memory. In
other words, the third action assigns the buffer to the second memory instead of to the first
memory. This action will also be referred to as the “Drop” action.

An example of the “Copy, “NoCopy, and “Drop” actions is shown below with
reference to FIG. 3.

In some cases, to select the action using the state representation 132, the system 100
can perform a search through a state space using the state representation 132 and then select
the action using statistics computed during the search.

As another example, the system 100 can process the state representation 132 of the
current state using a policy neural network to generate a probability distribution over the set
of actions. The system can then select, of the actions that are valid given the current state, the
action using the probability distribution, e.g., by selecting the action with the highest
probability or by sampling from the distribution using an appropriate sampling technique.

Selecting memory allocation actions using the representation neural network 130 is
described in more detail below.

Generally, the system 100 selects the memory allocation actions subject to a set of
constraints.

For example, as described above, the NoCopy action can only be applied if there is a
matching buffer already in the first memory.

As another example, the set of constraints can include an aliasing constraint that

imposes that all buffers within the same alias group must either all be assigned to the second
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memory or are all be assigned to the first memory (e.g., using either the Copy or NoCopy
action).

As another example, the set of constrains can include a constraint that the total
allocation of buffers to the first memory cannot exceed the size of the first memory at any
point during execution of the target program.

Other constraints, e.g., on data transfer bandwidth and capacity between memories,
can also be imposed. These additional example constraints are described in more detail
below.

Once the memory allocation 120 has been determined, the system 100 can compile
the target program 102 to generate an executable program that, when executed by the target
computer system 110, causes the target computer system 110 to allocate the buffers 104
across the plurality of memories 112 in accordance with the memory allocation 120 while
executing the target program 102.

The system 100 can perform this compilation using any appropriate compiler for the
target computer system 110. For example, the compiler can generate an intermediate
representation (IR) of the target program 102 and then generate, from the IR, machine code
for running the program 102 on the computer system 110. One example of such a compiler is
the accelerated linear algebra (XLLA) compiler.

The system 100 can then cause the target computer system 110 to execute the
compiled program or can provide the compiled program to another system for use in
executing the target program 102 on the target computer system 110.

Alternatively, the system 100 can provide data specifying the memory allocation 120
to another system so that the other system can compile the target program 102 according to
the memory allocation 120.

Optionally, before using the memory allocation 120 as the final memory allocation for
the target program 102, the system 100 can first verify that the memory allocation 120
improves over a heuristic-based allocation for the target program 102, e.g., one generated by
a compiler for the target computer system 110 by applying a set of heuristics to the buffers in
the target program 102,

In particular, the system 100 can determine a second memory allocation for the target
program using a different, heuristic-based solver.

The system 100 can then determine a first expected latency for the memory allocation
and a second expected latency for the second memory allocation. For example, the system

100 can determine these expected latencies based on rewards computed for the allocations of
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the buffers 104 in the two allocations, as will be described in more detail below.

The system 100 then selects the memory allocation 120 as the final memory
allocation for the target program only when the first expected latency is lower than the
second expected latency. That is, the system 100 only uses memory allocations 120
determined using the representation neural network 130 when those allocations improve over
a heuristic-based allocation.

Generally, prior to using the representation neural network 130 to select the actions in
the final memory allocation 120, the system 100 trains the representation neural network 130
and any other neural network components of the system 100 so that memory allocations 120
generated using the representation neural network 130 effectively minimize execution
latency. The representation neural network 130 and any other neural network components
will collectively be referred to as the “learned components” of the system 100.

For example, the system 100 can train the representation neural network 130 and,
more generally, the learned components, through reinforcement learning.

In some cases, the system 100 trains the representation neural network 130 through
reinforcement learning on data corresponding to memory allocations for the target program
102 on the target computer system 110.

In some other cases, the system 100 trains the representation neural network 130
through reinforcement learning on data corresponding to memory allocations for different
target programs on the target computer system 110, and then generates the final memory
allocation 120 for the target program 102 “zero shot.” Generating the allocation 120 “zero
shot” refers to generating the allocation 120 without further training the representation neural
network 130 using training data corresponding to the target program 102.

Alternatively, the system 100 can train the representation neural network 130 through
reinforcement learning on data corresponding to memory allocations for different target
programs on the target computer system 110, and then generate the final allocation 120 after
fine-tuning the representation neural network 120 on data corresponding to the target
program 102 on the target computer system 110.

In particular, when training the learned components through reinforcement learning,
the system 100 trains the learned components to optimize an expected return that will be
received for a memory allocation generated by the system 100.

Generally, the return for a given memory allocation for a given computer program
estimates a latency of the computer program when the computer program is executed on the

target computer system in accordance with the given memory allocation.
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For example, for a given sequence of buffers associated with a given program, the
return can be a combination of respective rewards for the selected memory allocation actions
for the buffers in the given sequence. For example, the return can be a sum or a time-
discounted sum of the respective rewards for the buffers in the sequence.

For example, the respective reward for a selected memory allocation action for a
given buffer in a given sequence can be the expected speedup achieved as a result of the
selected memory allocation action.

The “expected speedup” is the expected speedup, i.e., the expected decrease in
execution time, in executing the given program on the computer system that is achieved as a
result of performing the memory allocation action given the selected memory allocation
actions for the buffers that precede the given buffer in the given sequence.

In some implementations, the system 100 determines these expected speedups based
on executing the instructions in the given program on the target computer system 110. That
is, the system 100 can execute the program on the target computer system 110 numerous
times with different combinations of buffers being allocated to the first memory, and then
compute the expected speedups from the results of the execution.

In some implementations, the expected speedup for assigning the given buffer to the
second memory is zero and the expected speedup for assigning the given buffer to the first
memory is equal to an expected speedup of accessing the given buffer from the first memory
instead from the second memory.

Thus, in this example, the returns estimate a relative speedup of assigning buffers
according to the memory allocation relative to assigning all buffers to the second memory.

Thus, in this example, during training, the system 100 can use the learned components
to generate training memory allocations and determine rewards for the selected memory
allocation actions within the training memory allocations.

For each training memory allocation, the system 100 can generate a training example
that identifies the selected memory allocation actions within the training memory allocation,
the respective rewards for the selected memory allocation actions, and, optionally, the
respective return for the training memory allocation.

The system 100 can then train the learned components on these training examples
through reinforcement learning. For example, the system can use one of the reinforcement
learning objectives described in Schrittwieser, et al, Mastering Atari, Go, Chess and Shogi by
Planning with a Learned Model, at arXiv: 1911.08265, Schrittwieser, et al, Online and
Offline Reinforcement Learning by Planning with a Learned Model, at arXiv:2104.006294,

10
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or Hubert, et al, Learning and Planning in Complex Action Spaces, at arXiv:2104.06303, to
train the learned components.

By alternating between generating training examples and training the learned
components using already-generated training examples, the system 100 can train the learned
components to generate improved memory allocations.

FIG. 2 is a flow diagram of an example process 200 for generating a memory
allocation for a target program. For convenience, the process 200 will be described as being
performed by a system of one or more computers located in one or more locations. For
example, a memory optimization system, e.g., the memory optimization system 100 depicted
in FIG. 1, appropriately programmed in accordance with this specification, can perform the
process 200.

The system receives data specifying a sequence of buffers that are associated with a
target program to be executed on a target computer system (step 202).

As described above, the target computer system has a plurality of memories, the target
program has a plurality of instructions, and each buffer in the sequence specifies a respective
operand or a respective output of one of the plurality of instructions. In some cases, different
buffers can represent the same tensor, e.g., if one tensor that is the output of one instruction is
used as the operand for another instruction that tensor will be specified by two different
buffers in the sequence. Two buffers that represent the same tensor will be referred to as
having the same alias.

As a particular example, the buffers can be ordered in the sequence chronologically
with respect to the appearance of each buffer within the target program. Chronological may
be interpreted with respect to the logical time of the instruction and the buffers corresponding
to the instruction of the target program.

The system then generates a memory allocation for the target program that allocates
each of the buffers across the plurality of memories during execution of the target program on
the target computer system. That is, the system can allocate each buffer according to the
sequence, one after the other, by performing steps 204-208. That is, the system performs one
iteration of steps 204-208 for each buffer in order to select a memory allocation action for the
buffer to be included in the final memory allocation.

The system generates a current state input specifying a current state of the memory
allocation as of the position of the buffer in the sequence (step 204).

The current state input can generally include any of a variety of features that

characterize the current state of the memory location. The features may include any one or
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more of: a memory map grid, a memory occupancy feature, a supply profile feature, a
respective feature for each of the memory allocation actions, data characterizing the buffer,
data characterizing other buffers with a same alias as the buffer, as described in more detail
below.

As one example, the current state input can include a memory map grid that specifies
a usage, e.g., according to the memory allocation, of at least one of the memories of the target
computer system in a local neighborhood around the logical time at which the instruction
corresponding to the buffer is executed by the target program.

More specifically, the memory map grid M at logical time 7 can be two-dimensional
binary grid, with one axis corresponding to the logical time steps in the program, and the
other corresponding to the memory locations in the first memory. A grid cell at coordinate (&,
0) is occupied if at time step t, the memory location at offset o is occupied, and it is empty if
that memory location is free at t.

Because of the large size of the grid, the system can include, in the current state input,
a local neighborhood around the logical time at which the instruction corresponding to the
buffer is executed by the target program, e.g., a fixed size window centered at the logical
time. Optionally, the system can downsample the local window to generate a fixed size
binary image and include the fixed size binary image in the state input as the memory map
grid feature.

As another example, the current state input can include a memory occupancy feature
that specifies a usage, e.g., according to the memory allocation, of at least one of the plurality
of memories at the logical time at which the instruction corresponding to the bufter is
executed by the target program. For example, the memory occupancy feature can be a binary
occupancy vector for the first memory that indicates whether, at time 7, each memory offset
within the first memory is occupied or not.

As another example, the current state input can include a supply profile feature that
provides information about data transfer times of buffers between two or more of the plurality
of memories.

For example, the supply profile feature can be a window of a supply profile vector W,
centered at the target time of the current buffer. The supply profile vector is a vector
describing the currently available copy supply value at each time step. The copy supply
value is the time required for the corresponding instruction to be executed, i.e., the amount of

time the execution of the program spends on the program.
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As another example, the current state input can include a respective feature for each
of the memory allocation actions. For example, for each of the actions, the system can
include a feature that identifies the legality of the action, the start and end times of its
corresponding time interval, and its offset of the corresponding placement.

As another example, the current state input can include features characterizing the
buffer.

One example of information that can be included in a feature that characterizes a
buffer is shown below in Table 1, where CMEM refers to the first memory and HBM refers

to the second memory.

Feature Description

size Size of the buffer in bytes.
is_ output | Whether the buffer is an output or an operand.
target_time | Logical time of the instruction using the buffer.
tensor_id | Id of the corresponding tensor.
alias_id Id of the corresponding alias group.
live range | Logical time interval for which the buffer is available in the program.

demand | Required data transfer time to move the buffer between HBM and CMEM.

benefit Estimated speedup if the buffer were placed in CMEM.

Table 1

As another example, the current state input can include data characterizing other
buffers with the same alias as the buffer.

As another example, the current state input can include data characterizing one or
more next buffers that follow the current buffer in the sequence.

The system processes the current state input using a representation neural network
that is configured to process the current state input to generate a state representation of the
current state of the memory allocation (step 206).

The state representation neural network can generally have any appropriate
architecture that allows the neural network to map a current state input that includes one or
more of the above features to the state representation.

As one example, when the current state input includes at least the memory map grid
feature and the buffer feature, the state representation neural network can be configured to
process the memory map grid using an image encoder neural network to generate an encoded
representation of the memory map grid and then generate a combined feature by combining
the encoded representation with at least the feature of the buffer.

The state representation can then process the combined feature using a combined

feature encoder neural network to generate the state representation of the current state of the
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memory allocation.

A particular example of the architecture of the state representation neural network is
described below with reference to FIG. 5.

The system selects, using the state representation, a memory allocation action for the
buffer from a set of memory allocation actions (step 208). As described above, each memory
allocation action allocates the buffer differently across the plurality of memories during the
execution of the target program on the target computer system.

For example, the system can perform a tree search using the state representation in
order to select the memory allocation action. Performing the tree search will generally make
use of additional components of the neural network, i.e., components in addition to the
representation neural network, e.g., one or more of a policy neural network, a dynamics
neural network, or a prediction neural network.

The policy neural network is a neural network, e.g., a feed-forward neural network,
that is configured to receive a state representation and to process the state representation to
generate a probability distribution over the set of memory allocation actions.

The dynamics neural network is a neural network, e.g., a feed-forward neural
network, that is configured to receive a state representation and data identifying a memory
allocation action and to generate a predicted next state representation that represents the state
of the memory allocation if the identified memory allocation action is selected when the
allocation is in the state represented by the input state representation. The dynamics neural
network can also predict a reward that will be received if the input memory allocation action
is performed when the memory allocation is in the state represented by the input state
representation.

As described above, the reward for performing a given memory allocation action
when the memory allocation is in a given state represented by a given state representation is
the expected speedup achieved as a result of performing the given memory allocation when
the memory allocation is in the given state.

The prediction neural network is a neural network, e.g., a feed-forward neural
network, that receives the input state representation and predicts a return that will be received
starting from the state of the memory allocation is in a state represented by the input state
representation.

These other components of the neural network and example techniques for
performing a tree search to select an action is described in Schrittwieser, et al., Mastering

Atari, Go, Chess and Shogi by Planning with a Learned Model, at arXiv: 1911.08265,
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Schrittwieser, et al, Online and Offline Reinforcement Learning by Planning with a Learned
Model, at arXiv:2104.006294, and Hubert, et al., Learning and Planning in Complex Action
Spaces, at arXiv:2104.06303, all of which are hereby incorporated by reference herein in
their entirety.

An example technique for performing the look-ahead search to select an action is
described in more detail below.

As another example, the system can process the state representation of the current
state using the policy neural network to generate a probability distribution over the set of
actions. The system can then select the action using the probability distribution, e.g., by
selecting the action with the highest probability or by sampling from the distribution using an
appropriate sampling technique.

In either of the above cases, the system can select only an action that does not violate
any of the constraints on the memory allocation.

After the memory allocation action is performed, the system updates the state of the
allocation, i.e., by updating the memory grid for the first memory and the data supply vector
in accordance with the assigned memory allocation action for the current buffer.

The system can continue performing the steps 204-208 until the system has selected a
memory allocation action for all of the buffers in the sequence. The system can then use the
memory allocation to compile the target program or for another appropriate purpose as
described above.

As described above, the system can train the representation neural network and, when
used, the other learned components using reinforcement learning.

Accordingly, the system can also perform iterations of the process 200 during training
to generate training data for training the learned components.

That is, when the process 200 is being performed during training, the system can also
compute a respective reward for each selected memory allocation action (step 210) and,
optionally, compute a return for the sequence of buffers from the respective rewards for the
selected memory allocation actions (step 212). For example, the return can be the sum of the
respective rewards for the selected memory allocation actions.

As described above, the rewards for the memory allocation actions can be expected
speedups for the actions. For example, the expected speedup for assigning the given buffer to
the second memory cane be zero and the expected speedup for assigning the given buffer to
the first memory can be equal to an expected speedup of accessing the given buffer from the

first memory instead from the second memory.
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The system then generates a training example that includes the respective rewards for
the selected memory allocation actions and, optionally, the computed return, and adds the
training example to a set of training data for training the learned components of the system.

In some cases, during training, the system may select an action that causes the
memory allocation to enter an infeasible state, i.e., a state where there are no valid memory
allocation actions. For example, the allocation may enter a state where the current buffer
must be placed into the first memory due to aliasing constraints but cannot be placed into the
first memory because this would violate memory or bandwidth constraints. When this
occurs, in some implementations, the system terminates generating the memory allocation
and assigns a return of zero or other value that indicates a failed attempt to the partially-
completed allocation.

The existence of these infeasible states can provide a significant challenge to learning.
Since the total return for the allocation resets to zero when entering into an infeasible state, it
generally comes with a large negative reward spike that negates the accumulated reward from
the episode, meaning large discontinuities in the reward function. Correctly assigning this
large negative reward to the offending decisions is very difficult, since decisions leading to
the conflict can be arbitrarily far removed from the step where the conflict materializes.
Moreover, it can be a combination of actions that collectively lead to a conflict later on,
rather than a single incorrect action. Determining which actions lead to infeasibility later on
in the game is generally a very hard problem, as it requires reasoning over a combinatorically
large number of rollouts and showing that no possible continuation can successfully complete
the game.

In some implementations, to account for this, the system can make use of a “backup”
mechanism that resets the allocation to a feasible state, i.e., instead of terminating the
generation. Generally, the system can use this mechanism to improve learning by resetting
allocations that enter an infeasible state to a feasible state to allow for the neural network to
learn from the accumulated rewards for the episode.

In particular, the system implements the backup mechanism based on the following
observation: if in a given state, no future buffer shares the same alias with any already
allocated buffer, then dropping all remaining buffers to the second memory is a valid
complete solution to the allocation.

More specifically, if, while allocating the buffers in the sequence, the system
determines that the memory allocation has entered an infeasible state, the system can identify

a backup state at which no future buffer shares the same alias identifier with any already
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placed buffer that has been allocated to the first memory and then generate a training example
that, for each buffer to be allocated after the backup state, selects the third memory allocation
action (“drop”) that allocates the buffer to the second memory. This results in a valid
memory allocation with a valid, non-zero return, allowing learning to progress.

FIG. 3 shows an example 300 of selecting a memory allocation action for a given
buffer.

In particular, in the example of FIG. 3, the target computer system has two memories:
the first memory (CMEM) and the second, slower memory (HBM).

The system receives the data specifying the program P as a sequence of T instructions
(94, ..., 3r). The indices of the instructions in the sequence can be considered to be the logical
times of the instructions in the program. Each instruction has a set of inputs and outputs,
which are collectively referred to as the buffers used by the instruction. Each buffer has a set
of properties, e.g., its size, the logical time of its instruction (its position in the instruction
sequence of the program), or the expected speedup when reading (or writing) the buffer from
the first memory (in our case CMEM) instead of the second memory (HBM).

Furthermore, the system also receives data specifying the total size of CMEM
available (max_size) and an indication that the HBM is large enough to contain all buffers of
the program.

The memory mapping problem for a given program P with buffers 48 is then to
decide for each buffer b € 2 whether to allocate space for it in CMEM, and if it is, for which
logical time range and at what offset within CMEM.

That is, a solution to the memory mapping problem is a pair of functions O : & — [0,
max_size) U {®} and I : B — [0,T]%

The offset mapping O assigns each buffer to its offset location in CMEM if it is
allocated to it, or it assigns it to a special symbol ), denoting that the buffer is to be
allocated in HBM.

At the same time, the interval mapping I assigns each buffer a logical time interval
determining the time it is to be allocated in CMEM (and is undefined for buffers).

Another aspect that is considered by the system in the memory mapping problem is
the data transfer cost to move buffers between HBM and CMEM. In order for an instruction J
to use a buffer b from CMEM, the system needs to allocate memory for a time interval that

starts long enough before J to also take transfer time into account (sometimes called
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prefetching). Overall, the system attempts make sure that time spent on transfer never slows
down actual execution time, i.e., that copies are always overlapped fully by computation.

To model this, the system can keep track of the transfer cost of each buffer, which is
referred as its copy demand value. For example, the copy demand value of a buffer can be
proportional to the size of the buffer. As a particular example, the system can set the copy
demand value of the buffer to the size of the buffer multiplied by a hardware-specific
bandwidth constant.

The system also keeps track of the time available at each instruction for copies to be
fully overlapped, which is referred to as the supply value of a logical step t. Now, when
allocating a buffer b into CMEM, the system need to allocate memory for a logical time
interval such that the supply values during the copy duration cover the demand value of b.

As described above, the construction of O and I needs to adhere to a number of
constraints, for instance ensuring that at no point a memory location is oversubscribed to
multiple buffers, or that the time range a buffer is allocated to CMEM needs to account for
data transfer times. As another example, the system can require that there is only a single
buffer being copied between memories at any given point in time, €.g., to ensure that any
copy of a buffer proceeds with the undivided maximum bandwidth available on the hardware.

More specifically, in the example 300, the system is placing a buffer b, that is at a
time step 7 in the sequence of buffers and that occurs at target time(b,) within the computer
program, i.e., at a specified logical time within the target program.

In the example 300, the set of memory allocation actions includes a “Drop” action, a
“Copy” action, and a “NoCopy” action, as described above.

As described above, the system determines a copy interval for each buffer. In some
cases, the copy interval can be determined based on which action was selected for the buffer.

After the system selects the action (in the example of FIG. 3, the “copy” action), the
memory state M., is updated before a memory allocation action is selected for the buffer
b, ., at time step 7+1 within the sequence of buffers.

In particular, given a state s, of the memory allocation and a chosen action a, for the

buffer b, the components of the next state s;,q are <b;,q1, Opyq1, I41, W1, B> and can be

determined as follows:
b, ., — The next buffer is chosen as the next buffer from the set B, in the chronological

sequence of program instructions.
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O, — The offset mapping is updated depending on the action a,: For Copy and
NoCopy actions, O, ,(bs,1) is assigned a valid offset, and for a Drop action O;1(bs41) = Q.

I 11 — If the action was Copy or NoCopy, I;41(b;) maps to the time interval the buffer
occupies memory; and it maps to an empty interval if the action was Drop.

W, ,— If the action was Copy, the system modifies W, by subtracting from it a vector
(ug, ..., ur) where u; corresponds to the data transfer time used by the assignment of b, at
time step L.

# — The set of all buffers & does not change from state to state.

An example of how to determine the offset for the Copy action is as follows:

If b is an input, then I(b) = [s, target _time(b)] where s is the latest logical time step,
such that the constraints on the memory allocation are satisfied.

If b 1s an output, then I(b) = [target time(b), e] where e is the earliest logical time
step, that the constraints on the memory allocation are satisfied.

In either case, O(b) is chosen as the lowest offset, such that the CMEM offset range
[0(b),0(b) + size(b)) is fully available across the full time interval I(b), and the constraints
on the memory allocation are satisfied.

An example of how to determine the offset for the NoCopy action is as follows:

If b is an input, then I(b) = (s, target time(b)] where s is the latest logical time step
that lies within a time interval assigned to a buffer b’ with tensor id(b) = tensor_id(b").

If b is an output, then I(b) = live range(b).

In either case, O(b) is chosen in the same way as for Copy.

An example of determining the copy interval (copy(b)) for the action is as follows:

copy(b) = [s, target_time(b)) if b is an input buffer placed using a Copy action.

copy(b) = (target_time(b), e] if b is an output buffer placed using a Copy action.
copy(b) is the empty interval for any buffer placed with NoCopy or Drop actions.

In this example, the constraint on supply values and demand values can be expressed
as:

2 tecopy(v) SUPPLY(J;) = demand(b).

Additionally, the constraint that there is only a single buffer being copied between
memories at any given point in time can be expressed by requiring that the copy intervals of
any two buffers have no internal intersections:

Vb1, b2 : |copy(b1) N copy(b2)| < 1.
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FIG. 4 shows an example 400 of the resource trade-offs that are represented by
different memory allocation actions.

As in the example 300, the buffer b, is the current buffer being allocated. In the
example 400, the buffer 4’ is a previous buffer that corresponds to the same buffer as the
buffer b, and has already been committed to CMEM. As can be seen from the example 400,
choosing the “Copy” action will allocate b, in CMEM and reduce available data transfer time
in W;,, because the buffer b, will need to be copied from the HBM to CMEM. Choosing the
“NoCopy” action will occupy CMEM for a longer time interval, extending the allocation
interval of b’, but will not impact available data transfer. Choosing the “Drop” action will not
impact memory nor data transfer, but may slow down the execution time of instruction I; to
which the buffer b, corresponds, e.g., because the buffer will need to be retrieved from a
slower memory.

FIG. 5 shows an example 500 of the architecture of the representation neural network.

In particular, in the example of FIG. 5, the representation neural network receives a
current state input that includes (i) buffer features of the current buffer and optionally one or
more additional buffers, (ii) a memory map grid feature, (iii) a memory profile feature, (iv), a
supply profile feature, (v) action features, and (vi) global features.

In particular, in the example 500, the representation neural network is configured to
process the memory map grid using an image encoder neural network to generate an encoded
representation of the memory map grid and then generate a combined feature by combining
the encoded representation with at least the feature of the buffer. In the example 500, the
image encoder neural network is a convolutional neural network and, more specifically, a
ResNet.

In the example 500, the representation neural network also processes the memory
profile feature using a 1D convolutional encoder neural network to generate an encoded
representation of the memory profile feature and processes the supply profile feature using a
1D convolutional encoder neural network to generate an encoded representation of the supply
profile feature.

The representation neural network then generates the combined feature by
concatenating (i) the buffer features, (i) the encoded representation of the memory map grid
feature, (ii1) the encoded representation of the memory profile feature, (iv), the encoded
representation of the supply profile feature, (v) the action features, and (vi) the global

features.
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The global features can include any of a variety of features that characterize the
memory allocation problem. Examples include data identifying the current buffer index ¢,
the index of bt in the order of buffers with the same alias_id, and the number of buffers
remaining with the same alias_id.

The state representation can then process the combined feature using a combined
feature encoder neural network to generate the state representation of the current state of the
memory allocation. In the example 500, the combined feature encoder neural network is a
multi-layer perceptron (MLP).

The example 500 also shows an example of the other learned components that are
used by the system, e.g., to perform the tree search described above.

In particular, as shown in the example 500, the system also includes (i) a dynamics
neural network that receives as input a state representation generated by the representation
neural network and a memory allocation action and predicts (a) an output state representation
that represents a state of the memory allocation if the input memory allocation action is
performed when the memory allocation is in a state represented by the input state
representation and (b) a reward that will be received if the input memory allocation action is
performed when the memory allocation is in the state represented by the input state
representation, a (ii) a prediction neural network that receives the input state representation
and predicts a return that will be received starting from the state of the memory allocation is
in a state represented by the input state representation (referred to as the “value neural
network” in the example 500), and (iii) a policy neural network that receives the input state
representation and predicts a probability distribution over the set of memory allocation
actions.

More specifically, while the example 500 shows a separate reward neural network
that predicts the reward that will be received if the input memory allocation action is
performed when the memory allocation is in the state represented by the input state
representation, the reward neural network can equivalently be implemented as part of the
dynamics neural network, e.g., as a different neural network head within the dynamics neural
network.

An example of performing a look ahead search using these components at a given
time step now follows.

In particular, in the example, the state of the memory allocation at the given time step
is represented by a root node in a state tree that includes nodes representing states of the
memory allocation and edges representing memory allocation actions.
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The system performs, using the state representation and starting from the root node in
the state tree, a look-ahead search through the state tree.

For example, the system can perform a Monte Carlo Tree Search (MCTS) by, at each
of multiple search iterations, traversing the state tree until a leaf node is reached. Once a leaf
node is reached, the system can expand the leaf node and then terminate the search iteration.
The system can continue performing search iterations until a budget for the tree search is
exhausted.

During each search iteration, the system determines which edge to traverse from a
given node using at least a probability distribution for the corresponding state generated by
the policy neural network and the one or more returns generated by the one or more value
neural networks.

For example, at each node, the system can select actions using an optimistic strategy
called the predictor upper confidence tree bound (PUCT), meant to balance exploration
(trying new actions) and exploitation (progressing further down the subtree of the current
estimate of the best action). This strategy starts out by following the predicted policy closely,
and gradually shifts towards maximizing the predicted value function.

In some implementations, the system evaluates the leaf node in the actual state space
of the memory allocation. That is, the system maintains a memory allocation that has a state
that corresponds to the state represented by the leaf node and determines which node is
connected to the leaf node by a given edge by adding the corresponding action to the memory
allocation.

In some other implementations, the system performs the evaluation in the (latent)
state representation space. In these implementations, the system uses the dynamics neural
network to generate a predicted state representation for the node that is connected to the leaf
node by the given edge by processing an input that includes a state representation
corresponding to the leaf node and identifies the corresponding action.

Performing these look ahead searches is described in Schrittwieser, et al., Mastering
Atari, Go, Chess and Shogi by Planning with a Learned Model, at arXiv: 1911.08265,
Schrittwieser, et al, Online and Offline Reinforcement Learning by Planning with a Learned
Model, at arXiv:2104.006294, and Hubert, et al., Learning and Planning in Complex Action
Spaces, at arXiv:2104.06303.
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As part of performing the look-ahead search, the system updates statistics for edges
from the root node. For example, the system can maintain a visit count for each edge from
the root node and can increment the visit count for a given edge from the root node whenever
the edge is traversed during a search iteration.

After performing the search, the system selects, based on the statistics for edges from
the root node after the look-ahead search is performed, an action from the set of actions.

For example, as described above, the system can maintain a visit count for each edge
that represents the number of times that the edge was traversed during the look-ahead search.
The system can then assign, to each edge, a probability that is proportional to the visit count
for the edge and then sample an edge in accordance with the probabilities.

FIG. 6 shows an example 600 of the performance of the described techniques relative
to other approaches. In particular, the example of FIG. 6 shows the reward achieved by the
described techniques (MMap-MuZero) relative to two baselines techniques (evolutionary
search and random policy) across time on the same hardware budget for four separate
machine learning workloads. As can be seen from FIG. 6, the described techniques generally
significantly outperform the random policy and the evolutionary search technique across all
non-trivial time periods and across all four tasks.

This specification uses the terms ‘fast’, ‘slow’ in relation to memory. A memory or
memory layer which can be accessed with low latency (e.g. less latency than another
memory) may be referred to as a fast memory or fast memory layer, or as having a lower
access time. A memory or memory layer which can only be accessed with high latency (e.g.
more latency than another memory) may be referred to as a slow memory or slow memory
layer, or as having a higher access time. The terms ‘fast” and ‘slow’ are to be construed in
relative terms, for example in relation to other memories and memory layers within the
hierarchy. A fast memory may comprise memory with a high bandwidth. A slow memory
may comprise memory with low bandwidth.

This specification uses the terms ‘large’ and ‘small’ in relation to memory. A memory
or memory layer with a large memory capacity (e.g. with higher memory capacity than
another memory layer) may be referred to a large memory or large memory layer. A memory
or memory layer with a small memory capacity (e.g. with less memory capacity than another
memory layer) may be referred to a small memory or small memory layer. The terms ‘large’
and ‘small’ are to be construed in relative terms, for example in relation to other memories

and memory layers within the hierarchy.
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This specification uses the term “configured” in connection with systems and
computer program components. For a system of one or more computers to be configured to
perform particular operations or actions means that the system has installed on it software,
firmware, hardware, or a combination of them that in operation cause the system to perform
the operations or actions. For one or more computer programs to be configured to perform
particular operations or actions means that the one or more programs include instructions
that, when executed by data processing apparatus, cause the apparatus to perform the
operations or actions.

Embodiments of the subject matter and the functional operations described in this
specification can be implemented in digital electronic circuitry, in tangibly-embodied
computer software or firmware, in computer hardware, including the structures disclosed in
this specification and their structural equivalents, or in combinations of one or more of them.
Embodiments of the subject matter described in this specification can be implemented as one
or more computer programs, €.g., one or more modules of computer program instructions
encoded on a tangible non transitory storage medium for execution by, or to control the
operation of, data processing apparatus. The computer storage medium can be a machine-
readable storage device, a machine-readable storage substrate, a random or serial access
memory device, or a combination of one or more of them. Alternatively or in addition, the
program instructions can be encoded on an artificially generated propagated signal, e.g., a
machine-generated electrical, optical, or electromagnetic signal, that is generated to encode
information for transmission to suitable receiver apparatus for execution by a data processing
apparatus.

The term “data processing apparatus” refers to data processing hardware and
encompasses all kinds of apparatus, devices, and machines for processing data, including by
way of example a programmable processor, a computer, or multiple processors or computers.
The apparatus can also be, or further include, special purpose logic circuitry, e.g., an FPGA
(field programmable gate array) or an ASIC (application specific integrated circuit). The
apparatus can optionally include, in addition to hardware, code that creates an execution
environment for computer programs, e.g., code that constitutes processor firmware, a
protocol stack, a database management system, an operating system, or a combination of one
or more of them.

A computer program, which may also be referred to or described as a program,
software, a software application, an app, a module, a software module, a script, or code, can

be written in any form of programming language, including compiled or interpreted
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languages, or declarative or procedural languages; and it can be deployed in any form,
including as a stand alone program or as a module, component, subroutine, or other unit
suitable for use in a computing environment. A program may, but need not, correspond to a
file in a file system. A program can be stored in a portion of a file that holds other programs
or data, e.g., one or more scripts stored in a markup language document, in a single file
dedicated to the program in question, or in multiple coordinated files, e.g., files that store one
or more modules, sub programs, or portions of code. A computer program can be deployed
to be executed on one computer or on multiple computers that are located at one site or
distributed across multiple sites and interconnected by a data communication network.

In this specification, the term “database” is used broadly to refer to any collection of
data: the data does not need to be structured in any particular way, or structured at all, and it
can be stored on storage devices in one or more locations. Thus, for example, the index
database can include multiple collections of data, each of which may be organized and
accessed differently.

Similarly, in this specification the term “engine” is used broadly to refer to a
software-based system, subsystem, or process that is programmed to perform one or more
specific functions. Generally, an engine will be implemented as one or more software
modules or components, installed on one or more computers in one or more locations. In
some cases, one or more computers will be dedicated to a particular engine; in other cases,
multiple engines can be installed and running on the same computer or computers.

The processes and logic flows described in this specification can be performed by one
or more programmable computers executing one or more computer programs to perform
functions by operating on input data and generating output. The processes and logic flows
can also be performed by special purpose logic circuitry, e.g., an FPGA or an ASIC, or by a
combination of special purpose logic circuitry and one or more programmed computers.

Computers suitable for the execution of a computer program can be based on general
or special purpose microprocessors or both, or any other kind of central processing unit.
Generally, a central processing unit will receive instructions and data from a read only
memory or a random access memory or both. The essential elements of a computer are a
central processing unit for performing or executing instructions and one or more memory
devices for storing instructions and data. The central processing unit and the memory can be
supplemented by, or incorporated in, special purpose logic circuitry. Generally, a computer
will also include, or be operatively coupled to receive data from or transfer data to, or both,

one or more mass storage devices for storing data, e.g., magnetic, magneto optical disks, or
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optical disks. However, a computer need not have such devices. Moreover, a computer can
be embedded in another device, e.g., a mobile telephone, a personal digital assistant (PDA), a
mobile audio or video player, a game console, a Global Positioning System (GPS) receiver,
or a portable storage device, e.g., a universal serial bus (USB) flash drive, to name just a few.

Computer readable media suitable for storing computer program instructions and data
include all forms of non volatile memory, media and memory devices, including by way of
example semiconductor memory devices, e.g., EPROM, EEPROM, and flash memory
devices; magnetic disks, e.g., internal hard disks or removable disks; magneto optical disks;
and CD ROM and DVD-ROM disks.

To provide for interaction with a user, embodiments of the subject matter described in
this specification can be implemented on a computer having a display device, e.g., a CRT
(cathode ray tube) or LCD (liquid crystal display) monitor, for displaying information to the
user and a keyboard and a pointing device, e.g., a mouse or a trackball, by which the user can
provide input to the computer. Other kinds of devices can be used to provide for interaction
with a user as well; for example, feedback provided to the user can be any form of sensory
feedback, e.g., visual feedback, auditory feedback, or tactile feedback; and input from the
user can be received in any form, including acoustic, speech, or tactile input. In addition, a
computer can interact with a user by sending documents to and receiving documents from a
device that is used by the user; for example, by sending web pages to a web browser on a
user’s device in response to requests received from the web browser. Also, a computer can
interact with a user by sending text messages or other forms of message to a personal device,
e.g., a smartphone that is running a messaging application, and receiving responsive
messages from the user in return.

Data processing apparatus for implementing machine learning models can also
include, for example, special-purpose hardware accelerator units for processing common and
compute-intensive parts of machine learning training or production, e.g., inference,
workloads.

Machine learning models can be implemented and deployed using a machine learning
framework, .e.g., a TensorFlow framework or a Jax framework.

Embodiments of the subject matter described in this specification can be implemented
in a computing system that includes a back end component, e.g., as a data server, or that
includes a middleware component, e.g., an application server, or that includes a front end
component, e.g., a client computer having a graphical user interface, a web browser, or an

app through which a user can interact with an implementation of the subject matter described
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in this specification, or any combination of one or more such back end, middleware, or front
end components. The components of the system can be interconnected by any form or
medium of digital data communication, e.g., a communication network. Examples of
communication networks include a local area network (LAN) and a wide area network
(WAN), e.g., the Internet.

The computing system can include clients and servers. A client and server are
generally remote from each other and typically interact through a communication network.
The relationship of client and server arises by virtue of computer programs running on the
respective computers and having a client-server relationship to each other. In some
embodiments, a server transmits data, e.g., an HTML page, to a user device, e.g., for
purposes of displaying data to and receiving user input from a user interacting with the
device, which acts as a client. Data generated at the user device, e.g., a result of the user
interaction, can be received at the server from the device.

While this specification contains many specific implementation details, these should
not be construed as limitations on the scope of any invention or on the scope of what may be
claimed, but rather as descriptions of features that may be specific to particular embodiments
of particular inventions. Certain features that are described in this specification in the context
of separate embodiments can also be implemented in combination in a single embodiment.
Conversely, various features that are described in the context of a single embodiment can also
be implemented in multiple embodiments separately or in any suitable subcombination.
Moreover, although features may be described above as acting in certain combinations and
even initially be claimed as such, one or more features from a claimed combination can in
some cases be excised from the combination, and the claimed combination may be directed to
a subcombination or variation of a subcombination.

Similarly, while operations are depicted in the drawings and recited in the claims in a
particular order, this should not be understood as requiring that such operations be performed
in the particular order shown or in sequential order, or that all illustrated operations be
performed, to achieve desirable results. In certain circumstances, multitasking and parallel
processing may be advantageous. Moreover, the separation of various system modules and
components in the embodiments described above should not be understood as requiring such
separation in all embodiments, and it should be understood that the described program
components and systems can generally be integrated together in a single software product or

packaged into multiple software products.
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Particular embodiments of the subject matter have been described. Other
embodiments are within the scope of the following claims. For example, the actions recited
in the claims can be performed in a different order and still achieve desirable results. As one
example, the processes depicted in the accompanying figures do not necessarily require the
particular order shown, or sequential order, to achieve desirable results. In some cases,
multitasking and parallel processing may be advantageous.

Aspects of the present disclosure may be as set out in the following clauses:

Clause 1. A method performed by one or more computers, the method comprising:

receiving data specifying a sequence of buffers that are associated with a target
program to be executed on a target computer system, the target computer system comprising
a plurality of memories, the program comprising a plurality of instructions, and each buffer in
the sequence specifying a respective operand or a respective output of one of the plurality of
instructions; and

generating a memory allocation for the target program that allocates each of the
buffers across the plurality of memories during execution of the target program on the target
computer system, the generating comprising allocating each buffer according to the sequence,
comprising, for each buffer:

generating a current state input specifying a current state of the memory allocation as
of a position of the buffer in the sequence,

processing the current state input using a representation neural network that is
configured to process the current state input to generate a state representation of the current
state of the memory allocation; and

selecting, using the state representation, a memory allocation action for the buffer
from a set of memory allocation actions, wherein each memory allocation action allocates the
buffer differently across the plurality of memories during the execution of the target program

on the target computer system.

Clause 2. The method of clause 1, wherein the buffers are ordered in the sequence

chronologically with respect to appearance of each buffer within the target program.

Clause 3. The method of clause 1 or clause 2, further comprising:
compiling the target program to generate an executable program that, when executed

by the target computer system, causes the target computer system to allocate the buffers
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across the plurality of memories in accordance with the memory allocation while executing

the target program.

Clause 4. The method of clause 3, further comprising:

causing the target computer system to execute the executable machine code to
perform the target algorithm.
Clause 5. The method of any preceding clause, wherein the plurality of memories
comprise a first memory associated with a first level of a memory hierarchy and a second

memory associated with a second, different level of the memory hierarchy.

Clause 6. The method of clause 5, wherein the first memory has a smaller capacity than

the second memory and the first memory has a lower access time than the second memory.

Clause 7. The method of clause 5 or clause 6, wherein the set of memory allocation
actions comprises a first memory allocation action that assigns the buffer to the first memory

for a specified time interval.

Clause 8. The method of clause 7, wherein the specified time interval covers data

transfer time of the buffer between the second memory and the first memory.

Clause 9. The method of any one of clauses 7 or 8, wherein the set of memory allocation
actions comprises a second memory allocation action that, when the buffer specifies a same
tensor as an earlier buffer that is earlier in the sequence, assigns the buffer to a same
allocation in the first memory as the earlier buffer and extends the specified time interval for
the earlier buffer to include a logical time at which an instruction corresponding to the buffer

is executed by the target program.
Clause 10. The method of any one of clauses 7-9, wherein the set of memory allocation
actions comprises a third action that assigns the buffer to the second memory without

allocating the buffer to the first memory.

Clause 11. The method of any preceding clause, wherein the current state input comprises

features of the buffer.
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Clause 12. The method of clause 11, wherein the current state input comprises a memory
map grid that specifies a usage of at least one of the plurality of memories in a local
neighborhood around a logical time at which an instruction corresponding to the bufter is

executed by the target program.

Clause 13. The method of clause 11 or clause 12, wherein the current state input
comprises a memory occupancy feature that specifies a usage of each of at least one of the
plurality of memories at a logical time at which an instruction corresponding to the buffer is

executed by the target program.

Clause 14. The method of any one of clauses 11-13, wherein the current state input
comprises a supply profile feature that provides information about data transfer times of

buffers between two or more of the plurality of memories.

Clause 15. The method of any one of clauses 11-14, wherein the current state input

comprises a respective feature for each of the memory allocation actions.

Clause 16. The method of any one of clauses 11-15, wherein the current state input

comprises data characterizing other buffers with a same alias as the buffer.

Clause 17. The method of any one of clauses 12-16 when dependent upon clause 12,
wherein the representation neural network is configured to:

process the memory map grid using an image encoder neural network to generate an
encoded representation of the memory map grid;

generate a combined feature by combining the encoded representation with at least the
feature of the buffer; and

process the combined feature using a combined feature encoder neural network to

generate the state representation of the current state of the memory allocation.

Clause 18. The method of any preceding clause, wherein selecting a memory allocation
action for the buffer from a set of memory allocation actions comprises:

performing, using the state representation generated by the neural network and
starting from a root node representing the current state, a look-ahead search through a state

tree that includes nodes representing states of the memory allocations and edges representing
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the memory allocation actions; and
selecting, based on statistics for edges from the root node after the look-ahead search

is performed, the memory allocation action from the set of memory allocation actions.

Clause 19. The method of any preceding clause, wherein performing, using the state

representation generated by the neural network and starting from a root node representing the

current state, a look-ahead search through a state tree that includes nodes representing states

of the memory allocations and edges representing the memory allocation actions comprises:
performing the look-ahead search using:

(1) a dynamics neural network that receives as input a state representation and a
memory allocation action and predicts an (i) output state representation that represents a state
of the memory allocation if the input memory allocation action is performed when the
memory allocation is in a state represented by the input state representation and a (ii) reward
that will be received if the input memory allocation action is performed when the memory
allocation is in the state represented by the input state representation,

(i1) a prediction neural network that receives the input state representation and
predicts a return that will be received starting from the state of the memory allocation that is
represented by the input state representation, and

(1i1) a policy neural network that receives the input state representation and predicts a

probability distribution over the set of memory allocation actions.

Clause 20. The method of clause 19, wherein the reward for performing a given memory
allocation action when the memory allocation is in a given state represented by a given state
representation is an expected speedup achieved as a result of performing the given memory

allocation when the memory allocation is in the given state.

Clause 21. The method of any preceding clause, wherein the representation neural
network has been trained through reinforcement learning to maximize a return that estimates
a latency of the computer program when executed on the target computer system in

accordance with the memory allocation.

Clause 22. The method of clause 21, wherein, for a given sequence of buffers associated

with a given program, the return is a combination of respective rewards for the selected
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memory allocation actions for the buffers in the given sequence.

Clause 23. The method of clause 22, wherein the respective reward for the selected
memory allocation action for a given buffer in a given sequence is an expected speedup, of
executing the given program on the computer system, achieved as a result of performing the
memory allocation action given the selected memory allocation actions for the buffers that

precede the given buffer in the given sequence.

Clause 24. The method of clause 23, wherein the expected speedup for the given buffer is
computed based on executing the instructions in the given program on the target computer

system.

Clause Clause 25. The method of clause 23 or clause 24 when dependent on clause 6,

wherein the expected speedup for assigning the given buffer to the second memory is zero
and the expected speedup for assigning the given buffer to the first memory is equal to an
expected speedup of accessing the given buffer from the first memory instead from the

second memory.

26.  The method of any one of clauses 21-25 when dependent on clause 10, further
comprising generating a training example for training the state representation neural network,
comprising:

determining, while allocating the buffers in the sequence, that the memory allocation
has entered an infeasible state;

in response, identifying a backup state at which no future buffer shares a same alias
identifier with any already placed buffer that has been allocated to the first memory and
generating a training example that, for each buffer to be allocated after the backup state,

selects the third memory allocation action that allocates the buffer to the second memory.

Clause 27. The method of any preceding clause, further comprising:

determining a second memory allocation for the target program using a different,
heuristic-based solver;

determining a first expected latency for the memory allocation and a second expected
latency for the second memory allocation; and

selecting the memory allocation as a final memory allocation for the target program
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only when the first expected latency is lower than the second expected latency.

Clause 28. The method of any preceding clause when dependent on clause 6, wherein,
for each memory allocation action that assigns a given buffer to the first memory, the
memory allocation action defines (i) an offset within the first memory at which to store the

given buffer and (ii) a time interval for which to store the given buffer in the first memory.
Clause 29. A system comprising:
one or more computers; and

one or more storage devices storing instructions that, when executed by the one or
more computers, cause the one or more computers to perform the respective operations of

any one of clauses 1-28.

Clause 30. One or more computer-readable storage media storing instructions that
when executed by one or more computers cause the one or more computers to perform the

respective operations of the method of any one of clauses 1-28.
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CLAIMS

1. A method performed by one or more computers, the method comprising:

receiving data specifying a sequence of buffers that are associated with a target
program to be executed on a target computer system, the target computer system comprising
a plurality of memories, the program comprising a plurality of instructions, and each buffer in
the sequence specifying a respective operand or a respective output of one of the plurality of
instructions; and

generating a memory allocation for the target program that allocates each of the
buffers across the plurality of memories during execution of the target program on the target
computer system, the generating comprising allocating each buffer according to the sequence,
comprising, for each buffer:

generating a current state input specifying a current state of the memory allocation as
of a position of the buffer in the sequence,

processing the current state input using a representation neural network that is
configured to process the current state input to generate a state representation of the current
state of the memory allocation; and

selecting, using the state representation, a memory allocation action for the buffer
from a set of memory allocation actions, wherein each memory allocation action allocates the
buffer differently across the plurality of memories during the execution of the target program

on the target computer system.

2. The method of claim 1, wherein the buffers are ordered in the sequence

chronologically with respect to appearance of each buffer within the target program.

3. The method of claim 1 or claim 2, further comprising:

compiling the target program to generate an executable program that, when executed
by the target computer system, causes the target computer system to allocate the buffers
across the plurality of memories in accordance with the memory allocation while executing

the target program.

4. The method of claim 3, further comprising:
causing the target computer system to execute the executable machine code to

perform the target algorithm.
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5. The method of any preceding claim, wherein the plurality of memories comprise a
first memory associated with a first level of a memory hierarchy and a second memory

associated with a second, different level of the memory hierarchy.

6. The method of claim 5, wherein the first memory has a smaller capacity than the

second memory and the first memory has a lower access time than the second memory.

7. The method of claim 5 or claim 6, wherein the set of memory allocation actions
comprises a first memory allocation action that assigns the buffer to the first memory for a

specified time interval.

8. The method of claim 7, wherein the specified time interval covers data transfer time

of the buffer between the second memory and the first memory.

0. The method of any one of claims 7 or 8, wherein the set of memory allocation actions
comprises a second memory allocation action that, when the buffer specifies a same tensor as
an earlier buffer that is earlier in the sequence, assigns the buffer to a same allocation in the
first memory as the earlier buffer and extends the specified time interval for the earlier buffer
to include a logical time at which an instruction corresponding to the buffer is executed by

the target program.

10.  The method of any one of claims 7-9, wherein the set of memory allocation actions
comprises a third action that assigns the buffer to the second memory without allocating the

buffer to the first memory.

11. The method of any preceding claim, wherein the current state input comprises

features of the buffer.

12. The method of claim 11, wherein the current state input comprises a memory map
grid that specifies a usage of at least one of the plurality of memories in a local neighborhood
around a logical time at which an instruction corresponding to the buffer is executed by the

target program.
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13. The method of claim 11 or claim 12, wherein the current state input comprises a
memory occupancy feature that specifies a usage of each of at least one of the plurality of
memories at a logical time at which an instruction corresponding to the buffer is executed by

the target program.

14. The method of any one of claims 11-13, wherein the current state input comprises a
supply profile feature that provides information about data transfer times of buffers between

two or more of the plurality of memories.

15. The method of any one of claims 11-14, wherein the current state input comprises a

respective feature for each of the memory allocation actions.

16. The method of any one of claims 11-15, wherein the current state input comprises

data characterizing other buffers with a same alias as the buffer.

17. The method of any one of claims 12-16 when dependent upon claim 12, wherein the
representation neural network is configured to:

process the memory map grid using an image encoder neural network to generate an
encoded representation of the memory map grid;

generate a combined feature by combining the encoded representation with at least the
feature of the buffer; and

process the combined feature using a combined feature encoder neural network to

generate the state representation of the current state of the memory allocation.

18. The method of any preceding claim, wherein selecting a memory allocation action for
the buffer from a set of memory allocation actions comprises:

performing, using the state representation generated by the neural network and
starting from a root node representing the current state, a look-ahead search through a state
tree that includes nodes representing states of the memory allocations and edges representing
the memory allocation actions; and

selecting, based on statistics for edges from the root node after the look-ahead search

is performed, the memory allocation action from the set of memory allocation actions.
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19. The method of any preceding claim, wherein performing, using the state

representation generated by the neural network and starting from a root node representing the

current state, a look-ahead search through a state tree that includes nodes representing states

of the memory allocations and edges representing the memory allocation actions comprises:
performing the look-ahead search using:

(1) a dynamics neural network that receives as input a state representation and a
memory allocation action and predicts an (i) output state representation that represents a state
of the memory allocation if the input memory allocation action is performed when the
memory allocation is in a state represented by the input state representation and a (ii) reward
that will be received if the input memory allocation action is performed when the memory
allocation is in the state represented by the input state representation,

(i1) a prediction neural network that receives the input state representation and
predicts a return that will be received starting from the state of the memory allocation that is
represented by the input state representation, and

(1i1) a policy neural network that receives the input state representation and predicts a

probability distribution over the set of memory allocation actions.

20. The method of claim 19, wherein the reward for performing a given memory
allocation action when the memory allocation is in a given state represented by a given state
representation is an expected speedup achieved as a result of performing the given memory

allocation when the memory allocation is in the given state.

21.  The method of any preceding claim, wherein the representation neural network has
been trained through reinforcement learning to maximize a return that estimates a latency of
the computer program when executed on the target computer system in accordance with the

memory allocation.

22. The method of claim 21, wherein, for a given sequence of buffers associated with a
given program, the return is a combination of respective rewards for the selected memory

allocation actions for the buffers in the given sequence.

23. The method of claim 22, wherein the respective reward for the selected memory
allocation action for a given buffer in a given sequence is an expected speedup, of executing

the given program on the computer system, achieved as a result of performing the memory
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allocation action given the selected memory allocation actions for the buffers that precede the

given buffer in the given sequence.

24, The method of claim 23, wherein the expected speedup for the given buffer is
computed based on executing the instructions in the given program on the target computer

system.

25. The method of claim 23 or claim 24 when dependent on claim 6, wherein the
expected speedup for assigning the given buffer to the second memory is zero and the
expected speedup for assigning the given buffer to the first memory is equal to an expected
speedup of accessing the given buffer from the first memory instead from the second

memory.

26. The method of any one of claims 21-25 when dependent on claim 10, further
comprising generating a training example for training the state representation neural network,
comprising:

determining, while allocating the buffers in the sequence, that the memory allocation
has entered an infeasible state;

in response, identifying a backup state at which no future buffer shares a same alias
identifier with any already placed buffer that has been allocated to the first memory and
generating a training example that, for each buffer to be allocated after the backup state,

selects the third memory allocation action that allocates the buffer to the second memory.

27. The method of any preceding claim, further comprising:

determining a second memory allocation for the target program using a different,
heuristic-based solver;

determining a first expected latency for the memory allocation and a second expected
latency for the second memory allocation; and

selecting the memory allocation as a final memory allocation for the target program

only when the first expected latency is lower than the second expected latency.

28. The method of any preceding claim when dependent on claim 6, wherein, for each

memory allocation action that assigns a given buffer to the first memory, the memory
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allocation action defines (i) an offset within the first memory at which to store the given

buffer and (i1) a time interval for which to store the given buffer in the first memory.
29. A system comprising:
one or more computers; and

one or more storage devices storing instructions that, when executed by the one or
more computers, cause the one or more computers to perform the respective operations of the

method of any one of claims 1-28.

30. One or more computer-readable storage media storing instructions that when
executed by one or more computers cause the one or more computers to perform the

respective operations of the method of any one of claims 1-28.
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