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OPPORTUNISTIC ASYNCHRONOUS DE-DUPLICATION

IN BLOCK LEVEL BACKUPS

Background

[0001] Backup systems may create a copy of data so that the copy may be used to restore

the original after a data loss event. Backup systems can be used in disaster recovery,

where a complete restoration of the original data may be performed after a storage system

crash. Another use for backup system may be to restore small numbers of files in the

event an accidental erasure or corruption of the files.

[0002] Backup systems can be used in a network environment to back up two or more

client devices onto a single backup storage system. Typical installations may perform a

backup operation on a periodic basis, such as a daily or weekly backup operation. Some

systems may perform a full backup, where all of the original data are backed up, or an

incremental backup, where only the changed data from the last backup operation are

transmitted.

Summary

[0003] A block based backup system may store backed up data from multiple clients by

maintaining backup databases for each client, where each backup database may include

blocks of data. The backup system may perform a de-duplication process by examining

the databases to identify common blocks and moving the common blocks to a common

database. The common blocks may be removed from the client backup databases and a

pointer substituted for the data, thus compacting the client backup databases. The de-

duplication operation may be performed at an opportunistic time, such as after the clients

have completed any data transfer to the backup system.

[0004] This Summary is provided to introduce a selection of concepts in a simplified form

that are further described below in the Detailed Description. This Summary is not

intended to identify key features or essential features of the claimed subject matter, nor is

it intended to be used to limit the scope of the claimed subject matter.

Brief Description of the Drawings

[0005] In the drawings,

[0006] FIGURE 1 is a diagram illustration of an embodiment showing a network

environment in client backup system may operate.

[0007] FIGURE 2 is a diagram illustration of an embodiment showing a set of backup

databases used in a backup system.



[0008] FIGURE 3 is a flowchart illustration of an embodiment showing a method for

backing up a client device.

[0009] FIGURE 4 is a flowchart illustration of an embodiment showing a method for

performing de-duplication from several client backup databases.

Detailed Description

[0010] A block based backup system may operate by creating client backup databases for

multiple client devices. After the backup data are placed in separate client backup

databases, duplicate blocks of data may be moved to a common backup database and

removed from the client backup databases. This de-duplication may compact the client

backup databases to a minimum size. The de-duplication operation may be performed at a

different time than the backup operations and thus may be considered asynchronous with

the backup operations.

[0011] Each client device may have a backup client application that may transmit data to

back up to the backup system periodically. In many cases, the client device may transmit

data that has changed from the previous backup operation as an incremental backup. The

backup system may be configured to receive the backup data as rapidly as possible with a

minimum of processing during the transmission operation.

[0012] Each backup instance may be represented within a backup database as a table that

may contain identifiers for blocks of data in the sequence that the blocks were originally

found on the client device. Since many subsequent backup operations may have many of

the same blocks of data, each backup instance may be represented as a table containing

pointers to the blocks of data stored in the backup database.

[0013] In one embodiment, separate backup databases may be created for each client

device. For each backup instance of the client device, a table may be created with pointers

to blocks of data within the backup database. A de-duplication operation may identify

duplicate blocks of data between the client backup databases and move duplicated blocks

into a common database to which pointers may be created from each of the various tables.

[0014] The backup system may use hash values to determine whether or not a block of

data is in the database. The hash values may be calculated by the client prior to sending

blocks of data to the backup system in some embodiments, while in other embodiments

the backup server may perform the calculations.

[0015] The backup system may restore a client device may recreate the client data from a

table of a specific backup. The table may list all of the blocks of data in the order that the

blocks were originally placed.



[0016] Throughout this specification, like reference numbers signify the same elements

throughout the description of the figures.

[0017] When elements are referred to as being "connected" or "coupled," the elements can

be directly connected or coupled together or one or more intervening elements may also be

present. In contrast, when elements are referred to as being "directly connected" or

"directly coupled," there are no intervening elements present.

[0018] The subject matter may be embodied as devices, systems, methods, and/or

computer program products. Accordingly, some or all of the subject matter may be

embodied in hardware and/or in software (including firmware, resident software, micro-

code, state machines, gate arrays, etc.) Furthermore, the subject matter may take the form

of a computer program product on a computer-usable or computer-readable storage

medium having computer-usable or computer-readable program code embodied in the

medium for use by or in connection with an instruction execution system. In the context

of this document, a computer-usable or computer-readable medium may be any medium

that can contain, store, communicate, propagate, or transport the program for use by or in

connection with the instruction execution system, apparatus, or device.

[0019] The computer-usable or computer-readable medium may be for example, but not

limited to, an electronic, magnetic, optical, electromagnetic, infrared, or semiconductor

system, apparatus, device, or propagation medium. By way of example, and not

limitation, computer-readable media may comprise computer storage media and

communication media.

[0020] Computer storage media includes volatile and nonvolatile, removable and non

removable media implemented in any method or technology for storage of information

such as computer-readable instructions, data structures, program modules, or other data.

Computer storage media includes, but is not limited to, RAM, ROM, EEPROM, flash

memory or other memory technology, CD-ROM, digital versatile disks (DVD) or other

optical storage, magnetic cassettes, magnetic tape, magnetic disk storage or other magnetic

storage devices, or any other medium which can be used to store the desired information

and may be accessed by an instruction execution system. Note that the computer-usable or

computer-readable medium can be paper or other suitable medium upon which the

program is printed, as the program can be electronically captured via, for instance, optical

scanning of the paper or other suitable medium, then compiled, interpreted, of otherwise

processed in a suitable manner, if necessary, and then stored in a computer memory.



[0021] Communication media typically embodies computer-readable instructions, data

structures, program modules or other data in a modulated data signal such as a carrier

wave or other transport mechanism and includes any information delivery media. The

term "modulated data signal" can be defined as a signal that has one or more of its

characteristics set or changed in such a manner as to encode information in the signal. By

way of example, and not limitation, communication media includes wired media such as a

wired network or direct-wired connection, and wireless media such as acoustic, RF,

infrared and other wireless media. Combinations of any of the above-mentioned should

also be included within the scope of computer-readable media.

[0022] When the subject matter is embodied in the general context of computer-executable

instructions, the embodiment may comprise program modules, executed by one or more

systems, computers, or other devices. Generally, program modules include routines,

programs, objects, components, data structures, and the like, that perform particular tasks

or implement particular abstract data types. Typically, the functionality of the program

modules may be combined or distributed as desired in various embodiments.

[0023] Figure 1 is a diagram of an embodiment 100, showing a system for backing up

client devices. Embodiment 100 is a simplified example of a system that may create a

backup database for each client, then compact those databases by moving duplicated

blocks of data to a common database.

[0024] The diagram of Figure 1 illustrates functional components of a system. In some

cases, the component may be a hardware component, a software component, or a

combination of hardware and software. Some of the components may be application level

software, while other components may be operating system level components. In some

cases, the connection of one component to another may be a close connection where two

or more components are operating on a single hardware platform. In other cases, the

connections may be made over network connections spanning long distances. Each

embodiment may use different hardware, software, and interconnection architectures to

achieve the described functions.

[0025] Embodiment 100 may represent a backup system that may be capable of backing

up multiple client devices to a backup server. During the backup operation, the client

devices may transmit data to backup in the form of blocks. A block may be a typical unit

of storage used by an operating system and may or may not correspond with individual

files of a file system.



[0026] The blocks of data may be stored in a client backup database that may contain

tables that represent the blocks of data in the order the blocks appear on the client device.

The order of the blocks of data may be used to recreate an entire file system during a

restore operation. When a block of data is located in a common backup database, the

client backup database may include a pointer or link to the referenced block of data in the

common backup database.

[0027] The backup server may periodically de-duplicate the client backup databases by

comparing two or more backup databases with the common backup database. The

comparison may identify blocks of data in the client backup databases that are common to

other client backup databases or the common backup database. The common blocks may

be moved to the common backup database if they are not already present, and removed

from the client backup databases. A pointer to the common backup database may be

inserted in the client backup database.

[0028] The de-duplication process may be performed with a subset of all the client backup

databases in some embodiments. In such embodiments, the de-duplication process may be

repeated with different subsets so that all combinations of client backup databases may be

compared. At the end of such an analysis, the client backup databases may contain the

blocks of data that are unique to each respective client and the common backup database

may contain blocks of data that are shared between two or more clients.

[0029] In many cases, there may be a very high percentage of blocks of data that are

common among client devices within a typical local area network. In many cases, certain

applications may be installed on many or all of the clients in a network, for example word

processing and spreadsheet applications, as well as common operating systems and data

shared between devices. Each of these common elements may yield many common

blocks of data.

[0030] In embodiment 100, a backup server 102 is illustrated as being connected through a

network 144 to multiple client devices 134. A typical embodiment may be found in a

small or medium sized business, and in some cases a larger enterprise or a home network.

A backup server 102 may be capable of backing up a handful of devices to several tens or

even hundreds of devices.

[0031] In some embodiments, the network 144 may be a local area network, while in other

embodiments, the network 144 may include a wide area network such as the Internet.

[0032] The backup server 102 may be made up of various hardware components 104 and

software components 106. The illustrated components may represent a typical server or



desktop computer, although other embodiments may have different architectures and

functional elements.

[0033] The hardware components 104 may include a processor 108, random access

memory 110 and nonvolatile storage 112. The hardware components 104 may also

include a network interface 114 and a user interface 116. The nonvolatile storage 112 may

include hard disks, tape storage, optical storage, solid state storage, or any other type of

storage. Some embodiments may use several types of nonvolatile storage.

[0034] The software components 106 may include an operating system 118 and various

applications and databases may operate on top of the operating system.

[0035] A set of client backup databases 120 may operate with a common backup database

122. The client backup databases 120 may represent backup databases for the various

clients 134. In a typical embodiment, each client may have a single client backup database

120, although some embodiments may allow a client to have two or more client backup

databases 120. Such embodiments may have, for example, separate client backup

databases designated for different file systems or different storage devices attached to a

client. The common backup database 122 may contain the blocks of data that are common

between the various clients.

[0036] The architecture of separate client backup databases and a common backup

database creates a very compact overall backup system in that very little, if any duplicate

blocks of data may be stored. The separate nature of the client backup databases may

prevent a corruption or problem in one client database to adversely affect other client

databases.

[0037] A communications engine 124 may receive backup data from the clients 134 and

store the backup data in the various client backup databases 120. The communications

engine 124 may allow two or more clients to simultaneously transmit data to the backup

server 102. In some embodiments, multiple network connections or other hardware

components may enable very high speed transfer of the data.

[0038] The communications between the clients 134 and backup server 102 may be

minimized by reducing the processing time of both the clients 134 and the backup server

102. To prepare for a data transfer, a client device may identify the data to be transferred

and then transfer the data without much processing. The backup server 102 may receive

all of the data, store the data in a client backup database, and then process the data at a

later time to identify any common blocks.



[0039] An optimization engine 126 may perform the comparisons between two or more

client backup databases 120 to identify common blocks of data. The common blocks of

data may be moved to a common backup database 122 and removed from the client

backup databases 120.

[0040] During the compare operation, the optimization engine 126 may also identify

common blocks that are referenced by only one client backup database or no client backup

databases. When only one client backup database references a block in the common

backup database 122, the optimization engine 126 may move the block to the referencing

client backup database 120. When no client backup databases refer to the common block,

the optimization engine 126 may remove the block of data from the common backup

database 122.

[0041] The optimization engine 126 may remove blocks from the common backup

database 122 when backup instances are removed from the client backup databases 120, or

when one or more client backup databases 120 are removed from the system. Instances

may be removed by the retention engine 130.

[0042] When the optimization engine 126 operates, the databases that are being processed

by the optimization engine 126 may be locked so that other processes may not access the

databases. In an example of such an embodiment, the various client devices 134 may be

configured to transmit their backup data after business hours. The first two or three client

devices that complete their backup may be processed by the optimization engine, and after

that batch of client backup databases are complete, the next batch that have completed

may be processed and so on.

[0043] A restore engine 128 may respond to a request to restore a backup instance from a

client backup database. The restore engine 128 may identify the blocks that make up a

backup instance, plus the order in which the blocks were positioned when the backup

instance was created. The restore engine 128 may transmit those blocks in the original

order to fulfill the request.

[0044] The restore engine 128 may operate to restore a client system in the case of a disk

failure, for example. In such an operation, the restore engine 128 may be able to re-create

a file system as it was during the last instance of a backup operation.

[0045] In another use, the restore engine 128 may be capable of re-creating any instance

contained in a client backup database and making that instance available over a network

connection. In such a use, the backup server 102 may create a backup instance and make

the instance available as a shared network drive. The shared network drive may be



presented as a read-only file system, allowing a user to copy an older version of a file to a

current file system, for example.

[0046] A retention engine 130 may apply a retention policy 132 to manage the various

backup instances. The retention engine 130 may identify older backup instances in the

client backup databases 120 and remove those instances. The retention policy 132 may

define how long instances may be retained. For example, a retention policy 132 may

maintain backup instances for the last seven days, then a weekly backup instance may be

maintained for the last four weeks, and a monthly backup for the last twelve months.

[0047] The retention engine 130 may indicate that a backup instance is to be remove, then

may identify the various blocks from the client backup database 120 that are no longer

used. Those blocks may be removed from the client backup database 120. If the backup

instances that are removed reference blocks in the common backup database 122, the

optimization engine 126 may detect those missing references and delete the common

block from the common backup database 122 if the block is no longer referenced.

[0048] The client 134 may be any type of computing device. In many cases, the client 134

may be a desktop computer, but the client 134 may be any computing device that may

perform the functions described for client 134. The client 134 may be a personal

computer, server computer, or other similar computing device. The client 134 may also be

a portable device, such as a laptop computer, netbook computer, mobile telephone,

personal digital assistant, handheld scanner, or any other computing device. In some

cases, the client 134 may be a game console, network router device, network appliance, or

other device.

[0049] The client 134 is illustrated as having a hardware platform 136. The hardware

platform 136 may be similar to the hardware components 104 illustrated for the backup

server 102.

[0050] The client 134 may have an operating system 138 which may maintain a file

system 140. A backup client 142 may be an application or service that executes on the

client 134 and performs many of the communication functions with the backup server 102.

A more detailed example of such operations may be found in embodiment 300 later in this

specification.

[0051] Figure 2 is a diagram of an embodiment 200, showing a simplified construction of

the databases used in a backup system. Embodiment 200 is an example of the databases

that may be represented in the client backup database 120 and common backup database

122 of embodiment 100.



[0052] Embodiment 200 illustrates components of a server 201 on the left, and

components of clients 203 on the right. A client 202 may have a file system 206. The file

system 206 may be made up of many blocks of data 208. Each block of data may be, for

example, a sector or group of sectors as defined in a storage device. In some cases, an

operating system may have a fixed block size. Other operating systems may have a

variable block size. Similar to client 202, client 204 may have a file system 212 that

contains blocks of data 214.

[0053] For each of the data blocks 208 in the file system, the client 202 may create a hash

210. Similarly, the client 204 may create a hash 216 for the data blocks 214 in the file

system 212. The hashes 210 and 216 may be any type of checksum or hash calculation

that can be used to identify the blocks of data. In some embodiments, the hash calculation

may be a hash function that has high collision resistance, meaning that it would hard to

find two different blocks of data that have the same hash value. Some embodiments may

use various cryptographic hash functions such as MD5, SHA-1, RIPEMD, Whirlpool,

Tiger, GOST-34 11, or some other hash function.

[0054] The hash values may be used to identify blocks of data and to determine when an

existing block of data is already stored in a database. By comparing hash values rather

than the data itself, the calculations performed during large comparison operations may be

significantly reduced.

[0055] During a backup operation, the client 202 may transmit the various blocks of data

208 to the client backup database 218 located on the server 201. The client backup

database 218 may be constructed with the data 220, the hash value 222, and various

backup instance metadata 224. Similarly, client 204 may transmit the blocks of data 214

to the client backup database 226 on the server 201 . The client backup database 226 may

be constructed with the data 228, the hash 230, and backup instance metadata 232.

[0056] The backup operation may be performed in several different manners. In one

embodiment, the client device may merely transmit all of the blocks of data stored on the

client device to the server. In such an embodiment, each backup operation may essentially

transmit many of the same blocks with every backup operation. Once the data are

received by the server, an optimization engine may scan the client backup database and the

new backup data to identify any common blocks of data and add new blocks of data to the

client backup database, as well as create the backup instance metadata that identifies the

various blocks of data and their sequential position.



[0057] Such an embodiment may be useful in cases where the client device may have very

little processing capability or when the client device has small amounts of data that are

backed up. Such an embodiment may be also useful when the network bandwidth is great

enough to support a full backup every time. In such an embodiment, there may be little

savings in doing additional pre-processing or determining which blocks of data may be

new and which may be already contained on the server.

[0058] In another embodiment, the client may determine which blocks of data have

changed since the last backup. In one such embodiment, the client may request a list of

blocks of data from the server and may receive the hash values for all of the blocks of data

in the client backup database. In some such embodiments, the server may transmit only

the hash values for the client backup database, while in other embodiments, the server may

additionally transmit the hash values for blocks stored in the common backup database.

The client device may calculate hash values for all of the locally stored blocks of data and

compare those hash values to the hash valued supplied by the server to identify blocks of

data that are not present on the server.

[0059] Such an embodiment may be useful when the data sets maintained on a client

device are large and do not change frequently or in cases where the network bandwidth is

small.

[0060] In another embodiment, a client may maintain a record regarding the blocks of data

from a previous backup operation. One mechanism may be to store the hash values for all

previous blocks of data. The stored hash values may be compared to the hash values of

the current data to identify new blocks of data.

[0061] Another mechanism may be to store a snapshot of the file system at each backup

operation, then to persist the snapshot until the next backup operation. At the next backup

operation, the client may compare the current state of the file system with the persisted

snapshot to identify changed blocks of data.

[0062] The client backup databases 218 and 226 may contain multiple instances of backup

operations. The client backup databases 218 and 226 may contain blocks of backup data,

each of which may have a hash value. The backup instances 224 may contain sequences

with pointers to the blocks of data 220. The sequences may identify the sequence that the

blocks were positioned in the original file system.

[0063] When an incremental backup is performed and several new blocks of data are

added to the database, those blocks may be added to the data 220 with their hash value

222. A new backup instance may be created in the backup instances 224, and the new



backup instance may include the hash values of the blocks that make up the backup

operation.

[0064] Such an embodiment may be able to create a new backup instance by merely

adding another sequence to the backup instances 224 and adding any new blocks to the

client backup database 218. The additional storage usage for the incremental backup is

merely that of the new blocks.

[0065] A de-duplication optimization may be performed when two or more client backup

databases are present on the server 201 . The optimization may search the client backup

database 218 and 226 to identify blocks of data that are common. One copy of the

common blocks may be moved to the common backup database 234 and the respective

backup instances 224 and 232 may be updated to reference the common backup database

234 instead of the client backup database 218 or 226.

[0066] The de-duplication optimization may reduce the storage usage of the server 201 by

shrinking the size of the respective client backup databases and consolidating commonly

used blocks of data into a central location. In embodiments where many client devices are

backed up, the storage savings may be very substantial.

[0067] The common backup database 234 may contain blocks of data 236 and their hash

values 238, as well as other information such as index 240 and metadata 242. The

common backup database 234 may be similar in construction to tables used to store the

blocks of data 230 and hash values 222. The metadata 242 may be used by various other

functions, such as a retention engine.

[0068] A retention engine may periodically purge the system of backup instances that are

no longer to be kept based on an archiving or retention policy. As backups are removed

from various client backup databases, the blocks of data in the common backup database

234 may be referenced by one client backup database or by no client backup databases. If

only one client backup database references a block in the common backup database, that

block may be moved to the client backup database and removed from the common backup

database. If no client backup databases refer to a specific block of data, the block of data

may be removed from the common backup database 234.

[0069] Figure 3 is a timeline illustration of an embodiment 300 showing a method for

backing up a client device to a server. Embodiment 300 is an example of the handshaking

and sequences that may be used to back up a single client device. Embodiment 400,

presented later in this specification, may illustrate one method by which de-duplication



may occur. In the illustration, the operations of a client 302 are illustrated on the left side

and the operations of a server 304 are illustrated on the right side.

[0070] Other embodiments may use different sequencing, additional or fewer steps, and

different nomenclature or terminology to accomplish similar functions. In some

embodiments, various operations or set of operations may be performed in parallel with

other operations, either in a synchronous or asynchronous manner. The steps selected here

were chosen to illustrate some principles of operations in a simplified form.

[0071] Embodiment 300 is one example of a method that may be used to back up a client

device. Embodiment 300 illustrates a client device that uses hash values provided by a

server 304 to identify changed blocks of data on the client 302. The embodiment further

illustrates a method whereby all of the blocks of data to be transmitted may be marked

prior to transmittal to the server 304.

[0072] Embodiment 300 is a method that may be optimized to reduce the time used to

transmit a backup from the client 302 to the server 304 as any processing performed by the

client 302 is performed prior to transmission. Such an embodiment may minimize the

time that a server 304 may be in communication with the client 302.

[0073] In many embodiments, the server 304 may block access to a client backup database

when the client 302 is transmitting a new backup to the server 304. During such periods,

the server 304 may not be able to perform various actions, such as de-duplication,

implementing retention policies, and other actions.

[0074] In block 306, a backup operation may be initiated. In many cases, a client device

may have a schedule for performing a backup. For example, a schedule may be created to

back up the client 302 every evening when the client 302 may not be used for other

purposes. In some cases, the backup operation may be initiated by a user request to start

the backup operation. In other cases, another device such as the server 304 may cause the

client device 302 to initiate a backup operation.

[0075] A list of hash values for backed up blocks of data may be requested in block 308

from the client 302 and received by the server 304 in block 310. The server 304 may

gather the hash values in block 312 and transmit the response in block 314. The client 302

may receive the response in block 318.

[0076] The hash values in block 312 may be the hash values contained in the client backup

database. In some embodiments, the hash value may also include some or all of the hash

values of a common backup database. The hash values may be used to identify those

blocks of data that are already present so that those blocks may not be transmitted.



[0077] In block 316, a snapshot of the client file system may be created. In some

embodiments, a snapshot may represent the status of a file system at some point in time.

The contents of the snapshot may be used for performing a backup operation, during

which the file system may be updated and changed by the normal operations of the client.

[0078] In some embodiments, a snapshot may be stored or persisted on the client 302 until

the next backup operation. In such embodiments, the persisted snapshot may be compared

to a later snapshot to identify blocks of data that have been changed.

[0079] Each block in the file system of client 302 may be analyzed in block 320. For each

block, a hash value may be computed in block 322 and the hash value compared to the list

of hash values received from the server 304 in block 324. If the hash value is not matched

in block 326, the block may be marked for transmittal in block 328 and the process may

return to block 320. If there is a match in block 326, the process may return to block 320

without marking the block.

[0080] A sequence of hash values or block identifiers may be created in block 330. The

sequence may represent the sequence of blocks for the current backup operation. The

sequence may be transmitted in block 332 and received by the server 304 in block 334.

The server 304 may create a new backup instance in block 336 using the sequence.

[0081] The client 302 may transmit the marked blocks of data in block 338. The marked

blocks may be those blocks that are both updated and not found on the server 304. The

server 304 may receive the updated blocks in block 340.

[0082] After receiving the backup operation in block 304, the server 304 may receive

several more backups from different clients. After two or more backups are received from

different clients, the server 304 may perform a de-duplication operation in block 342.

[0083] The de-duplication operation may be considered an asynchronous operation

because the de-duplication operation may be performed after the backup operation. The

client may have performed its portion of the backup operation when the updated blocks

338 have completed transmitting, but the server 304 may perform the de-duplication

operation as a background process or at some later time.

[0084] Figure 4 is a flowchart illustration of an embodiment 400 showing a method for de-

duplication of a set of client backup databases. Embodiment 400 is an example of the

operations that may be performed by an optimization engine, such as the optimization

engine 126 of embodiment 100.

[0085] Other embodiments may use different sequencing, additional or fewer steps, and

different nomenclature or terminology to accomplish similar functions. In some



embodiments, various operations or set of operations may be performed in parallel with

other operations, either in a synchronous or asynchronous manner. The steps selected here

were chosen to illustrate some principles of operations in a simplified form.

[0086] Embodiment 400 is one example of a de-duplication process that may identify

common blocks in two or more client backup databases and move the common blocks to a

common backup database. The operations of embodiment 400 may be performed after the

backup operations have completed, and the embodiment 400 is an example of compression

or optimization that may be performed to reduce the data storage used by the various

backups.

[0087] In block 402, the groups of backups to process are identified. In a full

optimization, a de-duplication operation may compare every client backup database with

every other client backup database on the server. In many embodiments, the optimization

process of embodiment 400 may cause each client backup database to be locked during the

optimization. In order to allow some client backup operations to occur while a de-

duplication operation is underway, the de-duplication operation may be performed on a

subset of the client backup databases.

[0088] When a subset of client backup databases is analyzed, the de-duplication process

may be performed on various combinations of client backup databases until every

combination is analyzed.

[0089] Each group being analyzed may be processed in block 404.

[0090] The hash values for each member of the group may be gathered in block 406. In

block 408, the hash values from the common backup database may be gathered. The hash

values may be sorted in block 410 and compared in block 412 to identify matches in block

414.

[0091] Each match may be processed in block 416. If the block is not in the common

backup database in block 418, a copy of the block may be placed in the common backup

database in block 420.

[0092] An index for the common block may be determined in block 422. The matching

block may be removed from the client backup databases in block 424 and a pointer may be

added in block 426 in the client backup databases to the common backup database.

[0093] After each match is processed in block 416, the method may return to block 404 to

process additional groups of client backup databases. The various groups may be

processed until all combinations of client backup databases are processes.



[0094] The foregoing description of the subject matter has been presented for purposes of

illustration and description. It is not intended to be exhaustive or to limit the subject

matter to the precise form disclosed, and other modifications and variations may be

possible in light of the above teachings. The embodiment was chosen and described in

order to best explain the principles of the invention and its practical application to thereby

enable others skilled in the art to best utilize the invention in various embodiments and

various modifications as are suited to the particular use contemplated. It is intended that

the appended claims be construed to include other alternative embodiments except insofar

as limited by the prior art.



Claims

1. A method being performed on a computer processor, said method comprising:

receiving a first set of backup data from a first client, said first set of backup data

being block based backup data;

storing said first set of backup data in a first client backup database;

receiving a second set of backup data from a second client, said second set of

backup data being block based backup data;

storing said second set of backup data in a second client backup database;

comparing said first backup database and said second backup database to identify a

first common block; and

storing said first common block in a common backup database and removing said

first common block from both of said first client backup database and said second client

backup database.

2 . The method of claim 1 further comprising:

receiving a request from said first client, said request being for a first set of

identifiers for backup data stored in said first client backup database; and

transmitting said first set of identifiers to said first client.

3 . The method of claim 2, said request further being for a second set of identifiers,

said second set of identifiers being for backup data stored in said common backup

database.

4 . The method of claim 3, said method further comprising:

receiving a third set of backup data from said first client, said third set of backup

data comprising a subset of said first set of identifiers but no blocks of data associated

with said subset and at least one new block of data.

5 . The method of claim 4, said third set of backup data representing an incremental

backup from said first client.

6 . The method of claim 3 further comprising:

determining that said first set of backup data is not to be retained;

removing a reference to said first set of backup data from said first client backup

database;

identifying a first unused block within said first client backup database, said first

unused block not being referenced by any backup within said first client backup database;

and

removing said first unused block from said first client backup database.



7 . The method of claim 6 further comprising:

determining that said first common block is no longer referenced from said first

client backup database and that said second client backup database does reference said

first common block; and

moving said first common block from said common backup database to said

second client backup database.

8. The method of claim 1, said first set of backup data comprising identifiers for

blocks of data.

9 . The method of claim 8, said identifiers being hash values calculated from said

blocks of data.

10. The method of claim 1 further comprising:

analyzing said first set of backup data to create identifiers for each block of data

within said first set of backup data; and

storing said identifiers in said first client backup database.

11. The method of claim 1 further comprising:

receiving a first request for said first set of backup data;

identifying a plurality of blocks of data representing said first set of backup data, a

first subset of said blocks of data being located in said common backup database and a

second subset of said blocks of data being located in said first backup database; and

transmitting said plurality of blocks in response to said first request.

12. The method of claim 11 further comprising:

determining an order for said plurality of blocks from said first database and said

transmitting said plurality of blocks being performed according to said order.

13. A backup server device comprising:

a processor;

a plurality of client databases, each of said client databases comprising a repository

for blocks of data and a backup database comprising backup definitions and references to

said blocks of data from said backup definitions;

a communications engine that:

establishes a first communication session with a first client device;

determines that a first client database is associated with said first client

device;

receives a first plurality of said blocks of data;



stores said first plurality of said blocks of data in said first client database

as a first backup;

establishes a second communication session with a second client device;

determines that a second client database is associated with said second

client device;

receives a second plurality of said blocks of data; and

stores said second plurality of said blocks of data in said second client

database;

an optimization engine that:

analyzes said first client database and said second client database to

identify a first common block;

adds said first common block to a common client database;

adds pointers to said first common block from said first client database and

said second client database; and

removes said first common block from said first client database and from

said second client database.

14. The backup server device of claim 13, said optimization engine configured to

operate when said communications engine is not receiving said blocks of data.

15. The backup server device of claim 13 further comprising:

a hash generator that analyzes blocks of data to calculate a hash value for each of

said blocks of data, said hash value being used within said client databases as an identifier

for each of said blocks of data.
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