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Described is using flash memory, RAM-based data structures
and mechanisms to provide a flash store for caching data
items (e.g., key-value pairs) in flash pages. A RAM-based
index maps data items to flash pages, and a RAM-based write
buffer maintains data items to be written to the flash store,
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e.g., when a full page can be written. A recycle mechanism
makes used pages in the flash store available by destaging a
data item to a hard disk or reinserting it into the write buffer,
based on its access pattern. The flash store may be used in a
data deduplication system, in which the data items comprise
chunk-identifier, metadata pairs, in which each chunk-iden

tifier corresponds to a hash of a chunk of data that indicates.
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The RAM and flash are accessed with the chunk-identifier

(e.g., as a key) to determine whether a chunk is a new chunk
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or a duplicate.
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a container corresponding to that chunk identifier are
prefetched into the RAM cache. If the chunk identifier is not
in the RAM cache, the RAM-based write-buffer, or the flash

BACKGROUND

0001 Flash media has advantages over RAM and hard
disk storage, namely that unlike RAM, flash media is persis
tent, and unlike hard disk, flash media provides much faster
data access times, e.g., on the order of hundreds or thousands
of times faster than hard disk access. Many applications thus
may benefit from the use of flash media.
0002. However, flash media is expensive, at present cost
ing ten to twenty times more per gigabyte than hard disk
storage. Further, flash devices are subject to reduced lifetimes
due to page wearing, whereby Small random writes (that also
have relatively high latency) are not desirable. What is needed
is a technology for using flash media that provides high per
formance, while factoring in cost considerations, efficiency
and flash media lifetimes.
SUMMARY

0003. This Summary is provided to introduce a selection
of representative concepts in a simplified form that are further
described below in the Detailed Description. This Summary
is not intended to identify key features or essential features of
the claimed Subject matter, nor is it intended to be used in any
way that would limit the scope of the claimed subject matter.
0004 Briefly, various aspects of the subject matter
described herein are directed towards a technology by which
a flash memory is configured into a secondary storage device
(e.g., a flash store and/or a flash store and a disk-based device)
via RAM-based data structures and mechanisms so as to

maintain a cache of data items (e.g., key value pairs) in flash
pages. A RAM-based index maps each data item in the flash
store to the page in which that data item is maintained, and a
RAM-based write buffer maintains data items to be written to

the flash store. A mechanism (e.g., one or more threads) uses
the RAM-based index to locate data items in the flash store,
and to write data items from the RAM-based write buffer to

the flash store. The write may occur when the data items fill a
page, or when a coalesce time is reached.
0005. In one aspect, the flash store serves as a cache
between RAM and a hard disk store. The mechanism looks

for a data item in a RAM-based read/write cache (e.g., com
prising a RAM-based read cache and the RAM-based write
buffer) before using the RAM-based index to locate data
items in the flash store. A recycle mechanism makes a page in
the flash store available by processing valid data items on the
page, including destaging a data item from the page in the
flash store to the hard disk store or reinserting the data item
into the write buffer, based on whether the information indi

cates that the data item has been recently accessed. A data
structure (e.g., a bloom filter pair is used to track (to a high
probability) whether a data item has been recently accessed.
Another data structure (a bloom filter) indicates to a high
probability whether a data item has been destaged to the hard
disk store.

0006. In one aspect, the flash store is used in conjunction
with RAM in a data deduplication system. The data items
comprise chunk-identifier, metadata pairs, in which each
chunk-identifier is representative of a hash of a chunk of data,
which is used to determine whether that chunk is a duplicate
of another chunk of data. The chunks are maintained in con

tainers. If the chunk-identifier is in the flash store, chunks of

store, the chunk identifier is deemed to represent a new chunk,
and the data of that chunkadded to a container, with a chunk

identifier, metadata pair for that chunk to the RAM-based
write-buffer.

0007. Other advantages may become apparent from the
following detailed description when taken in conjunction
with the drawings.
BRIEF DESCRIPTION OF THE DRAWINGS

0008. The present invention is illustrated by way of
example and not limited in the accompanying figures in
which like reference numerals indicate similar elements and
in which:

0009 FIG. 1 is a block diagram representing an example
architecture and data structures for using flash media as a
cache between RAM and hard drive storage.
0010 FIGS. 2 and 3 comprise a flow diagram representing
example steps for looking up a key of a key-value pair in
RAM, flash memory or a hard drive as needed.
0011 FIG. 4 is a flow diagram representing example steps
for handling insertion of a key into a flash-based architecture.
0012 FIG. 5 is a flow diagram representing example steps
for recycling pages of flash when pages are needed for Stor
age.

0013 FIG. 6 is a block diagram representing an example
architecture and data structures for a deduplication system
that uses flash media as a cache between RAM and hard drive

Storage.

0014 FIG. 7 is a flow diagram representing example steps
taken by a flash-based deduplication system to handle chunks
of incoming data.
0015 FIG. 8 shows an illustrative example of a computing
environment into which various aspects of the present inven
tion may be incorporated.
DETAILED DESCRIPTION

0016 Various aspects of the technology described herein
are generally directed towards using flash media as a cache
between RAM and hard disk storage. In general, various data
structures and mechanisms (e.g., algorithms) Suitable for a
given application allow data items such as key-value pairs to
be efficiently looked up and/or inserted while stored on RAM
or flash memory, in a manner that Substantially reduces or
avoids unnecessary hard disk access. One example imple
mentation described herein maintains key-value pairs and
provides efficient key lookup and insert operations, including
based upon predetermined tradeoffs between performance
and cost. Another example implementation provides an effi
cient and cost effective system for facilitating data dedupli
cation operations.
0017. It should be understood that any of the examples
herein are non-limiting. Indeed, the technology described
herein applies to any type of non-volatile storage that is faster
than disk access, not only the flash media described herein.
Moreover, the data structures described herein are only
examples of ways to use a cache according to the technology
described herein. As such, the present invention is not limited
to any particular embodiments, aspects, concepts, structures,
functionalities or examples described herein. Rather, any of
the embodiments, aspects, concepts, structures, functional
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ities or examples described herein are non-limiting, and the
present invention may be used in various ways that provide
benefits and advantages in computing and data retrieval in
general.
0018 FIG. 1 shows example architectural components of
one implementation of a key-value store maintained among
relatively very fast RAM 102, relatively fast non-volatile
storage (“flash store' 104) and a relatively slow hard disk data
store 106. The hard disk data store 106 is in general signifi
cantly slower with respect to data access than the flash store
104, and may be maintained on any Suitable hard disk device,
whether local or remote, and regardless of how many hard
disks and/or other mechanisms make up the hard disk device.
0019 ARAM write buffer 108 comprising a data structure
(e.g., of fixed-size) maintained in the RAM 102 buffers data
item writes such that a write is made to the flash store 104 only
in a controlled manner, e.g., when there is enough data to fill
a flash page (which is typically 2 KB or 4 KB in size, and is
known in advance). As used in the example of FIG. 1 and for
purposes of the example description herein, the data items
comprise key-value pairs, however any suitable data item
may be used with the technology described herein.
0020. The flash store 104 provides persistent storage for
the key-value pairs and may be organized as a recycled
append log, in which the pages on flash are maintained
implicitly as a circular linked list. Because the flash transla
tion layer (FTL) translates logical page numbers to physical
ones, it is straightforward to implement the circular linked list
as a contiguous block of logical page addresses with Wrap
around. This may be realized by two page number variables,
one for the first valid page (oldest written) and the other for
the last valid page (most recently written). Note that FIG. 1
represents valid pages (containing maintained data) as non
shaded, and invalid pages (available for use) as shaded. In one
implementation, each flash page begins with a header portion
that contains metadata information including the time when
the page was written, the number of key-value pairs in the
page, and the beginning offset for each.
0021. In one implementation, the key-value pairs are writ
ten to flash in units of a page size containing a set of pairs.
Each key-value entry in the flash store 104 also has an asso
ciated write operation timestamp. To achieve desired persis
tency considerations, writes to flash 104 also may be made
when a pre-specified coalesce time interval is reached, as
described below. In general, the RAM write buffer is sized
two to three times the flash page size so that key-value writes
can still occur when another part of the RAM write buffer 108
is being written to flash 106.
0022. In one implementation, a RAM hash table index 110
provides an index structure for locating the key-value pairs
stored on the flash store 104. The hash table index 110 is

maintained in RAM and is organized as a hash table having
pointers to the full key-value pairs stored on the flash store
104, with a general goal of one flash read per lookup. As
described below, there is provided a mechanism for resolving
collisions, which in one implementation is based upon a
variant of cuckoo hashing. Also described is storing compact
key signatures in memory, which allows balancing between
RAM usage versus false flash reads.
0023. Another aspect is directed towards destaging
recently unused key-value pairs from the flash store 104 to the
hard disk store 106, such as when RAM or flash bottlenecks

are reached, to eliminate the need for rehashing. To this end,
a RAM read cache 112 (e.g., of fixed-size) provides a read
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cache of recently read items that is maintained in RAM. A
least recently used policy (or other Suitable mechanism)
evicts key-value pairs when inserting items into a full cache.
0024. Also shown in FIG. 1 is a pair of destaging bloom
filters 114 (or other suitable data structure), which is used by
a flash recycling thread as described below to determine to a
high probability whether a valid key-value pair on flash has
been recently accessed. As is known, a bloom filter is a
probabilistic data structure in which false positives are pos
sible, which are acceptable in this usage scenario. If deter
mined to be recently accessed, a key-value pair is reinserted
into the RAM write buffer 108, (where it will be written back
to the flash store 104), otherwise the pair is destaged to the
hard disk store 106. A disk-presence bloom filter 116 (or other
suitable data structure) is used to record the keys that are
destaged to the hard disk store 106, as also described below.
This (to a high probability) avoids looking up non-existent
keys, and thereby avoids hard disk access latencies.
0025 Various real-world applications may use this flash
based technology as an underlying persistent key-value Store.
For example, online multi-player gaming technology allows
people from geographically diverse regions to participate in
the same game. The number of concurrent players in Such a
game may range from tens to hundreds of thousands, and the
number of concurrent game instances offered by a single
online service may range from tens to hundreds. Key-value
pairs are thus used in Such an online multi-player gaming
application, with high throughput and low latency being
desirable for the get-set key operations. At the same time,
persistency is desirable for purposes of resuming a game from
an interrupted state if and when crashes occur, for offline
analysis of game popularity, progression, and dynamics with
the objective of improving the game, and/or verification of
player actions for fairness when outcomes are associated with
monetary rewards. The flash-based technology described
herein meets these needs.

0026 FIGS. 2-4 are example block/flow diagrams
explaining the sequence of accesses in key lookup and insert
operations, e.g., via client-called APIs 120 (FIG. 1), given the
hierarchical relationship of the different storage areas. As
represented in FIG. 2, a key lookup operation (get) first looks
for a key in the RAM read cache 112 (step 202). Step 204
evaluates the cache hit or miss; if there is a cache hit (step
204), the process branches ahead to step 224 to return the
associated value. If there is a miss, the process continues to
step 206.
(0027 Step 206 looks for the key in the RAM write buffer
108. Upon a miss (step 208), the process searches the RAM
hash table index 110 at step 210 in an attempt to locate the key
on the flash store 104. Upon a miss (step 212), step 214 looks
up the key in the disk-presence bloom filter 116. If the key is
not present, step 216 branches to step 222 to return null.
Otherwise, step 218 searches the hard disk store 106 for the
key, where it is ordinarily present as indicated by the disk
presence bloom filter 116. However, if the key is not found,
(e.g., the bloom filter returned a false positive), step 220
branches to step 222 to return null.
0028. As represented by step 224 and FIG. 3, if the key is
found at any place other than the RAM read cache, the key
value pair is inserted into the RAM read cache (step 306).
Note that via steps 302 and 304, if the read cache is full a
Suitable key (e.g., the least recently used) is evicted. At step
308, data representing the key is also inserted into the destag
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ing bloom filter 114 to indicate that it has been recently
accessed, as described below. Step 226 of FIG. 2 returns the
value.

0029 Turning to a key insert (update/set) operation as
represented in FIG. 4, step 402 writes the key-value pair
(together with its timestamp) into the RAM write buffer 108.
If an earlier value of the key exists in the RAM read cache
112, as evaluated by step 404, it will be invalidated at step
406.

0030. As represented by step 408, when there are enough
key-value pairs in RAM write buffer to fill a flash page, a page
of these entries is written to flash and inserted to the RAM

hash table index at step 412. Also shown in FIG. 4 is (optional
step 410) is writing the write buffer to flash when a coalesce
time interval threshold is met, that is, when less than a page
exists. Note that such timed writing is likely event driven and
performed by a separate process (or thread), but is shown in
FIG. 4 for completeness. Such a timed writing to the flash
store 104 provides for persistency by ensuring that any key
written to RAM is persisted within the coalesce time, to
handle situations in which few keys are being written and thus
the page does not fill rapidly enough. The coalesce time may
be configurable.
0031. In a typical usage scenario, eventually the pages in
flash store 104 will begin to fill up. When this occurs, e.g.,
when flash usage exceeds a certain threshold, (e.g., eighty
percent) any previously used, valid keys are maintained as
described below and the page evicted/recycled for use. Recy
cling may also be based on the RAM hash table index usage;
for example, when the hash table index 110 exceeds a target
maximum load factor (e.g., ninety percent), recycling may be
performed to bring the usage below this threshold. In such a
scenario, the flash store 104 serves as a cache for the much

larger hard disk store 106. Different recycling operations may
be applied to determine which keys and values are stored in
the flash store 104, and which keys and values are destaged to
the hard disk store 106.

0032. One recycling operation considers currently used
flash pages in oldest first order. On each page, the key-value
pairs are scanned to determine whether they are valid or not.
A key-value pair on a flash page is invalid (or, orphaned) if the
record in the hash table index 110 for that key does not point
to this entry on this flash page, which happens when a later
write to the key happened.
0033. Another recycling policy is the least recent used
(LRU) policy. In such a case, each key-value pair has a flag,
which is updated every time the key-value pair has been
accessed. When the flash store 104 or the RAMindex reaches

a desired occupancy level, least recent used (LRU) key-value
pairs are destaged to the hard disk store 106.
0034 yet another recycling policy is the first in first out
(FIFO) policy. In this case, the first key-value pair that was
written to the flash store 104 is evicted when the flash store

104 or the RAM index reaches a desired occupancy level.
FIFO is simpler to implement compared with LRU, but is less
accurate in retaining the working set in flash store 104.
0035. As described above and in general, the pages on the
flash store 104 are used in a circular linked list order, and the

oldest pages are evicted/recycled after determining how to
handle the valid key-value pairs of each Such page. To this
end, a recycle/eviction mechanism 122 (algorithm), generally
represented in the flow diagram of FIG. 5, processes valid
keys either by reinserting them into the flash store 104 (by
reinserting the key-value pair into the RAM write buffer 108
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where they will be later paged to the flash store 104) or by
destaging them to the hard disk store 106.
0036. In the example of FIG. 5, when the flash store 104
and/or hash table index 110 reaches a threshold usage level as
determined via step 502, step 504 finds a page (e.g., the
oldest) for recycling/eviction. Steps 506 and 518 selects the
keys for processing, generally by discarding any invalid key
(steps 508 and 510), or otherwise destaging each key (step
514) to the hard disk store 106 or reinserting each key into the
write buffer (step 516), depending on the key’s access pattern,
as maintained in the destaging bloom filter pair 114 as evalu
ated by step 512. Again, note that a false positive is accept
able, because no data is lost, and at worst a key-value pair that
was not recently accessed is handled as if it was recently
accessed. Note that for keys destaged to the hard disk store
106, a small number of bits per entry may be stored and
maintained in the hash table index 110 as described below.

0037. In one implementation, the access pattern is main
tained in a rotating pair of destaging bloom filters 114 (FIG.
1) in the RAM 102 that interchange between themselves as
the currently used one. Each bloom filter is dimensioned to
record the last b recently accessed unique keys, where b is a
parameter that determines the amount of access history that is
maintained (chosen to be larger than the cardinality of the
current working set of key-value pairs; known methods for
estimating working set size may be used). The current bloom
filter and a counter are each initialized to zero. When a key is
accessed, the key is inserted into the current bloom filter and
the counter incremented if the key was not already in the
bloom filter. Upon hitting the value of b unique accesses
associated with the current bloom filter, the counter is reset to

Zero and usage switches to the other bloom filter (after reini
tializing it). During the flash recycling operation, the flash
recycling thread checks both bloom filters in RAM to deter
mine the access pattern. The false positive property of a
bloom filter makes the eviction policy more conservative, that
is, if the presence of a key in the bloom filter is a false positive
event, then that key is retained in the flash store 104 (by way
of the write buffer 108) even though it was not actually
accessed recently, although it may be destaged in Subsequent
flash recycling iterations.
0038. Once the keys of a page have been processed in this
way, step 520 evicts the page from the flash store 104,
whereby it is again available (recycled) for use in the circular
list, that is, the first page number variable is incremented. As
represented by step 522, this eviction/recycling operation
may be done until the threshold is met, or may be done for
multiple pages to drop some percentage (e.g., ten percent)
below the threshold, e.g., when the flash store threshold usage
level is reached, process N pages so that the threshold is not
met every time a single page is written.
0039. The hard disk store 106 thus serves to store the
key-value pairs that have been evicted from the flash store 104
because of page recycling. Because key lookups can miss in
RAM and flash, the hard disk store 106 may be indexed to
provide efficient access to the keys stored therein. In one
implementation, a known embedded key-value database is
used for indexing.
0040. In addition to the insert and lookup operations, the
write-time ordered log based storage organization in the flash
store Supports queries for retrieving the keys that have been
modified since a given time t. To process such a query, the
system locates the earliest flash page written at a time equal to
or later than t, and scans the keys in the pages starting from
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that up to the last valid page in logical page number order.
Keys having a write timestamp less than t are discarded from
the results; note that they may appear in these pages because
of being reinserted as a result of page recycling.
0041 Turning to additional details of the hash table index
110, the hash table index 110 is structured as an array of slots.
In one implementation, hash collisions, in which multiple
keys map to the same hash table index slot, are resolved using
a variant of cuckoo hashing. To this end, cuckoo hashing
provides flexibility for each key to be in one ofn22 positions:
this keeps the linear probing chain sequence upper bounded at
n. Note that cuckoo hashing increases hash table load factors
while keeping lookup time bounded to a constant.
0042. In the variant of cuckoo hashing used in the example
implementation, in random hash functions h, h; . . .h, are
used to obtain in candidate positions for a given key X. These
candidate position indices for key X are obtained from the
lower-order bit values of h(x), h(x); ... h(x) corresponding
to a modulo operation.
0043. During insertion, the key is inserted in the first avail
able candidate slot. When all slots for a given key X are
occupied during insertion, (e.g., by keys y1, y2; . . . y), room
can be made for key X by relocating keysy, in these occupied
slots, because each key y, may be placed in a choice of (n-1)
other locations. Note that in the original cuckoo hashing
scheme, a recursive strategy is used to relocate one of the keys
y; however in a worst case, this strategy may take many key
relocations or get into an infinite loop, the probability for
which can be shown to be very small and decreasing expo
nentially in n. In the variant described herein, the process
attempts a small number of key relocations, after which if
unsuccessful, the process makes room by picking a key to
destage to the hard disk store 106. In practice, by dimension
ing the hash table index 110 for a certain load factor and by
choosing a Suitable value of n, Such events can be made
extremely rare.
0044. In an optimization, the amount of RAM usage per
slot may be reduced by storing compact key signatures. Note
that conventional hash table designs store the respective key
in each entry of the hash table index. Depending on the
application, the key size may range from few tens of bytes
(e.g., 20-byte SHA-1 hash) to hundreds of bytes or more.
Given that RAM size is limited (on the order of gigabytes), if
the full key is stored in each entry of the RAM hash table
index, this may cause a bottleneck with respect to the maxi
mum number of entries in the hashtable index before the flash
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slot number j, the respective signature is computed from

h(y)) and compared with the signature stored in that slot.

Only if a match happens is the pointer to the flash store
followed to check if the full key matches. The percentage of
false reads is relatively low.
0046 Key-value pairs may be organized in the flash store
104 in a log-structure in the order of the respective write
operations coming into the system. As described above, the
hash table index 110 contains pointers to the key-value pairs
stored in the flash store 104. One implementation uses a
four-byte pointer, which is a combination of a page pointer
and a page offset. By way of example, consider a 160GB flash
store with 4 KB pages, which is representative of contempo
rary devices. In this example, a page number may be specified
with log(160 GB/4 KB)=26 bits. The remaining six bits can
be used for the in-page offset, which point to 128 B bound
aries in a 4 KB page; the stored key-value pairs are thus
aligned at 128 B boundaries. Note that a pointer having a
value of all ones (binary) is used to indicate an empty hash
table index slot.

0047. The flash store 104 may designed to maximize the
RAM hash table index capacity because this determines the
number of key-value pairs stored in the flash store 104 that
can be accessed with one flash read. The RAM size for the

hash table index 110 may be determined based upon the
application requirements. For example, with a two-byte com
pact key signature and four-byte flash pointer per entry, a
typical RAM usage of 4GB for the hash table index 110 index
accommodates a maximum of about 715 million entries.

Whether RAM or flash capacity becomes the bottleneck for
storing the working set of keys on flash depends on the key
value pair size. With 64-byte key-value pairs, 715 million
entries in the hash table index occupy 42 GB on flash, which
is easily accommodated in contemporary flash devices. With
multiple flash devices, additional RAM may be provided to
fully utilize them. Conversely, with 1024-byte key-value
pairs, the 715 million entries in the hash table index 110 need
672 GB of flash, whereby multiple flash devices given con
temporary flash device sizes.
0048. Note that the functionalities of key lookup/insert
operations, writing key-value pairs to the flash store 104 and
updating the RAM hash table index, and/or recycling of flash
pages (including reinserting/destaging key-value pairs) may
be handled by separate threads in a multi-threaded architec
ture, as described below. Concurrency issues with shared data
structures may arise in a multi-threaded design, and may be

storage capacity bounds are reached. Conversely, if a key is

handled as also described below.

not stored in the in the hash table index 110, the search

0049 More particularly, to attempt to maximize through
put of key lookup and insert operations, the flash store mecha
nisms may be multi-threaded, with logical partitioning of
system functionality across different threads. For example,
one or more client serving threads may perform the key
lookup/insert operations received from the client. For a write
operation, the client serving thread is responsible for adding
the key-value pair to the RAM write buffer; if the key already
exists in the RAM read cache, it invalidates that entry. A flash
writing thread writes the key-value pairs to the flash store, and

operation on the hash table index 110 needs to follow hash
table index pointers to the flash store 104 to determine
whether the key stored in that slot matches the search key.
This may lead to relatively many false flash reads, which are
expensive, as flash access speeds are two to three orders of
magnitude slower than that of RAM.
0045. To approach maximizing hash table index capacity
(the number of entries) while minimizing false flash reads,
one implementation stores a compact key signature (on the
order of a few bytes, e.g., two bytes) in each entry of the hash
table index 110. This signature is derived from both the key
and the candidate position number at which the key is stored.
When a key X is stored in its candidate position numberi, the
signature in the respective hash table index slot is derived
from the higher order bits of the hash value h(x). During a
search operation, when a key y is looked up in its candidate

removes these entries from the RAM write buffer. A flash

recycling thread performs the recycling and destaging/rein
sertion operations. One or more hard disk store management
thread(s) may be used, e.g., the known “Berkeley DB for
disk store management has a multi-threaded architecture that
provides an embedded key-value database that may be used to
store and index the destaged key-value pairs.
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0050 Concurrency issues with shared data structures arise
in the multi-threaded design, which are handled through
thread synchronization using locks. So that a thread does not
block unless it needs to, locks may be employed at Suitable
levels of granularity, that is, for correct concurrent execution
and to avoid busy waiting. The following table Summarizes
the type of access (read or write) that different threads need on
each shared data structure and the type of lock with which it
is protected:
Data

Structure

Accessing Threads

Access Type

RAM write

Client Serving Threads

ReadWrite

Producer

buffer

Flash Writing Thread

ReadWrite

Consumer

Write

Reader

RAM hash

Client Serving Threads

Read

Reader-Writer

table index

RAM read

Lock Type

ReadWrite
ReadWrite

Flash Writing Thread

ReadWrite

Reader-Writer

ReadWrite
ReadWrite

Reader-Writer

cache

RAM Bloom Client Serving Threads
filters
Flash Recycling Thread

0051. The RAM read cache 112 is accessed by the client
serving threads. As described above, a thread executing a key
lookup operation reads the cache and upon a miss, inserts the
current key-value pair (read from elsewhere) after evicting
another key-value pair (if the read cache was full). The RAM
write buffer 108 has key-value pairs added to it by client
serving threads and flash recycling thread; any such thread
needs to block if the buffer is full. Also, the flash writing
thread needs to block until the key-value pairs in the buffer are
confirmed written to a flash page. Thus, the client serving/
flash recycling threads and the flash writing thread have a
producer-consumer relationship on the RAM write buffer.
Moreover, the client serving threads also need to read the
buffer upon a miss in the RAM read cache during a read key
operation. Thus, the RAM write buffer needs to be protected
by a combination of producer-consumer and reader-writer
locks. Known synchronization techniques used separately for
each of them are adapted to obtain a combined lock of the
desired nature, referred to herein as a producer-consumer
reader lock.

0052. The RAM hash table index 110 is read by the client
serving threads during a read key operation and read/written
by the flash writing and flash recycling threads, and thus is
served by a reader-writer lock. However, to maximize the
number of concurrent operations on the hash table index, it
may be necessary to lock the hash table index 110 at the level
of each entry, which if performed creates significant overhead
associated with maintenance of so many locks. Conversely,
using only one lock for the entire hash table index 110 mini
mizes the number of concurrent operations allowed leading to
unnecessary blocking of threads. In one implementation, a
balance is provided by letting the hash table index have N
slots, and partitioning the hash table index into m segments,
with each segment having N/m contiguous slots; segment
level locks are then used. When a thread needs to access slot

i of the hash table index, the thread obtains the appropriate
type of lock (read or write) on segment numberi?m. Under
this design, two threads that need to respectively read and
write different slots in the same segment need to compete for

the same segment lock; thus the design compromises on
maximum allowable concurrency to reduce the overhead
from the number of locks.

0053 Another aspect is that the persistency guarantee
enables the flash-based system to recover from system
crashes, e.g., due to power failure or other reasons. Because
the system logs the key-value write operations to flash, it is
straightforward to rebuild the hash table index in RAM by
scanning the valid flash pages on flash. Recovery using this
method can take Some time, however, depending on the total
size of valid flash pages that need to be scanned and the read
throughput of the flash memory. If crash recovery needs to be
executed faster so as to Support “near real-time recovery,
then the RAM hash table index may be occasionally/periodi
cally checkpointed into flash (in a separate area from the
key-value pair logs). For example, the recycling process treats
the content stored in the secondary storage device (flash store)
as a stream, and for each key-value pair in the flash store,
checks if it is pointed by a pointer in the RAM-index. If
pointed to, the key-value pair is copied into a new stream, and
garbage collection is performed on at least a portion of a
previous stream. The RAM index is periodically checked
pointed into a storage device in association with a current end
position of the key-value store stream for use in crash recov
ery.

0054 Recovery then involves reading the last written hash
table index checkpoint from flash and Scanning key-value
pair logged flash pages with timestamps after the checkpoint
to and inserting them into the restored hash table index. Dur
ing the operation of checkpointing the hash table index, the
insert operations need to be suspended (although read opera
tions by other threads may continue). The flash writing thread
can continue with flash writing operations during this time but
cannot insert items into the hash table index. A temporary,
small in-RAM hash table may be used to provide an index for
the interim items. After the checkpointing operation com
pletes, any key-value pairs from the flash pages written in the
interim are inserted into the hash table index. Key lookup
operations, upon missing in the hash table index, check in
these flash pages (via the small additional hash table) until the
latter insertions into the hash table index are complete. The
flash recycling thread is Suspended during the hash table
index checkpointing operation, since the recycling thread
cannot set hash table index entries to null.

0055. Note that by using known concepts, the flash store
may be extended to multiple nodes. For example, one
approach may use a one-hop distributed hash table (DHT)
based on consistent hashing to map the key space across
multiple nodes. An alternative approach is to use hash func
tion-based partitioning of keys across nodes, with each node
protected by buddy pair machines; note however that new
nodes cannot be added easily, because a hash function does
not have the locality preserving redistribution properties of
consistent hashing.
0056 Turning to another aspect, storage deduplication
refers to identifying duplicate data using disk-based indexes
on chunk hashes, which has a number of benefits in comput
ing including using inline deduplication to provide high
backup throughput. However, storage deduplication can cre
ate throughput bottlenecks due to the disk I/Os involved in
index lookups. While known RAM prefetching and bloom
filter based techniques help avoid disk I/OS on a high percent
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age (e.g., close to ninety-nine percent) of the index lookups,
even at this reduced rate the index lookups that do go to disk
cause potential problems.
0057 The technology described herein is able to reduce
the penalty of index lookup misses in RAM typically by
orders of magnitude, namely by serving Such lookups from a
flash memory-based index and thereby increasing inline
deduplication throughput. The use of flash memory as
described herein is able to reduce the significant gap between
RAM and hard disk in terms of both cost and access times.

0058. To this end, as generally represented in FIG. 6, a
flash-based inline deduplication system using a chunk meta
data store on a flash store 604 is provided. In one implemen
tation, the system uses one flash read per chunk lookup and
works with RAM prefetching strategies.
0059. In general, and similar to the above-described flash
based key-value system, the deduplication system organizes
chunk metadata in a log-structure on the flash store 604 to
exploit fast sequential writes, while using an in-memory hash
table index 610 to index them, with hash collisions resolved

by the above-described variant of cuckoo hashing. Also simi
lar to as described above, the in-memory hash table index 610
may store compact key signatures instead of full chunk
hashes so as to balance tradeoffs between RAM usage and
false flash reads. Further, by indexing a small fraction of
chunks per container, the system can reduce RAM usage
significantly with negligible loss in deduplication quality.
One implementation of the system can index 6 TB of unique
(deduplicated) data using 45 GB of flash.
0060. In one implementation, data chunks coming into the
system are identified by their SHA-1 hash, and, via a dedu
plication chunk handling mechanism 622 (described below
with reference to FIG. 7), are looked up in an index of cur
rently existing chunks in the system (for that storage location
or stream). If a match is found, the metadata for the file (or
object) containing that chunk is updated to point to the loca
tion of the existing chunk. If there is no match, the new chunk
is stored in the system and the metadata for the associated file
is updated to point to it. One implementation allocates 44
bytes for the metadata portion, with the 20-byte chunk hash
comprising the key and the 44-byte metadata being the value,
for a total key-value pair size of 64 bytes.
0061 Rabin fingerprinting-based sliding window hash
may be used on the data stream to identify chunk boundaries
in a content-dependent manner. A chunk boundary is declared
when the lower order bits of the Rabin fingerprint match a
certain pattern. The length of the pattern can be adjusted to
vary the average chunk size. The average chunk size in one
system is 8 KB; Ziv-Lempel compression on individual
chunks can achieve an average compression ratio of two to
one, so that the size of the stored chunks on hard disk averages
around 4 KB. The SHA-1 hash of a chunk serves as its

chunk-id in the system described herein.
0062. The system may target complete deduplication and
ensure that no duplicate chunks exist in the system after
deduplication. However, a technique for RAM usage reduc
tion that comes at the expense of marginal loss in deduplica
tion quality may be provided.
0063 A container store 606 on a hard disk manages the
storage of chunks. In one implementation, each container
stores at most 1024 chunks and averages in size around 4 MB.
As new (non-duplicate) chunks come into the system, they are
appended to a current container 640 buffered in RAM 602.
When the current container 640 reaches a target size of 1024
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chunks, it is sealed and written to hard disk and a new (empty)
container is opened for future use.
0064 A RAM chunk metadata write buffer 608 (e.g., of
fixed size) buffers the chunk metadata information for the
currently open container 640. The buffer is written to flash
when the current container is sealed, e.g., the buffer accumu
lates 1024 chunk entries and reaches a size of 64 KB. The
RAM write buffer 612 is sized to two-to-three times the flash

page size so that chunk metadata writes can still go through
when part of the buffer is being written to flash.
0065. To eliminate hard disk accesses for chunk-id
lookup, the flash store 604 maintains metadata for chunks
maintained in the system, indexed with the RAM hash table
index 610. A cache 612 for chunk metadata is also maintained

in the RAM 602. The fetch (prefetch) and eviction policies
may be executed at the container level (i.e., metadata for all
chunks in a container).
0066. To implement such a container level prefetch and
eviction policy, a RAM container metadata cache 642 (e.g.,
fixed-size) for the chunk metadata may be maintained for the
containers whose chunk metadata is currently held in RAM;
this cache 642 maps a container-id to the chunk-ids it con
tains. In one implementation, the size of this container cache
642 determines the size of the chunk metadata cache, as a
container has 1024 chunks. For a RAM chunk metadata cache

eviction strategy, the container metadata cache 642 in RAM
may follow a least recently used (LRU) replacement policy.
When a container is evicted from this cache, its containing
chunk-ids are removed from the chunk metadata cache 612.

Note that the deduplication system does not need to use
bloom filters to avoid hard disk lookups for non-existent
chunks.

0067. With respect to a prefetching strategy, the predict
ability of sequential chunk-id lookups during second and
Subsequent full backups may be used in a known manner.
Because datasets do not change much across two backups,
duplicate chunks in a current full backup are very likely to
appear in the same order as they did in the previous backup.
As a result, when the metadata for a chunk is fetched from

flash (upon a miss in the chunk metadata cache 612 in RAM
602), the system prefetches the metadata for the chunks in
that container into the chunk metadata cache 612 in RAM and

adds the associated container's entry to the RAM container
metadata cache 642. Because of this prefetching strategy, it is
generally likely that the next several hundreds or thousands of
chunk lookups will hit in the RAM chunk metadata cache
612.

0068. In one implementation, the chunk metadata storage
is organized on flash into logical page units of 64KB, which
corresponds to the metadata for the chunks in a single con
tainer (1024 chunks at 64 bytes per chunk-id and metadata).
The RAM hash table index is generally similar to that
described above, as the index maintains pointers to the pairs
(of chunk-id, metadata) stored on the flash store 604. As
described above, collisions may be resolved using a variant of
cuckoo hashing, while compact key signatures may be main
tained in memory to tradeoff between RAM usage and false
flash reads.

0069 FIG. 7 summarizes the hierarchical relationship of
the different storage areas in the deduplication system, via a
flow diagram showing a sequence of accesses during inline
deduplication. When a new chunk comes into the system, its

US 2011/0276744 A1

SHA-1 hash is first looked up to determine if the chunk is a
duplicate one. If not, the new chunk-id is inserted into the
system.

0070. In the flash-based deduplication system, a chunk-id
lookup operation looks up the RAM chunk metadata cache
612 as represented by step 702. If found, it is a duplicate
chunk (step 716), and otherwise handled accordingly, e.g., the
file/object pointer is updated to point to the existing chunk.
0071. Upon a miss in the RAM chunk metadata cache 612,
at step 704 the mechanism 622 looks for the key in the RAM
chunk metadata write buffer 608, and if found, branches to

step 716. If missed, at step 706 the mechanism 622 searches
the RAM hash table index 610 to attempt to in order to locate
the chunk-id in the flash store 604. If the chunk-id is present
in the flash store 604, at step 708 its metadata, together with
the metadata of the chunks in the respective container, is
prefetched into the RAM chunk metadata cache, and the
chunk handled as a duplicate at step 716.
0072 A chunk-id insert operation happens when the
chunk coming into the system has not been seen earlier, as
represented by step 710. Step 710 represents a number opera
tions, including writing the chunk metadata into the RAM
chunk metadata write buffer; the chunk itself is appended to
the currently open container buffered in RAM.
0073. As evaluated by step 712, when the number of chunk
entries in the RAM chunk metadata write buffer reaches the

target (e.g., of 1024) for the current container, at step 714 the
container is sealed and written to the container store on hard

disk, and its associated chunk metadata entries are written to
the flash store 604 and inserted to the RAM hash table index
610.

0074. With respect to RAM and flash capacity consider
ations, the deduplication system is designed to use a small
number of bytes in RAM per entry so as to maximize the
RAM hash table index capacity for a given RAM usage size.
The RAM hashtable index capacity determines the number of
chunk-ids stored on flash whose metadata can be accessed
with one flash read. The RAM size for the hash table index

610 can be determined with application requirements in
mind. With a two-byte compact key signature and four-byte
flash pointer per entry, which is a total of six bytes per entry;
a typical RAM usage of 4GB per machine for the hash table
index accommodates a maximum of about 715 million

chunk-id entries. At an average of 8 KB size per data chunk,
this accommodates about 6TB of deduplicated data. With 64
bytes allocated for a chunk-id and its metadata, this corre
sponds to about 45 GB of chunk metadata.
0075 For efficient inline deduplication, the entire chunk
metadata for the (current) backup dataset is fit into the flash
store 604. Otherwise, when space on flash runs out, the
append log needs to be recycled and written from the begin
ning. When a page on the flash log is rewritten, the earlier one
needs to be evicted and the metadata contained therein written

out to a hard disk-based index; then, during the chunk-id
lookup process, if the chunk is not found in flash, it will need
to be looked up in the index on hard disk. Thus, unless fit into
the flash store 604, both the chunk-id insert and lookup path
ways potentially suffer from the same bottlenecks of disk
index based systems
0076. As described herein, the system uses flash memory
to store chunk metadata and index it from RAM, while pro
viding flexibility for flash memory to serve, or not serve, as a
permanent location for chunk metadata for a given storage
location. This decision can be driven by cost considerations,
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for example, because of the difference in cost between flash
memory and hard disk. The chunk metadata log on flash can
be written to hard disk in one large sequential write (single
disk I/O) to hard disk at the end of the backup process. At the
beginning of the next fullbackup for this storage location, the
chunk metadata log can be loaded back into flash from hard
disk in one large sequential read (single disk I/O) and the
containing chunks can be indexed in the RAM hash table
index. This mode of operation amortizes the storage cost of
metadata on flash across many backup datasets.
0077. With respect to reducing the system RAM usage, the
largest portion of RAM usage in the system comes from the
hash table index 610. This usage can be reduced by indexing
in RAM only a small fraction of the chunks at the beginning
of each container (instead of the whole container). Note that
the flash memory continues to hold metadata for all chunks in
all containers, not just the ones indexed in RAM. Further, note
that indexing chunks at the beginning of a container (versus
uniformly at random over the container, for example) has
benefits, including that because of sequential predictability of
chunk-idlookups during second and Subsequent fullbackups,
the first few chunks in a container are effective predictors that
the next several hundreds or thousands of chunks in the

incoming stream will come from this container. As a result,
the benefit of prefetching container metadata is the highest
when one of its first few chunks is accessed. However, when

only a Subset of chunks stored in the system are indexed in the
RAM hash table index, detection of duplicate chunks is not
completely accurate, i.e., some incoming chunks that are not
found in the RAM hash table index may have appeared earlier
and are already stored in the system. This will lead to some
loss in deduplication quality in that some amount of duplicate
data chunks will be stored in the system. However, the quality
reduction tends to be marginal with respect to the reduction in
RAM usage, and thus this tradeoff is useful in many situa
tions.

Exemplary Operating Environment
0078 FIG. 8 illustrates an example of a suitable comput
ing and networking environment 800 on which the examples
of FIGS. 1-7 may be implemented. The computing system
environment 800 is only one example of a suitable computing
environment and is not intended to Suggest any limitation as
to the scope of use or functionality of the invention. Neither
should the computing environment 800 be interpreted as hav
ing any dependency or requirement relating to any one or
combination of components illustrated in the exemplary oper
ating environment 800.
007.9 The invention is operational with numerous other
general purpose or special purpose computing system envi
ronments or configurations. Examples of well-known com
puting systems, environments, and/or configurations that
may be suitable for use with the invention include, but are not
limited to: personal computers, server computers, hand-held
or laptop devices, tablet devices, multiprocessor systems,
microprocessor-based systems, set top boxes, programmable
consumer electronics, network PCs, minicomputers, main
frame computers, distributed computing environments that
include any of the above systems or devices, and the like.
0080. The invention may be described in the general con
text of computer-executable instructions, such as program
modules, being executed by a computer. Generally, program
modules include routines, programs, objects, components,
data structures, and so forth, which perform particular tasks
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or implement particular abstract data types. The invention
may also be practiced in distributed computing environments
where tasks are performed by remote processing devices that
are linked through a communications network. In a distrib
uted computing environment, program modules may be
located in local and/or remote computer storage media
including memory storage devices.
I0081. With reference to FIG. 8, an exemplary system for
implementing various aspects of the invention may include a
general purpose computing device in the form of a computer
810. Components of the computer 810 may include, but are
not limited to, a processing unit 820, a system memory 830,
and a system bus 821 that couples various system components
including the system memory to the processing unit 820. The
system bus 821 may be any of several types of bus structures
including a memory bus or memory controller, a peripheral
bus, and a local bus using any of a variety of bus architectures.
By way of example, and not limitation, Such architectures
include Industry Standard Architecture (ISA) bus, Micro
Channel Architecture (MCA) bus, Enhanced ISA (EISA) bus,
Video Electronics Standards Association (VESA) local bus,
and Peripheral Component Interconnect (PCI) bus also
known as Mezzanine bus.

0082. The computer 810 typically includes a variety of
computer-readable media. Computer-readable media can be
any available media that can be accessed by the computer 810
and includes both volatile and nonvolatile media, and remov

able and non-removable media. By way of example, and not
limitation, computer-readable media may comprise computer
storage media and communication media. Computer storage
media includes Volatile and nonvolatile, removable and non

removable media implemented in any method or technology
for storage of information Such as computer-readable instruc
tions, data structures, program modules or other data. Com
puter storage media includes, but is not limited to, RAM,
ROM, EEPROM, flash memory or other memory technology,
CD-ROM, digital versatile disks (DVD) or other optical disk
storage, magnetic cassettes, magnetic tape, magnetic disk
storage or other magnetic storage devices, or any other
medium which can be used to store the desired information

and which can accessed by the computer 810. Communica
tion media typically embodies computer-readable instruc
tions, data structures, program modules or other data in a
modulated data signal Such as a carrier wave or other transport
mechanism and includes any information delivery media. The
term "modulated data signal” means a signal that has one or
more of its characteristics set or changed in Such a manner as
to encode information in the signal. By way of example, and
not limitation, communication media includes wired media
Such as a wired network or direct-wired connection, and
wireless media such as acoustic, RF, infrared and other wire

less media. Combinations of the any of the above may also be
included within the scope of computer-readable media.
0083. The system memory 830 includes computer storage
media in the form of volatile and/or nonvolatile memory such
as read only memory (ROM) 831 and random access memory
(RAM) 832. A basic input/output system 833 (BIOS), con
taining the basic routines that help to transfer information
between elements within computer 810, such as during start
up, is typically stored in ROM 831. RAM 832 typically con
tains data and/or program modules that are immediately
accessible to and/or presently being operated on by process
ing unit 820. By way of example, and not limitation, FIG. 8
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illustrates operating system 834, application programs 835,
other program modules 836 and program data 837.
I0084. The computer 810 may also include other remov
able/non-removable, Volatile/nonvolatile computer storage
media. By way of example only, FIG. 8 illustrates a hard disk
drive 841 that reads from or writes to non-removable, non

volatile magnetic media, a magnetic disk drive 851 that reads
from or writes to a removable, nonvolatile magnetic disk 852,
and an optical disk drive 855 that reads from or writes to a
removable, nonvolatile optical disk 856 such as a CDROM or
other optical media. Other removable/non-removable, vola
tile/nonvolatile computer storage media that can be used in
the exemplary operating environment include, but are not
limited to, magnetic tape cassettes, flash memory cards, digi
tal versatile disks, digital video tape, solid state RAM, solid
state ROM, and the like. The hard disk drive 841 is typically
connected to the system bus 821 through a non-removable
memory interface Such as interface 840, and magnetic disk
drive 851 and optical disk drive 855 are typically connected to
the system bus 821 by a removable memory interface, such as
interface 850.

I0085. The drives and their associated computer storage
media, described above and illustrated in FIG. 8, provide
storage of computer-readable instructions, data structures,
program modules and other data for the computer 810. In
FIG. 8, for example, hard disk drive 841 is illustrated as
storing operating system 844, application programs 845.
other program modules 846 and program data 847. Note that
these components can either be the same as or different from
operating system 834, application programs 835, other pro
gram modules 836, and program data 837. Operating system
844, application programs 845, other program modules 846,
and program data 847 are given different numbers herein to
illustrate that, at a minimum, they are different copies. A user
may enter commands and information into the computer 810
through input devices such as a tablet, or electronic digitizer,
864, a microphone 863, a keyboard 862 and pointing device
861, commonly referred to as mouse, trackball or touchpad.
Other input devices not shown in FIG.8 may include a joy
Stick, game pad, satellite dish, Scanner, or the like. These and
other input devices are often connected to the processing unit
820 through a user input interface 860 that is coupled to the
system bus, but may be connected by other interface and bus
structures, such as a parallel port, game port or a universal
serial bus (USB). A monitor 891 or other type of display
device is also connected to the system bus 821 via an inter
face, such as a video interface 890. The monitor 891 may also
be integrated with a touch-screen panel or the like. Note that
the monitor and/or touch screen panel can be physically
coupled to a housing in which the computing device 810 is
incorporated. Such as in a tablet-type personal computer. In
addition, computers such as the computing device 810 may
also include other peripheral output devices such as speakers
895 and printer 896, which may be connected through an
output peripheral interface 894 or the like.
I0086. The computer 810 may operate in a networked envi
ronment using logical connections to one or more remote
computers, such as a remote computer 880. The remote com
puter 880 may be a personal computer, a server, a router, a
network PC, a peer device or other common network node,
and typically includes many or all of the elements described
above relative to the computer 810, although only a memory
storage device 881 has been illustrated in FIG.8. The logical
connections depicted in FIG. 8 include one or more local area
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networks (LAN) 871 and one or more wide area networks
(WAN) 873, but may also include other networks. Such net
working environments are commonplace in offices, enter
prise-wide computer networks, intranets and the Internet.
0087. When used in a LAN networking environment, the
computer 810 is connected to the LAN 871 through a network
interface or adapter 870. When used in a WAN networking
environment, the computer 810 typically includes a modem
872 or other means for establishing communications over the
WAN 873, such as the Internet. The modem 872, which may
be internal or external, may be connected to the system bus
821 via the user input interface 860 or other appropriate
mechanism. A wireless networking component such as com
prising an interface and antenna may be coupled through a
Suitable device such as an access point or peer computer to a
WAN or LAN. In a networked environment, program mod
ules depicted relative to the computer 810, or portions
thereof, may be stored in the remote memory storage device.
By way of example, and not limitation, FIG. 8 illustrates
remote application programs 885 as residing on memory
device 881. It may be appreciated that the network connec
tions shown are exemplary and other means of establishing a
communications link between the computers may be used.
0088 An auxiliary subsystem 899 (e.g., for auxiliary dis
play of content) may be connected via the user interface 860
to allow data Such as program content, system status and
event notifications to be provided to the user, even if the main
portions of the computer system are in a low power state. The
auxiliary subsystem 899 may be connected to the modem 872
and/or network interface 870 to allow communication

between these systems while the main processing unit 820 is
in a low power state.
CONCLUSION

0089. While the invention is susceptible to various modi
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4. The system of claim 1 wherein the secondary storage
device comprises a non-volatile memory devices or a hard
drive device, or both a non-volatile memory device and a hard
drive device.

5. The system of claim 1 wherein the storage mechanism
writes data items to the storage device, including writing data
items to a page and inserting a compact index of the data items
into the RAM-based index.

6. The system of claim 1, wherein the storage mechanism
further comprises a RAM-based write buffer that maintains
data items to be written to the secondary storage, and wherein
the storage mechanism writes a page of data items from the
RAM-based write buffer to the secondary storage when the
data items fill a page, or writes less than a page of data items
from the RAM-based write buffer to the secondary store
device when a coalesce time is reached.

7. The system of claim 1 wherein the secondary storage
device comprises a flash store, and further comprising disk
based storage and a recycle mechanism that makes a page in
the flash store again available for use by destaging at least
some of the data items from the flash store to the disk-based

Storage.

8. The system of claim 7, wherein the recycle mechanism
includes an oldest first policy, least recently used policy, or
first-in, first out policy.
9. The system of claim 1 wherein the secondary storage
device comprises a flash store, and further comprising a data
structure that includes information that indicates to a high
probability whether a data item has been recently accessed,
and a recycle mechanism that makes a page in the flash store
available by processing valid data items on the page, includ
ing destaging a data item from the page in the flash store to a
disk-based storage or reinserting the data item into a RAM
based write buffer to be written back to the flash store, based
on whether the information in the data structure indicates that

2. The system of claim 1 wherein the RAM-based index has
a compact footprint and includes a truncated cuckoo hash
table, in which each entry of the index comprises a compact
footprint checksum and a pointer to a page, the index of each
data item configured for storage in one of a plurality of loca

the data item has been recently accessed.
10. The system of claim 1 further comprising a RAM
based read/write cache above the secondary storage, and
wherein the storage mechanism looks up a data item in the
RAM-based read/write cache before accessing the RAM
based index to locate data items in the secondary storage.
11. In a computing environment, a method performed on at
least one processor, comprising:
maintaining key-value pairs in a secondary storage device;
maintaining a RAM-based index with compact footprint
that contains information for locating the key-value
pairs maintained in the secondary storage device; and
looking for a key by accessing the RAM-based index to
look for one or more locations of the key-value pair in
the secondary storage device.
12. The method of claim 11, wherein writing the key-value
pairs comprises writing a key-value pair to the secondary
storage device, and adding an entry into the RAM-based
index for that key.
13. The method of claim 12 wherein looking for the key of
the key-value pair is performed by a first thread, wherein
writing the key-value pair is performed by a second thread,
and wherein a recycling process is performed by a third
thread, in which at least one of the threads uses a locking

tions in the table, and wherein the checksum validates

mechanism.

whether the data item is stored in the page.
3. The system of claim 1 wherein the data items comprise
key-value pairs, with the key and associated value comprising
arbitrary byte arrays.

comprises a truncated cuckoo hash table, wherein each entry
of the index comprises a compact checksum and an additional
pointer, wherein each key may be stored in one of multiple

fications and alternative constructions, certain illustrated

embodiments thereof are shown in the drawings and have
been described above in detail. It should be understood, how
ever, that there is no intention to limit the invention to the

specific forms disclosed, but on the contrary, the intention is
to cover all modifications, alternative constructions, and

equivalents falling within the spirit and scope of the inven

tion.
What is claimed is:

1. In a computing environment, a system comprising, a
storage mechanism configured to maintain data items in
pages, with at least Some pages in a secondary storage device;
a RAM-based index; and

the storage mechanism accessing the RAM-based index to
determine whether a data item is retrievable, the index

returning information corresponding to one or more
pages in which the data item is maintained, or returning
information indicating that the data item cannot be
found.

14. The method of claim 11, wherein the RAM-based index
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locations in the index with locations determined by multiple
hash functions, wherein a compact checksum is calculated for
each location and key, wherein looking up the key comprises
checking in multiple locations in the index whether the stored
checksum matches the checksum of the key, and wherein the
pointers of any locations with a checksum match are each
returned as a pointer to a location in which the key-value pairs
can be stored.

15. The method of claim 14, wherein when the key does not
exist in the storage device no pointers are retrieved, or if one
or more pointers are retrieved, the method further comprises
checking content pointed to by the pointers to validate if the
key is stored in the location, and if so, returning the value of
the key-value pair.
16. The method of claim 11, wherein some of the key-value
pairs are stored in RAM, and wherein the pointer is divided
into a first Subspace and a second Subspace, in which the first
Subspace points to a location in RAM, and the second Sub
space points to a location in the secondary storage.
17. The method of claim 11, wherein writing the key-value
pairs into the secondary storage device includes appending
the key-value pair to a logical end of the secondary storage
device, retrieving one or more pointers of the existing key in
the RAM-index, checking existing pointers to determine if a
previous version of the key-value pair is stored in the second
ary storage device and RAM-based index, and
if a previous version exists, replacing the pointer to the
previous version of the key-value pair with the pointer to
a new version of the key-value pair and rendering the
previous version of the key-value pair as not pointed to
by any pointers in the RAM-index to thereby be pro
cessed by a recycling process, and
if no previous version exists, storing the pointer of a new
version of the key-value pair in an unoccupied locations
if one exists, and if and if no unoccupied location is
found, relocating a pointer stored in a location to an
alternative location or destaging the pointer and the
associated key-value pair to another storage device.
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18. The method of claim 17, wherein relocating the pointer
includes:

(a) retrieving keys associated with the pointer as potential
relocation candidates,

(b) finding an alternative location for each of the relocation
candidates,

(c) if an unoccupied alternative location is found, relocat
ing the relocation candidate,
(d) and if all alternative locations of all relocation candi
dates are occupied, adding the keys at all the alternative
locations as relocation candidates and repeating from
step (a).
19. The method of claim 17 wherein the recycling process
treats the content stored in the secondary storage device as a
stream, and for each key-value pair in the secondary storage
device, checks if it is pointed by a pointer in the RAM-index,
and if pointed to, performs:
copying the key-value pair into a new stream;
garbage collecting at least a portion of a previous stream,
and

periodically checkpointing the RAM-based index into a
storage device in association with a current end position
of the key-value Store stream for use in crash recovery.
20. In a computing environment, a system comprising, a
secondary storage device, a compact RAM-based index cor
responding to data items in the secondary storage device, and
a mechanism that resolves RAM-based index collisions com

prising more than one data item having a common storage
location with a common checksum in the RAM-based index,

the mechanism resolving the collision by moving at least one
index entry to another location that does not correspond to a
collision, or if no other location is found after one or more

attempts, by destaging a data item from the secondary storage
device to a third storage device and removing a corresponding
index entry for that data item from the hash table index.
c

c

c

c
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