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(57) ABSTRACT 

Methods and systems for rendering three dimensional graphi 
cal data by intercepting a three dimensional graphics stream 
comprising three dimensional graphics commands generated 
by an application executing on a first computing machine, and 
then analyzing the characteristics associated with a remoting 
system to determine a location for rendering three dimen 
sional data from the three dimensional graphics commands. 
The remoting system may comprise at least the first comput 
ing machine having a graphics rendering component, a sec 
ond computing machine having a graphics rendering compo 
nent and a network. Based on the analysis, a rendering 
location is determined and the application is induced to reini 
tialize a context for determining where to render three dimen 
sional data. The three dimensional data is then rendered from 
the three dimensional graphics commands at the rendering 
location. 
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METHODS AND SYSTEMIS FOR ANALYZING 
A REMOTING SYSTEM TO DETERMINE 

WHERE TO RENDER THREE DIMIENSIONAL 
DATA 

0001. This U.S. Patent Application claims priority to U.S. 
Provisional Patent Application Ser. No. 61/023,867, filed on 
Jan. 27, 2008; and claims priority to U.S. Provisional Patent 
Application Ser. No. 61/108,538, filed on Oct. 26, 2008. The 
disclosures of these prior applications are considered part of 
the disclosure of this application and are incorporated herein 
by reference in each of their entirety. 

FIELD OF THE INVENTION 

0002 This invention relates generally to remotely provid 
ing graphics. More specifically, this invention relates to 
remotely providing three-dimensional graphics. 

BACKGROUND OF THE INVENTION 

0003 Remote delivery systems that remotely provide 
applications or desktops having enhanced graphics require 
ments such as those applications and desktops that employ 
three-dimensional graphics; can experience end-user-experi 
ence degradation due to said enhanced graphics require 
ments. For example, when delivering a desktop or application 
that uses three-dimensional graphics to an end-user of Cit 
rix's XenApp, XenDesktop or XenServer, the end-user may 
be provided with an end-user experience of lesser quality. 
Mitigating this quality degradation caused by the three-di 
mensional graphics can in Some embodiments be accom 
plished by altering the way in which desktops and applica 
tions are remotely provided to end-users. 
0004. There currently exists various different methods and 
systems for remotely providing two-dimensional graphics. 
For example, such methods and systems typically accomplish 
the remote presentation of two dimensional graphics by: ren 
dering graphics on one computing machine and transmitting 
the rendered graphical content to another computing 
machine; determining when rendered graphics are stored on a 
remote computing machine, rendering only those graphics 
not stored on the remote computing machine and transmitting 
the newly rendered graphics to the remote computing 
machine. The methods and systems for remotely providing 
two-dimensional graphics that currently exist, do not take 
into consideration the enhanced graphics requirements of 
three-dimensional graphics. Such enhanced graphics require 
ments can include the increased computing resources needed 
to both render and transmit three-dimensional graphics, the 
complexity of rendering a two-dimensional representation of 
a three-dimensional image, and other such requirements. 
0005 What is needed are methods and systems for 
remotely providing three-dimensional graphics and other 
Such graphics that have enhanced graphics requirements 
beyond those needed to render two-dimensional graphics. 
These methods and systems would additionally reduce the 
quality degradation caused by remotely providing three-di 
mensional graphics because these methods and systems 
would provide the additional graphics requirements needed 
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to Successfully remote three-dimensional graphics without 
degrading the quality of the remotely provided application or 
desktop. 

SUMMARY OF THE INVENTION 

0006. In its broadest interpretation, this disclosure 
describes methods and systems for remoting three-dimen 
sional graphics. Remoting two dimensional graphics often 
does not take into consideration the enhanced graphics 
requirements needed by three-dimensional images and there 
fore may not adequately remote three-dimensional graphics. 
The present disclosure describes methods and systems for 
remoting three-dimensional graphics that interface with 
three-dimensional graphics technologies such that they effi 
ciently handle the multiple graphics components associated 
with the three-dimensional graphics, that were not associated 
with two dimensional graphics. 
0007. In one aspect, a method for remoting three-dimen 
sional graphics includes intercepting, by an agent, a plurality 
of graphics commands generated by a three-dimensional 
application executing on a local computing machine. The 
method includes encoding, by the agent, a first portion of the 
plurality of graphics commands with a first codec. The 
method includes encoding, by the agent, a second portion of 
the plurality of graphics commands with a second codec. The 
method includes creating, by the agent, a frame comprising 
the first portion and the second portion of the plurality of 
graphics commands. The method includes compressing the 
frame by the agent. The method includes transmitting, by the 
agent, the frame to a remote computing machine. 
0008. In one embodiment, the method includes encoding a 

first portion of the plurality of graphics commands compris 
ing one of Vertex graphics commands, index graphics com 
mands, and texture graphics commands. In another embodi 
ment, the method includes encoding a second portion of the 
plurality of graphics commands comprising one of Vertex 
graphics commands, index graphics commands, and texture 
graphics commands. In still another embodiment, the method 
includes encoding a second portion of the plurality of graph 
ics commands different from the first portion of the plurality 
of graphics commands. In yet another embodiment, the 
method includes encoding a second portion of the plurality of 
graphics commands Substantially similar to the first portion 
of the plurality of graphics commands. 
0009. In one embodiment, the method includes intercept 
ing the graphics commands before they are transmitted to a 
three-dimensional graphics driver. In another embodiment, 
the method includes redirecting the graphics commands to a 
proxy three-dimensional graphics driver. In still another 
embodiment, the method includes creating a frame further 
comprises creating a frame comprising graphics primitives. 
In still even another embodiment, the method includes creat 
ing a frame further comprises creating a frame comprising 
DirectX graphics primitives. In still even another embodi 
ment, the method includes creating a frame further comprises 
creating a frame comprising OpenGL graphics primitives. In 
still another embodiment, the method includes creating a 
frame further comprises creating a frame comprising 
Direct3D graphics primitives. 
0010. In another aspect, a system for remoting three-di 
mensional graphics includes a local computing machine, a 
remote computing machine, and an agent executing on the 
local computing machine. The local computing machine 
executes a three-dimensional application that generates a plu 
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rality graphics commands. The remote computing machine is 
in communication with the local computing machine via a 
remote presentation protocol. The agent intercepts the plural 
ity of graphics commands. The agent encodes a first portion of 
the plurality of graphics commands with a first codec. The 
agent encodes a second portion of the plurality of graphics 
commands with a second codec. The agent creates a frame 
comprising the first portion and the second portion of the 
plurality of graphics commands. The agent compresses the 
frame. The agent transmits the frame to the remote computing 
machine. 

0011 Taken another way in its broadest interpretation, this 
disclosure describes methods and systems for rendering 
three-dimensional graphical data. Graphics command remot 
ing of three-dimensional graphics can be taxing on a local 
computing device's central processing unit and on network 
resources. Similarly, bitmap remoting of three-dimensional 
graphics can also be taxing on a local computing device's 
central processing unit and on network resources. The present 
disclosure describes methods and systems for rendering 
three-dimensional applications either locally or remotely on a 
transactional or application basis. The hybrid rendering 
scheme carried out by the present disclosure can alleviate the 
stress placed on a system by command and bitmap remoting 
by spreading out the rendering requests over a local and 
remote computing machine. 
0012. In one aspect, a method for rendering three-dimen 
sional graphical data includes intercepting a three-dimen 
Sional graphics stream comprising three-dimensional graph 
ics commands generated by an application executing on a first 
computing machine. The method includes analyzing charac 
teristics of a remoting system to determine a location for 
rendering three-dimensional data from the three-dimensional 
graphics commands, the remoting system comprising at least 
the first computing machine having a graphics rendering 
component, a second computing machine having a graphics 
rendering component and a network. The method includes 
determining a rendering location based on the remoting sys 
tem analysis. The method includes inducing the application to 
reinitialize a context for determining where to render three 
dimensional data. The method includes rendering three-di 
mensional data from the three-dimensional graphics com 
mands at the rendering location, responsive to the 
inducement. 

0013. In one embodiment, the method includes inducing a 
reinitialization of the context by reporting a device state, 
associated with a device, to the application. In another 
embodiment, the method includes reporting a device state 
indicating that the device is removed. In still another embodi 
ment, the method includes analyzing characteristics associ 
ated with any of an available bandwidth on the network, a load 
placed on the first computing machine graphics rendering 
component, a load placed on the second computing machine 
graphics rendering component, the application, and the three 
dimensional graphics commands. In still even another 
embodiment, the method includes analyzing characteristics 
associated with any of an available bandwidth on the network, 
a load placed on the first computing machine graphics ren 
dering component, a load placed on the second computing 
machine graphics rendering component, the application, and 
the three-dimensional graphics commands. In yet another 
embodiment the method includes analyzing characteristics 
associated with any of an available bandwidth on the network, 
a load placed on the first computing machine graphics ren 
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dering component, a load placed on the second computing 
machine graphics rendering component, the application, and 
the three-dimensional graphics commands. 
0014. In one embodiment, the method includes intercept 
ing a three-dimensional graphics stream comprising three 
dimensional graphics commands and rendered graphics. In 
another embodiment, the method includes determining the 
rendering location for rendering the three-dimensional data is 
the first computing machine. In still another embodiment, the 
method includes inducing the application to reinitialize the 
context to specify the first computing machine as the render 
ing location; rendering, on the first computing machine, the 
three-dimensional data; and transmitting to the second com 
puting machine the rendered three-dimensional data. In yet 
another embodiment, the method includes determining the 
rendering location for rendering the three-dimensional data is 
the second computing machine. 
0015. In one embodiment, the method includes inducing 
the application to reinitialize the context to specify the second 
computing machine as the rendering location; transmitting 
the three-dimensional graphics stream to the second comput 
ing machine; and rendering, on the second computing 
machine, the three-dimensional data. In another embodiment, 
the method includes determining to render a first portion of 
the three-dimensional data on the first computing machine; 
inducing the application to reinitialize the context to specify 
the first computing machine as the rendering location for the 
first portion of the three-dimensional data; rendering the first 
portion of three-dimensional data on the first computing 
machine; and storing, on the first computing machine, the 
rendered first portion of three-dimensional data as shared 
resources. In still another embodiment, the method includes 
intercepting the three-dimensional graphics stream compris 
ing three-dimensional graphics commands and the shared 
resources; determining to render the three-dimensional data 
on the second computing machine; inducing the application 
to reinitialize the context to specify the second computing 
machine as the rendering location; transmitting the three 
dimensional graphics stream to the second computing 
machine; and rendering, on the second computing machine, 
the three-dimensional data from the three-dimensional graph 
ics commands. 

0016. In another aspect, a system for rendering three-di 
mensional graphical data includes a first computing machine, 
a second computing machine, a remoting system, and a ren 
dering agent. The first computing machine executes an appli 
cation that generates three-dimensional graphics commands. 
The first computing machine has a graphics rendering com 
ponent. The second computing machine, in communication 
with the first computing machine via a network, has a graph 
ics rendering component. The remoting system includes the 
first computing machine, the second computing machine and 
the network. The rendering agent executes on the first com 
puting machine and intercepts a three-dimensional graphics 
stream comprising the three-dimensional graphics com 
mands. The rendering agent analyzes characteristics of the 
remoting system to determine a location for rendering three 
dimensional data from the three-dimensional graphics com 
mands. The rendering agent determines a rendering location 
based on the remoting system analysis. The rendering agent 
induces the application to reinitialize a context for determin 
ing where to render three-dimensional data. In one embodi 
ment, the rendering agent includes means for inducing the 
reinitialization of the context by reporting a device state, 
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associated with a device, to the application. In another 
embodiment, the rendering agent includes means for report 
ing a device state that indicates the device is removed. 
0017. In another broad interpretation, this disclosure 
describes methods and systems for computing a hash from a 
three-dimensional data set loaded into a three-dimensional 
resource where the three-dimensional data set has a variable 
size. In most applications little thought is given as to whether 
graphical processing unit resources are conservatively used 
by applications. For example, many applications load 
resources directly into a driver during the production of each 
frame. Many of these frames are synthetically generated by a 
looping graphics engine in the application, therefore there can 
be quite a bit of redundancy with regard to the graphics 
content of co-joining frames or frames that are only a few 
frames apart. The present disclosure describes methods and 
systems for mitigating such redundancy by advantageously 
using the transactional nature of loading resources into a 
three-dimensional resource to compute a hash on data gener 
ated during the transaction. By caching based on a data set 
created during a transaction, rather than a byte stream, rep 
etitious data resulting from repetitious transactions can be 
thrown out prior to compression. What results is a efficient 
compression of the three-dimensional data loaded into the 
resource free of repetitions. 
0018. In one aspect, described is a method for computing 
a hash from a three-dimensional data set loaded into a three 
dimensional resource, the three-dimensional data set having a 
variable size. A determination is first made as to whether an 
application, executing in a distributed computing environ 
ment, locked a three-dimensional resource. An identification 
is then made of a first three-dimensional data set loaded into 
the three-dimensional resource by the application, the first 
three-dimensional data set having a size determined in part by 
a transaction carried out by the application. The method fur 
ther comprises detecting the application performed an opera 
tion on the three-dimensional resource, computing a first hash 
on the loaded first set of three-dimensional data, the first hash 
computed using a hash function, and storing the first hash in 
a repository. 
0019. In one embodiment, the method further comprises 
eliminating a portion of the first three-dimensional data set 
responsive to detecting the application performed an opera 
tion, the portion of the three-dimensional data set resulting 
from a repetitious transaction. 
0020. Other embodiments include determining the appli 
cation locked a three-dimensional resource used by the appli 
cation. While still other embodiments include computing the 
has function using an adler-32 hash function. 
0021. In one embodiment, the three-dimensional resource 
is one of either of a vertex, index, shade, texture, and Surface. 
Other embodiments include identifying the first three-dimen 
sional data set further comprises identifying a first three 
dimensional data set having a size determined in part by a 
transaction carried out by the application, the transaction 
comprising at least copying three-dimensional data into the 
three-dimensional resource. In Such an embodiment, the 
transaction further comprises an end event comprising at least 
unlocking the three-dimensional resource. Still other 
embodiments include identifying the second three-dimen 
sional data set further comprises identifying a second three 
dimensional data set having a size determined in part by a 
transaction carried out by the application, the transaction 
comprising at least copying three-dimensional data into the 
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three-dimensional resource. In Such embodiments, the trans 
action further comprises an end event comprising at least 
unlocking the three-dimensional resource. 
0022. In still another embodiment, the first three-dimen 
sional data set has a size determined in part by a transaction 
carried out by the application, the size representative in part of 
a period of time spanning from a start event to an end event. 
The start event, in one embodiment, further comprises lock 
ing the three-dimensional resource. The end event, in one 
embodiment, further comprises unlocking the three-dimen 
sional resource. 

0023. In one embodiment, the first hash is a cache. 
0024. Still other embodiments include a method further 
comprising identifying a second three-dimensional data set 
loaded into the three-dimensional resource by the applica 
tion, the second three-dimensional data set having a size 
different from the size of the first three-dimensional data set. 
The method also includes detecting the application per 
formed an operation on the three-dimensional resource, com 
puting a second hash on the loaded second set of three 
dimensional data, the second hash computed using the hash 
function, and storing the second hash in a repository. In 
another embodiment, the second hash is a cache. Still another 
embodiment includes a method further comprising identify 
ing the second three-dimensional data set further comprises 
identifying a second three-dimensional data set having a size 
determined in part by a transaction carried out by the appli 
cation, the size representative in part of a period of time 
spanning from a start event to an end event. The start event 
can, in some embodiments, comprise locking the three-di 
mensional resource, while the end event can, in Some embodi 
ments, comprise unlocking the three-dimensional resource. 
0025. In yet another broad interpretation, this disclosure 
describes methods and systems for detecting dirty regions 
within a frame encompassing three-dimensional graphics and 
three-dimensional graphics primitives. A particular three-di 
mensional graphic is, in many cases, transmitted from a local 
computing machine to a remote computing machine once the 
bitmap rendered and saved to a back buffer is displayed by 
flipping the contents of the back buffer so that a front buffer 
can access the rendered image and display it on the screen. To 
remotely provide a three-dimensional graphic, one would 
wait until the rendered three-dimensional graphic is dis 
played on the screen and then transmit the new bitmap to the 
remote computing machine. This can be a resource intensive 
process that requires a lot of bandwidth. The present disclo 
Sure describes methods and systems that can review the ren 
dered three-dimensional graphics before they are flipped to 
the front buffer for display on the screen. Reviewing the 
rendered image before it is flipped to the front buffer allows 
for a determination to be made as to what sections of the 
bitmap were changed. This further allows for the extraction of 
changed or dirty regions such that only those regions are 
transmitted to the remote computing machine. Transmitting 
only sections of the rendered three-dimensional graphic 
reduces the amount of bandwidth needed to transmit the 
graphic over a network. 
0026. In one aspect, described is an embodiment of a 
method for detecting a dirty region within a frame encom 
passing three-dimensional graphics and three-dimensional 
graphics primitives. An agent executing on a local computing 
machine, intercepts a function call issued by an application 
generating three-dimensional graphics. The agent further 
identifies, responsive to intercepting the function call, at least 
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one location within a frame containing three-dimensional 
graphics commands generated by the application, the loca 
tion corresponding to a drawing region. The agent further 
determines at least a portion of the three-dimensional graph 
ics commands, associated with the at least one location within 
the frame, changed. Further the agent extracts the changed 
portion of the three-dimensional graphics commands. 
0027. In one embodiment, the function call comprises a 
call to set a drawing region, where a drawing region can in 
Some embodiments be a drawing region on a display device. 
0028. Other embodiments include a method where the 
three-dimensional graphical data is rendered to a buffer. The 
function call, in some embodiments, can include a call to 
display contents of the buffer. 
0029. In another embodiment, the frame comprises a 
three-dimensional graphics library, while in other embodi 
ments the at least one location further comprises identifying 
at least one viewport. 
0030 Some embodiments include an agent that further 
identifies a plurality of locations withina frame, each location 
containing three-dimensional graphics commands generated 
by the application, the locations corresponding to a drawing 
regions. After identifying the plurality of locations, the agent 
determines portions of the three-dimensional graphics com 
mands, associated with the plurality of locations within the 
frame, changed. The agent further extracts the changed por 
tions of the three-dimensional graphics commands from the 
plurality of drawing region, and transmits the changed por 
tions to a remote computing machine communicating with 
the local computing machine. 
0031. In yet another embodiment the method further com 
prises transmitting the changed portion to a remote comput 
ing machine communicating with the local computing 
machine. 
0032. Other aspects describe a system for detecting a dirty 
region within a frame encompassing three-dimensional 
graphics and three-dimensional graphics primitives that 
includes a local computing machine executing an application 
generating three-dimensional graphics, and issuing at least 
one function call. The system further comprises an agent 
executing on the local computing machine to: intercept the 
issued at least one function call; identify, responsive to inter 
cepting the function call, at least one location within a frame 
containing three-dimensional graphics commands generated 
by the application, the location corresponding to a drawing 
region; determine at least a portion of the three-dimensional 
graphics commands, associated with the at least one location 
within the frame, changed; and extract the changed portion of 
the three-dimensional graphics commands. 
0033 Sill other aspects describe a computer readable 
medium having instructions executable by a processor to 
detect a dirty region within a frame encompassing three 
dimensional graphics and three-dimensional graphics primi 
tives. The computer readable medium further comprising 
instructions to intercept, via an agent executing on a local 
computing machine, a function call issued by an application 
generating three-dimensional graphics. Also included are 
instructions to identify, by the agent and responsive to inter 
cepting the function call, at least one location within a frame 
containing three-dimensional graphics commands generated 
by the application, the location corresponding to a drawing 
region. The computer readable medium further includes 
instructions to determine at least a portion of the three-dimen 
sional graphics commands, associated with the at least one 
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location within the frame, changed; and instructions to extract 
the changed portion of the three-dimensional graphics com 
mands. 
0034. In still yet another broad interpretation, this disclo 
Sure describes methods and systems for improving resource 
utilization when remoting three-dimensional graphics com 
mands generated by an application executing on a local com 
puting machine. In some cases, remoting a two dimensional 
or three-dimensional application requires the rendering of all 
frames as received from the application and at a standard 
speed, then transmitting the rendered frames to a remote 
computing machine. Systems and methods that utilize this 
process may find that the network installed between the 
remote computing machine and local computing machine is 
insufficient to transmit data at the same speed as the speed at 
which the data is rendered. The present disclosure describes 
methods and systems that can prevent the rendering of three 
dimensional graphics until the previous frame is received by 
the remote computing device. Thus, the local computing 
device only renders frames once previous frames have been 
received by the remote computing device. 
0035. In one aspect, described herein is an embodiment of 
a method for improving resource utilization when remoting 
three-dimensional graphics commands generated by an appli 
cation executing on a local computing machine. This method 
can include intercepting, by an agent executing on a local 
computing machine, a first call to a drawing library, the first 
call generated by an application requesting information from 
the drawing library. The agent then transmits the first frame, 
generated by the application, to a remote computing machine, 
and further prevents, upon failing to receive a notification 
indicating the first frame was rendered, a return of the first call 
to the requesting application. Once the agent receives a noti 
fication generated by the remote computing machine and 
indicating the first frame was rendered, the agent permits the 
return of the first call to the requesting application. 
0036. In one embodiment, the first call is a present call 
requesting to exchange a currently displayed image with an 
image rendered from the first frame. Still other embodiments 
include preventing the return of the first call for a predeter 
mined period of time. The first frame, in some embodiments, 
comprises three-dimensional graphics commands generated 
by the application. 
0037 Other embodiments include a drawing library that is 
a DirectX library, while other embodiments include a draw 
ing library that is an OpenGL library. 
0038. Some embodiments include receiving a notification 
that a notification that no further data can be transmitted over 
a network used by the local computing machine to commu 
nicate with the remote computing machine, and determining 
based on that information that the network is busy. 
0039. Other embodiments include a method further com 
prising transmitting, by the agent, a second frame generated 
by the application. The agent receives a notification indicat 
ing the second frame was rendered, and intercepts a second 
call generated by the application requesting information from 
the drawing library. The agent then identifies an indicator that 
the second frame was rendered, and permits the second call to 
return to the requesting application. 
0040. In other aspects, a system for improving resource 
utilization when remoting three-dimensional graphics com 
mands generated by an application executing on a local com 
puting machine. The system includes a local computing 
machine that executes an application which generates a first 



US 2009/O 189894 A1 

frame, and generates a first call to a drawing library to request 
information from the drawing library. Also included in an 
agent executing on the local computing machine to do the 
following: intercept the first call to the drawing library; trans 
mit the first frame to a remote computing machine; prevent, 
upon failing to receive notification indicating the first frame 
was rendered, a return of the first call to the requesting appli 
cation; receive a notification, generated by the remote com 
puting machine, indicating that the first frame was rendered; 
and permit the return of the first call to the requesting appli 
cation. 
0041. Still other aspects include a computer readable 
medium having instructions executable by a processor to 
improve resource utilization when remoting three-dimen 
sional graphics commands generated by an application 
executing on a local computing machine. The computer read 
able medium includes instructions to intercept, by an agent 
executing on a local computing machine, a first call to a 
drawing library, the first call generated by an application 
requesting information from the drawing library, and instruc 
tions to transmit, by the agent, a first frame, generated by the 
application, to a remote computing machine. Also included 
are instructions to prevent, upon failing to receive a notifica 
tion indicating the first frame was rendered, a return of the 
first call to the requesting application; instructions to receive, 
by the agent, a notification, generated by the remote comput 
ing machine, indicating the first frame was rendered; and 
instructions to permit, by the agent, the return of the first call 
to the requesting application. 

DETAILED DESCRIPTION OF THE DRAWINGS 

0042. The following figures depict certain illustrative 
embodiments of methods and systems for either remotely 
providing three-dimensional graphics, methods and systems 
for the hybrid rendering of Such graphics, the use of hash 
based caching to compress three-dimensional graphics, the 
detection of dirty regions within a three-dimensional drawing 
region, and improving resource utilization by delaying the 
rendering of three-dimensional data during remote presenta 
tion of three-dimensional graphics, where like reference 
numerals refer to like elements. Each depicted embodiment is 
illustrative of the methods and systems and not limiting. 
0043 FIG. 1A is a block diagram illustrative of an 
embodiment of a remote-access, networked environment 
with a client machine that communicates with a server. 
0044 FIG.1B and 1C are block diagrams illustrative of an 
embodiment of computing machines for practicing the meth 
ods and systems described herein. 
0045 FIG. 2 is a block diagram illustrative of an embodi 
ment of a system for remoting three-dimensional graphics. 
0046 FIG. 3 is a block diagram illustrative of an embodi 
ment of a system for remoting three-dimensional graphics. 
0047 FIG. 4 is a flow diagram illustrative of an embodi 
ment of a method for remotely providing three-dimensional 
graphics. 
0048 FIGS. 5A-5B are flow diagrams illustrative of 
embodiments of methods for remotely providing three-di 
mensional graphics to a client machine. 
0049 FIGS. 6A-6B are flow diagrams illustrative of 
embodiments of methods for rendering three-dimensional 
graphical data. 
0050 FIG. 7 is a flow diagram illustrative of an embodi 
ment of a method for computing a hash of three-dimensional 
graphical data. 
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0051 FIGS. 8A-8B are block diagrams of a screen dis 
playing an embodiment of a three-dimensional image and the 
viewport set when that three-dimensional image is changed. 
0.052 FIG. 9 is a flow diagram of an embodiment of a 
method for detecting dirty regions generated by an applica 
tion outputting three-dimensional graphics commands. 
0053 FIG. 10 is a flow diagram of an embodiment for 
improving resource utilization. 

DETAILED DESCRIPTION 

0054 FIG. 1A illustrates one embodiment of a computing 
environment 101 that includes one or more client machines 
102A-102N in communication with servers 106A-106N, and 
a network 104 installed in between the client machines 102A 
102N and the servers 106A-106.N. In some embodiments, 
client machines 102A-10N may be referred to as a single 
client machine 102 or a single group of client machines 102. 
while servers may be referred to as a single server 106 or a 
single group of servers 106. One embodiment includes a 
single client machine 102 communicating with more than one 
server 106, another embodiment includes a single server 106 
communicating with more than one client machine 102, while 
another embodiment includes a single client machine 102 
communicating with a single server 106. 
0055. A client machine 102 within the computing envi 
ronment may in some embodiments, be referenced by any one 
of the following terms: client machine(s) 102; client(s); client 
computer(s); client device(s); client computing device(s); cli 
ent node(s); endpoint(s); endpoint node(s); or a second 
machine. The server 106 in some embodiments may be ref 
erenced by any one of the following terms: server(s), server 
farm(s), host computing device(s), or a first machine(s). 
0056. The client machine 102 can in some embodiments 
execute, operate or otherwise provide an application that can 
be any one of the following: Software; a program; executable 
instructions; a web browser; a web-based client; a client 
server application; a thin-client computing client; an ActiveX 
control; a Java applet; software related to voice over internet 
protocol (VoIP) communications like a soft IP telephone; an 
application for streaming video and/or audio; an application 
for facilitating real-time-data communications; a HTTP cli 
ent; a FTP client; an Oscar client; a Telnet client; or any other 
type and/or form of executable instructions capable of execut 
ing on client machine 102. Still other embodiments may 
include a computing environment 101 with an application 
that is any of either server-based or remote-based, and an 
application that is executed on the server 106 on behalf of the 
client machine 102. Further embodiments of the computing 
environment 101 include a server 106 configured to display 
output graphical data to a client machine 102 using a thin 
client or remote-display protocol, where the protocol used 
can be any one of the following protocols: the Independent 
Computing Architecture (ICA) protocol manufactured by 
Citrix Systems, Inc. of Ft. Lauderdale, Fla.; or the Remote 
Desktop Protocol (RDP) manufactured by the Microsoft Cor 
poration of Redmond, Wash. 
0057. In one embodiment, the client machine 102 can be a 
virtual machine 102C such as those manufactured by XenSo 
lutions, Citrix Systems, IBM, VMware, or any other virtual 
machine able to implement the methods and systems 
described herein. 
0058. The computing environment 101 can, in some 
embodiments, include more than one server 106A-106N 
where the servers 106A-106N are: grouped together as a 
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single server 106 entity, logically-grouped together in a 
server farm 106; geographically dispersed and logically 
grouped together in a server farm 106, located proximate to 
each other and logically grouped together in a server farm 
106. Geographically dispersed servers 106A-106N within a 
server farm 106 can, in some embodiments, communicate 
using a WAN, MAN, or LAN, where different geographic 
regions can be characterized as: different continents; different 
regions of a continent; different countries; different states; 
different cities; different campuses; different rooms; or any 
combination of the preceding geographical locations. In 
some embodiments the server farm 106 may be administered 
as a single entity or in other embodiments may include mul 
tiple server farms 106. The computing environment 101 can 
include more than one server 106A-106N grouped together in 
a single server farm 106 where the server farm 106 is hetero 
geneous such that one server 106A-106N is configured to 
operate according to a first type of operating system platform 
(e.g., WINDOWS NT, manufactured by Microsoft Corp. of 
Redmond, Wash.), while one or more other servers 106A 
106N are configured to operate according to a second type of 
operating system platform (e.g., Unix or Linux); more than 
one server 106A-106N is configured to operate according to 
a first type of operating system platform (e.g., WINDOWS 
NT), while another server 106A-106N is configured to oper 
ate according to a second type of operating system platform 
(e.g., Unix or Linux); or more than one server 106A-106N is 
configured to operate according to a first type of operating 
system platform (e.g., WINDOWSNT) while more than one 
of the other servers 106A-106N are configured to operate 
according to a second type of operating system platform (e.g., 
Unix or Linux). 
0059. The computing environment 101 can in some 
embodiments include a server 106 or more than one server 
106 configured to provide the functionality of any one of the 
following server types: a file server, an application server, a 
web server, a proxy server, an appliance; a network appli 
ance; a gateway; an application gateway; a gateway server; a 
virtualization server; a deployment server; a SSL VPN server; 
a firewall; a web server; an application server or as a master 
application server, a server 106 configured to operate as an 
active direction; a server 106 configured to operate as appli 
cation acceleration application that provides firewall func 
tionality, application functionality, or load balancing func 
tionality, or other type of computing machine configured to 
operate as a server 106. In some embodiments, a server 106 
may include a remote authentication dial-in user service Such 
that the server 106 is a RADIUS server. Embodiments of the 
computing environment 101 where the server 106 comprises 
an appliance, the server 106 can be an appliance manufac 
tured by any one of the following manufacturers: the Citrix 
Application Networking Group; Silver Peak Systems, Inc: 
Riverbed Technology, Inc.; F5 Networks, Inc.; or Juniper 
Networks, Inc. Some embodiments include a server 106 with 
the following functionality: a first server 106A that receives 
requests from a client machine 102, forwards the request to a 
second server 106B, and responds to the request generated by 
the client machine with a response from the second server 
106B; acquires an enumeration of applications available to 
the client machines 102 and address information associated 
with a server 106 hosting an application identified by the 
enumeration of applications; presents responses to client 
requests using a web interface; communicates directly with 
the client 102 to provide the client 102 with access to an 
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identified application; receives output data, Such as display 
data, generated by an execution of an identified application on 
the server 106. 

0060. The server 106 can be configured to execute any one 
of the following applications: an application providing a thin 
client computing or a remote display presentation applica 
tion; any portion of the CITRIX ACCESS SUITE by Citrix 
Systems, Inc. like the METAFRAME or CITRIX PRESEN 
TATION SERVER, MICROSOFT WINDOWS Terminal 
Services manufactured by the Microsoft Corporation; or an 
ICA client, developed by Citrix Systems, Inc. Another 
embodiment includes a server 106 configured to execute an 
application so that the server may function as an application 
server Such as any one of the following application server 
types: an email server that provides email services such as 
MICROSOFT EXCHANGE manufactured by the Microsoft 
Corporation; a web or Internet server; a desktop sharing 
server; or a collaboration server. Still other embodiments 
include a server 106 that executes an application that is any 
one of the following types of hosted servers applications: 
GOTOMEETING provided by Citrix Online Division, Inc.: 
WEBEX provided by WebEx, Inc. of Santa Clara, Calif.; or 
Microsoft Office LIVE MEETING provided by Microsoft 
Corporation. 
0061. In one embodiment, the server 106 may be a virtual 
machine 106B such as those manufactured by Citrix Systems, 
IBM, VMware, or any other virtual machine able to imple 
ment the methods and systems described herein. 
0062 Client machines 102 may function, in some embodi 
ments, as a client node seeking access to resources provided 
by a server 106, or as a server 106 providing other clients 
102A-102N with access to hosted resources. One embodi 
ment of the computing environment 101 includes a server 106 
that provides the functionality of a master node. Communi 
cation between the client machine 102 and either a server 106 
or servers 106A-106N can be established via any of the fol 
lowing methods: direct communication between a client 
machine 102 and a server 106A-106N in a server farm 106; a 
client machine 102 that uses a program neighborhood appli 
cation to communicate with a server 106a-106n in a server 
farm 106; or a client machine 102 that uses a network 104 to 
communicate with a server 106A-106N in a server farm 106. 
One embodiment of the computing environment 101 includes 
a client machine 102 that uses a network 104 to request that 
applications hosted by a server 106A-106N in a server farm 
106 execute, and uses the network 104 to receive from the 
server 106A-106N graphical display output representative of 
the application execution. In other embodiments, a master 
node provides the functionality required to identify and pro 
vide address information associated with a server 106 hosting 
a requested application. Still other embodiments include a 
master node that can be any one of the following: a server 
106A-106N within the server farm 106; a remote computing 
machine connected to the server farm 106 but not included 
within the server farm 106; a remote computing machine 
connected to a client 102 but not included within a group of 
client machines 102; or a client machine 102. 
0063. The network 104 between the client machine 102 
and the server 106 is a connection over which data is trans 
ferred between the client machine 102 and the server 106. 
Although the illustration in FIG. 1A depicts a network 104 
connecting the client machines 102 to the servers 106, other 
embodiments include a computing environment 101 with 
client machines 102 installed on the same network as the 
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servers 106. Other embodiments can include a computing 
environment 101 with a network 104 that can be any of the 
following: a local-area network (LAN); a metropolitan area 
network (MAN); a wide area network (WAN); a primary 
network 104 comprised of multiple sub-networks 104 
located between the client machines 102 and the servers 106: 
a primary public network 104 with a private sub-network 
104'; a primary private network 104 with a public sub-net 
work 104'; or a primary private network 104 with a private 
sub-network 104". Still further embodiments include a net 
work 104 that can be any of the following network types: a 
point to point network; a broadcast network; a telecommuni 
cations network; a data communication network; a computer 
network; an ATM (Asynchronous Transfer Mode) network; a 
SONET (Synchronous Optical Network) network; a SDH 
(Synchronous Digital Hierarchy) network; a wireless net 
work; a wireline network; a network 104 that includes a 
wireless link where the wireless link can be an infrared chan 
nel or satellite band; or any other network type able to transfer 
data from client machines 102 to servers 106 and vice versato 
accomplish the methods and systems described herein. Net 
work topology may differ within different embodiments, pos 
sible network topologies include: a bus network topology; a 
star network topology; a ring network topology; a repeater 
based network topology; a tiered-star network topology; or 
any other network topology able transfer data from client 
machines 102 to servers 106, and vice versa, to accomplish 
the methods and systems described herein. Additional 
embodiments may include a network 104 of mobile telephone 
networks that use a protocol to communicate among mobile 
devices, where the protocol can be any one of the following: 
AMPS: TDMA; CDMA; GSM: GPRS UMTS; or any other 
protocol able to transmit data among mobile devices to 
accomplish the systems and methods described herein. 
0.064 Illustrated in FIG. 1B is an embodiment of a com 
puting device 100, where the client machine 102 and server 
106 illustrated in FIG. 1A can be deployed as and/or executed 
on any embodiment of the computing device 100 illustrated 
and described herein. Included within the computing device 
100 is a system bus 150 that communicates with the following 
components: a central processing unit 121; a main memory 
122; storage memory 128; an input/output (I/O) controller 
123; display devices 124A-124N; an installation device 116; 
and a network interface 118. In one embodiment, the storage 
memory 128 includes: an operating system, software rou 
tines, and a client agent 120. The I/O controller 123, in some 
embodiments, is further connected to a keyboard 126, and a 
pointing device 127. Other embodiments may include an I/O 
controller 123 connected to more than one input/output 
device 130A-13 ON. 

0065 FIG. 1C illustrates one embodiment of a computing 
device 100, where the client machine 102 and server 106 
illustrated in FIG. 1A can be deployed as and/or executed on 
any embodiment of the computing device 100 illustrated and 
described herein. Included within the computing device 100 
is a system bus 150 that communicates with the following 
components: a bridge 170, and a first I/O device 130A. In 
another embodiment, the bridge 170 is in further communi 
cation with the central processing unit 121, where the central 
processing unit 121 can further communicate with a second 
I/O device 130B, a main memory 122, and a cache memory 
140. Included within the central processing unit 121, are I/O 
ports, a memory port 103, and a main processor. 
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0.066 Embodiments of the computing machine 100 can 
include a central processing unit 121 characterized by any one 
of the following component configurations: logic circuits that 
respond to and process instructions fetched from the main 
memory unit 122; a microprocessor unit, such as: those 
manufactured by Intel Corporation; those manufactured by 
Motorola Corporation; those manufactured by Transmeta 
Corporation of Santa Clara, Calif.; the RS/6000 processor 
Such as those manufactured by International Business 
Machines; a processor Such as those manufactured by 
Advanced Micro Devices; or any other combination of logic 
circuits capable of executing the systems and methods 
described herein. Still other embodiments of the central pro 
cessing unit 122 may include any combination of the follow 
ing: a microprocessor, a microcontroller, a central processing 
unit with a single processing core, a central processing unit 
with two processing cores, or a central processing unit with 
more than one processing cores. 
0067. One embodiment of the computing machine 100 
includes a central processing unit 121 that communicates 
with cache memory 140 via a secondary bus also known as a 
backside bus, while another embodiment of the computing 
machine 100 includes a central processing unit 121 that com 
municates with cache memory via the system bus 150. The 
local system bus 150 can, in some embodiments, also be used 
by the central processing unit to communicate with more than 
one type of I/O devices 130A-130N. In some embodiments, 
the local system bus 150 can be any one of the following types 
of buses: a VESA VL bus; an ISA bus; an EISA bus; a 
MicroChannel Architecture (MCA) bus; a PCI bus; a PCI-X 
bus; a PCI-Express bus; or a NuBus. Other embodiments of 
the computing machine 100 include an I/O device 130A 
130N that is a video display 124 that communicates with the 
central processing unit 121 via an Advanced Graphics Port 
(AGP). Still other versions of the computing machine 100 
include a processor 121 connected to an I/O device 130A 
130N via any one of the following connections: HyperTrans 
port, Rapid I/O, or InfiniBand. Further embodiments of the 
computing machine 100 include a communication connec 
tion where the processor 121 communicates with one I/O 
device 130A using a local interconnect bus and with a second 
I/O device 130B using a direct connection. 
0068 Included within some embodiments of the comput 
ing device 100 is each of a main memory unit 122 and cache 
memory 140. The cache memory 140 will in some embodi 
ments be any one of the following types of memory: SRAM; 
BSRAM; or EDRAM. Other embodiments include cache 
memory 140 and a main memory unit 122 that can be any one 
of the following types of memory: Static random access 
memory (SRAM), Burst SRAM or SynchBurst SRAM 
(BSRAM), Dynamic random access memory (DRAM), Fast 
Page Mode DRAM (FPM DRAM), Enhanced DRAM 
(EDRAM), Extended Data Output RAM (EDO RAM), 
Extended Data Output DRAM (EDO DRAM), Burst 
Extended Data Output DRAM (BEDO DRAM), Enhanced 
DRAM (EDRAM), synchronous DRAM (SDRAM), JEDEC 
SRAM, PC100 SDRAM, Double Data Rate SDRAM (DDR 
SDRAM), Enhanced SDRAM (ESDRAM), SyncLink 
DRAM (SLDRAM), Direct Rambus DRAM (DRDRAM), 
Ferroelectric RAM (FRAM), or any other type of memory 
device capable of executing the systems and methods 
described herein. The main memory unit 122 and/or the cache 
memory 140 can in Some embodiments include one or more 
memory devices capable of storing data and allowing any 



US 2009/O 189894 A1 

storage location to be directly accessed by the central pro 
cessing unit 121. Further embodiments include a central pro 
cessing unit 121 that can access the main memory 122 via one 
of either: a system bus 150; a memory port 103; or any other 
connection, bus orport that allows the processor 121 to access 
memory 122. 
0069. One embodiment of the computing device 100 pro 
vides Support for any one of the following installation devices 
116: a floppy disk drive for receiving floppy disks such as 
3.5-inch, 5.25-inch disks or ZIP disks, a CD-ROM drive, a 
CD-R/RW drive, a DVD-ROM drive, tape drives of various 
formats, USB device, a bootable medium, a bootable CD, a 
bootable CD for GNU/Linux distribution Such as KNOP 
PIX(R), a hard-drive or any other device suitable for installing 
applications or software. Applications can in some embodi 
ments include a client agent 120, or any portion of a client 
agent 120. The computing device 100 may further include a 
storage device 128 that can be either one or more hard disk 
drives, or one or more redundant arrays of independent disks; 
where the storage device is configured to store an operating 
system, software, programs applications, or at least a portion 
of the client agent 120. A further embodiment of the comput 
ing device 100 includes an installation device 116 that is used 
as the storage device 128. 
0070 Furthermore, the computing device 100 may 
include a network interface 118 to interface to a Local Area 
Network (LAN), Wide Area Network (WAN) or the Internet 
through a variety of connections including, but not limited to, 
standard telephone lines, LAN or WAN links (e.g., 802.11, 
T1, T3, 56 kb, X.25, SNA, DECNET), broadband connec 
tions (e.g., ISDN. Frame Relay, ATM, Gigabit Ethernet, Eth 
ernet-over-SONET), wireless connections, or some combi 
nation of any or all of the above. Connections can also be 
established using a variety of communication protocols (e.g., 
TCP/IP, IPX, SPX, NetBIOS, Ethernet, ARCNET, SONET, 
SDH, Fiber Distributed Data Interface (FDDI), RS232, 
RS485, IEEE 802.11, IEEE 802.11a, IEEE 802.11b, IEEE 
802.11g, CDMA, GSM, WiMax and direct asynchronous 
connections). One version of the computing device 100 
includes a network interface 118 able to communicate with 
additional computing devices 100" via any type and/or form of 
gateway or tunneling protocol such as Secure Socket Layer 
(SSL) or Transport Layer Security (TLS), or the Citrix Gate 
way Protocol manufactured by Citrix Systems, Inc. Versions 
of the network interface 118 can comprise any one of a 
built-in network adapter; a network interface card; a PCM 
CIA network card; a card bus network adapter; a wireless 
network adapter, a USB network adapter; a modem; or any 
other device Suitable for interfacing the computing device 
100 to a network capable of communicating and performing 
the methods and systems described herein. 
0071 Embodiments of the computing device 100 include 
any one of the following I/O devices 130A-130N: a keyboard 
126; a pointing device 127; mice; trackpads; an optical pen; 
trackballs; microphones; drawing tablets; video displays; 
speakers; inkjet printers; laser printers; and dye-Sublimation 
printers; or any other input/output device able to perform the 
methods and systems described herein. An I/O controller 123 
may in Some embodiments connect to multiple I/O devices 
103A-130N to control the one or more I/O devices. Some 
embodiments of the I/O devices 130A-130N may be config 
ured to provide storage or an installation medium 116, while 
others may provide a universal serial bus (USB) interface for 
receiving USB storage devices such as the USB Flash Drive 
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line of devices manufactured by Twintech Industry, Inc. Still 
other embodiments of an I/O device 130 may be a bridge 
between the system bus 150 and an external communication 
bus, such as: a USB bus; an Apple Desktop Bus; an RS-232 
serial connection; a SCSI bus; a FireWire bus; a FireWire 800 
bus; an Ethernet bus; an AppleTalk bus; a Gigabit Ethernet 
bus; an Asynchronous Transfer Mode bus; a HIPPI bus; a 
Super HIPPIbus; a SerialPlus bus; a SCI/LAMP bus; a Fibre 
Channel bus; or a Serial Attached small computer system 
interface bus. 

0072. In some embodiments, the computing machine 100 
can connect to multiple display devices 124A-124N, in other 
embodiments the computing device 100 can connect to a 
single display device 124, while in still other embodiments 
the computing device 100 connects to display devices 124A 
124N that are the same type or form of display, or to display 
devices that are different types or forms. Embodiments of the 
display devices 124A-124N can be supported and enabled by 
the following: one or multiple I/O devices 130A-130N; the 
I/O controller 123; a combination of I/O device(s) 130A 
130N and the I/O controller 123; any combination of hard 
ware and software able to support a display device 124A 
124N; any type and/or form of video adapter, video card, 
driver, and/or library to interface, communicate, connect or 
otherwise use the display devices 124a-124n. The computing 
device 100 may in some embodiments be configured to use 
one or multiple display devices 124A-124N, these configu 
rations include: having multiple connectors to interface to 
multiple display devices 124a-124n, having multiple video 
adapters, with each video adapterconnected to one or more of 
the display devices 124A-124N; having an operating system 
configured to support multiple displays 124A-124N; using 
circuits and Software included within the computing device 
100 to connect to and use multiple display devices 124A 
124N; and executing Software on the main computing device 
100 and multiple secondary computing devices to enable the 
main computing device 100 to use a secondary computing 
device's display as a display device 124A-124N for the main 
computing device 100. Still other embodiments of the com 
puting device 100 may include multiple display devices 
124A-124N provided by multiple secondary computing 
devices and connected to the main computing device 100 via 
a network. 

0073. In some embodiments of the computing machine 
100, an operating system may be included to control task 
scheduling and access to system resources. Embodiments of 
the computing device 100 can run any one of the following 
operation systems: versions of the MICROSOFT WIN 
DOWS operating systems such as WINDOWS 3.x: WIN 
DOWS 95; WINDOWS 98: WINDOWS 2000; WINDOWS 
NT 3.51; WINDOWS NT 4.0; WINDOWS CE; WINDOWS 
XP; and WINDOWS VISTA; the different releases of the 
Unix and Linux operating systems; any version of the MAC 
OS manufactured by Apple Computer: OS/2, manufactured 
by International Business Machines; any embedded operat 
ing system; any real-time operating system; any open source 
operating system; any proprietary operating system; any 
operating systems for mobile computing devices; or any other 
operating system capable of running on the computing device 
and performing the operations described herein. One embodi 
ment of the computing machine 100 has multiple operating 
systems installed thereon. 
0074 The computing machine 100 can be embodied in 
any one of the following computing devices: a computing 
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workstation; a desktop computer, a laptop or notebook com 
puter, a server; a handheld computer; a mobile telephone; a 
portable telecommunication device; a media playing device; 
a gaming system; a mobile computing device; a device of the 
IPOD family of devices manufactured by Apple Computer; 
any one of the PLAYSTATION family of devices manufac 
tured by the Sony Corporation; any one of the Nintendo 
family of devices manufactured by Nintendo Co.; any one of 
the XBOX family of devices manufactured by the Microsoft 
Corporation; or any other type and/or form of computing, 
telecommunications or media device that is capable of com 
munication and that has sufficient processor power and 
memory capacity to perform the methods and systems 
described herein. In other embodiments the computing 
machine 100 can be a mobile device such as any one of the 
following mobile devices: a JAVA-enabled cellular telephone 
or personal digital assistant (PDA), such as the i55sr, i58sr, 
i85s, i88s, i90c, i95cl or the im1100, all of which are manu 
factured by Motorola Corp; the 6035 or the 7135, manufac 
tured by Kyocera; the i300 or i330, manufactured by Sam 
sung Electronics Co., Ltd; the TREO 180,270,600, 650, 680, 
700p, 700w, or 750 smartphone manufactured by Palm, Inc: 
any computing device that has different processors, operating 
systems, and input devices consistent with the device; or any 
other mobile computing device capable of performing the 
methods and systems described herein. Still other embodi 
ments of the computing environment 101 include a mobile 
computing device 100 that can be any one of the following: 
any one series of Blackberry, or other handheld device manu 
factured by Research In Motion Limited; the iPhone manu 
factured by Apple Computer; any handheld or Smartphone; a 
Pocket PC; a Pocket PC Phone; or any other handheld mobile 
device supporting Microsoft Windows Mobile Software. 
0075. With reference to FIG. 2, one embodiment of a 
system for displaying graphics and other application outputat 
a remote computing machine 202 is shown and described. As 
shown, the system includes a remote computing machine 202 
communicating with one or more local computing machines 
204. The remote computing machine 202 and the local com 
puting machines 204 may be embodiments of the computing 
device 102. In some embodiments, we may refer to the remote 
computing machine 202 as a client device and the local com 
puting machines 204 as servers. The system also includes one 
or more GPUs 216, 216" or GPU appliances, in connection 
with one or more of the computing devices. The local com 
puting device 204 communicates to the remote computing 
machine 202 via an appliance 206. The appliance 206 may be 
a proxy, gateway, intermediary, or any network node. In some 
embodiments, the appliance 206 may be a GPU appliance or 
can include a GPU appliance. 
0076. The local computing machine 204 provides appli 
cation output to the remote computing machine 202 in 
response to the executing of one or more applications 208 at 
the local computing machine 204. The local computing 
machine 204 can also provide desktop data for rendering at 
the remote computing machine 202. The application/desktop 
data can include image data and/or windowing data for pro 
cessing and/or rendering at the remote computing machine 
202. In such embodiments, an Application/Desktop Delivery 
System 210 communicates the application/desktop data to the 
remote computing machine 202. The application/desktop 
data, responsive to the rendering process at the remote com 
puting machine 202, is displayed via a Remote Application 
Presentation Window 212 at the remote computing machine 
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202. In some embodiments, the local computing machine 204 
is not executing the applications 208 and instead an applica 
tion 208 is streamed to the remote computing machine 202 for 
local execution. 

0077. Each of the remote computing machine 202 and 
local computing device 204 may include a main processor 
121, 121', a Graphical Processing Unit (GPU) 216, 216', 
memory element 122, 122", and a three-dimensional Graphics 
Library 220, 220". The main processor 121, 121" may be any 
embodiment of the CPU or Main Processor 101 described 
above in connection with FIGS 1B and 1C. The GPU can in 
Some embodiments be a hardware component dedicated to 
processing graphics commands, while in other embodiments, 
the GPU can be a set of executable commands, or executable 
program able to process graphics commands. The memory 
element 122 may be any embodiment of the main memory 
122 described above in connection with FIGS. 1B and 1C. 
The three-dimensional Graphics Library 220, 220" may be a 
library associated with Direct3D, OPEN GL or other three 
dimensional graphics Application Program Interface (API). 
Although each of these elements may provide the same or 
substantially the same functionality between the remote com 
puting machine 202 and local computing device 204, this can 
provide redundancy as well as the flexibility to allow the 
rendering location to be located between the remote comput 
ing machine 202 and local computing device 204. 
0078. The remote computing machine 202 includes a cli 
ent agent 214 that provides certain functionality for use in 
determining where to render graphics data. The local com 
puting machine 204 can also include a server agent (not 
shown) for providing substantially similar functionality for 
the local computing machines 204, appliance 206, and net 
work. In other embodiments, a single 'graphics determina 
tion agent” resident somewhere within the system provides 
the below-described functionality. Factors considered in 
making a determination as to where to rendergraphics infor 
mation, include, but are not limited to: the type of graphics 
primitives being used (e.g., OPENGL, DirectX, Direct3D, 
3DNOW, GDI, MILCORE, and so on); the GPU capabilities 
of the remote computing machine 202, the local computing 
machines 204, the appliance 206, and the GPU appliance; the 
type, status and delivery speed of the network; the type of 
application being executed (e.g., CATIA, AUTOCAD, WIN 
DOWS MEDIA PLAYER); and the type of remote access 
session being used (e.g., Terminal Services, Citrix Presenta 
tion Server, Citrix Desktop Server, application streaming and 
so on). 
0079. In various embodiments, the selection of the render 
ing location can change from time-to-time, that is, the selec 
tion of the rendering location is dynamic in nature. This 
selection, and the determination of the selection, can be made 
on a real-time basis, a per-session basis, a per-user basis, or 
according to any other mechanism. For example, an initial 
scan of the system configuration may determine to use the 
remote computing machine's 202 GPU 216" to render the 
graphics. At a later time, conditions may change and thus it 
may provide a better end-user experience to render the graph 
ics at the local computing machines 204 and/or the GPU 
appliance 250. However, portions of the session can be ren 
dered using different methods. For example, portions of a 
desktop or application image data can be rendered using a 
rendering process at the local computing machine 204 while 
other portions can be rendered using "client-side rendering. 
Further, the selection of the rendering location can occur 
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according to particular graphics operations (e.g., vector draw 
ing, texture mapping, and the like). The rendering location 
can differ based on the type of graphics operation. Different 
rendering options can be used at the same time for different 
operations. For example, a spinning globe may be rendered 
on the remote computing machine 202, but the background 
static graphics may be rendered on the local computing 
machine 204. Also, selection can occur based on a pattern of 
graphics operations (e.g., if many small shaded objects are 
drawn sequentially). 
0080. In some embodiments, the selection of which local 
computing machine to run the desktop or application, can be 
based on what types of graphics rendering are most efficient. 
The “load balancing selection can be based on the graphics 
rendering policy evaluation. For example, if a remote com 
puting machine 202 does not have a GPU 216" with the 
capability or capacity to handle the image data, but the appli 
cation needs it, then a local computing machine 204 is 
selected that has an available and suitable GPU 216. 

0081. In one embodiment, network bandwidth latency, 
remote computing machine capabilities, the application type 
of the application 208, past history, and any other graphics 
performance policy rules may be evaluated. If performing 
rendering at the local computing machine 204 is determined 
to be the most efficient or Suitable, a local computing machine 
204 that is capable of performing such rendering would be 
selected. Other load balancing policies can affect local com 
puting machine selection as well (e.g., user, location, date, 
time, application licensing, CPU, disk usage, memory, etc). 
More intense graphical usage may be routed to computing 
machines that have a better performing GPU or have more 
GPUs incomparison with other local computing machines. In 
the case of sharing the server and GPUs, the load on the 
available GPUs can be taken into account. 
0082 In Windows Vista, a DirectX application sends 
graphics to a Direct3D graphics runtime module which coop 
erates with a user mode driver and a graphics kernel to render 
the DirectX graphics commands on available hardware. 
When a DirectX application executes in Terminal Services, 
there may be a degradation in the execution of the DirectX 
application and the generation of enhanced graphics. One 
cause of the possible degradation in performance is that the 
application, when executing in Terminal Services, no longer 
has access to graphics rendering hardware such as a graphics 
processing unit (GPU). Thus, the DirectX application relies 
on software, executing in the Direct3D runtime and kernel, to 
render the DirectX graphics commands into graphical data. 
Loss of access to graphics rendering hardware may therefore 
degrade the performance of the DirectX application. A simi 
lar situation may also occur in the same or another operating 
system using OPEN GL or other three-dimensional API in 
place of Direct3D. 
0083 Illustrated in FIG. 3 is an embodiment of a system 
that can alleviate the potential issues associated with execut 
ing a DirectX application in terminal services, as described 
above. The system comprises client-side or terminal-side 421 
components and server-side 420 components. Included in this 
system is a three-dimensional Rendering Application 414 in 
communication with a three-dimensional runtime module 
404'. A three-dimensional proxy 406 is included and is in 
communication with a three-dimensional Graphics Runtime 
module 404. 

0084. Further referring to FIG. 3 and in more detail, 
described is a system that, in some embodiments, permits 

Jul. 30, 2009 

graphics applications, such as DirectX applications, execut 
ing in terminal services to use the graphics hardware on the 
server as opposed to Software executing in the three-dimen 
sional graphics runtime module 404. Such a system can focus 
on the use of DirectX and Windows Presentation Foundation 
applications. In some of these embodiments, the three-dimen 
sional rendering application 414 may be a Direct3D render 
ing application, the three-dimensional runtime modules 404. 
404' may be Direct3D runtime modules, and the three-dimen 
sional proxy 406 may be a Direct3D proxy, for example. Any 
of the components of the system may be components associ 
ated with Direct3D, OPEN GL or other three-dimensional 
graphics API. 
I0085. The three-dimensional Rendering Application 414 
transmits commands to the Three -dimensional Runtime 
Module 404'. The three-dimensional Rendering Application 
414 acts as a proxy for the application in the session by 
receiving commands forwarded from the three-dimensional 
proxy 406. In operation, as an application attempts to drive 
the three-dimensional system to render a scene, the three 
dimensional proxy 406 reroutes its graphics commands to the 
three-dimensional Graphics Rendering Application 414, 
which, in turn, sends these commands to its three-dimen 
sional Graphics Runtime module 404' as if it were the 
requesting application. Further, the three-dimensional proxy 
406 allows the application to operate just like it normally 
would when communicating with the three-dimensional 
Graphics Runtime module 404 in the session or server space. 
I0086. In one embodiment, the three-dimensional proxy 
406 intercepts three-dimensional graphics calls (e.g., 
Direct3D calls) and routes them to the three-dimensional 
Rendering Application 414 running in the console or client 
session. Also, the three-dimensional proxy 406 initiates com 
munication between itself and the three-dimensional Graph 
ics Manager 412. In some embodiments, the three-dimen 
sional Graphical proxy 406 initiates communication between 
itself and the three-dimensional Graphics Manager 412 via an 
Image Transfer Service 410. The three-dimensional Graphics 
Manager 412, in response to the initiation, creates the three 
dimensional graphics rendering application service. In some 
embodiments, the three-dimensional Graphical proxy 406 
hooks or intercepts the real runtime calls but may only target 
graphics calls that would have been handled by the display 
driver 408. 
I0087. In one embodiment, a three-dimensional Graphics 
Manager 412 creates the three-dimensional Rendering Appli 
cation 414 service and establishes a communication path 
between the three-dimensional Rendering Application 414 
and the three-dimensional Graphics proxy 406 which 
requested server hardware support. 
I0088. In summary, the embodiment of the architecture 
described above with reference to FIG. 3 provides access to 
the graphics hardware of the server 420 (e.g., a GPU or GPU 
appliance) in a terminal service session. As a result, the pro 
cess of remote-transporting bitmapped graphics to the remote 
computing machine or client 421 may be an improvement 
over rendering the bitmaps in Software. 
I0089. In another embodiment, the Application 502 may 
provide a “desktop' such as the AERO desktop provided by 
WINDOWS Vista and the remote computing machine 421 is 
accessing a remote desktop on the local computing machine 
or server 420. In some embodiments, the client's 421 GPU is 
used to render either the OPENGL or Direct3D scenes asso 
ciated with the desktop. In one aspect, the transmission of the 
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graphics information from the local computing machine 420 
to the remote computing machine 421 can be improved rela 
tive to other scenarios. 
0090. With reference to FIG. 4, a diagram shows one 
embodiment of an architecture that outlines the components 
and data flow between the components. In this architecture, 
the layering between the display driver and application is thin 
so as to limit the overhead and development effort. 
0091. In one embodiment, the architecture includes an 
Application 402. The Application 402 may be a Desktop 
Windows Manager (DWM) module. In one embodiment, the 
Application 402 is a Windows Presentation Foundation 
(WPF) application that acts as a window manager. The Appli 
cation 402 can interact with a D3D9Ex interface. The Appli 
cation 402 is responsible for rendering the non-client portion 
of the windows and the transition effects that affect the win 
dows. In one embodiment, the Application 402 is provided by 
the system or application that uses Direct3D, OPEN GL or 
other three-dimensional graphics API. In some embodiments, 
the Application 402 uses Direct3D to create a desktop. The 
Application 402 provides the 3D geometry to render the 
desktop scene on a display. In some aspects, the Application 
402 drives the three-dimensional system (e.g., Direct3D sys 
tem) to render the scene associated with the desktop. In Such 
embodiments, the Application 402 may have no specific func 
tion, but rather is the source of the three-dimensional geom 
etry. 
0092. The architecture also includes a three-dimensional 
Graphics Hook module 504. In one embodiment, the three 
dimensional Graphics Hook module 504 provides function 
ality to detect Screen updates by intercepting a Present call 
that causes the back buffer to be switched with the front 
buffer. Once the hook detects the Present call, the hook passes 
that call through to one or more three-dimensional Graphics 
Libraries 220, 220'. The hook collects the window informa 
tion for the application and the image data from the graphics 
card via the Display Driver 506. The hook then presents both 
the image data and window information to the Image Transfer 
Service 508. 

0093. In some embodiments, the three-dimensional 
Graphics Hook module 504 provides functionality related to: 
detecting screen updates; hooking the three-dimensional data 
to detect screen updates; presenting the Image Transfer Ser 
vice 508 with data such as image data from the graphics card 
and information for the context. Also, the three-dimensional 
Graphics Hook module 504 provides a reliable hooking envi 
ronment with limited overhead. The image collection pro 
cess, via the three-dimensional Graphics Hook module 504, 
collects portions of the Screen that are being updated through 
the Present call. 

0094. As discussed above, the architecture includes three 
dimensional Graphics Libraries 220, 220. In one embodi 
ment, a three-dimensional Graphics Library 220 is a dynamic 
link library (dll). The three-dimensional Graphics Libraries 
220, 220' provides functionality related to buffering of com 
mands and geometry data from the Application502, to be sent 
to a hardware display driver, such as Display Driver 506. In 
Some embodiments, the three-dimensional Graphics Librar 
ies 220, 220' packages the three-dimensional graphics calls 
into buffers for bulk transfer. The Display Driver 506 can be 
an existing hardware driver on the server 420. The Display 
Driver 506 operates as a conventional hardware display 
driver, and also allows the three-dimensional Graphics Hook 
module 504 to collect image data off the graphics card. The 
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Display Driver 506 also renders the associated scene into a 
bitmap and delivers the image to the three-dimensional 
Graphics Hook module 504. In one embodiment, the three 
dimensional Graphics Hook module 504 sends a request to 
the Display Driver 506. Responsive to the request, the Dis 
play Driver 506 transmits image data to the three-dimensional 
Graphics Hook module 504. 
0.095 The architecture also includes an Image Transfer 
Service module 508, as mentioned above. This module com 
municates with the three-dimensional Graphics Hook mod 
ule 504. The Image Transfer Service module 508 may also 
communicate with a Winstation Driver (not shown). The 
Image Transfer Service module 508 includes functionality for 
an image transport virtual channel that delivers image data to 
the client 421. In various embodiments, the Image Transfer 
Service module 508 implements one or more compression 
schemes, for example, aggressive compression. As used 
herein, aggressive compression refers to a compression pro 
cess that lowers the quality of images during animation rou 
tines to allow more throughput at the cost of image quality. 
This process may improve frame refresh rates by reducing the 
level of detail in the image during animation. The final frame 
of the animation, or each animation section, may be deter 
mined and sent at a higher quality. 
0096. In some embodiments, the Image Transfer Service 
module 508 requests the image data from the three-dimen 
sional Graphics Hook module 504, and may implement any 
combination of aggressive compression, caching, and imple 
menting a new image virtual channel. Further, the Image 
Transfer Service module 508 can receive Window notifica 
tions. Additionally, the Image Transport Service module 508 
aides in managing the network traffic to achieve maximum 
frame rates or rates meeting a certain service level. 
0097. The architecture may also include a Winstation 
Driver module (not shown), as mentioned above. In some 
embodiments, the Winstation Driver module aides in imple 
menting the virtual channel multiplexing to a single connec 
tion. This includes the implementation of optimizations for 
network traffic and virtual channel priorities queues. 
0098 Illustrated in FIG.5A is an embodiment of a method 
600 for remotely providing three-dimensional graphics com 
mands to a remotely located machine. The three-dimensional 
graphics are first intercepted (step 602) by an agent, and at 
least a portion of the three-dimensional graphics commands 
are encoded by the agent (step 604). A frame is then created 
that comprises all encoded portions of the three-dimensional 
graphics commands (step 606). The frame is compressed 
(step 608) and the compressed frame is transmitted to a 
remote computing machine (step 610). 
(0099 Further referring to FIG.5A and in more detail, the 
method 600 in some embodiments is carried out by an agent 
executing on any one of a first computing machine; a com 
puter; a computing device; a server; a server farm; a distrib 
uted computing system; a network; or any other computing 
device embodiment, or network embodiment described 
herein. In many of these embodiments, the agent executes on 
the same computing machine, network or appliance as the one 
on which the three-dimensional application is executing. 
While in some embodiments the agent is a virtual object 
executing on a local machine, the agent may also be a func 
tion, set of commands, or other computing object executing 
on a computing machine in a distributed computing environ 
ment. 
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0100 Three-dimensional graphics commands are gener 
ated by an application executing on a computing machine, 
these three-dimensional graphics commands are in some 
embodiments intercepted (step 602) by an agent or other 
computing object executing on the same machine as the 
machine on which the application executes. In one embodi 
ment, the agent intercepts the three-dimensional graphics by 
hooking into the present call of the application. By doing this, 
the agent can determine, via application program interfaces, 
when the application sends graphics commands to a three 
dimensional graphics runtime module. Once the agent knows 
that the application has made a call to the three-dimensional 
graphics runtime application program interface, the agent can 
then intercept the call and redirect it to the client so that the 
three-dimensional graphics can be replayed on the client. In 
one embodiment, the agent sends all commands directly to 
the client, while in other embodiments a portion of the three 
dimensional graphics commands are rendered on the server 
and a portion of the three-dimensional graphics commands 
are rendered on the client. When commands are sent to the 
client, in one embodiment they can be any combination of 
compressed, optimized, batched, encoded and transmitted 
across a network from a local computing machine or server to 
a remote computing machine or client computing machine. In 
Such embodiments, what is transmitted to the client comput 
ing machine or remote computing machine is a frame con 
taining any combination of three-dimensional drawing com 
mands; a renderstate; and resources needed to render or draw 
a two-dimensional graphical representation or a two-dimen 
sional Surface render target that represents the projection of 
three-dimensional onto a portion of a two-dimensional plane 
or drawing Surface. Thus, in these embodiments, the server or 
local computing machine transmits frames to the client com 
puting machine or remote computing device, which then 
maps the commands to a three-dimensional graphics runtime 
module that accepts the frames and renders three-dimen 
sional data from the accepted frames. 
0101. In one embodiment, a portion of the three-dimen 
sional graphics commands are encoded (step 604) by the 
agent or by another system object, function or agent that is in 
communication with the agent. In one embodiment, there can 
be multiple three-dimensional structures represented by the 
three-dimensional graphics commands. For example, the 
three-dimensional graphics commands can include any of the 
following: vertex buffers; index buffers; textures; and sur 
faces. Vertex buffers are buffers that contain information 
about the vertices associated with a particular aspect of the 
resultant three-dimensional image. In some embodiments, 
the vertex buffer can include a structure for each vertex that 
includes any of the following information: three-dimensional 
coordinates; depth coordinates; texture mapping coordinates; 
color; and any other characteristic of a vertex able to be stored 
in the vertex buffer. Index buffers are another type of buffer 
that includes indices into vertex buffers. Textures and Sur 
faces are representative of photographic or synthetic two 
dimensional raster data. 

0102. In some embodiments, the portion of the three-di 
mensional graphics commands that is encoded is a portion 
that corresponds to a particular structure. For example, one 
portion could include all vertices, another portion could 
include all indices, and still another portion could include all 
textures and surfaces. This example is illustrative of the dif 
ferent portion segments that could be created, in other 
embodiments these segments may be numbered or may 
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include multiple structures such as a portion containing both 
Vertices and indices. Once a portion of the three-dimensional 
graphics commands is identified, that portion is encoded with 
any of the following types of codecs: Huffman encoding: 
adler-16, adler-32: CRC-16; CRC-32: Fletcher-16; Fletcher 
32; photographic lossy codecs; synthetic lossy codecs; JPEG, 
HD Photo: 2DRLE: PNG; HD Photo; and any other encoding 
suitable for the structure being encoded. In one embodiment, 
Vertices and indices are encoded using Huffman encoding, 
while textures and surfaces would be encoded use either 
JPEG, HD Photo, 2DRLE, PNG, or HD Photo. 
0103) In one embodiment, once the portion of the three 
dimensional graphics commands has been encoded, a frame 
is created (step 606) that comprises each encoded portion of 
the three-dimensional graphics commands. These encoded 
portions can in Some embodiments be any of the structures 
described herein encoded using any of the codecs described 
herein. For example, the three-dimensional graphics com 
mands could include each of a vertex buffer, an index buffer 
and textures. In one embodiment, the frame could include 
Vertices encoded using Huffman encoding, indices encoded 
using Huffman encoding, and textures encoded using a syn 
thetic lossy codec. The frame, in some embodiments, com 
prises the elements of three-dimensional drawing commands; 
a render state; and resources needed to render or draw a 
two-dimensional graphical representation or a two-dimen 
sional Surface render target that represents the projection of 
three-dimensional onto a portion of a two-dimensional plane 
or drawing Surface. 
0104. Once the frame is created, the agent may in some 
embodiments compress the frame (step 608) prior to trans 
mission. In some embodiments, a compressor may compress 
the frame, while in other embodiments, the frame may be 
compressed after being put through a compression algorithm. 
Still other embodiments include transmitting a frame that has 
not been compressed, or transmitting a frame havingaportion 
of compressed data and a portion of non-compressed data. 
0105. The local computing machine or server transmits 
the compressed frame to the remote computing machine or 
client (step 610) so that a rendering agent, application, or unit 
may render three-dimensional data from the graphical data 
contained within the frame. In some embodiments, the frame 
may be de-compressed prior to rendering. 
01.06 Illustrated in FIG.5B is an embodiment of a method 
650 for encoding portions of graphical commands as indi 
cated in step 604 of the method 600 described in FIG.5A. The 
method 650 commences once the method 600 enters step 604, 
by determining where the three-dimensional graphics com 
mands include vertex commands (step 652). If the three 
dimensional data does contain three-dimensional graphics 
commands that include vertex commands, then the portion of 
the three-dimensional data corresponding to the vertex com 
mands is encoded with a codec (step 654). A determination is 
then made as to whether the three-dimensional graphics com 
mands include index commands (step 656). If the three-di 
mensional data does contain three-dimensional graphics 
commands that include index commands, then the portion of 
the three-dimensional data corresponding to the index com 
mands is encoded with a codec (step 658). A determination is 
then made as to whether the three-dimensional graphics com 
mands include textures or surfaces (step 660). If the three 
dimensional data does contain three-dimensional graphics 
commands that include textures or Surfaces, then the portion 
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of the three-dimensional data corresponding to the textures or 
surfaces is encoded with a codec (step 662). 
0107 Further referring to FIG. 5B, and in more detail, 
method 650 is a sub-process, sub-function or sub-method of 
method 600 described in FIG. 5A. The method 650, in one 
embodiment, parses through the three dimensional graphics 
commands to determine whether different types of com 
mands are included in the three dimensional graphics com 
mand Set. Method 600 is redirected to the method 650 
described in FIG. 5B, and when the method 650 in FIG.SB 
has finished executing, method 600 picks up where it left off. 
Alternatively, the method 650 described in FIG. 5B could be 
a part of step 604 described in FIG.5A. 
0108 Illustrated in FIG. 6A is an embodiment of a method 
700 for determining where to render three-dimensional 
graphical data. An agent or system object intercepts three 
dimensional graphics commands (step 702) generated by an 
application using three-dimensional graphics. Before render 
ing or transmitting the intercepted commands, the character 
istics of the remoting system are analyzed (step 704) to deter 
mine a rendering location (706). Upon determining a 
rendering location (706), the agent or system object induces 
the application to reinitialize a context for determining where 
to render three-dimensional data (step 708). Once the appli 
cation has identified the determined rendering location as the 
location for rendering, the agent or system object transmits 
the three-dimensional graphics commands the rendering 
location for rendering (step 710). 
0109 Further referring to FIG. 6A, and in more detail, the 
method 700 for determining where to render the three-dimen 
sional data can be carried out by an agent executing on a 
server or local computing machine. Alternatively, the method 
can be carried out by a set of commands, or program execut 
ing on a server or local computing machine and taking as 
input the three-dimensional graphic command output from 
the application. Still other embodiments can include a ren 
dering manager, a rendering agent, or some other virtual 
object able to analyze system resources and determine where 
to render three-dimensional data. 

0110. In one embodiment the three-dimensional graphics 
commands are intercepted by the remoting agent (702), or 
any other embodiment of an entity that intercepts three-di 
mensional graphics commands. Intercepting the graphics 
commands can be accomplished, in Some embodiments, by 
hooking into a call made by the desktop windows manager. 
0111. After intercepting the three-dimensional graphics 
commands, the characteristics of the remoting system are 
analyzed (704). The remoting system can include any of the 
following components: one or more client computing devices 
Such as those described herein; one or more servers such as 
those described herein; a server farm; one or more appliances 
such as those described herein; and networks over which each 
of these component communicate and transmit data. In one 
embodiment, the network(s) used within the remoting system 
can be any of the networks described herein. Further embodi 
ments include at least one server executing an application, 
and at least one client computing machine accessing the 
server to receive graphical data representative of the applica 
tion's output. In such an embodiment, communication 
between the client and the server could be facilitated by a 
remote access protocol. Characteristics of this system can 
include in Some embodiments: the type and/or speed of the 
graphics processing unit included on the server, the type 
and/or speed of the graphics processing unit included on the 
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client computing device; the type and/or speed of the central 
processing unit included on the server, the type and/or speed 
of the central processing unit included on the client comput 
ing device; the application executing on the server, the load 
on the server; the load on the client computing device; the 
load on the network; the amount of available bandwidth over 
which to transmit the three-dimensional graphics commands; 
a predetermined setting indicative in part of where to render 
the three-dimensional data; the number of applications on the 
server rendering three-dimensional data; the lack of a graph 
ics processing unit on either the server or the client computing 
device; and any other characteristic which may be used to 
determine a rendering location. In one embodiment, various 
characteristics are aggregated to produce a single number for 
each of the rendering locations, such that the rendering loca 
tion can be chosen by comparing the numbers to see either 
which number is the highest compared to the others, or which 
number is the lowest compared to the other numbers. Still 
other embodiments include weighting various characteristics 
according to their tax on the system and choosing where to 
render based on the remoting location that costs the least 
amount of resources. 
0112 The results generated during the analysis of the 
characteristics of the remoting system are used, in some 
embodiments, to determine arendering location (step 706). In 
one embodiment, the remoting location can be on either the 
server or the client computing machine. If the rendering loca 
tion is the server, then the server renders the three-dimen 
sional data from the three-dimensional graphics commands 
and transmits the rendered graphical data to the client com 
puting machine. If the rendering location is on the client, then 
the server transmits the three-dimensional graphics com 
mands to the client Such that the client receives the commands 
and renders three-dimensional data from them. Other 
embodiments include a remoting location that can either be a 
graphical processing unit on the server or client that is a 
hardware component, or a graphical processing unit on the 
server or client that is a software component. Should the result 
of the analysis of the characteristics of the remoting system 
demonstrate that rendering the data on a Software graphical 
processing unit would be best, then the remoting location can 
be a location having a software-based graphical processing 
unit 

0113. In one embodiment, the agent induces the applica 
tion to reinitialize its context for determining where to render 
the three-dimensional data (step 708) by reporting to the 
application a device state removed. In other embodiments, the 
agent may report to the application a device state lost. When 
the application is notified that the device was removed, the 
application can in some embodiments re-determine where to 
render data. In one embodiment, the agent can take advantage 
of this re-determination or the reinitialization of a context for 
determining where to render three-dimensional data, by tell 
ing the application that it should render the three-dimensional 
data in a particular location. Some embodiments consist of 
telling the application that it should render the three-dimen 
sional data at the determined rendering location. 
0114. Once the application is re-configured to render to 
the rendering location, the three-dimensional graphics are 
sent to the rendering location to be rendered. 
0115 Illustrated in FIG. 6B is a method 730 for rendering 
three-dimensional graphics commands at a particular loca 
tion. In one embodiment, the method 730 includes determin 
ing to render a portion of three-dimensional graphics com 
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mands in a first rendering location (step 732), analyzing the 
characteristics of a remoting system (step 734) and determin 
ing a first rendering location and reinitializing the application 
context to select the determined first rendering location (step 
736). The first set of three-dimensional data is then rendered, 
at the rendering location from the first portion of the three 
dimensional graphics commands (step 738). The character 
istics of the remoting system are then re-evaluated (step 740), 
a second rendering location, is determined and the application 
context is reinitialized to identify a second rendering location 
as the location where the data will be rendered (742). Once the 
second rendering location is determined, the three-dimen 
sional graphics commands and the rendered first set of three 
dimensional data are transmitted to the second rendering 
location (step 744). 
0116 Further referring to FIG. 6B and in more detail, in 
one embodiment, the method 730 comprises determining to 
render a portion of the three-dimensional graphics commands 
(step 732). This portion can in some embodiments, be deter 
mined based on any of the following factors: type of graphic 
element (i.e. Vertices, indices, textures); size of the graphical 
data; a transaction; or any other means by which to segment 
the three-dimensional graphics commands. In one embodi 
ment, each transaction creates a new portion of three-dimen 
sional graphics commands such that a determination as to 
where to render the graphics commands must be made each 
time a transaction takes place. 
0117. In one embodiment, a portion of the three-dimen 
sional graphics commands is rendered and the resulting ren 
dered graphical data remains on the server. In Such an 
embodiment, a second portion of three-dimensional graphics 
commands is identified and a new determination is made as to 
where to render the second portion of three-dimensional 
graphics commands. In one embodiment, the method 
includes determining to render a portion of the three dimen 
sional graphics in a first rendering location (step 732). Some 
embodiments may include adhering to a policy engine which 
may dictate that certain types of graphics, graphics primi 
tives, or three dimensional graphics types should always be 
rendered in a particular location whether that be on a local 
computing machine, a remote computing machine, the net 
work or a third computing machine. In other embodiments, a 
rendering agent may determine that certain types of graphics, 
graphics primitives, or three dimensional graphics types 
should be rendered in a particular location either because of 
their size, or for other reasons. For example, the rendering 
agent may specify that certain three dimensional graphics be 
rendered on the local computing machine because those types 
of graphics can only be rendered by the graphics processing 
unit included on the local computing machine. In Such an 
example, the graphics would be rendered on the local com 
puting machine and the rendered graphics or bitmaps would 
be sent to a client machine or to any other remote computing 
machine. Should the three dimensional graphics be included 
within a graphics scheme including graphics commands that 
a remote computing machine could render, the rendering 
agent may determine to transmit a graphics package to the 
remote computing machine, that includes the three dimen 
sional graphics already rendered by the server and the graph 
ics commands. The remote computing machine could then 
render the graphics commands at the remote computing 
machine. 

0118 Illustrated in FIG. 7 is a flow diagram that illustrates 
an embodiment for method 760 of computing and caching a 
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hash from a three-dimensional data set. Computing and cach 
ing the hash may include a determination of whether a three 
dimensional resource has been locked by an application (step 
762). An identification is made of a first three-dimensional 
data set loaded into the three-dimensional resource (step 
764). The method 760 may further include detecting if the 
application performed an operation on the three-dimensional 
resource (step 766). A hash is computed on the loaded three 
dimensional data (step 768), and the hashis stored in a reposi 
tory (step 770). A determination is then made as to whether 
there are additional data sets (step 772), thereby causing the 
method 760 to either repeat or terminate. 
0119 Further referring to FIG. 7 and in more detail, the 
method 760 may include determining whether an application 
has locked a three-dimensional resource (step 762). In some 
embodiments, the three-dimensional resource may include 
Vertices, indices, shaders, textures, Surfaces, or any other 
similar three-dimensional data type. An application may lock 
a three-dimensional resource while modifying data within the 
Source or loading data into the resource in order to prevent 
processes from reading the changing resource. In some 
embodiments, the determination that an application has 
locked a three-dimensional resource may be made by exam 
ining flags, counters, synchronization monitors, or queues for 
the data, or any other method that allows a process to deter 
mine that a resource has been locked for writing. In further 
embodiments, the three-dimensional resource locked by the 
application may be one used by the application, while in other 
embodiments, the application may lock a three-dimensional 
resource used by another application. The three dimensional 
resource can, in some embodiments, be any one of the fol 
lowing types of resources: the driver foragraphics processing 
unit, or any other resource used in conjunction with a graphics 
processing unit or graphics processing algorithm, set of 
instructions or software. 

0.120. The method 760 may further include a step of iden 
tifying a three-dimensional data set loaded into the three 
dimensional resource (step 764). The three-dimensional data 
set may be a first three-dimensional data set or may be a 
second three-dimensional data set, a third three-dimensional 
data set, or any further data set depending on the number of 
data sets loaded into the three-dimensional resource. In some 
embodiments, the three-dimensional data sets may have vari 
able sizes, while in other embodiments, any or all of them 
may have Substantially similar sizes. The sizes of each data 
set may, in Some embodiments, be determined at least in part 
by a transaction carried out by the application. In some 
embodiments, the transaction may comprise copying data 
into the three-dimensional resource. In further embodiments, 
the transaction may have an end event unlocking the three 
dimensional resource, the end event thus can indirectly deter 
mine the size of the data set. In other embodiments, the 
transaction may have both a start event and an end event, and 
the data set size may be determined by the length of time 
between the start event and end event. In such embodiments, 
the start event may comprise locking the three-dimensional 
resource, and/or the end event may comprise unlocking the 
three-dimensional resource. 

0.121. In one embodiment, the method 760 includes 
detecting that the application performed an operation on the 
three-dimensional resource (step 764). This may include 
detecting that an application has locked or unlocked a three 
dimensional resource by examining or identifying flags, 
counters, synchronization monitors, or queues, or any other 
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method that allows a process to determine that a resource has 
been locked or unlocked for writing. In some embodiments, 
detection that an operation has been performed on the three 
dimensional resource may be made merely by observing that 
the three-dimensional resource has been unlocked after a 
period of being locked. In other embodiments, the application 
may be monitored to determine what operations have been 
performed. 
0122. In one embodiment, the method 760 includes a step 
of computing a hash on the loaded three-dimensional data 
(step 768). The hash function performed may be any hash 
function or checksum algorithm that has sufficiently few col 
lisions for the type of data used, such as adler-16, adler-32, 
CRC-16, CRC-32, Fletcher-16, Fletcher-32, or any other 
CRC or non-CRC hash function., or a hash function that 
produces minimal or Substantially no collisions for the type of 
data on which the hash function is applied; or any other hash 
function able to produce results suitable for the systems and 
methods described herein. 

0123. In one embodiment, the method 760 includes a step 
of storing the hashina repository (step 770). In some embodi 
ments, the repository may be a buffer, a cache, a data store, a 
flat file, or any other format, and may be implemented in 
RAM, flash memory, a hard disk, or any other storage 
medium. In some embodiments, the repository may stored on 
a local computing device, while in other embodiments, the 
repository may reside on a second computing device, acces 
sible over a network. In further embodiments, the repository 
may be purged by using an aging algorithm. The aging algo 
rithm may be any page replacement algorithm, Such as Least 
Recently Used (LRU), Not Recently Used (NRU), Active 
Replacement Cache (ARC), First-in, First-out (FIFO), Least 
Frequency Usage (LFU), or any similar algorithm that allows 
the repository to evict entries on an efficient basis. 
0124. In one embodiment, the method 760 includes a 
determination of whether additional data sets exist in the 
three-dimensional resource (step 772). If such a determina 
tion is made, then method 760 will further include identifying 
further three-dimensional data sets loaded into the three 
dimensional resource, detecting further operations performed 
by the application to the three-dimensional resource, comput 
ing hashes of the further three-dimensional data sets, and 
storing the hashes of the further three-dimensional data sets 
within the repository. 
0.125. In one embodiment, the method 760 may further 
include eliminating a portion of the first three dimensional 
data set in response to detecting that the application per 
formed an operation. The portion of the three dimensional 
data set that may be a result of a repetitious transaction. In 
other embodiments, the computing machine only maintains 
and stores computed hashes and drives a remote computing 
machine cache by determining which data to throw out to 
make room for new data on a miss and maintain an overall 
max size. Determining which data to throw out can be based 
in part on an aging algorithm Such as a Least Frequency 
Usage algorithm. Such an algorithm increments a counter on 
a hit and when space is needed on a miss, the entries that have 
the lowest counter and size that produces the least impact to 
bandwidth are evicted. Further embodiments can include a 
caching system where there is persistent caching of high 
frequency resources on a client, computing machine or 
remote computing machine's persistent storage disk. Thus, in 
Such an embodiment, textures and Surfaces that are loaded 
during an initial setup during an application's start-up or new 
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scene are loaded more quickly so that the application restarts 
more quickly than if there was no persistent caching of high 
frequency resources. Further, the use of high frequency 
dynamic data can be more efficient because hashes of the 
dynamic data can be cached and saved by a client, computing 
machine or remote computing machine when an application 
terminates. 
I0126. In other embodiments, the application can transfer, 
move, copy, load, or otherwise cause data to be put into the 
three dimensional resource. Still other embodiments include 
an application that transferS data to an intermediary applica 
tion configured to load, copy or transfer the data into the three 
dimensional resource. In such an embodiment, the interme 
diary application can exist on the same computing device as 
the application, a computing device remote from the comput 
ing device on which the application executes, or any other 
virtual or physical computing device or appliance in commu 
nication with the computing device on which the application 
eXecuteS. 

I0127. In one embodiment, the method 760 is repeated only 
when an application or agent detects that the three dimen 
sional resource is being used by any application, or in other 
embodiments, by a particular application. Other embodi 
ments include repeating the method 350 only when an appli 
cation or agent detects that the three dimensional resource has 
had data copied or loaded into it, and the three dimensional 
resource has or is being used by an application. In yet another 
embodiment, the method 760 is repeated only when it is 
determined that data different from previously cached data is 
loaded or copied into the three dimensional resource. Other 
embodiments include repeating the method 760 only when a 
particular sequence of actions is detected, e.g. lock the three 
dimensional resource, load or copy data into the three dimen 
sional resource; and use the three dimensional resource. Still 
more embodiments can include a method 760 that is periodi 
cally repeated. 
0128 Illustrated in FIGS. 8A and 8B are embodiments of 
screenshots of a method for detecting a drawing region within 
a frame. A frame 790 may contain a first three-dimensional 
figure 792 in a first presented bitmap in FIG. 8A. In a second 
presented bitmap in FIG.8B, the frame 790 contains the first 
three-dimensional figure 792, and a second three-dimen 
sional figure 794. The second three-dimensional figure 794 is 
within a region 796 that is a subset of the frame 790. 
I0129 Referring to FIG. 8A and in more detail, the frame 
790 may also be referred to as a scene, a default viewport, a 
canvas, an image, a bitmap, a screen, a surface, or any other 
descriptive term for a displayed three-dimensional graphic. 
Within the frame 790 may be a first three-dimensional figure 
792. The first three-dimensional figure 792 may include ver 
tices, indices, shaders, textures, Surfaces, or any other similar 
three-dimensional data type. In some embodiments, the first 
three-dimensional figure 792 may not exist and the frame 790 
may be empty. In other embodiments, the first three-dimen 
sional figure 792 may be accompanied by other three-dimen 
sional figures, not illustrated. 
0.130 Referring to FIG. 8B and in more detail, in one 
embodiment, a second three-dimensional figure 794 is added 
to the frame 790. In some embodiments, multiple three-di 
mensional figures, not illustrated, may be added simulta 
neously. In other embodiments, the second three-dimensional 
figure 794 may be have been present in the previously pre 
sented frame 790, and may be removed. In still other embodi 
ments, multiple figures, including the second three-dimen 
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sional figure 794, the first three-dimensional figure 792, and 
other three-dimensional figures not illustrated may be 
removed, added, or modified. 
0131. In one embodiment, the second three-dimensional 
figure 794 is contained within a sub-region 796 of the frame 
790. In the illustrated example, the portion of frame 790 
outside of the region 796 does not change from the previously 
presented bitmap in FIG. 8A to the newly presented bitmap in 
FIG. 8B. The region 796 may be referred to as a drawing 
region, a viewport, a canvas or canvas portion, a screen sec 
tion, a section of the frame, a view-clipping region, a view 
clipping rectangle, or any other term that is descriptive of a 
sub-portion of the frame 790. In some embodiments, multiple 
three-dimensional figures may be added to the newly pre 
sented bitmap, and they may be grouped within multiple 
non-contiguous regions (not illustrated). In other embodi 
ments, multiple figures may be grouped within a single 
region. The region 796 may also, in Some embodiments, 
represent a sub-portion of the frame 790 where a three-di 
mensional figure or figures have been removed or modified. 
In some embodiments, the region 796 may be designated by 
a function call, such as the SetViewPort method of the 
DIRECT3D API developed by the Microsoft Corporation, or 
the glViewport method of the Open Graphics Library API 
(OPENGL), developed by Silicon Graphics, Inc., or any simi 
lar method or function call that may define a region or Sub 
region of the frame 790 of a render target. 
(0132 Illustrated in FIG. 9 is a method 800 for detecting a 
dirty region within a frame. Detecting a dirty region may 
include intercepting a function call generated by a three 
dimensional application (step 802). The intercepted function 
call may be used at least in part to identify a drawing region 
within a frame (step 804). A determination may be made that 
at least a portion of the graphics commands associated with 
the identified drawing region have changed (step 806). The 
changed portion of the graphics commands within the iden 
tified drawing region are then extracted (step 808). 
0133. Further referring to FIG. 9 and in more detail, the 
method 800 may include a step of intercepting a function call 
generated by a three-dimensional application (step 802). 
Intercepting a function call may also be referred to as hook 
ing, monitoring, listening, capturing, or any other term 
descriptive of a third process receiving a copy of a commu 
nication between a first and second process. In some embodi 
ments, the intercepting may be performed via an agent 
executing on a local machine. In other embodiments, the 
intercepting may be performed by a Sub-routine, function, 
daemon, service, or application having the ability to intercept 
communications between a three-dimensional application 
and a three-dimensional rendering engine, which may com 
prise hardware or software for processing three-dimensional 
graphics commands. In some embodiments, the function call 
intercepted may be a function call that causes the contents of 
a back buffer to be presented to a display device. In these 
embodiments, the function call can indicate that drawing or 
rendering has completed and that no more changes will be 
made to the contents prior to presentation. In some embodi 
ments, intercepting the function call may further comprise 
intercepting a call representing a particular drawing region, 
Such as the SetViewPort method of the DIRECT3D API 
referred to above. In such embodiments, the function call may 
have data strings, variables, or other identifiers designating a 
rectangle or other region of a rendering target. The designa 
tion of a region may indicate that a modification of three 
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dimensional graphics and graphics primitives may immi 
nently occur within the region, herein referred to as a dirty 
region. 
I0134. In one embodiment, the intercepted function call is 
used to identify the designated drawing region (step 804). In 
some embodiments, the identification may be performed by 
the same agent, function, or service responsible for intercept 
ing the function call, and may be performed by parsing or 
analyzing the intercepted function call for a designation of a 
region within a frame. In some embodiments, the function 
call may include values designating a corner of a region and 
other values designating a width and height of the region. 
These values may be extracted to determine the location and 
size of the region. In other embodiments, the function call 
may include values that may be utilized to determine the 
location, size, and shape of the region. In still other embodi 
ments, the function call may lack values that designate a 
region, but may be accompanied by other function calls that 
do designate a region or regions. In some embodiments, a 
further determination may be made as to whether a desig 
nated region is in the back buffer that will be imminently 
presented to the display device. In Such embodiments and 
responsive to the determination, a region may be excluded 
from the identified dirty regions if it is not within the back 
buffer. For example, a region designated by a function call 
may be used as a render target for textures and Surfaces that 
are used to render the backbuffer, but may themselves not be 
part of the back buffer. In such a case, the region may be 
excluded from the identified dirty regions so that the identi 
fied dirty regions only apply directly to the backbuffer rather 
than indirectly. 
I0135) In one embodiment, a determination is made (step 
806) that a change has occurred to at least a portion of the 
graphics commands associated with the dirty region or 
regions in the time since a previous intercepted function call. 
In some embodiments, this determination may be made by 
parsing or analyzing the contents of the identified dirty region 
or regions for three-dimensional graphics commands. In 
other embodiments, the determination could be merely made 
responsive to a region being identified in a function call. Such 
as the SetViewPort method referred to above, or any similar 
function call for designating a region of a frame for drawing 
or rendering changes. 
0.136. In one embodiment, the changed three-dimensional 
graphics commands within the dirty region or regions are 
extracted (step 808). In some embodiments, this may be a 
Subset of the graphics commands within the entire frame, 
Some which have not been changed in the time since a previ 
ous intercepted function call. In other embodiments, the 
entire frame may be changed, while in still other embodi 
ments, no changes will occur within the frame. 
0.137 Illustrated in FIG. 10 is one embodiment of a 
method 900 for delaying the presentation of a back buffer 
Surface to, in Some cases, improve resource utilization. In this 
method 900, an agent intercepts a first call to a drawing library 
(step 902). A first frame is then transmitted to a remote com 
puting device (904), and a determination is made as to 
whether the remote computing rendered the first frame (step 
906). The transmission of a return message in response to the 
first call is then delayed (step 908) until a notification is 
received that the first frame was transmitted or rendered (step 
910). Upon receiving this notice, permission is granted to 
return the first call to the requesting application (step 912). 
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0138 Further referring to FIG. 10, and in more detail, in 
one embodiment all the steps of the method 900 may be 
carried out by an agent executing on a computing machine. 
Still other embodiments include an agent executing on any 
one of a local computing machine, a remote computing 
machine, a third computing machine, within a distributed 
computing system, on a network, on an appliance, or on any 
machine able to execute the agent. Still other embodiments 
include carrying out the method 900 in a distributed comput 
ing environment or system, where the distributed computing 
environment can include any combination of client comput 
ing device(s), server(s), appliance(s), three-dimensional 
applications, or network(s). In one embodiment, the method 
900 can execute in a distributed computing environment 
including a local computing device executing the agent and 
an application, where the local computing device communi 
cates with and is connected to a remote computing device 
within the distributed computing environment. Still other 
embodiments include a drawing library on any computing 
machine able to execute the agent, where the drawing library 
can be any of the above-described three-dimensional graphics 
libraries such as for example the DirectX or OpenGL librar 
1S 

0.139. In one embodiment, an agent executing on the local 
computing machine intercepts a first call to a drawing library 
to further request information from the drawing library (step 
902). The first call is in some embodiments generated by an 
application executing on a computing machine, and in other 
embodiments, is a call generated by an application executing 
on a local computing machine or server. Some embodiments 
include a first call that is a first present call requesting to 
exchange a currently displayed image with an image to be 
rendered from the first frame. In this embodiment, a hook may 
be installed in the drawing library to prevent calls from return 
ing to the requesting application. This can be done to control 
any one of how many frames are rendered and when frames 
are rendered on the local computing machine. When, in this 
embodiment, the application requests graphical data or infor 
mation, or graphics primitives from the drawing library, the 
drawing library can return a rendered image. Thus, the return 
call is a return message generated by the drawing library that 
can include a rendered image. 
0140. Still other embodiments include a method 900 
where the agent transmits the first frame to a remote comput 
ing machine (step 904). There exist embodiments where the 
agent transmits a plurality of frames as opposed to a first 
frame. In one embodiment, the agent which intercepts the first 
call is the Substantially same agent that transmits the first 
frame to a remote computing machine or device, while in 
other embodiments, the agent that intercepts the first call is a 
Substantially different agent than the agent which transmits 
the first frame. The first frame, in some embodiments, can 
comprise any combination of three-dimensional graphics 
commands, rendered images, rendered three-dimensional 
images, graphics primitives, and graphics libraries. 
0141. The agent, in one embodiment, determines the 
remote computing machine did not yet render the first frame 
(step 906). In one embodiment, a determination as to whether 
the remote computing machine has rendered the transmitted 
first frame can be made by identifying whether the remote 
computing machine transmitted a confirmation to the local 
computing machine indicating that the first frame was ren 
dered at the remote computing machine. Other embodiments 
include determining whether the remote computing machine 
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has rendered the transmitted first frame by listening to the 
network stack, and hearing from the network Stack that the 
network is not busy. Still other embodiments include sending 
test packets over the network to determine whether the net 
work is busy, failing to receive a confirmation test packet, and 
determining that the network is busy therefore the first frame 
has not yet been fully received by the remote computing 
device. A determination can be made, in some embodiments, 
by analyzing the load placed on a network in between the 
local computing machine and the remote computing machine 
to determine whether the load has exceeded or fallen short of 
a predetermined threshold. When the load has exceeded the 
predetermined threshold, a determination can be made that 
the network is busy; while when the load has fallen short of 
the predetermined threshold, a determination can be made 
that the network is not busy and therefore the first frame has 
likely finished transmitting to the remote computing machine 
and therefore is likely rendered. 
0142. In one embodiment, the return call to the requesting 
application is delayed by the agent (step 908). Other embodi 
ments include preventing to return the first call to the request 
ing application when it is determined that any one of the 
agent, local computing machine, or application failed to 
receive a notification indicating that the first frame was ren 
dered. The agent can, in Some embodiments, delay the pre 
sentation of the drawing by preventing the drawing library or 
an executable module in the drawing library from returning 
the first call to the requesting application along with the 
rendered graphics. When, in some embodiments, a graphic is 
rendered by the drawing library, Such rendering can take place 
on a back buffer that stores off screen graphics. In embodi 
ments where the agent delays or prevents a return of the first 
call to the requesting application, the agent can be further 
delaying or preventing the display or transmission of the 
contents of the backbuffer to the requesting application. Still 
other embodiments include preventing the return of the first 
call and accompanying graphics for a predetermined period 
of time, where such a period of time can be determined 
empirically, randomly, dynamically, or can be hardcoded into 
the agent by a user or application. In another embodiment, the 
return of the first call may occur when a notification is 
received that indicates the first frame was rendered, and after 
a predetermined period of time. 
0.143 Some embodiments include an agent that receives a 
notification that the first frame was rendered on the remote 
computing machine (step 910), and responsively permits the 
return of the first call to the requesting application (step 912). 
In one embodiment, the notification is generated by the 
remote computing machine, while in other embodiments the 
notification can be generated by any one of the network, an 
application executing on the local computing machine, or an 
application executing on the remote computing machine. 
0144. In one embodiment, method 900 includes an agent 
that either is a remoting mechanism or that interfaces with a 
remoting mechanism used to transmit graphics to a remote 
computing machine. This method 900 can, in some embodi 
ments, delay rendering frames or graphical data by rendering 
after a determination is made that the previous frame was 
Successfully transferred to the remote computing device, or 
alternatively Successfully rendered at the remote computing 
device. In another embodiment, after the agent permits a 
return of the first call to the requesting application, the agent 
transmits a second frame generated by the application. In this 
embodiment, the agent receives a notification that indicates 
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the second frame was rendered, and intercepts a second call 
generated by the application requesting information from the 
drawing library. The agent can then identify an indicator that 
the second frame was rendered and the agent can permit the 
second call to return to the requesting application. In one 
embodiment, the agent can decide not to block a present call 
issued by the application when the agent determines that a 
flag has been received indicating that the previous frame was 
received or displayed at the remote computing machine. 
Thus, in this embodiment, the present call may not be blocked 
and may return to the requesting application. 
0145 The present disclosure may be provided as one or 
more computer-readable programs embodied on or in one or 
more articles of manufacture. The article of manufacture may 
be a floppy disk, a hard disk, a compact disc, a digital versatile 
disc, a flash memory card, a PROM, a RAM, a ROM, a 
computer readable medium having instructions executable by 
a processor, or a magnetic tape. In general, the computer 
readable programs may be implemented in any programming 
language. Some examples of languages that can be used 
include C, C++, C#, or JAVA. The software programs may be 
stored on or in one or more articles of manufacture as object 
code. 
0146 While various embodiments of the methods and sys 
tems have been described, these embodiments are exemplary 
and in no way limit the scope of the described methods or 
systems. Those having skill in the relevant art can effect 
changes to form and details of the described methods and 
systems without departing from the broadest scope of the 
described methods and systems. Thus, the scope of the meth 
ods and systems described herein should not be limited by any 
of the exemplary embodiments and should be defined in 
accordance with the accompany claims and their equivalents. 
What is claimed is: 
1. A method for rendering three dimensional graphical 

data, the method comprising: 
intercepting a three dimensional graphics stream compris 

ing three dimensional graphics commands generated by 
an application executing on a first computing machine; 

analyzing characteristics of a remoting system to deter 
mine a location for rendering three dimensional data 
from the three dimensional graphics commands, the 
remoting system comprising at least the first computing 
machine having a graphics rendering component, a sec 
ond computing machine having a graphics rendering 
component and a network; 

determining a rendering location based on the remoting 
system analysis; 

inducing the application to reinitialize a context for deter 
mining where to render three dimensional data; and 

rendering three dimensional data from the three dimen 
sional graphics commands at the rendering location, 
responsive to the inducement. 

2. The method of claim 1, wherein inducing further com 
prises inducing a reinitialization of the context by reporting a 
device state, associated with a device, to the application. 

3. The method of claim 2, wherein reporting a device state 
to the application further comprises reporting a device State 
indicating that the device is removed. 

4. The method of claim 1, wherein analyzing the charac 
teristics further comprises analyzing characteristics associ 
ated with any of an available bandwidth on the network, a load 
placed on the first computing machine graphics rendering 
component, a load placed on the second computing machine 
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graphics rendering component, the application, and the three 
dimensional graphics commands. 

5. The method of claim 1, wherein intercepting the three 
dimensional graphics stream further comprises intercepting a 
three dimensional graphics stream comprising three dimen 
sional graphics commands and rendered graphics. 

6. The method of claim 5, wherein the rendered graphics 
are representative of shared resources. 

7. The method of claim 5, wherein the rendered graphics 
are rendered three dimensional graphics. 

8. The method of claim 1, wherein determining a rendering 
location further comprises determining the rendering location 
for rendering the three dimensional data is the first computing 
machine. 

9. The method of claim8, wherein inducing the application 
further comprises: 

inducing the application to reinitialize the context to 
specify the first computing machine as the rendering 
location; 

rendering, on the first computing machine, the three 
dimensional data; and 

transmitting to the second computing machine the ren 
dered three dimensional data. 

10. The method of claim 1, wherein determining a render 
ing location further comprises determining the rendering 
location for rendering the three dimensional data is the sec 
ond computing machine. 

11. The method of claim 10, wherein inducing the appli 
cation further comprises: 

inducing the application to reinitialize the context to 
specify the second computing machine as the rendering 
location; 

transmitting the three dimensional graphics stream to the 
second computing machine; and 

rendering, on the second computing machine, the three 
dimensional data. 

12. The method of claim 1, wherein determining a render 
ing location further comprises: 

determining to render a first portion of the three dimen 
sional data on the first computing machine; 

inducing the application to reinitialize the context to 
specify the first computing machine as the rendering 
location for the first portion of the three dimensional 
data; 

rendering the first portion of three dimensional data on the 
first computing machine; and 

storing, on the first computing machine, the rendered first 
portion of three dimensional data as shared resources. 

13. The method of claim 12, further comprising: 
intercepting the three dimensional graphics stream com 

prising three dimensional graphics commands and the 
shared resources; 

determining to render the three dimensional data on the 
second computing machine; 

inducing the application to reinitialize the context to 
specify the second computing machine as the rendering 
location; 

transmitting the three dimensional graphics stream to the 
second computing machine; and 

rendering, on the second computing machine, the three 
dimensional data from the three dimensional graphics 
commands. 

14. A system for rendering three dimensional graphical 
data, the system comprising: 
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a first computing machine executing an application that 
generates three dimensional graphics commands, the 
first computing machine having a graphics rendering 
component; 

a second computing machine in communication with the 
first computing machine via a network, the second com 
puting machinehaving agraphics rendering component; 

a remoting system comprising the first computing 
machine, the second computing machine and the net 
work; and 

a rendering agent executing on the first computing machine 
tO: 
intercept a three dimensional graphics stream compris 

ing the three dimensional graphics commands, 
analyze characteristics of the remoting system to deter 
mine a location for rendering three dimensional data 
from the three dimensional graphics commands, 

determine a rendering location based on the remoting 
system analysis, and 

induce the application to reinitialize a context for deter 
mining where to render three dimensional data. 

15. The system of claim 14, wherein the rendering agent 
induces the reinitialization of the context by reporting a 
device state, associated with a device, to the application. 

16. The system of claim 15, wherein the rendering agent 
reports a device state that indicates the device is removed. 

17. The system of claim 14, wherein the rendering agent 
analyzes characteristics associated with any of an available 
bandwidth on the network, a load placed on the first comput 
ing machine graphics rendering component, a load placed on 
the second computing machine graphics rendering compo 
nent, the application, and the three dimensional graphics 
commands. 

18. The system of claim 14, wherein the rendering agent 
intercepts a three dimensional graphics stream comprising 
three dimensional graphics commands and rendered graph 
1CS 

19. The system of claim 18, wherein the rendered graphics 
are representative of shared resources. 

20. The system of claim 18, wherein the rendered graphics 
are rendered three dimensional graphics. 

21. The system of claim 14, wherein the rendering agent 
determines the rendering location for rendering the three 
dimensional data is the first computing machine. 

22. The system of claim 21, wherein the rendering agent 
further induces the application by: 
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inducing the application to reinitialize the context to 
specify the first computing machine as the rendering 
location; 

rendering, on the first computing machine, the three 
dimensional data; and 

transmitting to the second computing machine the ren 
dered three dimensional data. 

23. The system of claim 14, wherein the rendering agent 
determines the rendering location for rendering the three 
dimensional data is the second computing machine. 

24. The system of claim 23, wherein the rendering agent 
further induces the application by: 

inducing the application to reinitialize the context to 
specify the second computing machine as the rendering 
location; 

transmitting the three dimensional graphics stream to the 
second computing machine; and 

rendering, on the second computing machine, the three 
dimensional data. 

25. The system of claim 14, wherein the rendering agent 
determines a rendering location further by: 

determining to render a first portion of the three dimen 
sional data on the first computing machine; 

inducing the application to reinitialize the context to 
specify the first computing machine as the rendering 
location for the first portion of the three dimensional 
data; 

rendering the first portion of three dimensional data on the 
first computing machine; and 

storing, on the first computing machine, the rendered first 
portion of three dimensional data as shared resources. 

26. The system of claim 25, wherein the rendering agent 
further: 

intercepts the three dimensional graphics stream compris 
ing three dimensional graphics commands and the 
shared resources; 

determines to render the three dimensional data on the 
second computing machine; 

induces the application to reinitialize the context to specify 
the second computing machine as the rendering loca 
tion; 

transmits the three dimensional graphics stream to the sec 
ond computing machine; and 

renders, on the second computing machine, the three dimen 
sional data from the three dimensional graphics commands. 
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