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(57) ABSTRACT 
Method and system for presenting storage shares in a virtual 
environment having a plurality of virtual machines are pro 
vided. A hierarchical data structure is maintained by a storage 
provider interfacing with a storage system that manages Stor 
age space for the storage shares. The data structure stores 
information for a storage pool based on the storage space and 
information for a storage Volume sub-unit that is based on the 
storage pool. The storage provider assigns a storage share to 
a management console either based on the storage pool or the 
storage Volume sub-unit. The management console then pre 
sents the storage share to a virtual machine from among the 
plurality of virtual machines. 
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METHOD AND SYSTEM FOR PRESENTING 
AND MANAGING STORAGE SHARES 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This patent application claims priority under 35 
USC S119(e) to U.S. Provisional Patent Application Ser. No. 
61/857,793, filed on Jul. 24, 2013, the disclosure of which is 
incorporated herein in its entirety. 

TECHNICAL FIELD 

0002 The present disclosure relates to presenting and 
managing storage for a virtual machine environment. 

BACKGROUND 

0003 Various forms of storage systems are used today. 
These forms include direct attached storage (DAS) network 
attached storage (NAS) systems, storage area networks 
(SANs), and others. Network storage systems are commonly 
used for a variety of purposes, such as providing multiple 
users with access to shared data, backing up data and others. 
0004. A storage system typically includes at least one 
computing system executing a storage operating system for 
storing and retrieving data on behalf of one or more client 
computing systems ("clients'). The storage operating system 
stores and manages shared data containers in a set of mass 
storage devices. 
0005 Storage systems are being used extensively in vir 
tual environments where a physical resource is time-shared 
among a plurality of independently operating processor 
executable virtual machines. Typically, storage space is pre 
sented to a virtual machine as a virtual hard disk (VHD) file. 
A storage drive (for example, C:\) is then presented to a user 
via a user interface within a virtual machine context. The user 
can use the storage drive to access storage space to read and 
write information. Continuous efforts are being made for 
efficiently presenting and managing storage space in a virtual 
environment. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0006. The various features of the present disclosure will 
now be described with reference to the drawings of the vari 
ous aspects. In the drawings, the same components may have 
the same reference numerals. The illustrated aspects are 
intended to illustrate, but not to limit the present disclosure. 
The drawings include the following Figures: 
0007 FIG. 1A shows an example of an operating environ 
ment for the aspects disclosed herein; 
0008 FIG. 1B shows an example of logically managing 
storage space, according to one aspect; 
0009 FIG.1C shows an example of a storage provider that 
presents and manages storage shares, according to one aspect; 
0010 FIG. 1D shows an example of presenting shares to 
virtual machines, according to one aspect; 
0011 FIG. 2A shows an example of a clustered storage 
system, used according to one aspect; 
0012 FIG. 2B shows an example of a hierarchical data 
structure used by the storage provider for managing and pre 
Senting storage shares, according to one aspect; 
0013 FIGS. 2C and 2E-2K show process flow diagrams 
for presenting and managing storage shares for virtual 
machines, according to one aspect; 
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0014 FIG. 2D show an example of presenting storage 
shares to virtual machines, according to one aspect; 
0015 FIG. 3 shows an example of a storage system, 
according to one aspect; 
0016 FIG. 4 shows an example of a storage operating 
system, used according to one aspect; and 
0017 FIG. 5 shows an example of a processing system, 
used according to one aspect. 

DETAILED DESCRIPTION 

0018. As a preliminary note, the terms “component', 
“module”, “system,” and the like as used herein are intended 
to refer to a computer-related entity, either software-execut 
ing general purpose processor, hardware, firmware and a 
combination thereof. For example, a component may be, but 
is not limited to being, a process running on a hardware 
processor, a hardware processor, an object, an executable, a 
thread of execution, a program, and/or a computer. 
0019. By way of illustration, both an application running 
on a server and the server can be a component. One or more 
components may reside within a process and/or thread of 
execution, and a component may be localized on one com 
puter and/or distributed between two or more computers. 
Also, these components can execute from various computer 
readable media having various data structures stored thereon. 
The components may communicate via local and/or remote 
processes such as in accordance with a signal having one or 
more data packets (e.g., data from one component interacting 
with another component in a local system, distributed system, 
and/or across a network Such as the Internet with other sys 
tems via the signal). 
0020 Computer executable components can be stored, for 
example, at non-transitory, computer readable media includ 
ing, but not limited to, an ASIC (application specific inte 
grated circuit), CD (compact disc), DVD (digital video disk), 
ROM (read only memory), floppy disk, hard disk, EEPROM 
(electrically erasable programmable read only memory), 
memory stick or any other storage device, in accordance with 
the claimed Subject matter. 
0021. In one aspect, methods and systems for presenting 
storage shares in a virtual environment having a plurality of 
virtual machines are provided. A hierarchical data structure is 
maintained by a storage provider interfacing with a storage 
system that manages storage space for the storage shares. The 
data structure stores information for a storage pool based on 
the storage space and information for a storage Volume Sub 
unit that is based on the storage pool. The storage provider 
assigns a storage share to a management console either based 
on the storage pool or the storage Volume sub-unit. The man 
agement console then presents the storage share to a virtual 
machine from among the plurality of virtual machines. 
0022. In another aspect, methods and systems for manag 
ing storage shares in a virtual environment having a plurality 
of virtual machines are provided. The system includes the 
storage system for managing storage space for the storage 
shares and generating a quota report. The quota report shows 
an assigned quota for each storage share and actual storage 
used by each storage share. The assigned quota indicates an 
amount of designated Storage space for each storage share. 
The system also includes the storage provider for obtaining 
the quota report from the storage system and filtering the 
quota report based on storage shares that are managed by the 
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storage provider. The storage provider modifies a quota for a 
storage share based on a client request and notifies the storage 
system of the modification. 
0023 System 100: 
0024 FIG. 1A shows an example of a system 100, where 
the adaptive aspects disclosed herein may be implemented. 
System 100 includes a virtual machine environment where a 
physical resource is time-shared among a plurality of inde 
pendently operating processor executable virtual machines 
(VMs). Each VM may function as a self-contained platform, 
running its own operating system (OS) and computer execut 
able, application Software. The computer executable instruc 
tions running in a VM may be collectively referred to herein 
as "guest software.” In addition, resources available within 
the VM may be referred to herein as "guest resources.” 
0025. The guest software expects to operate as if it were 
running on a dedicated computer rather than in a VM. That is, 
the guest Software expects to control various events and have 
access to hardware resources on a physical computing system 
(may also be referred to as a host platform) which maybe 
referred to herein as "host hardware resources'. The host 
hardware resource may include one or more processors, 
resources resident on the processors (e.g., control registers, 
caches and others), memory (instructions residing in 
memory, e.g., descriptor tables), and other resources (e.g., 
input/output devices, host attached storage, network attached 
storage or other like storage) that reside in a physical machine 
or are coupled to the host platform. 
0026. In one aspect, system 100 may include a plurality of 
computing systems 102A-102N (may also be referred to indi 
vidually as a host platform/system 102 or server 102) com 
municably coupled to a storage system 108 executing a stor 
age operating system 107 via a connection system 110 Such as 
a local area network (LAN), wide area network (WAN), the 
Internet and others. As described herein, the term “commu 
nicably coupled may refer to a direct connection, a network 
connection, or other connections to enable communication 
between devices. 
0027 Host platform 102 includes a processor executable 
virtual execution environment executing a plurality of VMs 
105A-105.N. VMs 105A-105N execute a plurality of guest 
OS 104A-104N (may also be referred to as guest OS 104) that 
share hardware resources 120. As described above, hardware 
resources 120 may include CPU, memory, I/O devices, stor 
age or any other hardware resource. 
0028. In one aspect, host platform 102 interfaces with a 
virtual machine monitor (VMM) 106, for example, a proces 
sor executed Hyper-V layer provided by Microsoft Corpora 
tion of Redmond, Wash., a hypervisor layer provided by 
VMWare Inc., or any other type. VMM 106 presents and 
manages the plurality of guest OS 104A-104N executed by 
the host platform 102. The VMM 106 may include or inter 
face with a virtualization layer (VIL) 123 that provides one or 
more virtualized hardware resource to each OS 104A-104N. 
0029. In one aspect, VMM 106 is executed by host plat 
form 102 with VMs 105A-105N. In another aspect, VMM 
106 may be executed by an independent stand-alone comput 
ing system, often referred to as a hypervisor server or VMM 
server and VMs 105A-105N are presented at one or more 
computing Systems. 
0030. It is noteworthy that different vendors provide dif 
ferent virtualization environments, for example, VMware 
Corporation, Microsoft Corporation and others. The generic 
virtualization environment described above with respect to 
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FIG. 1A may be customized depending on the virtual envi 
ronment provider to implement the aspects of the present 
disclosure. Furthermore, VMM 106 may execute other mod 
ules, for example, a storage driver, network interface and 
others, the details of which are not germane to the various 
aspects described herein and hence have not been described in 
detail. 
0031 System 100 may also include a management con 
sole 118 that executes a processor executable management 
application 117 for managing and configuring various ele 
ments of system 100. In a Microsoft Corporation virtual 
environment, the management console 118 may be referred to 
as virtual machine management module. Application 117 
may be used to manage and configure VMS as well as con 
figure resources that are used by VMs, according to one 
aspect. Application 117 interfaces with a storage manage 
ment provider 121 (may also be referred to as storage pro 
vider 121), VMM 106 and other modules. Storage provider 
121 maintains one or more data structures (121A) for present 
ing and managing Storage space for various VMs, according 
to one aspect. Details regarding the storage provider 121 and 
data structure 121A are provided below. 
0032. In one aspect, the storage system 108 has access to a 
set of mass storage devices 114A-114N (may be referred to as 
storage devices 114) within at least one storage Subsystem 
112. The mass storage devices 114 may include writable 
storage device media Such as magnetic disks, video tape, 
optical, DVD, magnetic tape, non-volatile memory devices 
for example, self-encrypting drives, flash memory devices 
and any other similar media adapted to store information. The 
storage devices 114 may be organized as one or more groups 
of Redundant Array of Independent (or Inexpensive) Disks 
(RAID). The aspects disclosed are not limited to any particu 
lar storage device type or storage device configuration. 
0033. In one aspect, the storage system 108 provides a set 
of logical storage Volumes (also interchangeably referred to 
as storage pools) to the storage provider 121 and other clients, 
for example, VMM 106, and clients 116A-116.N. Each vol 
ume may be configured to store data files (or data containers 
or data objects), Scripts, word processing documents, execut 
able programs, and any other type of structured or unstruc 
tured data. From the perspective of one of the client systems, 
each Volume can appear to be a single drive. However, each 
Volume can represent storage space in at one storage device, 
an aggregate of some or all of the storage space in multiple 
storage devices, a RAID group, or any other suitable set of 
Storage Space. 
0034. The storage operating system 107 organizes storage 
space at Storage devices 114 as one or more “aggregate'. 
where each aggregate is identified by a unique identifier and 
a location. Within each aggregate, one or more flexible stor 
age Volumes are created whose size can be varied. A qtree, 
Sub-volume unit may also be created within the storage Vol 
umes. As a special case, a qtree may be an entire storage 
Volume. 
0035. A qtree enables a user to apply attributes (for 
example, security settings, oplocks (opportunistic locks) and 
others) to a Subset of data containers and directories, rather 
than to an entire Volume. A qtree typically does not have 
restrictions on the number of files or storage space. However, 
a “quota” can be applied to a qtree to limit its storage space 
S17C. 

0036 FIG. 1B shows an example of an aggregate 126 that 
is based on storage space at storage devices 114. Aggregate 



US 2015/0032954 A1 

126 includes a plurality offlexible volumes (or storage pools) 
128A-128N. A flexible volume is a logical storage volume 
whose size may be increased and decreased, hence, the term 
flexible. A plurality of qtrees 130 is created within one storage 
Volume, for example, Volume 128A. The storage operating 
system 107 can present or export data stored at Storage 
devices 114 as a Volume, or one or more qtree Sub-volume 
units. 

0037. The storage system 108 may be used to store and 
manage information at storage devices 114 based on a client 
request. The request may be based on file-based access pro 
tocols, for example, the Common Internet File System (CIFS) 
protocol or Network File System (NFS) protocol, over the 
Transmission Control Protocol/Internet Protocol (TCP/IP). 
Alternatively, the request may use block-based access proto 
cols, for example, the Small Computer Systems Interface 
(SCSI) protocol encapsulated over TCP (iSCSI) and SCSI 
encapsulated over Fibre Channel (FCP). 
0038. In a typical mode of operation, a client (for example, 
a VM) transmits one or more input/output (I/O) commands, 
such as a CFS or NFS request, overconnection system 110 to 
the storage system 108. Storage system 108 receives the 
request, issues one or more I/O commands to storage devices 
114 to read or write the data on behalf of the client system, and 
issues a CIFS or NFS response containing the requested data 
over the network 110 to the respective client system. 
0039. Although storage system 108 is shown as a stand 
alone system, i.e. a non-cluster based system, in another 
aspect, storage system 108 may have a distributed architec 
ture; for example, a cluster based system that is described 
below in detail with respect to FIG. 2A. 
0040. When the CIFS protocol is used for accessing stor 
age space, then storage space at storage devices 114 is 
exposed as a CIFS “share’. CIFS is a protocol that defines a 
standard for remote data container access by a plurality of 
computing devices. With CIFS, users with different platforms 
and computers can share files without having to install new 
software. CIFS runs over TCP/IP but uses the SMB (Server 
Message Block) protocol available in Microsoft Windows 
operating environments for data container access. 
0041 A CIFS share is typically defined by a share name 
that can be accessed by a SMB client to access storage. A 
CIFS share also includes a storage path that is maintained by 
storage system 108. In one aspect, a CIFS share may be 
exposed as a qtree Sub-volume unit by the storage provider 
121, as described below in detail. Permissions associated with 
the qtree may be defined in an access control list (ACL). A 
quota for the CIFS share may also be assigned by the storage 
provider 121 and may be used to define the size for the share. 
0042. In one aspect, the CIFS share may be based on a 
qtree or a flexible storage Volume (storage pool), where the 
storage pool size can be increased or decreased based on 
storage usage, as described below in detail. In another aspect, 
as described below, a CIFS share may be thin provisioned. 
This means that more storage space may be presented to a 
client than what may be available for a storage pool. For 
example, if a storage pool is configured with storage space of 
100 Gb, the storage provider 121 may expose six different 
shares of 20 Gb which exceeds the total storage space of 100 
Gb. The actual storage for the shares may be allocated on an 
as need basis. The size of the shares may be increased or 
decreased, as described below in detail. 
0043 Storage Provider 121: 
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0044 FIG. 1C shows a block diagram of the storage pro 
vider 121 that interfaces with the management console 118 
via a client interface module 119A and with storage system 
108 via a storage operating system interface 119C, according 
to one aspect. Interface 119A and 119C include logic and 
application programming interfaces (APIs) to communicate 
with the storage operating system 108 and management con 
sole 118. In one aspect, the storage provider 121 uses and 
complies with the SMI-S (Storage Management Initiative 
Specification) protocol for interfacing with storage operating 
system 107 and other components of system 100. 
0045. A processing module 119B maintains the data struc 
ture 121A, according to one aspect. The data structure 121A 
is used to expose CIFS shares and manage storage space. The 
data structure 121A may be stored at any location accessible 
to the processing module 119B. Details of data structure 
121A are provided below with respect to FIG. 2B. 
0046 Exposing Shares: 
0047 FIG. 1D shows an example of presenting logical 
storage space to one or more virtual machines, according to 
one aspect. Storage system 108 typically presents storage 
space at Storage device 114 as a storage pool or flexible 
volume (shown as /vol/vol1) to storage provider 121. The 
storage provider 121 creates shares 122A and 122B. Based on 
client request, the shares may be created on the storage pool 
itself or on qtree Sub-volume units. The shares may be pre 
sented to management console 118 (or to VMM 106). 
0048 Management console 118 (or VMM 106) populates 
one or more virtual hard drive (VHD) files for each share. The 
user is presented with a storage drive within a virtual 
machine. For example, the VHD file VM1.VHD 124A is 
created on share 1 122A and then presented as drive K:\ to 
VM1 127A. A user using VM1 127A uses K:\ to access 
storage space for reading and writing information. Similarly, 
VM2.VHD 127B is created on share 2 122B and appears as 
M:\ drive for VM 127B. A user using VM2 127B uses M:\ 
drive to store information. 
0049 Clustered System: 
0050 FIG. 2A shows a cluster based storage environment 
200 having a plurality of nodes for managing storage devices, 
according to one aspect. Storage provider 121 interfaces with 
various nodes in the storage environment 200 for maintaining 
data structure 121A, according to one aspect. 
0051 Storage environment 200 may include a plurality of 
client systems 204.1-204.N (or virtual machines 105A 
105N), a clustered storage system 202 (similar to storage 
system 108), storage provider 116, management console 118 
and at least a network 206 communicably connecting the 
client systems 204.1-204.N and the clustered storage system 
202. As shown in FIG. 2A, the clustered storage system 202 
includes a plurality of nodes 208.1-208.3, a cluster switching 
fabric 210, and a plurality of mass storage devices 212.1- 
212.3 (may be referred to as 212 and similar to storage device 
114). 
0052 Each of the plurality of nodes 208.1-208.3 is con 
figured to include an N-module, a D-module, and an M-Mod 
ule, each of which can be implemented as a processor execut 
able module. Specifically, node 208.1 includes an N-module 
214.1, a D-module 216.1, and an M-Module 218.1, node 
208.2 includes an N-module 214.2, a D-module 216.2, and an 
M-Module 218.2, and node 208.3 includes an N-module 214. 
3, a D-module 216.3, and an M-Module 218.3. 
0053. The N-modules 214.1-214.3 include functionality 
that enable the respective nodes 208.1-208.3 to connect to one 
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or more of the client systems 204.1-204.N (or the storage 
provider 121) over the computer network 206, while the 
D-modules 216.1-216.3 connect to one or more of the storage 
devices 212.1-212.3. Accordingly, each of the plurality of 
nodes 208.1-208.3 in the clustered storage server arrange 
ment provides the functionality of a storage server. 
0054) The M-Modules 218.1-218.3 provide management 
functions for the clustered storage system 202. The M-Mod 
ules 218.1-218.3 collect storage information regarding stor 
age devices 212 and makes it available to storage provider 
116, according to one aspect. 
0055. A switched virtualization layer including a plurality 
of virtual interfaces (VIFs) 220 is provided to interface 
between the respective N-modules 214.1-214.3 and the client 
systems 204.1-204.N. allowing storage 212.1-212.3 associ 
ated with the nodes 208.1-208.3 to be presented to the client 
systems 204.1-204.N as a single shared storage pool. 
0056. Each of the nodes 208.1-208.3 is defined as a com 
puting system to provide application services to one or more 
of the client systems 204.1-204.N. The nodes 208.1-208.3 are 
interconnected by the switching fabric 210, which, for 
example, may be embodied as a Gigabit Ethernet switch or 
any other type of Switching/connecting device. 
0057 Although FIG. 2A depicts an equal number (i.e., 3) 
of the N-modules 214.1-214.3, the D-modules 216.1-216.3, 
and the M-Modules 218.1-218.3, any other suitable number 
ofN-modules, D-modules, and M-Modules may be provided. 
There may also be different numbers of N-modules, D-mod 
ules, and/or M-Modules within the clustered storage system 
202. For example, in alternative aspects, the clustered storage 
system 202 may include a plurality of N-modules and a plu 
rality of D-modules interconnected in a configuration that 
does not reflect a one-to-one correspondence between the 
N-modules and D-modules. 
0058. Each client system 204.1-204.N (or VM 105A 
105N) may request the services of one of the respective nodes 
208.1, 208.2, 208.3, and that node may return the results of 
the services requested by the client system by exchanging 
packets over the computer network 206, which may be wire 
based, optical fiber, wireless, or any other suitable combina 
tion thereof. 
0059 Data Structure 121A: 
0060 FIG. 2B shows a block diagram of the hierarchical 
data structure 121A maintained by storage provider 121, 
according to one aspect. Data structure 121A is based on 
information obtained from storage operating system 107 
regarding storage pools maintained by the storage operating 
system 107 and storage pool utilization. The data structure 
121A allows the storage provider 121 to expose CIFS shares 
eitheras a qtree or a storage pool providing flexibility to users, 
as described below in detail. 
0061 Data structure 121A includes information regarding 
a storage pool 224. The storage pool 224 information includes 
a unique name/identifier for identifying a flexible Volume, a 
size and an indicator as to how space is allocated (shown as 
space reservation). The indicator indicates if storage space 
can be configured as a regular storage Volume with fixed 
storage space size or as a thin provisioned storage Volume 
whose size can vary. Data structure 121A also indicates other 
features for the storage pool 224, for example, if data de 
duplication is enabled, parity features, if data mirroring is 
enabled or any other feature. 
0062 Data structure 121A also indicates the amount of 
space that is used for the storage pool, the amount of available 
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space at any given time and the total storage space. The 
storage space usage information is obtained from Storage 
operating system 107 that manages the underlying physical 
storage space for the storage pool 224 at storage devices 114 
(or 212.1-212.3). 
0063 Data structure 121A also stores information for a 
qtree, shown as file system 226. File system 226 stores the 
name of the qtree, the path, size, file system type (for 
example, CIFS, NFS or others) and any other information. 
0064 Data structure 121A also stores information regard 
ing a file share 228 that may be based on storage pool 224 or 
file system 226. The file share includes the file share name, a 
CIFS name, a storage path, ACL information, protocol type 
used to access the share and a network domain name to which 
the share is exposed. 
0065. The various elements of data structure 121A may be 
stored as separate storage objects or as an integrated Storage 
object. The aspects disclosed herein are not limited to any 
particular format for data structure 121A. 
0066. In one aspect, the hierarchical elements of FIG. 2B 
may be categorized into different service levels, for example, 
Gold, Silver and Bronze. The service levels are used to enable 
certain amount of storage with certain features. For example, 
one service level may include de-duplication, mirroring, 
backup and other features, while another service level may 
have fewer features. The various aspects disclosed herein are 
not limited to any particular feature set or service level. The 
use of data structure 121A is described below in detail with 
respect to FIGS. 2C-2K. 
0067 
0068 FIG. 2C shows a process 230 for presenting a CIFS 
share, according to one aspect. The process steps may be 
executed by storage provider 121, management console 118 
and storage system 108. The process begins in block B232 
when the storage provider 121, management console 118 and 
storage system 108 are operational. A client request (for 
example, from management console 118 and/or a VM) for a 
CIFS share may be received by the storage provider 121. 
0069. In block B234, a flexible storage volume (for 
example, storage pool 224, FIG. 2D) is created to present 
storage as CIFS shares. The storage pool 224 is presented by 
the storage operating system 107 to storage provider 121. 
Information regarding the storage pool 224 that includes an 
identifier for the storage Volume, a size, associated permis 
sions and other attributes (for example, de-duplication abili 
ties and others) is stored at the data structure 121A, described 
above. The storage pool 224 is configured to operate as a 
flexible storage volume when presented to clients i.e. the 
storage space presented to clients may be increased or 
decreased. 

(0070. In block B236, the storage provider 121 creates a 
flexible qtree (or file system 226 (FIG. 2D) as referred to by 
the SMI-S specification). The qtree information is also stored 
at data structure 121A described above. In one aspect, the 
qtree may be thin provisioned, as described above. 
0071. In block B238, based on the client request, shares 
(228, FIG. 2D) are generated either based on the storage pool 
224 or the qtree generated in block B226. The option of 
creating shares based on qtrees provides flexibility to clients, 
as to what they may want to do with the storage space. This 
allows the client to allocate logical storage containers based 
on a service level that defines how much storage and what 
storage attributes a client is permitted to use. This also allows 
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a client to easily clone VMs because one simply has to create 
multiple qtrees for cloning VMs within the same file system 
i.e. flexible volume. 
0072. In block B240, permissions associated with the 
shares are set. The permissions may be stored as part of ACLS 
that are maintained by the storage operating system 107 and 
provided to the storage provider 121. The ACLs used by the 
storage provider 121 may be used across various network 
domains. Thereafter, the shares are exposed to the manage 
ment console 118. 
0073. In block B242, the management console 118 (or 
VMM 106) may present the shares (228, FIG.2D) to multiple 
VMs as storage containers 229A-229N (FIG. 2D). The man 
agement console 118 with this technique has the option of 
exposing shares based on the needs of the overall network and 
virtual machine environment. 
0074 FIG. 2E shows a process 244 for providing shares 
based on a client request, according to one aspect. The pro 
cess begins in block B246 when the storage provider 121 
receives a client request for a share of certain size. The request 
may also specify certain permissions that need to be associ 
ated with the share. The request may be sent by management 
console 118. 
0075. In block B250, the storage provider 121 uses data 
structure 121A to create the share either from a storage pool 
(224, FIG. 2D) or a qtree (226, FIG. 2D). Thereafter, the 
shares are presented to the client. The client in this context 
may be the management console 118 (or application 117). 
0076 FIG.2F shows a process 252 for managing shares by 
storage provider 121, according to one aspect. The process 
begins in block B254, when the various components of FIG. 
1A (or 2A) are initialized and operational. 
0077. In block B256, the storage provider 121 receives a 
request for a thin or “thick” (i.e. fixed size) share. In block 
B258, the storage provider 121 evaluates data structure 121A 
to determine if the various storage pools and their attributes 
meet the requirements listed in the client request. 
0078. In block B258, depending on the client request, a 
share is generated based on the storage pool 224 or the file 
system 226. Thereafter, in block B262, the shares are pre 
sented to the client, for example, management console 118. It 
is noteworthy that the storage provider 121 performs the 
underlying calculations to ascertain which storage pool has 
enough storage to meet the requirements of the request. The 
storage provider 121 performs these calculations based on 
information received from the storage operating system 107. 
007.9 FIG. 2G shows a process 264 for presenting thin 
provisioned shares to management console 118. Such that the 
management console 118 can present flexible storage con 
tainers to VMM 106 and eventually to clients/VMs. The 
process begins in block B266, when the various components 
of system 100 (or 200) are operational. In block B268, a 
storage pool 224 is created by storage operating system 107 
and presented to storage provider 121. 
0080. In block B270, the storage provider 121 presents a 
plurality of thin provisioned storage containers (or shares) to 
management console 118. In block B272, the management 
console 118 presents the storage containers to VMM 106 
and/or various clients, including VMS. 
0081 FIG. 2H shows a process 274 for managing shares 
and establishing quotas on shares, according to one aspect. 
The process begins in block B276, when the various modules 
of FIG. 1A (or 200) are operational and initialized. In block 
B278, a request for a share based either on a storage pool or a 
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file system level is received by storage provider 121. The 
request may be sent by management console 118. 
I0082 In block B280, a qtree (or file system) is generated 
for a storage pool, if the share is to be based at the file system 
level and not at the storage pool level. 
I0083. In block B282, a quota for the requested share is 
created. The quota limits the size of the storage space for the 
share. Thereafter, in block B284, share permissions are cre 
ated and the management console 118 places a VHD for the 
share. In another aspect, the VHD is placed by VMM 106. The 
copy of the share is created by the storage operating system 
107 in block B286. This allows the storage operating system 
107 to manage the physical storage space based on the 
assigned quota for the share. 
I0084 FIG. 2I shows a process 288 for monitoring quotas 
by the storage provider 121, according to one aspect. The 
process begins in block B290, when the storage provider 121 
is interfacing with storage system 108. In block B292, a 
“quota” report is received by the storage provider 121 from 
the storage operating system 107. The quota report is main 
tained by the storage operating system 107 So that it can 
manage storage space. The quota report identifies each Stor 
age share, assigned quota for each share and actual usage for 
each share. 

I0085. The storage operating system 107 may assign shares 
to various clients that interface directly, instead of through the 
storage provider 121. Thus in block B294, the storage pro 
vider 121 filters the quota report to determine the actual 
storage space usage for the quotas that were assigned on 
shares managed by the storage provider 121. 
I0086. If a client requests a modification for a quota (i.e. 
increase or decrease a quota), then in block B296, the quota 
may be modified based on the filtered results in block B294. 
The quota may also be modified based on a service level. For 
example, if a 'gold' storage client that has access to more 
storage thana'silver client may have their quota increased (or 
decreased) based on the overall usage of storage space. A 
lower level storage user may also have their storage space 
increased or decreased depending on the filtered quota 
results. 

I0087 FIG. 2J shows a process 283 for notifying clients, 
when there is a change in a quota for one of the clients, 
according to one aspect. The process begins in block B285. In 
block B287, a quota for share 1 for client 1 is assigned by the 
storage provider 121. In block B289, another client (client 2) 
is notified when the quota for share 1 is changed. In block 
B291, the quotas for both the clients are monitored and the 
clients are notified when either client has their share quotas 
increased or decreased. In one aspect, storage provider 121 
notifies the management console 118 and the management 
console 118 notifies the individual VMS and/or VMM 106. 
The notification allows management console 118 to properly 
manage and allocate shares among VMS. 
I0088 FIG. 2K shows a process 293 for monitoring quotas 
by the storage provider 121, according to one aspect. The 
process begins in block B295. 
I0089. In block B297, the storage provider 121 maintains a 
data structure (for example, 121A) for monitoring overall 
storage pool usage. This information is obtained periodically 
from the storage operating system 107. If there is any change 
in the quotas and storage pool usage based on the service level 
of a client, then the clients are notified in block 8299. As 
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mentioned above, storage provider 121 may notify the man 
agement console 118, which in turn notifies the VMs and/or 
VMIM 106. 
0090 Storage System Node: 
0091 FIG. 3 is a block diagram of a node 208.1 that is 
illustratively embodied as a storage system comprising of a 
plurality of processors 302A and 302B, a memory 304, a 
network adapter 310, a cluster access adapter 312, a storage 
adapter 316 and local storage 313 interconnected by a system 
bus 308. Node 208.1 may be used to provide information 
regarding various data object types to storage provider 121 
for populating data structure 121A. 
0092 Processors 302A-302B may be, or may include, one 
or more programmable general-purpose or special-purpose 
microprocessors, digital signal processors (DSPs), program 
mable controllers, application specific integrated circuits 
(ASICs), programmable logic devices (PLDs), or the like, or 
a combination of Such hardware devices. The local storage 
313 comprises one or more storage devices utilized by the 
node to locally store configuration information for example, 
in a configuration data structure 314. The configuration infor 
mation may include the information that is stored in data 
structure 121A described above in detail. 
0093. The cluster access adapter 312 comprises a plurality 
of ports adapted to couple node 208.1 to other nodes of cluster 
100. In the illustrative aspect, Ethernet may be used as the 
clustering protocol and interconnect media, although it will 
be apparent to those skilled in the art that other types of 
protocols and interconnects may be utilized within the cluster 
architecture described herein. In alternate aspects where the 
N-modules and D-modules are implemented on separate Stor 
age systems or computers, the cluster access adapter 312 is 
utilized by the N/D-module for communicating with other 
N/D-modules in the cluster 100. 
0094. Each node 208.1 is illustratively embodied as a dual 
processor storage system executing a storage operating sys 
tem 306 (similar to 107, FIG. 1A) that preferably implements 
a high-level module. Such as a file system, to logically orga 
nize the information as a hierarchical structure of named 
directories and files on storage 212.1. However, it will be 
apparent to those of ordinary skill in the art that the node 
208.1 may alternatively comprise a single or more than two 
processor systems. Illustratively, one processor 302A 
executes the functions of the N-module 104 on the node, 
while the other processor 302B executes the functions of the 
D-module 106. 
0095. The memory 304 illustratively comprises storage 
locations that are addressable by the processors and adapters 
for storing programmable instructions and data structures. 
The processor and adapters may, in turn, comprise processing 
elements and/or logic circuitry configured to execute the pro 
grammable instructions and manipulate the data structures. It 
will be apparent to those skilled in the art that other process 
ing and memory means, including various computer readable 
media, may be used for storing and executing program 
instructions pertaining to the disclosure described herein. 
0096. The storage operating system 306 portions of which 

is typically resident in memory and executed by the process 
ing elements, functionally organizes the node 208.1 by, inter 
alia, invoking storage operation in Support of the storage 
service implemented by the node. 
0097. The network adapter 310 comprises a plurality of 
ports adapted to couple the node 208.1 to one or more clients 
204.1/204.N over point-to-point links, wide area networks, 
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virtual private networks implemented over a public network 
(Internet) or a shared local area network. The network adapter 
310 thus may comprise the mechanical, electrical and signal 
ing circuitry needed to connect the node to the network. 
Illustratively, the computer network 206 may be embodied as 
an Ethernet network or a Fibre Channel network. Each client 
204.1/204.N may communicate with the node over network 
206 by exchanging discrete frames or packets of data accord 
ing to pre-defined protocols, such as TCP/IP. 
0098. The storage adapter 316 cooperates with the storage 
operating system 306 executing on the node 208.1 to access 
information requested by the clients. The information may be 
stored on any type of attached array of writable storage device 
media Such as video tape, optical, DVD, magnetic tape, 
bubble memory, electronic random access memory, micro 
electro mechanical and any other similar media adapted to 
store information, including data and parity information. 
However, as illustratively described herein, the information is 
preferably stored on storage device 212.1. The storage 
adapter316 comprises a plurality of ports having input/output 
(I/O) interface circuitry that couples to the storage devices 
over an I/O interconnect arrangement, Such as a conventional 
high-performance, FC link topology. 
(0099 Operating System: 
0100 FIG. 4 illustrates a generic example of storage oper 
ating system 306 (or 107, FIG. 1A) executed by node 208.1, 
according to one aspect of the present disclosure. The storage 
operating system 306 maintains information regarding vari 
ous storage devices, storage Volumes, aggregates, qtrees and 
shares. The information is provided to storage provider 121, 
as described above in detail. 
0101. In one example, storage operating system 306 may 
include several modules, or “layers' executed by one or both 
of N-Module 214 and O-Module 216. These layers include a 
file system manager 400 that keeps track of a directory struc 
ture (hierarchy) of the data stored in storage devices and 
manages read/write operation, i.e. executes read/write opera 
tion on storage in response to client 204.1/204.N requests. 
0102 Storage operating system 306 may also include a 
protocol layer 402 and an associated network access layer 
406, to allow node 208.1 to communicate over a network with 
other systems, such as clients 204.1/204.N. Protocol layer 
402 may implement one or more of various higher-level net 
work protocols, such as NFS, CIFS, Hypertext Transfer Pro 
tocol (HTTP), TCP/IP and others, as described below. 
0103 Network access layer 406 may include one or more 
drivers, which implement one or more lower-level protocols 
to communicate over the network, Such as Ethernet. Interac 
tions between clients and mass storage devices 212.1-212.3 
(or 114) are illustrated schematically as a path, which illus 
trates the flow of data through storage operating system 306. 
0104. The storage operating system 306 may also include 
a storage access layer 404 and an associated Storage driver 
layer 408 to allow D-module 216 to communicate with a 
storage device. The storage access layer 404 may implement 
a higher-level storage protocol. Such as RAID (redundant 
array of inexpensive disks), while the storage driver layer 408 
may implement a lower-level storage device access protocol, 
such as FC or SCSI. The storage driver layer 408 may main 
tain various data structures (not shown) for storing informa 
tion regarding storage Volume, aggregate and Various storage 
devices. 
0105. As used herein, the term “storage operating system' 
generally refers to the computer-executable code operable on 
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a computer to perform a storage function that manages data 
access and may, in the case of a node 208.1, implement data 
access semantics of a general purpose operating system. The 
storage operating system can also be implemented as a micro 
kernel, an application program operating over a general-pur 
pose operating system, such as UNIX(R) or Windows XPR), or 
as a general-purpose operating system with configurable 
functionality, which is configured for storage applications as 
described herein. 

0106. In addition, it will be understood to those skilled in 
the art that the disclosure described herein may apply to any 
type of special-purpose (e.g., file server, filer or storage serv 
ing appliance) or general-purpose computer, including a stan 
dalone computer orportion thereof, embodied as or including 
a storage system. Moreover, the teachings of this disclosure 
can be adapted to a variety of storage system architectures 
including, but not limited to, a network-attached storage envi 
ronment, a storage area network and a storage device directly 
attached to a client or host computer. The term "storage sys 
tem’ should therefore be taken broadly to include such 
arrangements in addition to any Subsystems configured to 
perform a storage function and associated with other equip 
ment or systems. It should be noted that while this description 
is written in terms of a write any where file system, the 
teachings of the present disclosure may be utilized with any 
Suitable file system, including a write in place file system. 
01.07 
0108 FIG. 5 is a high-level block diagram showing an 
example of the architecture of a processing system 500 that 
may be used according to one aspect. The processing system 
500 can represent storage provider 121, management console 
118, client 104 or storage system 108. Note that certain stan 
dard and well-known components which are not germane to 
the present aspects are not shown in FIG. 5. 
0109 The processing system 500 includes one or more 
processor(s) 502 and memory 504, coupled to a bus system 
505. The bus system 505 shown in FIG.5is an abstraction that 
represents any one or more separate physical buses and/or 
point-to-point connections, connected by appropriate 
bridges, adapters and/or controllers. The bus system 505, 
therefore, may include, for example, a system bus, a Periph 
eral Component Interconnect (PCI) bus, a HyperTransport or 
industry standard architecture (ISA) bus, a small computer 
system interface (SCSI) bus, a universal serial bus (USB), or 
an Institute of Electrical and Electronics Engineers (IEEE) 
standard 1394 bus (sometimes referred to as “Firewire'). 
0110. The processor(s) 502 are the central processing 
units (CPUs) of the processing system 500 and, thus, control 
its overall operation. In certain aspects, the processors 502 
accomplish this by executing software stored in memory 504. 
A processor 502 may be, or may include, one or more pro 
grammable general-purpose or special-purpose microproces 
sors, digital signal processors (DSPs), programmable con 
trollers, application specific integrated circuits (ASICs), 
programmable logic devices (PLDS), or the like, or a combi 
nation of Such devices. 

0111 Memory 504 represents any form of random access 
memory (RAM), read-only memory (ROM), flash memory, 
or the like, or a combination of such devices. Memory 504 
includes the main memory of the processing system 500. 
Instructions 506 implement the process steps described above 
may reside in and execute (by processors 502) from memory 
SO4. 
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0112 Also connected to the processors 502 through the 
bus system 505 are one or more internal mass storage devices 
510, and a network adapter 512. Internal mass storage devices 
510 may be, or may include any conventional medium for 
storing large Volumes of data in a non-volatile manner, Such 
as one or more magnetic or optical based disks. The network 
adapter 512 provides the processing system 500 with the 
ability to communicate with remote devices (e.g., Storage 
servers) over a network and may be, for example, an Ethernet 
adapter, a Fibre Channel adapter, or the like. 
0113. The processing system 500 also includes one or 
more input/output (I/O) devices 508 coupled to the bus sys 
tem 505. The I/O devices 508 may include, for example, a 
display device, a keyboard, a mouse, etc. 
0114 Cloud Computing: 
0115 The system and techniques described above are 
applicable and useful in the upcoming cloud computing envi 
ronment. Cloud computing means computing capability that 
provides an abstraction between the computing resource and 
its underlying technical architecture (e.g., servers, storage, 
networks), enabling convenient, on-demand network access 
to a shared pool of configurable computing resources that can 
be rapidly provisioned and released with minimal manage 
ment effort or service provider interaction. The term "cloud 
is intended to refer to the Internet and cloud computing allows 
shared resources, for example, Software and information to be 
available, on-demand, like a public utility. 
0116 Typical cloud computing providers deliver common 
business applications online which are accessed from another 
web service or software like a web browser, while the soft 
ware and data are stored remotely on servers. The cloud 
computing architecture uses a layered approach for providing 
application services. A first layer is an application layer that is 
executed at client computers. In this example, the application 
allows a client to access storage via a cloud. After the appli 
cation layer, is a cloud platform and cloud infrastructure, 
followed by a “server layer that includes hardware and com 
puter software designed for cloud specific services. Details 
regarding these layers are not germane to the aspects dis 
closed herein. 
0117 Thus, a method and apparatus for presenting and 
managing storage have been described. Note that references 
throughout this specification to “one aspect' or “an aspect 
mean that a particular feature, structure or characteristic 
described in connection with the aspect is included in at least 
one aspect of the present disclosure. Therefore, it is empha 
sized and should be appreciated that two or more references to 
“an aspect' or “one aspect' or “an alternative aspect' in 
various portions of this specification are not necessarily all 
referring to the same aspect. Furthermore, the particular fea 
tures, structures or characteristics being referred to may be 
combined as Suitable in one or more aspects of the disclosure, 
as will be recognized by those of ordinary skill in the art. 
0118 While the present disclosure is described above with 
respect to what is currently considered its preferred aspects, it 
is to be understood that the disclosure is not limited to that 
described above. To the contrary, the disclosure is intended to 
cover various modifications and equivalent arrangements 
within the spirit and scope of the appended claims. 
What is claimed is: 
1. A machine implemented method, comprising: 
maintaining a hierarchical data structure by a storage pro 

vider interfacing with a storage system that manages 
storage space for a plurality of virtual machines in a 



US 2015/0032954 A1 

virtual environment; wherein the data structure stores 
information for a storage pool based on the storage space 
and information for a storage Volume sub-unit that is 
based on the storage pool; and 

the storage provider assigning a storage share to a manage 
ment console either based on the storage pool or the 
storage Volume Sub-unit; 

wherein the storage share is identified by a share name and 
includes a storage path for accessing storage space asso 
ciated with the storage share; and 

wherein the management console presents the storage 
share to a virtual machine from among the plurality of 
virtual machines. 

2. The method of claim 1, wherein the management con 
sole presents the storage share to a virtual machine monitor 
that then presents the storage share to the virtual machine. 

3. The method of claim 1, wherein the management con 
sole sends a request for the storage share to the storage pro 
vider specifying a size for the storage share and storage share 
attributes. 

4. The method of claim 3, wherein the request specifies if 
the storage share is to be based on the storage pool or the 
storage Volume Sub-unit. 

5. The method of claim3, wherein the request specifies that 
that the storage share should be configured as a thin provi 
Sioned storage share such that the storage share can be pre 
sented to the virtual machine with more storage space than 
physically available at the storage system. 

6. The method of claim 2, wherein the virtual machine 
monitor presents the storage share with certain attributes 
based on a service level that is associated with the virtual 
machine. 

7. The method of claim 1, wherein the storage share is 
based on the Common Internet File System (CIFS) protocol. 

8. A machine implemented method, comprising: 
a storage system maintaining a flexible storage Volume 

based on storage space at a storage device and presenting 
the storage Volume to a storage provider, and 

the storage provider assigning a storage share to a manage 
ment console either based on the flexible storage volume 
or a storage Volume Sub-unit; 

wherein the management console presents the storage 
share to a virtual machine from among a plurality of 
virtual machines of a virtual environment; and 

wherein the storage share is identified by a share name and 
includes a storage path for accessing storage space asso 
ciated with the storage share. 

9. The method of claim 8, wherein the storage provider 
maintains a data structure for storing information regarding 
the flexible storage Volume and the storage Volume Sub-unit 
that is based on the flexible storage volume. 

10. The method of claim 9, wherein the storage provider 
uses the data structure for assigning the storage share to the 
management console. 

11. The method of claim 10, wherein the management 
console presents the storage share to a virtual machine moni 
tor that then presents the storage share to the virtual machine. 

12. The method of claim 8 wherein the management con 
sole sends a request for the storage share to the storage pro 
vider specifying a size for the storage share and storage share 
attributes and the request specifies if the storage share is to be 
based on the flexible storage volume or the storage volume 
Sub-unit. 
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13. The method of claim 12, wherein the request specifies 
that the storage share should be configured as a thin provi 
Sioned storage share such that the storage share can be pre 
sented to the virtual machine with more storage space than 
physically available at the storage system. 

14. The method of claim 8, wherein the storage share is 
based on the Common Internet File System (CIFS) protocol. 

15. A system, comprising: 
a storage system having a processor for maintaining a 

storage pool based on storage space at a storage device 
and presenting the storage pool to a storage provider; 

wherein a processor for the storage provider maintains a 
hierarchical data structure with information for the stor 
age pool and information for a storage Volume Sub-unit; 
and 

wherein the storage provider uses the data structure for 
assigning a storage share to a management console 
either based on the storage pool or the storage Volume 
sub-unit, where the storage share is identified by a share 
name and includes a storage path for accessing storage 
space associated with the storage share. 

16. The system of claim 15, wherein the management 
console presents the storage share to a virtual machine moni 
tor that presents a storage share to a virtual machine. 

17. The system of claim 15, wherein the management 
console sends a request for the storage share to the storage 
provider specifying a size for the storage share and share 
attributes. 

18. The system of claim 17, wherein the request specifies if 
the storage share is to be based on the storage pool or the 
storage Volume Sub-unit. 

19. The system of claim 17, wherein the request specifies 
that that the storage share should be configured as a thin 
provisioned storage share such that the storage share can be 
presented to a virtual machine with more storage space than 
physically available at the storage system. 

20. The system of claim 15, wherein the storage share is 
based on the Common Internet File System (CIFS) protocol. 

21. A non-transitory, machine readable medium having 
stored thereon instructions for performing a method of pre 
senting storage shares, comprising machine executable code 
which when executed by at least one machine, causes the 
machine to: 

maintain a hierarchical data structure by a storage provider 
interfacing with a storage system that manages storage 
space for a plurality of virtual machines in a virtual 
environment; wherein the data structure stores informa 
tion for a storage pool based on the storage space and 
information for a storage Volume sub-unit that is based 
on the storage pool; and 

assign a storage share to a management console either 
based on the storage pool or the storage Volume Sub-unit; 
wherein the storage share is identified by a share name 
and includes a storage path for accessing storage space 
associated with the storage share; and wherein the man 
agement console presents the storage share to a virtual 
machine from among the plurality of virtual machines. 

22. The storage medium of claim 21, wherein the storage 
share is based on the Common Internet File System (CIFS) 
protocol. 


