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MULT-STAGE LARGE SEND OFFLOAD 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

This application is a continuation of U.S. patent applica 
tion Ser. No. 12/722,434, entitled “MULTI-STAGE LARGE 
SEND OFFLOAD, filed on Mar. 11, 2010, the entirety of 
which is incorporated herein by reference. 

BACKGROUND 

When a guest computer system is emulated on a host com 
puter system, the guest computer system is called a “virtual 
machine' as the guest computer system only exists in the host 
computer system as a software representation of the operation 
of one specific hardware configuration that may diverge from 
the native machine. The virtual machine presents to the soft 
ware operating on the virtual machine an emulated hardware 
configuration. 
A virtual machine management system (sometimes 

referred to as a virtual machine monitor or a hypervisor) is 
also often employed to manage one or more virtual machines 
so that multiple virtual machines can run on a single comput 
ing device concurrently. The virtual machine management 
system runs directly on the native hardware and virtualizes 
the resources of the machine by exposing interfaces to virtual 
machines for access to the underlying hardware. A host oper 
ating system and a virtual machine management system may 
run side-by-side on the same physical hardware. For purposes 
of clarity will we use the abbreviation VMM to refer to all 
incarnations of a virtual machine management system. 
One problem that occurs in the operating system virtual 

ization context relates to computing resources such as data 
storage devices, data input and output devices, networking 
devices etc. Because each of host computing device's mul 
tiple operating systems may have different functionality, 
there is a question as to which computing resources should be 
apportioned to which of the multiple operating systems. For 
example, a virtualized host computing device may include 
only a single network interface card (NIC) that enables the 
host computing device to communicate with other networked 
computers. This scenario raises the question of which of the 
multiple operating systems on the virtualized host should be 
permitted to interact with and control the NIC. 
When one of the operating systems controls the NIC, the 

other operating systems sends it packets to the network 
through the operating system that controls the NIC. In such a 
case, the packet size accepted by the NIC may not be known. 
However, sending network TCP packets through a network 
stack is computationally expensive. Resources must be allo 
cated for each packet, and each component in the networking 
stack typically examines each packet. This problem is com 
pounded in a virtualization environment, because each packet 
is also transferred between the guest VM to the root operating 
system. This entails a fixed overhead per packet that can be 
quite large. On the other hand, the networking stack packet 
size is normally limited by the maximum transmission unit 
(MTU) size of the connection, e.g. 1500 bytes. It is not typi 
cally feasible to increase the MTU size since it is limited by 
network infrastructure. 

Hardware NICs provide a feature called “Large Send Off 
load’ (LSO) that allows larger TCP packets to travel through 
the stack all the way to the NIC. Since most of the cost per 
packet is fixed, this does a fairly good job, but NICs typically 
support packets that are fairly small, around 62 KB. There is 
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2 
a need for the transmission between operating systems of 
larger packets to reduce overhead. 

SUMMARY 

The embodiments described allow a network stack to send 
very large packets, larger than a physical NIC typically Sup 
ports with large segment offload (LSO). In general, this is 
accomplished by performing multi-pass LSO. A first-stage 
LSO filter is inserted somewhere between the network stack 
and the physical NIC. The first-stage filter splits very large 
LSO packets into LSO packets that are small enough for the 
NIC. The NIC then performs a second pass of LSO by split 
ting these Sub-packets into standard MTU-sized networking 
packets for transmission on the network. 
To that end, a first operating system operating on a com 

puting device receives an indicator of a first LSO packet size. 
The first LSO packet size is a multiple of a second LSO packet 
size that is Supported by a network interface card connected to 
the computing device. The first operating system formats data 
(e.g., from an application) into a first packet of a first LSO 
packet size. The first packet is then transferred to a second 
operating system on the same computing device that has 
access to a network interface card. The first packet is then split 
on the second operating system into multiple LSO packets of 
a second LSO packet size that can be consumed by the net 
work interface card. The multiple LSO packets are sent to the 
network interface card for transmission on the network in 
packets of a size Supported by the network. 

In general, the first operating system is executing on a 
virtual machine and the indicator of a first LSO packet size is 
received from a hypervisor operating on the same computing 
device. The virtual machine can be migrated to a second 
computing device and another indicator of a first LSO packet 
size is received from a hypervisor operating on the second 
computing device. The indicator of the first LSO packet size 
received from the hypervisor operating on the second com 
puting device can different from the indicator of the first LSO 
packet size received from the hypervisor on the computing 
device. Consequently, the indicator of the first LSO size 
received from each of the hypervisor operating on the com 
puting device and the hypervisor operating on the second 
computing device can be tuned for the specific computing 
device's CPU usage, throughput, latency or any combination 
thereof. 

In general, the first packet has a TCP header. The packet 
header from the first packet is copied to the packets of second 
LSO-sized packets when they are split out. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The foregoing Summary, as well as the following detailed 
description of preferred embodiments, is better understood 
when read in conjunction with the appended drawings. For 
the purpose of illustrating the invention, there is shown in the 
drawings exemplary constructions of the invention; however, 
the invention is not limited to the specific methods and instru 
mentalities disclosed. In the drawings: 

FIG. 1 is a block diagram representing a computer system 
in which aspects of the present invention may be incorpo 
rated; 

FIG. 2 illustrates a virtualized computing system environ 
ment; 

FIG.3 illustrates the communication of networking across 
a virtualization boundary; 

FIG. 4 is a flow diagram of the packet processing in accor 
dance with an aspect of the invention; and 
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FIG.5 is a flow diagram of the processing performed by the 
virtual Switch according to an aspect of the invention. 

DETAILED DESCRIPTION OF ILLUSTRATIVE 
EMBODIMENTS 

The inventive subject matter is described with specificity to 
meet statutory requirements. However, the description itself 
is not intended to limit the scope of this patent. Rather, the 
inventor has contemplated that the claimed Subject matter 
might also be embodied in other ways, to include different 
combinations similar to the ones described in this document, 
in conjunction with other present or future technologies. 
Numerous embodiments of the present invention may 

execute on a computer. FIG. 1 and the following discussion is 
intended to provide a brief general description of a suitable 
computing environment in which the invention may be imple 
mented. Although not required, the invention will be 
described in the general context of computer executable 
instructions, such as program modules, being executed by a 
computing device. Such as a client workstation or a server. 
Generally, program modules include routines, programs, 
objects, components, data structures and the like that perform 
particular tasks. Those skilled in the art will appreciate that 
the invention may be practiced with other computer system 
configurations, including hand held devices, multiprocessor 
systems, microprocessor based or programmable consumer 
electronics, network PCs, minicomputers, mainframe com 
puters and the like. The invention may also be practiced in 
distributed computing environments where tasks are per 
formed by remote processing devices that are linked through 
a communications network. In a distributed computing envi 
ronment, program modules may be located in both local and 
remote memory storage devices. 

Referring now to FIG. 1, an exemplary general purpose 
computing system is depicted. The general purpose comput 
ing system can include a conventional computer 20 or the 
like, including at least one processor or processing unit 21, a 
system memory 22, and a system buS 23 that communicative 
couples various system components including the system 
memory to the processing unit 21 when the system is in an 
operational state. The system bus 23 may be any of several 
types of bus structures including a memory bus or memory 
controller, a peripheral bus, and a local bus using any of a 
variety of bus architectures. The system memory can include 
read only memory (ROM) 24 and random access memory 
(RAM) 25. A basic input/output system 26 (BIOS), contain 
ing the basic routines that help to transfer information 
between elements within the computer 20, such as during 
start up, is stored in ROM 24. The computer 20 may further 
include a hard disk drive 27 for reading from and writing to a 
hard disk (not shown), a magnetic disk drive 28 for reading 
from or writing to a removable magnetic disk 29, and an 
optical disk drive 30 for reading from or writing to a remov 
able optical disk31 such as a CDROM or other optical media. 
The hard disk drive 27, magnetic disk drive 28, and optical 
disk drive 30 are shown as connected to the system bus 23 by 
a hard disk drive interface 32, a magnetic disk drive interface 
33, and an optical drive interface 34, respectively. The drives 
and their associated computer readable media provide non 
Volatile storage of computer readable instructions, data struc 
tures, program modules and other data for the computer 20. 
Although the exemplary environment described herein 
employs a hard disk, a removable magnetic disk 29 and a 
removable optical disk 31, it should be appreciated by those 
skilled in the art that other types of computer readable media 
which can store data that is accessible by a computer, such as 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

4 
magnetic cassettes, flash memory cards, digital video disks, 
Bernoulli cartridges, random access memories (RAMS), read 
only memories (ROMs) and the like may also be used in the 
exemplary operating environment. Generally, Such computer 
readable storage media can be used in some embodiments to 
store processor executable instructions embodying aspects of 
the present disclosure. 
A number of program modules comprising computer-read 

able instructions may be stored on computer-readable media 
such as the hard disk, magnetic disk 29, optical disk31, ROM 
24 or RAM 25, including an operating system35, one or more 
application programs 36, other program modules 37 and pro 
gram data 38. Upon execution by the processing unit, the 
computer-readable instructions cause the actions described in 
more detail below to be carried out or cause the various 
program modules to be instantiated. A user may enter com 
mands and information into the computer 20 through input 
devices such as a keyboard 40 and pointing device 42. Other 
input devices (not shown) may include a microphone, joy 
Stick, game pad, satellite disk, Scanner or the like. These and 
other input devices are often connected to the processing unit 
21 through a serial port interface 46 that is coupled to the 
system bus, but may be connected by other interfaces, such as 
a parallel port, game port or universal serial bus (USB). A 
display 47 or other type of display device can also be con 
nected to the system bus 23 via an interface, such as a video 
adapter 48. In addition to the display 47, computers typically 
include other peripheral output devices (not shown). Such as 
speakers and printers. The exemplary system of FIG. 1 also 
includes a host adapter 55, Small Computer System Interface 
(SCSI) bus 56, and an external storage device 62 connected to 
the SCSI bus 56. 
The computer 20 may operate in a networked environment 

using logical connections to one or more remote computers, 
such as a remote computer 49. The remote computer 49 may 
be another computer, a server, a router, a network PC, a peer 
device or other common network node, and typically can 
include many or all of the elements described above relative 
to the computer 20, although only a memory storage device 
50 has been illustrated in FIG. 1. The logical connections 
depicted in FIG. 1 can include a local area network (LAN) 51 
and a wide area network (WAN) 52. Such networking envi 
ronments are commonplace in offices, enterprise wide com 
puter networks, intranets and the Internet. 
When used in a LAN networking environment, the com 

puter 20 can be connected to the LAN 51 through a network 
interface or adapter 53. When used in a WAN networking 
environment, the computer 20 can typically include a modem 
54 or other means for establishing communications over the 
wide area network 52, such as the Internet. The modem 54, 
which may be internal or external, can be connected to the 
system bus 23 via the serial port interface 46. In a networked 
environment, program modules depicted relative to the com 
puter 20, or portions thereof, may be stored in the remote 
memory storage device. It will be appreciated that the net 
work connections shown are exemplary and other means of 
establishing a communications link between the computers 
may be used. Moreover, while it is envisioned that numerous 
embodiments of the present disclosure are particularly well 
Suited for computerized systems, nothing in this document is 
intended to limit the disclosure to such embodiments. 

Referring now to FIG. 2, it depicts a high level block 
diagram of computer systems that can be used in embodi 
ments of the present disclosure. As shown by the figure, 
computer 20 (e.g., computer system described above) can 
include physical hardware devices Such as a storage device 
208, e.g., a hard drive (such as 27 in FIG. 1), a network 



US 9,270,608 B2 
5 

interface controller (NIC) 53, a graphics processing unit 234 
(such as would accompany video adapter 48 from FIG. 1), at 
least one logical processor 212 (e.g., processing unit 21 from 
FIG. 1), random access memory (RAM) 25. One skilled in the 
art can appreciate that while one logical processor is illus 
trated, in other embodiments computer 20 may have multiple 
logical processors, e.g., multiple execution cores per proces 
sor and/or multiple processors that could each have multiple 
execution cores. Depicted is a hypervisor 202 that may also be 
referred to in the art as a virtual machine monitor or more 
generally as a virtual machine manager. The hypervisor 202 
in the depicted embodiment includes executable instructions 
for controlling and arbitrating access to the hardware of com 
puter 20. Broadly, the hypervisor 202 can generate execution 
environments called partitions such as child partition 1 
through child partition N (where N is an integer greater than 
1). In embodiments a child partition can be considered the 
basic unit of isolation supported by the hypervisor 202, that is, 
each child partition can be mapped to a set of hardware 
resources, e.g., memory, devices, logical processor cycles, 
etc., that is under control of the hypervisor 202 and/or the 
parent partition. In embodiments the hypervisor 202 can be a 
stand-alone software product, a part of an operating system, 
embedded within firmware of the motherboard, specialized 
integrated circuits, or a combination thereof. 

In the depicted example configuration, the computer 20 
includes a parent partition 204 that can be configured to 
provide resources to guest operating systems executing in the 
child partitions 1-N by using virtualization service providers 
228 (VSPs). In this example architecture the parent partition 
204 can gate access to the underlying hardware. Broadly, the 
VSPs 228 can be used to multiplex the interfaces to the 
hardware resources by way of virtualization service clients 
(VSCs). Each child partition can include a virtual processor 
such as virtual processors 230 through 232 that guest operat 
ing systems 220 through 222 can manage and schedule 
threads to execute thereon. Generally, the virtual processors 
230 through 232 are executable instructions and associated 
state information that provide a representation of a physical 
processor with a specific architecture. For example, one Vir 
tual machine may have a virtual processor having character 
istics of an Intel x86 processor, whereas another virtual pro 
cessor may have the characteristics of a PowerPC processor. 
The virtual processors in this example can be mapped to 
logical processors of the computer system such that the 
instructions that effectuate the virtual processors will be 
backed by logical processors. Thus, in these example embodi 
ments, multiple virtual processors can be simultaneously 
executing while, for example, another logical processor is 
executing hypervisor instructions. Generally speaking, the 
combination of the virtual processors and various VSCs in a 
partition can be considered a virtual machine. 

Generally, guest operating systems 220 through 222 can 
include any operating system Such as, for example, operating 
systems from Microsoft(R), Apple(R), the open source commu 
nity, etc. The guest operating systems can include user/kernel 
modes of operation and can have kernels that can include 
schedulers, memory managers, etc. Each guest operating sys 
tem 220 through 222 can have associated file systems that can 
have applications stored thereon Such as e-commerce servers, 
email servers, etc., and the guest operating systems them 
selves. The guest operating systems 220-222 can schedule 
threads to execute on the virtual processors 230-232 and 
instances of Such applications can be effectuated. 

FIG. 3 is a block diagram representing an exemplary vir 
tualized computing device where a first operating system 
(host OS 302) controls the Network Interface Device 53. 
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6 
Network Interface Device 53 provides access to network 300. 
Network interface device 53 may be, for example, a network 
interface card (NIC). Network interface device driver 310 
provides code for accessing and controlling network interface 
device 53. Host network stack 330 and guest network stack 
340 each provide one or more modules for processing outgo 
ing data for transmission over network300 and for processing 
incoming data that is received from network 300. Network 
stacks 330 and 340 may, for example, include modules for 
processing data in accordance with well known protocols 
such as Point to Point protocol (PPP), Transmission Control 
Protocol (TCP), and Internet Protocol (IP). Host networking 
application 350 and guest networking application 360 are 
applications executing on host operating system 204 and 
guest operating system 220, respectively, that access network 
3OO. 
As mentioned above, in conventional computing devices 

which adhere to the traditional virtualization boundary, data 
does not pass back and forth between virtualized operating 
systems. Thus, for example, in conventional configurations, 
when data is transferred between host networking application 
350 and network 300, the data is passed directly from the host 
network stack 330 to the network interface device driver 310. 
However, in the system of FIG. 3, data does not pass directly 
from the host network stack 330 to the network interface 
device driver 310. Rather, the data is intercepted by virtual 
switch.325. Virtual switch 325 provides functionality accord 
ing to an aspect of the invention. 

Because the guest OS does not have direct access to the 
NIC, when the virtual NIC starts, the hypervisor advertises an 
LSO size to the networking stack indicating that the NIC is 
capable of LSO with a large packet size. LSO increases 
throughput by reducing the amount of processing that is nec 
essary for Smaller packet sizes. In general, large packets are 
given to the NIC and the NIC breaks the packets into smaller 
packet sizes in hardware, relieving the CPU of the work. For 
example, a 64 KB LSO is segmented into Smaller segments 
and then sent out over the network through the NIC. By 
advertising an LSO packet size to the virtual NIC on the guest 
OS that is larger that the LSO-sized packets that are accepted 
by the NIC, the networking stack will pass much larger pack 
ets to the virtual NIC. The virtual NIC in turn will transfer the 
large packets to the virtual Switch. 

This causes the networking Stack to format and send pack 
ets that are much larger than the MTU size supported by the 
underlying networking infrastructure, and much larger than 
the physical NIC that the virtual NIC is attached to supports. 
The packets are large chunks of data that are larger than a 
standard TCP packet, but with a TCP header. The precise LSO 
size is tuned to optimize for performance: CPU use, through 
put, and latency, whereas previous solutions would choose 
the largest value expected to be supported by the underlying 
hardware NIC. 

Normally this packet is sent all the way to the hardware as 
an LSO packet, or it is entirely split in software by a software 
LSO engine to MTU size. Instead, at some point before send 
ing the packet to the hardware, it is split into multiple packets 
each with a maximum size no greater than that Supported by 
the hardware's LSO engine, then send the new packets to the 
hardware NIC. This step can occur any time before the packet 
is sent to hardware, but the closer to the hardware that it is 
performed, the better the performance. 

This is accomplished with an LSO algorithm, by copying 
the packet headers to each sub-packet and adjusting the TCP 
sequence number, identification field (for IPv4), and header 
flags. preferably, the IP or TCP checksums are not calculated 
as is normally required by LSO, because that will be per 
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formed by the hardware NIC. Similarly, the length field in the 
IP headers is not updated, nor is the TCP pseudo-checksum, 
as this would interfere with the NICs later computation of 
these fields while performing hardware LSO. 

Finally, the software LSO driver must wait to complete the 
full packet to the sender until all sub-packets have been sent 
by the NIC and are completed. This is achieved by keeping a 
count of outstanding Sub-packets that have not yet completed, 
and completing the full packet when this count reaches Zero. 

FIG. 4 demonstrates in conjunction with FIG.3 more detail 
the flow described above. In particular at 402, the data stream 
from the network stack 340 arrives at the virtual NIC driver 
342. At 404, the virtual NIC driver 342 configures a packet 
that is as large as the hypervisor will allow. The LSO size of 
the packet is preferably much larger that the LSO packet size 
supported by NIC 53 in the host partition. The virtual NIC 
driver 342 then transfers the data to the virtual switch 325 by 
communication services provided by the hypervisor. At 406, 
the virtual switch 325 then splits the large format LSO into 
LSO packets that conform to the LSO packet size 408 Sup 
ported by the NIC hardware 53. 

At 410, the LSO engine of the NIC hardware 53 splits the 
LSO packets into MTU-sized packets 412 supported by the 
network infrastructure. Those packets are then transmitted 
over the network. 

FIG. 5 further illustrates the processing performed in Vir 
tual switch 325 of FIG. 3. At 505, virtual switch 325 receives 
the packet from virtual NIC driver 342. Thereafter at 507, 
virtual switch 325 determines if the NIC hardware 53 Sup 
ports LSO. If LSO is supported, virtual switch 325 deter 
mines whether the packets is less than the NIC LSO packet 
supported. If yes, at 511, the packet is sent to the NIC hard 
ware 53 without further processing. If no, at 511, the over 
sized LSO packet is subdivided into LSO supported packets. 
On the other hand, at 507, if NIC is not supported, then the 
packets are divided into NIC supported packets at 511. 
The techniques described allow the virtual machine to be 

migrated from one system to another and maximize the per 
formance on each system, preferably tailored to the NIC 
hardware on each system. To that end, when the virtual NIC 
driver loads on the target system, the hypervisor provides a 
LSO packet size that is then used to send the maximum sized 
packet to the partition that controls the NIC hardware. This 
allows an oversized packet to be determined for each system 
based on maximizing throughput or other parameters that 
may be desirable on the target system. 
The various systems, methods, and techniques described 

herein may be implemented with hardware or software or, 
where appropriate, with a combination of both. Thus, the 
methods and apparatus of the present invention, or certain 
aspects or portions thereof, may take the form of program 
code (i.e., instructions) embodied in tangible media, Such as 
floppy diskettes, CD-ROMs, hard drives, or any other 
machine-readable storage medium, wherein, when the pro 
gram code is loaded into and executed by a machine. Such as 
a computer, the machine becomes an apparatus for practicing 
the invention. In the case of program code execution on pro 
grammable computers, the computer will generally include a 
processor, a storage medium readable by the processor (in 
cluding Volatile and non-volatile memory and/or storage ele 
ments), at least one input device, and at least one output 
device. One or more programs are preferably implemented in 
a high level procedural or object oriented programming lan 
guage to communicate with a computer system. However, the 
program(s) can be implemented in assembly or machinelan 
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8 
guage, if desired. In any case, the language may be a compiled 
or interpreted language, and combined with hardware imple 
mentations. 
The methods and apparatus of the present invention may 

also be embodied in the form of program code that is trans 
mitted over some transmission medium, Such as over electri 
cal wiring or cabling, through fiber optics, or via any other 
form of transmission, wherein, when the program code is 
received and loaded into and executed by a machine. Such as 
an EPROM, a gate array, a programmable logic device (PLD), 
a client computer, a video recorder or the like, the machine 
becomes an apparatus for practicing the invention. When 
implemented on a general-purpose processor, the program 
code combines with the processor to provide a unique appa 
ratus that operates to perform the indexing functionality of the 
present invention. 

Consequently, the network Stack can send very large pack 
ets, larger than a physical NIC normally supports with LSO. 
This is accomplished by performing multi-pass LSO; a first 
stage LSO switch is inserted somewhere between the network 
stack and the physical NIC that splits very large LSO packets 
into LSO packets that are small enough for the NIC. The NIC 
then performs a second pass of LSO by splitting these sub 
packets into standard MTU-sized networking packets for 
transmission on the network. 

While the present invention has been described in connec 
tion with the preferred embodiments of the various figures, it 
is to be understood that other similar embodiments may be 
used or modifications and additions may be made to the 
described embodiment for performing the same function of 
the present invention without deviating there from. For 
example, while exemplary embodiments of the invention are 
described in the context of digital devices emulating the func 
tionality of personal computers, one skilled in the art will 
recognize that the present invention is not limited to Such 
digital devices, as described in the present application may 
apply to any number of existing or emerging computing 
devices or environments, such as a gaming console, handheld 
computer, portable computer, etc. whether wired or wireless, 
and may be applied to any number of such computing devices 
connected via a communications network, and interacting 
across the network. Furthermore, it should be emphasized 
that a variety of computer platforms, including handheld 
device operating systems and other application specific hard 
ware/software interface systems, are herein contemplated, 
especially as the number of wireless networked devices con 
tinues to proliferate. Therefore, the present invention should 
not be limited to any single embodiment, but rather construed 
in breadth and scope in accordance with the appended claims. 

Finally, the disclosed embodiments described herein may 
be adapted for use in other processor architectures, computer 
based systems, or system virtualizations, and Such embodi 
ments are expressly anticipated by the disclosures made 
hereinand, thus, the present invention should not be limited to 
specific embodiments described herein but instead construed 
most broadly. Likewise, the use of synthetic instructions for 
purposes other than processor virtualization are also antici 
pated by the disclosures made herein, and any Such utilization 
of synthetic instructions in contexts other than processor Vir 
tualization should be most broadly read into the disclosures 
made herein. 
What is claimed: 
1. A method for transmitting packets over a network, com 

prising: 
receiving at a first operating system operating on a com 

puting device, an indicator of a first large segment off 
load (LSO) packet size wherein the first LSO packet size 
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is a multiple of a second LSO packet size that is Sup 
ported by a network interface card connected to the 
computing device; 

formatting data into a first packet of a first LSO packet size; 
transferring the first packet to a second operating system on 

the same computing device; 
splitting the first packet on the second operating system 

into multiple LSO packets of a second LSO packet size; 
sending the multiple LSO packets to the network interface 

card for transmission on the network in packets of a size 
supported by the network. 

2. The method as recited in claim 1 comprising copying a 
packet header from the first packet to the multiple LSO pack 
etS. 

3. The method as recited in claim 1 comprising adjusting a 
TCP sequence number for the multiple LSO packets. 

4. The method as recited in claim 1 wherein the first LSO 
packet size is based at least in part on a size Supported by a 
virtual machine management system. 

5. The method as recited in claim 1 wherein the first oper 
ating system is a guest operating system executing on a virtual 
machine. 

6. The method as recited in claim 5 wherein the transferring 
the first packet to the second operating system is performed 
by a virtual network interface card driver. 

7. The method as recited in claim 1 wherein the second 
operating system is a host operating system. 

8. The method as recited in claim 1 wherein the splitting of 
the first packet is performed by a virtual switch. 

9. A computer-readable storage device having stored 
thereon computer-readable instructions, the computer-read 
able instructions, upon execution on a computing device 
causing a system at least to: 

receive at a first operating system operating on a computing 
device, an indicator of a first large segment offload 
(LSO) packet size wherein the first LSO packet size is a 
multiple of a second LSO packet size that is supported 
by a network interface card connected to the computing 
device; 

format data into a first packet of a first LSO packet size: 
transfer the first packet to a second operating system on the 

same computing device wherein the first packet is split 
on the second operating system into multiple LSO pack 
ets of a second LSO packet size and the multiple LSO 
packets sent to the network interface card for transmis 
sion on the network in packets of a size Supported by the 
network. 

10. The computer-readable storage device as recited in 
claim 9, the computer-readable instructions, upon execution 
on a computing device causing the system at least to copy a 
packet header from the first packet to the multiple LSO pack 
etS. 

11. The computer-readable storage device as recited in 
claim 9, the computer-readable instructions, upon execution 
on a computing device causing the system at least to adjust a 
TCP sequence number for the multiple LSO packets. 

12. The computer-readable storage device as recited in 
claim 9 wherein the first LSO packet size is based at least in 
part on a size Supported by a virtual machine management 
system. 

13. The computer-readable storage device as recited in 
claim 9 wherein the first operating system is a guest operating 
system executing on a virtual machine. 
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14. The computer-readable storage device as recited in 

claim 13 wherein the computer-readable instructions, that 
upon execution on a computing device cause the system at 
least to transfer the first packet to the second operating system 
is performed by a virtual network interface card driver. 

15. The computer-readable storage device as recited in 
claim 9 wherein the second operating system is a host oper 
ating System. 

16. The computer-readable storage device as recited in 
claim 9 wherein the computer-readable instructions, that 
upon execution on a computing device cause the system at 
least to split the first packet is performed by a virtual switch. 

17. A system comprising: 
one or more processing devices; 
at least one memory in communication with the one or 
more processing devices when the system is operational, 
the at least one memory having stored thereon computer 
readable instructions, the computer-readable instruc 
tions, upon execution on the one or more processing 
devices causing the system at least to: 

receive at a first operating system operating on a computing 
device, an indicator of a first large segment offload 
(LSO) packet size wherein the first LSO packet size is a 
multiple of a second LSO packet size that is supported 
by a network interface card connected to the computing 
device; 

format data into a first packet of a first LSO packet size; 
transfer the first packet to a second operating system on the 

same computing device wherein the first packet is split 
on the second operating system into multiple LSO pack 
ets of a second LSO packet size and the multiple LSO 
packets sent to the network interface card for transmis 
sion on the network in packets of a size Supported by the 
network. 

18. The system as recited in claim 17, wherein the com 
puter-readable instructions that upon execution on the at least 
one processing devices cause the system at least to copy a 
packet header from the first packet to the multiple LSO pack 
etS. 

19. The system as recited in claim 17, wherein the com 
puter-readable instructions that upon execution on the at least 
one processing devices cause the system at least to adjust a 
TCP sequence number for the multiple LSO packets. 

20. The system as recited in claim 17 wherein the first LSO 
packet size is based at least in part on a size Supported by a 
virtual machine management system. 

21. The system as recited in claim 17 wherein the first 
operating System is a guest operating System executing on a 
virtual machine. 

22. The system as recited in claim 21 wherein the com 
puter-readable instructions that upon execution on the at least 
one processing devices cause the system at least to transfer 
the first packet to the second operating system is performed 
by a virtual network interface card driver. 

23. The system as recited in claim 17 wherein the second 
operating system is a host operating system. 

24. The system as recited in claim 17 wherein the com 
puter-readable instructions that upon execution on the at least 
one processing devices cause the system at least to split the 
first packet is performed by a virtual switch. 
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