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DATA PROCESSING SYSTEMAND METHOD 
OF PERMUTATION WITH REPLICATION 
WITHIN A VECTOR REGISTER FILE 

CROSS-REFERENCE TO RELATED 
APPLICATION 

This application is related to our co-pending U.S. patent 
application Ser. No. 09/062,152 entitled “DATAPROCESS 
ING SYSTEM AND METHOD OF GENERATING A 
CONTROL VECTOR FOR VECTOR LOADING AND 
ALIGNMENT VIA PERMUTATION WITHINAVECTOR 
REGISTER FILE”, filed concurrently herewith and assigned 
to the same assignee herein. 

FIELD OF THE INVENTION 

The present invention relates in general to a method and 
System for data processing, and in particular to a method and 
System for permutation with replication of operands within 
a data processing System. 

BACKGROUND OF THE INVENTION 

Applications of modern computer Systems are requiring 
greater Speed and data handling capabilities for uses Such as 
multimedia and Scientific modeling. For example, multime 
dia Systems generally are designed to perform Video and 
audio data compression, decompression, and high 
performance manipulation Such as 3-dimensional imaging. 
Massive data manipulation and an extraordinary amount of 
high-performance arithmetic, including vector-matrix 
operations Such as DOT product, vector cross-product and 
vector transposition, are required for performing graphic 
image rendering Such as computer-generated 3-dimensional 
images. 
To perform large vector-matrix operations at high Speed in 

a register based System, a method of fast, efficient vector 
register loading is required. In modern data processing 
Systems, a critical Speed path is between the cache and the 
register file. Therefore, the load and Store functions must be 
optimized to provide the greatest Speed possible. AS is done 
in the prior art, the load is performed by retrieving a cache 
block from a cache and loading it into a register file. In most 
Systems, the data is re-aligned or shifted from the arbitrary 
alignment in the memory to a proper vector alignment in the 
register by passing the data through an alignment multi 
plexer placed in the data path between the memory and the 
register file. This alignment is required because a vector 
Stored in memory is a Sequential String of bytes that may 
have no natural alignment in memory. The alignment mul 
tiplexer Shifts the input data into alignment prior to being 
loaded into the registers to assure that the data, which is 
retrieved from memory on an address boundary, is properly 
aligned to the beginning of the vector in the register. Thus, 
one limitation of the prior art high-Speed data processing 
Systems is the inclusion of an alignment multiplexer circuit 
in a critical data path, which creates inefficient register 
loading and reduces clock frequency. 

In addition, to perform large vector-matrix operations at 
high Speed, a method of fast and efficient data permutation 
is required. In a register-based computer architecture, per 
mutation of data is commonly done by reading data from a 
register and rearranging the data into another register. In the 
prior art, Such permutation of data is performed by loading 
input bytes (i.e. an input data vector) into a first register and 
loading a control vector into a Second register. The control 
vector indicates how the input data vector is to be rearranged 
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2 
in an output register to implement a given function. Such 
Systems limit the processor to performing unary Serially 
dependent functions (e.g. Y=f1(f2(f3(f4(. . . f(A) . . . ), 
because only a single input operand is available. To perform 
a Serially dependent vector computation, the control register 
is loaded with a control vector to perform the desired 
function and the input register is loaded with the previous 
result operand of the function chain. Therefore, another 
Significant limitation of the prior art high-speed data pro 
cessing Systems is that there is no possibility of performing 
a mathematical operation of a Serially dependent chain of 
binary (or higher N-ary) functions (e.g. Y=f1(f2(f3(f4(. . . 
f(A, B) . . . ) and thus severely limits the types of vector 
operations that the prior art processors can perform. 
AS will now be appreciated, it would be advantageous to 

provide a data processing System that allows a method of 
fast and efficient data permutation and register loading. Such 
a System would provide aligned data vectors within the 
register file without requiring an alignment multiplexer and 
therefore would increase processing Speed. Further, it would 
be desirable for Such a system to have the capability to 
execute a Serially dependent chain of N-ary functions. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram of a processor for processing 
information according to a preferred embodiment of the 
present invention. 

FIG. 2 is a block diagram of the vector processing 
apparatus of a preferred embodiment of the present inven 
tion. 

FIG. 3 shows a conceptual diagram of the vector registers 
involved in a vector PWR function, in accordance with a 
preferred embodiment of the present invention. 

FIG. 4 shows a conceptual diagram of a memory Space in 
a preferred embodiment of the present invention. 

FIG. 5 illustrates a conceptual diagram of one example of 
the vector PWR function of the system of the present 
invention as used for aligning vectors loaded from cache 
memory into the vector registers, in accordance with a 
preferred embodiment of the present invention. 

FIG. 6 shows a flow diagram of a method for loading and 
shifting to properly align a desired vector into the Vector 
register file from memory, in accordance with the preferred 
embodiment of the present invention. 

FIG. 7 shows a conceptual diagram of the vector registers 
as used in one example of a PWR operation performed in the 
data processing System of the present invention, in accor 
dance with a preferred embodiment of the present invention. 

FIG. 8 shows an example of a look-up table for 16-byte 
vector processing unit, wherein the pseudo-code for Setting 
the control vector in register VC for the operation of loading 
and aligning a data vector in the System of a preferred 
embodiment is shown. 

DESCRIPTION OF A PREFERRED 
EMBODIMENT 

The data processing System of the present invention 
allows the Specification of three input operands, including 
two input vectors and a control vector, and one output 
operand, wherein the input operands are loaded into Vector 
registers and a Permute-With-Replication (PWR) operation 
is performed on the two input vectors as Specified by the 
control vector, and further wherein the result is stored as the 
output operand in an output register. The control vector 
consists of Sixteen indices, each uniquely identifying a 



5,996,057 
3 

Single byte of input data in either of the input registers, 
thereby specifying a unique byte within the two input 
operands. The control vector can be specified in the opera 
tional code or be the result of a computation previously 
performed within the vector registers. This specification of 
the control vector allows a vector-matrix operation to be 
performed on two input vectors by rearranging the input 
operand bytes in the output register by a function of Setting 
the control register. This System provides a highly efficient 
register loading mechanism for data vectors misaligned in 
memory. Further, the System allows a computation requiring 
a Serially dependent chain of binary functions to be per 
formed within the vector registers. 

With reference now to the figures, and in particular with 
reference to FIG. 1, there is illustrated a block diagram of a 
processor, indicated generally at 10, for processing infor 
mation according to a preferred embodiment of the present 
invention. In the depicted embodiment, processor 10 com 
prises a single integrated circuit SuperScalar microprocessor 
capable of executing multiple instructions per processor 
cycle. Accordingly, as discussed further below, processor 10 
includes various execution units, registers, buffers, 
memories, and other functional units, which are all formed 
by integrated circuitry. In a preferred embodiment of the 
present invention, processor 10 comprises one of the Pow 
erPCTM line of microprocessors produced by Motorola, Inc., 
which operates according to reduced instruction Set com 
puting (RISC) techniques and the single instruction, mul 
tiple data (SIMD) instruction architecture. All SIMD 
instructions operate on fixed-length vectors, each instruction 
performing the same operation on corresponding elements in 
the source vector operands. SIMD instruction architecture is 
an important computer architecture for performing large 
vector-matrix operations at high Speed and handling large 
amounts of data and computations for multimedia applica 
tions. 
As depicted in FIG. 1, processor 10 is coupled to system 

bus 11 via a bus interface unit (BIU) 12 within processor 10. 
BIU 12 controls the transfer of information between pro 
cessor 10 and other devices coupled to system bus 11, such 
as a main memory (not illustrated). Processor 10, system bus 
11, and the other devices coupled to System buS 11 together 
form a host data processing System. BIU 12 is connected to 
instruction cache 14 and data cache 16 within processor 10. 
High Speed caches, Such as instruction cache 14 and data 
cache 16, enable processor 10 to achieve relatively fast 
access time to a Subset of data or instructions previously 
transferred from main memory to the high Speed caches, 
thus improving the Speed of operation of the host data 
processing System. Instruction cache 14 is further coupled to 
sequential fetcher 17, which fetches instructions from 
instruction cache 14 for execution. 

Sequential fetcher 17 transfers branch instructions to 
branch processing unit (BPU) 18 for execution, and transfers 
Sequential instructions to instruction queue 19 for temporary 
Storage before being executed by other execution circuitry 
within processor 10. BPU 18 executes branch instructions, 
which change the Sequence in which the instructions in the 
computer program are performed, and performs Static and 
dynamic branch prediction on unresolved conditional 
branches to allow speculative instructions to be fetched and 
executed. Instructions issued beyond a predicted branch do 
not complete execution until the branch is resolved, pre 
Serving the programming model of Sequential execution. 
Sequential instructions are transferred from instruction 
queue 19 to dispatch unit 20 to be dispatched to their 
respective execution units, the dispatch rate being contin 

15 

25 

35 

40 

45 

50 

55 

60 

65 

4 
gent upon execution unit busy status, rename and comple 
tion buffer availability, and the serializing behavior of some 
instructions. Dispatch unit 20 performs Source and destina 
tion register dependency checking and renaming on instruc 
tions dispatched in parallel or out-of-order. Completion unit 
40 tracks instructions from dispatch through execution, and 
then retires, or “completes' them in program order. Com 
pleting an instruction commits the process to any architec 
tural register changes caused by that instruction. In-order 
completion ensures the correct architectural State when the 
microprocessor must recover from a mispredicted branch or 
any exception. 

In the depicted embodiment, in addition to BPU 18, the 
execution circuitry of processor 10 comprises multiple 
execution units, including fixed-point unit (FXU) 22, Vector 
processing unit (VPU) 24, load/store unit (LSU) 28, and 
floating-point unit (FPU) 30. These execution units can 
execute instructions simultaneously during a single proces 
Sor cycle. Each of execution units 18, 22, 24, 28, and 30 can 
execute one or more instructions within a particular class of 
instructions. For example, FXU 22 performs fixed-point 
mathematical operations Such as addition, Subtraction, 
ANDing, ORing, and XORing, utilizing Source operands 
received from Specified general purpose registers (GPRS) 32 
or GPR rename buffers 33. Following the execution of a 
fixed-point instruction, FXU 22 outputs the data results of 
the instruction to GPR rename buffers 33, which provide 
temporary Storage for the result data until the instruction is 
completed by transferring the result data from GPR rename 
buffers 33 to one or more of GPRs 32. VPU 24 performs 
vector-oriented operations using operands received from 
vector processing registers (VPRs) 25 or VPR rename 
buffers 26. FPU 30 performs floating-point operations, such 
as floating-point multiplication and division, on Source 
operands received from floating-point registers (FPRS) 36 or 
FPR rename buffers 37. FPU 30 outputs data resulting from 
the execution of floating-point instructions to selected FPR 
rename buffers 37, which temporarily store the result data 
until the instructions are completed by transferring the result 
data from FPR rename buffers 37 to selected FPRS 36. LSU 
28 executes floating-point and fixed-point instructions that 
either load data from memory (i.e., either data cache 16 or 
main memory) into selected GPRs 32, VPRs 25 or FPRs 36, 
or that store data from a selected one of GPRS 32, GPR 
rename buffers 33, VPRs 25, VPR rename buffers 26, FPRS 
36, or FPR rename buffers 37 to memory. 

Processor 10 employs both pipelining and out-of-order 
execution of instructions to further improve the performance 
of its SuperScalar architecture. Accordingly, instructions can 
be executed by FXU 22, VPU 24, LSU 28, and FPU 30 in 
any order as long as data dependencies are observed. In 
addition, instructions are processed by each of FXU 22, 
VPU 24, LSU 28, and FPU 30 at a sequence of pipeline 
Stages. AS is typical of high-performance processors, each 
instruction is processed at five distinct pipeline Stages, 
namely, fetch, decode/dispatch, execute, finish, and comple 
tion. 

During the fetch Stage, Sequential fetcher 17 retrieves one 
or more instructions associated with one or more memory 
addresses from instruction cache 14. Sequential instructions 
fetched from instruction cache 14 are Stored by Sequential 
fetcher 17 within instruction queue 19. Fetched branch 
instructions are removed from the instruction Stream and are 
forwarded to BPU 18 for execution. BPU 18 includes a 
branch prediction mechanism, Such as a branch history table, 
that enables BPU 18 to speculatively execute unresolved 
conditional branch instructions by predicting whether the 
branch will be taken. 
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During the decode/dispatch Stage, dispatch unit 20 
decodes and dispatches one or more instructions from 
instruction queue 19 to the appropriate ones of execution 
units 22, 24, 28, and 30. Also during the decode/dispatch 
stage, dispatch unit 20 allocates a rename buffer within GPR 
rename buffers 33 or FPR rename buffers 37 for each 
dispatched instruction's result data. According to a preferred 
embodiment of the present invention, processor 10 dis 
patches instructions in program order and tracks the program 
order of the dispatched instructions during out-of-order 
execution utilizing unique instruction identifiers. In addition 
to an instruction identifier, each instruction within the execu 
tion pipeline of processor 10 has an ira tag and a rB tag 
and/or a rC tag, which indicate the Sources of the A and B 
operands for the instruction, and a rD tag that indicates a 
destination rename buffer within rename buffers for the 
result data of the instruction. 

During the execute stage, execution units 22, 24, 28, and 
30, execute instructions received from dispatch unit 20 
opportunistically as operands and execution resources for 
the indicated operations are available. After execution has 
finished, execution units 22, 24, 28, and 30 store result data 
within either GPR rename buffers 33, VPR rename buffers 
26, or FPR rename buffers 37, depending upon the instruc 
tion type. Then, execution units 22, 24, 28, and 30 notify 
completion unit 40 which instructions have finished execu 
tion. Finally, instructions are completed by completion unit 
40 in program order by transferring result data from GPR 
rename buffers 33, VPR rename buffers 26 and FPR rename 
buffers 37 to GPRs 32, VPR 25 and FPRs 36, respectively. 

With reference now to FIG. 2, there is shown a block 
diagram of the vector processing apparatus of a preferred 
embodiment of the present invention. Vector register file 200 
includes thirty-two vector registers VR0-VR31, each being 
128 bits or 16 bytes wide. Vector register file 200 is coupled 
to combine network 210 to provide three vectors (Vector A, 
Vector B, Vector C) selected from three preselected or 
programmed registers of the vector register file 200. Com 
bine network 210 provides a full cross-bar function that 
includes the capability of replicating an input element at the 
output. A 16-byte output vector is generated at the output (T) 
of combine network 210 and is loaded into an output register 
of the vector register file 200. FIG.3 shows a block diagram 
of the four specific registers within vector registers 200 
utilized to perform the PWR operations of the preferred 
embodiment. Vector registers 200 include control register 
305 (VC) containing the control vector, input registers 310 
(VA) and 315 (VB) and the output register 320 (VT). 

The vector PWR instruction takes three vector registers as 
arguments. Two of the registers are logically concatenated to 
form a Single, logical register of 32 fields, with each field 
indexed by column location from 0 to 32 (OH-1FH). The 
third input register contains a control vector of 16 indices, 
each indeX corresponding to its corresponding column loca 
tion and indexing to one of the 32 fields of the concatenated 
registers via its column location. During execution of the 
PWR operation, the processor places the contents of each 
field in the concatenated registers indexed by the control 
vector into the result vector register at the corresponding 
column location of the index. This allows any combination 
of the 32 input fields to be permuted into the 16 output fields. 
Moreover, this allows the combination of selected fields 
with the replication of any particular input field as part of 
that combination being allowed by duplicating the column 
index for that input field in one or more control fields. 

In a preferred embodiment, a field within the vector 
register file 200 is an 8-bit byte. As will be appreciated, any 
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6 
Size field can be used in alternative embodiments. Because 
it is most efficient to load, shift and replicate 8-bit bytes, the 
control vector has Sixteen bytes, each uniquely identifying a 
byte within the input vector loaded in input registers VA and 
VB. Since the input vector comprises thirty-two bytes, only 
five of the eight bits comprising each of the control vector 
blocks are necessary to uniquely identify a specific input 
vector block. In alternative embodiments, these unused bits 
can be utilized to uniquely identify additional fields of input 
data within a third (or more) additional input register of 
registerS200. Any additional registers concatenated with the 
other input registers to form a larger input vector from which 
the control vector may index would also be combined with 
the other input vectors (VA, VB) in combine network 210. 

FIG. 4 shows a conceptual diagram of a memory Space in 
a preferred embodiment of the present invention. The 
memory Space shows blocks representing bytes of data 
addressed within the memory Space Starting at the hexadeci 
mal address boundary 1000 H. The system is optimized for 
Single-dimensioned vectorS Specified within the memory, 
with higher dimensions being Synthesizable from this vector. 
A vector of length N-bytes has no natural alignment in 
memory. 

To use a vector instruction (for example, a SIMD 
instruction), data must first be loaded in one of the vector 
registers. A register is generally only loaded from memory 
Such as a data cache from an address boundary of a Selected 
modulus (MOD). Thus, memory is addressable in units of 
modulo MXN, wherein M is equal to the number of bits per 
fields and N is the number of fields per register. In the 
example of one preferred embodiment, each register is 
loaded from memory on an 8-byte boundary of memory 400, 
where each byte is equal to 8 bits. The 8-byte boundaries 
shown in FIG. 4 are 1000H, 1008H and 1010H. In another 
preferred embodiment, each register is a 16-byte register and 
is loaded from memory on a 16-byte boundary. 

Referring now to FIG. 5, there is shown a conceptual 
diagram of one example of the vector PWR function of the 
System of the present invention as used for aligning vectors 
loaded from cache memory into the vector registers, in 
accordance with a preferred embodiment of the present 
invention. In this example, the System, having 8-byte 
registers, is retrieving a 16-byte data vector Starting with 
data byte “a” at address boundary 1005 in memory 400 (as 
seen in FIG. 4) using an 8-byte control vector VC. Initially, 
register VA at time 1 (indicated in FIG. 5 as VA) is loaded 
with an 8-byte input vector from memory 400 starting at 
address boundary 1000H (since the first byte of the desired 
vector is contained in this input vector) and register VB 
(register VB at time 1) is loaded with the next eight bytes of 
data from addresses 1008-1010H. 
AS seen in FIG. 5, the PWR instruction can be used to 

extract 16 Sequential bytes of data from two input vector 
registers and Selectively load them into the result register, 
thereby shifting the data to realign it in the register to the 
vector boundary. This operation of a preferred embodiment 
of the present invention first executes a load instruction to 
calculate the effective address of the first byte of the vector 
and load the vector register with the data beginning at the 
modulo address boundary closest to the effective address. 
The calculation of the effective address is also used to 
generate the control vector. The lower bits of the effective 
address (in this example, the bottom four bits) indicate the 
column location of the first byte of the desired vector within 
the input registers. The first field of the control vector 
register 305 is set to this column value and the remaining 
indices of the control vector are set to the next 16 column 
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values of the concatenated registers 310,315. This can be 
seen in the example of FIGS. 4 and 5, where the vector 
control register VC is loaded with a control vector that 
indicates the first byte (“a”) as located at column 5, with the 
next Seven bytes Sequentially following. 
Then a vector PWR instruction is executed within the data 

processing System of the present invention to cause the last 
three bytes in register VA and the first five bytes of register 
VB to be loaded into the output register VT at time 1. The 
PWR instruction executes by selecting data first from reg 
ister VA and then register VB as specified by the control 
register VC. As an example, the PWR instruction (vperm) 
would be structured “vperm VT, VA, VB, VC". As will be 
appreciated, the vector data has been shifted and loaded into 
the register properly aligned, with the first byte of the vector 
being loaded in the first byte of the register. To obtain the 
next eight bytes of the vector data, register VA2 (at time 2 or, 
alternatively, a third input register) is loaded with the next 
Set of data from memory Starting at address boundary 
1010H. The control vector does not change, since the 
alignment Shift amount of the vector from an address 
boundary does not change. A second PWR instruction is 
executed as Specified by the control register VC, but directed 
to select data first from register VB and then VA (e.g. “vperm 
VT, VB, VA, VC). The second PWR instruction loads the 
output register VT (at time 2 or, alternatively, a second 
output register) with the last three bytes of register VB and 
the first five bytes of register VA. Because the realignment 
is occurring in the registers, the critical path between the 
cache and the register files is not repeated by additional 
circuitry to provide the realignment, thus allowing a higher 
rate of data transfer into the register files. Thus, it will be 
appreciated that a data vector has been loaded and properly 
aligned into the register file without requiring the additional 
expense and Speed impact of an alignment multiplexer in the 
data path from cache memory to the register file. Further, the 
loading process is efficient for a long vector because, as 
additional bytes of the vector are loaded, the alignment shift 
amount and, therefore, the control vector does not vary and 
does not have to be recalculated. 

With reference now to FIG. 6, there is shown a flow 
diagram 600 of a method for loading and shifting to properly 
align a desired vector into the vector register file from 
memory, in accordance with a preferred embodiment of the 
present invention. The process starts at step 605. In step 610, 
an alignment vector is determined and loaded into the 
control register VC. The alignment vector is determined by 
calculating the appropriate control vector to perform a PWR 
operation on the two input vectors contained in input reg 
isters VA and VB Such that the output vector contained in the 
output register VT is properly loaded with the first eight 
bytes of the vector. This alignment vector is calculated based 
on the memory address of the vector within memory 400 as 
a function of the offset of the memory address of the vector 
from the previous vector register memory boundary. The 
alignment vector Specifies an offset of a Selected vector 
element of the input vector relative to a base address of the 
input vector of Said Second vector: determining the offset of 
said selected vector element of Said first vector. The offset 
and base address are added to produce an effective address 
for each of the vector elements. 

Alternatively, the determination of the alignment vector is 
made by performing a look-up within a look-up table. FIG. 
8 shows an example of a look-up table for 16-byte vector 
processing unit, wherein the pseudo-code for Setting the 
control vector in register VC for the operation of loading and 
aligning a data vector in the System of a preferred embodi 
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8 
ment is shown. The variable “sh” is equal to the lower four 
bits of the effective address of the data vector. This will 
result in a value for VC being taken from a look-up of the 
table corresponding with the column position of the first 
byte of the vector. It can be seen that the control vector is 
Simply formed by Sequentially listing the initial vector byte 
column position, followed by the following column posi 
tions wrapping through the last column position of the 
concatenated registers. Moreover, calculation of the align 
ment vector can begin in parallel with the operations 
required to load the first and Second input registers with the 
first sixteen bytes of the input vector. Therefore, the deter 
mination of the alignment vector does not impact the critical 
path. 

In step 615, a first set of bytes starting from a memory 
boundary and containing the beginning of the first input 
vector is loaded into register VA. A load command by 
definition will automatically ignore the last low order bits of 
the memory pointer value when designating the register 
word within memory 400 to load into the register, thus 
retrieving the Set of bytes Starting from a memory boundary. 
In step 620, the memory pointer is incremented by the 
register word size (i.e. the size of the input registers). In Step 
625, a Second Set of bytes Starting from the next memory 
boundary is loaded from memory 400 into register VB. In 
step 630, a PWR operation is performed on the first and 
Second input vectors as function of the alignment vector to 
properly align the first eight bytes of the input vector in the 
output vector register VT. As seen in FIG. 5, this loads bytes 
“a-c” from register VA and bytes “d-h” from register VB 
into vector register VT. 

In step 635, a vector operation is performed on the output 
vector contained in output register VT. Thereafter, the 
memory pointer is incremented by a vector word at step 640. 
In step 645, the first vector register VA is loaded with the 
next register word (third input vector) from memory starting 
from the third eight-byte memory boundary (1010H). In step 
650, the second input vector contained in input register VB 
is combined with the third input vector contained in the input 
register VA as a function of the alignment vector contained 
in the control register using the PWR operation. As will be 
appreciated, the same control vector loaded in control reg 
ister VC calculated in 610 will properly align the second 
input vector with the third input vector within the output 
register VT. Therefore, the alignment vector does not have 
to be recalculated for Subsequent register words of the same 
input vector loaded from memory 400. 
At step 655, a vector operation is performed on the output 

vector contained within output register VT. At decision 
block 660, it is determined whether the end of the input 
vector(s) has been reached. If it has, the process ends at Step 
665. If more of the vector (or additional vectors) remains to 
be loaded into the register file, the process returns to step 620 
where the memory pointer is incremented by the register 
word to allow the next eight bytes of the input vector to be 
loaded into the vector register files. 
With reference now to FIG. 7, there is shown a conceptual 

diagram of the vector registers as used in one example of a 
PWR operation performed in a 16-byte-based register file 
for the data processing System of the present invention. The 
control vector register VC is loaded with a control vector 
designated by the operational code or computationally 
derived from a previous operation to implement a desired 
high-performance data processing function. Each of the 
input registers VA and VB are loaded with properly aligned 
data vectors to be processed. The data processing System of 
the present system then performs a PWR operation on the 
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two input vectors VA, VB as a function of the control vector 
loaded in the control register VC. Registers VA and VB are 
addressed as 32 Separate elements. AS can be seen in FIG. 7, 
each byte in a given column of the control vector has an 
index value uniquely identifying one of the 32 bytes 
(0-1FH) within the two input vectors that is loaded into a 
corresponding column within the output register. In the 
example of FIG. 7, the control vector indicates that the first 
byte of VT should be loaded with the second byte (“1”) of 
the data vector (the second byte of register VA) and the 
second byte of register VT should be loaded with the 
twenty-first byte (“14H”) of the data vector (the fifth byte of 
register VB). Further, it can be seen that the ninth, tenth and 
eleventh fields of the control vector indicate that the corre 
sponding fields of the output vector should be loaded with 
the replicated byte located in field “ 1C of the input vector 
(the thirteenth byte loaded in register VB). Thus, it can be 
seen that the PWR operation performs a permutation on the 
input vector that can include the replication of Specific bytes 
in multiple bytes of the output vector. 

While the invention has been described in the context of 
a preferred embodiment, it will be apparent to those skilled 
in the art that the present invention may be modified in 
numerous ways and may assume many embodiments other 
than that Specifically set out and described above. 
Accordingly, it is intended by the appended claims to cover 
all modifications of the invention which fall within the true 
Scope of the invention. 
We claim: 
1. A method for combining, in accordance with a control 

vector, at least a first input vector and a Second input vector 
to create an output vector, each vector comprising at least 
first and second vector elements, the method comprising the 
Steps of: 

Storing Said first input vector; 
Storing Said Second input vector; 
Storing Said control vector; 
in response to the first vector element of Said control 

vector, Storing, as the first vector element of Said output 
vector, a selected one of (1) the first vector element of 
the first input vector, (2) the Second vector element of 
the first input vector, (3) the first vector element of the 
Second input vector, or (4) the Second vector element of 
the Second input vector, and 

in response to the Second vector element of Said control 
vector, Storing, as the Second vector element of Said 
output vector, a Selected one of (1) the first vector 
element of the first input vector, (2) the Second vector 
element of the first input vector, (3) the first vector 
element of the Second input vector, or (4) the Second 
vector element of the Second input vector. 

2. The method of claim 1 wherein the vector elements of 
Said input vectors comprise a Set of 2" input vector elements, 
and wherein each of Said vector elements of Said control 
vector Selects one of Said 2" input vector elements. 

3. The method of claim 1 wherein each of Said first and 
second input vectors comprise 2" input vector elements, 
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and wherein each of Said vector elements of Said control 
vector Selects one of Said 2' input vector elements. 

4. A method for combining in an output vector, Vector 
elements of a first input vector and a Second input vector, 
Selected in accordance with a control vector, each vector 
comprising at least first and Second vector elements, the 
method comprising the Steps of 

Storing Said first input vector; 
Storing Said Second input vector; 
Storing Said control vector; 
Selecting, in response to each vector element of Said 

Stored control vector, a respective one of the vector 
elements of Said Stored input vectors, and 

Storing each of Said Selected vector elements as a respec 
tive one of the vector elements of Said output vector, the 
output vector being the same size as the first input 
Vector and the Second input vector. 

5. The method of claim 4 wherein the vector elements of 
Said input vectors comprise a Set of 2" input vector elements, 
and wherein each of Said vector elements of Said control 
vector Selects one of Said 2' input vector elements. 

6. The method of claim 4 wherein each of Said first and 
second input vectors comprise 2" input vector elements, 
and wherein each of Said vector elements of Said control 
vector Selects one of Said 2" input vector elements. 

7. An apparatus for combining, in accordance with a 
control vector, at least a first input vector and a Second input 
vector to create an output vector, each vector comprising at 
least first and Second vector elements, the apparatus com 
prising: 

a first vector register for Storing Said first input vector; 
a Second vector register for Storing Said Second input 

Vector, 
a third vector register for Storing Said control vector; 
a combination network coupled to the first vector register, 

to the Second vector register and to the third vector 
register for Selecting, in response to each vector ele 
ment Stored in Said third vector, a respective one of 
Vector elements Stored in Said first and Said Second 
Vector registers, and 

a fourth vector register for Storing each of Said Selected 
Vector elements. 

8. The apparatus of claim 7 wherein the vector elements 
of Said first and Second vector registers comprise a set of 2" 
input vector elements, and wherein, in response to each of 
Said vector elements of Said control vector, the combination 
network Selects one of Said 2" input vector elements. 

9. The apparatus of claim 7 wherein the vector elements 
of each of Said first and Second vector registers comprise 
2"' input vector elements, and wherein, in response to each 
of Said vector elements of Said control vector, the combi 
nation network Selects one of Said 2" input vector elements. 

k k k k k 


