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BACKGROUND ARCHITECTURES FOR NATURAL 
LANGUAGE PROCESSING 

CROSS REFERENCES TO RELATED 
APPLICATIONS 

[ 0004 ] It has long been a goal to program machines to 
process human readable language , sometimes in part as an 
effort to generate artificial intelligence . However , program 
ming computers to process human readable language has 
proven to be far more difficult than imagined , particularly as 
languages continue to change and evolve , and the meaning 
of words and phrases are more ambiguous and nuanced than 
assumed . A number of techniques are available for process 
ing natural language by computers , but the methods for 
generating these models either are inaccurate and imprecise 
or require months of refinement and programming to accu 
rately model specific subject areas of language . It is desir 
able therefore to develop improved methods for generating 
natural language models that are accurate and quick while 
also reducing human time spent generating the models . 

BRIEF SUMMARY 

[ 0001 ] This application is a continuation of U.S. patent 
application Ser . No. 14 / 964,518 , filed Dec. 9 , 2015 , and 
titled “ ARCHITECTURES FOR NATURAL LANGUAGE 
PROCESSING , " which claims the benefits of U.S. Provi 
sional Application 62 / 089,736 , filed Dec. 9 , 2014 , and titled , 
“ METHODS AND SYSTEMS FOR ANNOTATING 
NATURAL LANGUAGE PROCESSING , " U.S. Provi 
sional Application 62 / 089,742 , filed Dec. 9 , 2014 , and titled , 
“ METHODS AND SYSTEMS FOR IMPROVING 
MACHINE PERFORMANCE IN NATURAL LAN 
GUAGE PROCESSING , " U.S. Provisional Application 
62 / 089,745 , filed Dec. 9 , 2014 , and titled , “ METHODS 
AND SYSTEMS FOR IMPROVING FUNCTIONALITY 
IN NATURAL LANGUAGE PROCESSING , " and U.S. 
Provisional Application 62 / 089,747 , filed Dec. 9 , 2014 , and 
titled , “ METHODS AND SYSTEMS FOR SUPPORTING 
NATURAL LANGUAGE PROCESSING , " the disclosures 
of which are incorporated herein in their entireties and for all 
purposes . 
[ 0002 ] This application is also related to US non provi 
sional applications ( Attorney Docket No. 1402805.00006_ 
IDB006 ) , titled “ METHODS FOR GENERATING NATU 
RAL LANGUAGE PROCESSING SYSTEMS , ” ( Attorney 
Docket No. 1402805.00012_IDB012 ) , titled “ OPTIMIZA 
TION TECHNIQUES FOR ARTIFICIAL INTELLI 
GENCE , ” ( Attorney Docket No. 1402805.00013_IDB013 ) , 
titled “ GRAPHICAL SYSTEMS AND METHODS FOR 
HUMAN - IN - THE - LOOP MACHINE INTELLIGENCE , ” 
( Attorney Docket No. 1402805.00014_IDB014 ) , titled 
“ METHODS AND SYSTEMS FOR IMPROVING 
MACHINE LEARNING PERFORMANCE , ” ( Attorney 
Docket No. 1402805.000015_IDB015 ) , titled “ METHODS 
AND SYSTEMS FOR MODELING COMPLEX TAX 
ONOMIES WITH NATURAL LANGUAGE UNDER 
STANDING , ” ( Attorney Docket No. 1402805.00016_ 
IDB016 ) , titled “ AN INTELLIGENT SYSTEM THAT 
DYNAMICALLY IMPROVES ITS KNOWLEDGE AND 
CODE - BASE FOR NATURAL LANGUAGE UNDER 
STANDING , ” ( Attorney Docket No. 1402805.00017_ 
IDB017 ) , titled “ METHODS AND SYSTEMS FOR LAN 
GUAGE - AGNOSTIC MACHINE LEARNING IN 
NATURAL LANGUAGE PROCESSING USING FEA 
TURE EXTRACTION , ” ( Attorney Docket No. 1402805 . 
00018_IDB018 ) , titled “ METHODS AND SYSTEMS FOR 
PROVIDING UNIVERSAL PORTABILITY IN 
MACHINE LEARNING , ” and Attorney Docket No. 
1402805.00019_IDB019 ) , titled “ TECHNIQUES FOR 
COMBINING HUMAN AND MACHINE LEARNING IN 
NATURAL LANGUAGE PROCESSING , ” each of which 
were filed concurrently with U.S. patent application Ser . No. 
14 / 964,518 , and the entire contents and substance of all of 
which are hereby incorporated in total by reference in their 
entireties and for all purposes . 

[ 0005 ] In some embodiments , a system for generating a 
natural language model is presented . The system may 
include : at least one memory and at least one processor 
communicatively coupled to the at least one memory ; and a 
database module , an application program interface ( API ) 
module , a background processing module , and an applica 
tions module , each stored on the at least one memory and 
executable by the at least one processor ; the API module 
configured to ingest training data representative of docu 
ments to be analyzed by the natural language model and to 
store the training data in the database module ; the back 
ground processing module configured to : generate a hierar 
chical data structure , the hierarchical data structure com 
prising at least two topical nodes , wherein the at least two 
topical nodes represent partitions organized by two or more 
topical themes among the topical content of the training data 
within which the training data is to be subdivided into ; select 
among the training data a plurality of documents to be 
annotated ; generate at least one annotation prompt for each 
document among the plurality of documents to be annotated , 
said annotation prompt configured to elicit an annotation 
about said document indicating which node among the at 
least two topical nodes of the hierarchal data structure said 
document is to be classified into ; the application module 
configured to cause display of the at least one annotation 
prompt for each document among the plurality of documents 
to be annotated ; the API module further configured to 
receive for each document among the plurality of documents 
to be annotated , the annotation in response to the displayed 
annotation prompt ; and the background processing module 
further configured to generate the natural language model 
using an adaptive machine learning process configured to 
determine , among the received annotations , patterns for how 
the documents in the training data are to be subdivided 
according to the at least two topical nodes of the hierarchical 
data structure . 
[ 0006 ] In some embodiments , the background processing 
module is further configured to test performance of the 
natural language model using a subset of the documents 
among the training data that received annotations . In some 
embodiments , the background processing module is further 
configured to : compute a performance metric of the natural 
language model , based on results of the testing ; and deter 
mine whether the natural language model satisfies at least 
one performance criterion based on the computed perfor 

TECHNICAL FIELD 
[ 0003 ] The subject matter disclosed herein generally 
relates to processing data . In some example embodiments , 
the present disclosures relate to systems for generating 
natural language models . 
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mance metric . In some embodiments , the background pro 
cessing module is further configured to : performing one or 
more optimization techniques configured to improve perfor 
mance of the natural language platform , in response to 
determining that the natural language platform fails to 
satisfy the at least one performance criterion based on the 
computed performance metric . In some embodiments , the 
one or more optimization techniques comprises at least one 
of : a feature selection process , a padding and rebalancing 
process of the natural language model , a pruning process of 
the natural language model , a feature discovery process , a 
smoothing process of the natural language model , or a model 
interpolation process . 
[ 0007 ] In some embodiments , the background processing 
module is further configured to : determine that the natural 
language platform fails to satisfy the at least one perfor 
mance criterion based on the computed performance metric ; 
in response to said determining : identify a topical node 
among the two or more topical nodes of the hierarchal data 
structure that the natural language model fails to accurately 
categorize documents into ; select a second plurality of 
documents to be annotated , the second plurality comprising 
documents associated with said topical node that the natural 
language model failed to accurately categorize documents 
into ; and generate a second set of at least one annotation 
prompt for each document among the second plurality of 
documents to be annotated , said annotation prompt among 
the second set configured to elicit an annotation about said 
document to improve the natural language model in accu 
rately categorizing documents into said topical node ; 
wherein the applications module is further configured to 
cause display of the second set of the at least one annotation 
prompt for each document among the second plurality of 
documents to be annotated ; wherein the API module is 
further configured to receive for each document among the 
second plurality of documents to be annotated , a second set 
of annotations in response to the second set of displayed 
annotation prompts ; and wherein the background processing 
module is further configured to generate a refined natural 
language model using the adaptive machine learning process 
and based on the hierarchical data structure , the training data 
and the second set of annotations . 
[ 0008 ] In some embodiments , generating the hierarchical 
data structure comprises : performing a topic modeling pro 
cess configured to identify two or more topics among the 
content of the training data that is configured to define the 
two or more topical nodes of the hierarchical data structure . 
[ 0009 ] In some embodiments , the background processing 
module further configured to access one or more rules 
configured to instruct the natural language model how to 
categorize one or more documents into the two or more 
nodes of the hierarchical data structure . In some embodi 
ments , generating the hierarchical data structure comprises : 
conducting a rules generation process configured to evaluate 
logical consistency among the one or more rules . 
[ 0010 ] In some embodiments , generating the hierarchical 
data structure comprises : generating at least one annotation 
prompt for each topical node among the two or more topical 
nodes in the hierarchical data structure , said annotation 
prompt configured to elicit an annotation about said topical 
node indicating a level of accuracy of placement of the node 
within the hierarchical data structure ; causing display of the 
at least one annotation prompt for each topical node ; and 
receiving for each topical node , the annotation in response 

to the displayed annotation prompt . In some embodiments , 
the background processing module is further configured to 
evaluate performance of the hierarchical data structure based 
on the annotations . In some embodiments , the background 
processing module is further configured to determine that 
the hierarchical data structure fails to satisfy at least one 
performance criterion in response to the evaluating ; and 
modify a logical relationship among the two or more topical 
nodes based on the annotations and in response to deter 
mining that the data structure fails to satisfy the at least one 
performance criterion . 
[ 0011 ] In some embodiments , the API module is further 
configured to receive a training guideline based on the 
annotations to the nodes , the training guideline configured to 
provide instructions to an annotator for answering one or 
more annotation prompts for each document among the 
plurality of documents to be annotated . 
[ 0012 ] In some embodiments , the hierarchical data struc 
ture comprises at least a third topical node and a fourth 
topical node , wherein the third and fourth topical nodes both 
represent sub - partitions within the topical theme of the first 
node and organized by a third and fourth topical theme , 
respectively , among the topical content of the training data 
within which the training data is to be subdivided into . 
[ 0013 ] In some embodiments , a method for generating a 
natural language platform system configured to generate a 
natural language model is presented . The method includes : 
deriving from an analogous natural language platform sys 
tem , parameters configured to optimize performance of said 
analogous system to generate an analogous natural language 
model configured to analyze similar but not identical docu 
ments as the natural language model ; interpolating said 
parameters to be optimized for documents to be analyzed by 
the natural language model ; and implementing the interpo 
lated parameters in the natural language platform system 
such that the interpolated parameters are configured to 
generate the natural language model . 
[ 0014 ] In some embodiments , another system for gener 
ating natural language models is presented . This system may 
include : a full service natural language platform geographi 
cally located at a remote host location and configured to : 
receive training data through a network connection ; train a 
natural language model based on the received training data ; 
and generate predictions about untested data using the 
natural language model ; and a connector module geographi 
cally located at a local client host location and communi 
catively coupled to the full service natural language platform 
through the network connection and configured to : access 
the training data stored in a client data store at the local client 
host location ; format the training data in a uniform manner ; 
transmit the training data to the full service natural language 
platform through the network connection ; receive the pre 
dictions about the untested data ; and store the predictions 
about the untested data in a memory at the local client host 
location . 
[ 0015 ] In some embodiments , the system further includes 
a text extraction module communicatively coupled to the 
connector module and configured to attach to the client data 
store and extract textual data for use as the training data . 
[ 0016 ] In some embodiments , the full service natural 
language platform is further configured to : generate a hier 
archical data structure , the hierarchical data structure com 
prising at least two topical nodes , wherein the at least two 
topical nodes represent partitions organized by two or more 
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topical themes among the topical content of the training data 
within which the training data is to be subdivided into ; select 
among the training data a plurality of documents to be 
annotated ; and generate at least one annotation prompt for 
each document among the plurality of documents to be 
annotated , said annotation prompt configured to elicit an 
annotation about said document indicating which node 
among the at least two topical nodes of the hierarchal data 
structure said document is to be classified into . In some 
embodiments , the full service natural language platform is 
further configured to : cause display of the at least one 
annotation prompt for each document among the plurality of 
documents to be annotated ; receive for each document 
among the plurality of documents to be annotated , the 
annotation in response to the displayed annotation prompt ; 
and generate the natural language model using an adaptive 
machine learning process configured to determine , among 
the received annotations , patterns for how the documents in 
the training data are to be subdivided according to the at 
least two topical nodes of the hierarchical data structure . 
[ 0017 ] In some embodiments , the full service natural 
language platform is further configured to : test performance 
of the natural language model using a subset of the docu 
ments among the training data that received annotations ; 
compute a performance metric of the natural language 
model , based on results of the testing ; determine that the 
natural language platform fails to satisfy the at least one 
performance criterion based on the computed performance 
metric ; in response to said determining : identify a topical 
node among the two or more topical nodes of the hierarchal 
data structure that the natural language model fails to 
accurately categorize documents into ; select a second plu 
rality of documents to be annotated , the second plurality 
comprising documents associated with said topical node that 
the natural language model failed to accurately categorize 
documents into ; generate a second set of at least one 
annotation prompt for each document among the second 
plurality of documents to be annotated , said annotation 
prompt among the second set configured to elicit an anno 
tation about said document to improve the natural language 
model in accurately categorizing documents into said topical 
node ; cause display of the second set of the at least one 
annotation prompt for each document among the second 
plurality of documents to be annotated ; receive for each 
document among the second plurality of documents to be 
annotated , a second set of annotations in response to the 
second set of displayed annotation prompts ; and generate a 
refined natural language model using the adaptive machine 
learning process and based on the hierarchical data structure , 
the training data and the second set of annotations . 

[ 0021 ] FIG . 2A is a diagram showing an example system 
architecture for performing aspects of the present disclosure , 
according to some example embodiments . 
[ 0022 ] FIG . 2B is a diagram of example flowchart for how 
the system architecture according to the diagram in FIG . 2A 
may be utilized to generate other natural language platforms 
that are more tailored to a client's specific needs , according 
to some embodiments . 
[ 0023 ] FIG . 3 is a high level diagram showing various 
examples of types of human communications and what the 
objectives may be for a natural language model to accom 
plish , according to some embodiments . 
[ 0024 ] FIG . 4 is a diagram showing an example flowchart 
for how different data structures within the system architec 
ture may be related to one another , according to some 
example embodiments . 
[ 0025 ] FIG . 5 is a flowchart of a high - level process for 
generating a natural language model , according to some 
embodiments . 
[ 0026 ] FIG . 6 is a diagram of a more detailed view of the 
block 505 of FIG . 5 , describing the ingest data phase , 
according to some embodiments . 
[ 0027 ] FIG . 7 shows a simple example of an ontology . 
[ 0028 ] FIG . 8 shows a more complex example of an 
ontology . 
[ 0029 ] FIGS . 9A and 9B show an even more complex 
example of an ontology . 
[ 0030 ] FIGS . 10A - 10C provide additional example details 
for generating the ontology within the block 510 of FIG . 5 , 
according to some embodiments . 
[ 0031 ] FIGS . 11A and 11B show example displays for 
annotating as part of the adaptive machine learning process , 
according to some embodiments . 
[ 0032 ] FIG . 12 provides a more detailed process flow of 
the block 515 of FIG . 5 , for conducting the adaptive machine 
learning process using the annotations to generate the natu 
ral language model , according to some embodiments . 
[ 0033 ] FIG . 13 provides further details of different 
examples of optimization techniques that may be applied in 
block 1240 of FIG . 12 for performing optimization tech 
niques to improve the natural language model , according to 
some embodiments . 
[ 0034 ] FIG . 14 illustrates a modified process for generat 
ing natural language models , including iterating processes 
between some processes within the create ontology block 
and the conduct adaptive machine learning block of FIG . 5 , 
according to some embodiments . 
[ 0035 ] FIG . 15 provides an additional variant for gener 
ating natural language models , this time including a main 
tenance process for updating currently operating natural 
language models , according to some embodiments . 
[ 0036 ] FIG . 16 is a block diagram illustrating components 
of a machine , according to some example embodiments , 
able to read instructions from a machine - readable medium 
and perform any one or more of the methodologies dis 
cussed herein . 

BRIEF DESCRIPTION OF THE DRAWINGS 

[ 0018 ] Some embodiments are illustrated by way of 
example and not limitation in the figures of the accompa nying drawings . 
[ 0019 ] FIG . 1A is a network diagram illustrating an 
example network environment suitable for aspects of the 
present disclosure , according to some example embodi 
ments . 

DETAILED DESCRIPTION 

[ 0037 ] Example methods , apparatuses , and systems ( e.g. , 
machines ) are presented for generating natural language 
models . 
[ 0038 ] The modes of human communications brought 
upon by digital technologies have created a deluge of 
information that can be difficult for human readers to handle 

[ 0020 ] FIG . 1B is diagram providing additional examples 
of networked environments for generating natural language 
models , according to some embodiments . 
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alone . Companies and research groups may want to deter 
mine trends in the human communications to determine 
what people generally care about for any particular topic , 
whether it be what car features are being most expressed on 
Twitter , what political topics are being most expressed on 
Facebook® , what people are saying about the customer's 
latest product in their customer feedback page , what are the 
key categories written about in a large body of legal docu 
ments , and so forth . In some cases , the companies or the 
research groups may want to determine what are the general 
topics being talked about , to begin with . It may be desirable 
for companies to aggregate and then synthesize the thou 
sands or even millions of human communications from the 
many different modes available in the digital age ( e.g. , 
Twitter® , transcribed speech , email , OCR - ed text , etc. ) to 
determine these objectives . Processing all this information 
by humans alone can be overwhelming and cost - inefficient . 
Methods today may therefore rely on computers to apply 
natural language processing in order to analyze the many 
human communications available in order to filter , organize , 
interpret , categorize , ask questions , respond to questions , 
and extract information from the many human communica 
tions into digestible patterns of communication . 
[ 0039 ] Conventionally , natural language processing may 
involve humans declaring a large number of rules for the 
natural language model to follow . For example , when trying 
to determine how many communications convey negative 
sentiment about a politician , a rule may be generated to 
search for " horrible ” and “ Bill Clinton ” in the same docu 
ment . Similarly , a rule looking for the terms “ wonderful ” 
and “ Bill Clinton " may attempt to find all the communica 
tions conveying positive sentiment about a politician . Con 
ventionally , the natural language model may then parse a 
given number of documents , follow the rules , and attempt to 
categorize the documents by the rules . However , it can 
become clear that the number of rules necessary to capture 
all forms of negative and positive sentiment may be immea 
surable , as there alone are simply dozens of synonyms for 
the words “ bad ” and “ good , ” not to mention all the slang 
terms , and sentiment conveyed by a combination of words 
that may not be captured by any singular rule . Generally , 
performing natural language processing through a rules - only 
approach oftentimes fails to adequately and reliably catego 
rize human communications in a meaningful way . 
[ 0040 ] Alternately , natural language processing may 
involve applying machine learning techniques to a set of 
example documents that have been categorized by human 
annotators , generating statistical inferences for the natural 
language model to follow . For example , a collection of 
documents written about “ Bill Clinton ” may include a subset 
of those documents understood and categorized by a human 
as conveying negative sentiment , and a second subset of 
documents understood and categorized as conveying posi 
tive sentiment . In this way , the natural language models 
generated through machine learning approaches are able to 
recognize many more characteristics of sentiment - convey 
ing text than can be reasonably implemented through rules 
only approaches . Accordingly , the accuracy of such models 
at categorizing human communications may be substantially 
higher than rules - based natural language processing 
approaches . However , conventionally , the use of machine 
learning for performing natural language processing 
requires human annotators to label hundreds or even thou 
sands of example documents before the natural language 

models achieve a satisfactory level of accuracy . Therefore , 
it is desirable to use more effective natural language pro 
cessing techniques to rapidly develop natural language mod 
els that efficiently and accurately summarize the thousands 
or millions of human communications . 
[ 0041 ] Aspects of the present disclosure are presented for 
generating natural language models ( also referred to herein 
as prediction engines ) through a combination of processing 
human annotations of documents and adaptive machine 
learning techniques that determine patterns in the docu 
ments , based in part on the human annotations applied to the 
documents . The natural language platform used to generate 
the models , such as a software system stored in memory of 
one or more servers communicatively coupled in parallel , 
may be configured to dynamically generate human readable 
annotation prompts that may be expressed in varying levels 
of detail and granularity so as to efficiently obtain specific 
annotation information and maximize use of a human anno 
tator's time . An iterative or cyclic process , involving cycling 
between supplying prompts for human annotations to docu 
ments and obtaining the annotations , then generating the 
natural language model using machine learning of the docu 
ments with the annotations , then evaluating the model and 
iterating back to obtaining more human annotations to refine 
the model , and so forth , is also presented . 
[ 0042 ] As an example , the human annotations may assist 
the machine learning techniques to resolve inevitable ambi 
guities in the human communications , as well as provide 
intelligence or meaning to communications that the machine 
does not accurately comprehend a priori . The human anno 
tations can then enable a natural language platform config 
ured to generate these natural language models to provide 
better natural language results of the human communica 
tions , which can then in turn be better refined with the 
assistance of more human annotations as necessary . For 
example , a human annotator may provide an annotation 
about a Tweet reading “ Can you believe this guy ?! ” as 
expressing negative sentiment of the person being refer 
enced , while a rule may fail to flag this Tweet as having 
negative sentiment because no typical negative words are 
contained in the Tweet . 
[ 0043 ] In some embodiments , the natural language plat 
form used to generate the natural language models may be 
configured to generate human readable annotation prompts 
at varying degrees of detail , so as to elicit responses from 
human annotators that match more specifically a level of 
ambiguity the natural language platform is trying to resolve . 
For example , a first level of annotation prompts may include 
determining what subject category ( or categories ) a docu 
ment may be categorized into , among a plurality of first 
categories . This first level may therefore generate a prompt 
to the human annotator that includes a multiple choice 
question including three or more categories that the human 
annotator may choose from , where the human annotator may 
be prompted to select among any or all of the categories . As 
another example , a second level of annotation prompts may 
include determining what subject category a document may 
be best categorized into , among a plurality of second cat 
egories . This second level may therefore generate a prompt 
displayable to the human annotator that includes a multiple 
choice question including three or more categories that the 
human annotator may choose from , where the human anno 
tator may be prompted to select only one category that best 
describes the document . As another example , a third level of 
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annotation prompts may include supplying a binary decision 
to the human annotator , such as asking whether it fits into a 
category or not ( e.g. , a yes or no or a true or false question ) . 
[ 0044 ] Depending on the amount and precision of infor 
mation that the natural language model has already obtained , 
the natural language platform may dynamically adjust the 
type of annotation prompts to supply to human annotators . 
For example , if the natural language model possesses little 
information about a document or a category of documents , 
the natural language platform may be configured to supply 
a more open ended question to human annotators , such as an 
annotation prompt at the first level . On the other hand , if the 
natural language model possesses precise information about 
a document or a category of documents , the natural language 
platform may be configured to supply a more precise ques 
tion to the human annotators , such as an annotation prompt 
at the third level . In this way , information to improve the 
natural language model may be more efficiently obtained 
and may maximize the use of human annotators ' time . 
[ 0045 ] In addition , aspects of the present disclosure may 
construct natural language models based on this iterative 
process that can be specifically tailored to a customer's 
unique needs or subject matter area . For example , the words 
important to categorizing communications in biotechnology 
may be different than the words important to categorizing 
communications in the automobile industry . The biotech 
nology user may desire to tailor a natural language model to 
better understand articles related to biotechnology , while the 
automobile industry user may desire to tailor the same or a 
different natural language model to better understand cus 
tomer feedback emails . As another example , the language , 
grammar , and idioms used in social media may vary dras 
tically from communications in professional writings , e.g. , 
legal or medical journals . A user focusing on Twitter 
communications may desire to tailor the natural language 
model to better determine when tweets of adolescent teens 
convey positive sentiment or negative sentiment , while a 
user focusing on legal documents may desire to tailor a 
natural language model to better understand whether a legal 
decision is favorable or unfavorable , and to see how many 
scholarly articles are written about the legal decision and 
what percentage of them are critical of the legal decision . 
Aspects of the present disclosure therefore are robust 
enough to generate a natural language model to interpret 
documents in any language ( or languages ) and for any 
number of topics or subject areas contained within the 
documents . 
[ 0046 ] The natural language generation platform may be 
configured to process the human annotations to any of these 
areas in order to better inform the natural language model 
how to understand these complex communications . The 
natural language model can be trained through the iterative 
process utilizing human annotations to more easily deter 
mine how to categorize any of these diverse areas of human 
communications . 
[ 0047 ] In some embodiments , the various categories or 
topics , sometimes referred to herein as labels , that the 
documents are intended to be grouped into may be organized 
by a hierarchical data structure , referred to herein as an 
ontology . The hierarchical structure design of the ontology 
may define a plurality of subcategories , or sub labels , that 
thematically or topically fit within a larger umbrella label . 
For example , a set of documents about customer service 
emails of a telecommunications company may be catego 

rized into an ontology where a first label of the ontology may 
be simply " customer service . ” Under this first label , multiple 
sub labels may be included that thematically fall within the 
broader label of customer service , such as “ Internet , " 
" phone , ” and “ customer service experience . ” There may be 
further sub labels , such as “ Check the router power , ” which 
could be specific responses to questions in the customer 
service exchange , representing a single intention type of the 
person emailing the customer service representative : in this 
example , the intention to get solutions for a broken internet 
connection . In general , an ontology may include multiple 
levels of sub labels under higher levels of sub labels , and so 
forth . Similarly , an ontology may include multiple labels 
which define a plurality of common subcategories , that 
thematically or topically fit within each larger umbrella . In 
its totality , the ontology can represent the multiple label , 
information extracted , and sequence of responses to ques 
tions , for an entire business unit and organization . 
[ 0048 ] In some embodiments , these labels of the ontology 
may define and provide structure for the categorization of 
millions of documents by the natural language model . That 
is , developing the natural language model will include a goal 
of training the natural language model to accurately classify 
each of the documents in a set of documents into one or more 
of the labels in the hierarchical data structure . In some 
embodiments , a process for generating the natural language 
model includes a subprocess for first generating this ontol 
ogy . Once generated , the ontology may be used to guide the 
aforementioned iterative process of obtaining human anno 
tations and applying them in adaptive machine learning 
processes to generate a natural language model . 
[ 0049 ] Once tuned to a user's specific needs through the 
aforementioned iterative process , the natural language 
model can then be applied to untested human communica 
tions , and may generate an output that summarizes which 
human communications and how many are categorized into 
the various labels in the ontology structure ( e.g. , positive 
sentiment of a politician , negative sentiment of a politician ) . 
The process conducted through the natural language model 
for classifying the thousands or even millions of documents 
into the specified topics ( also referred to herein as labels ) 
may be referred to herein as a document - scope task . 
[ 0050 ] In some embodiments , a natural language model of 
the present disclosures may also be configured to extract 
specific subsets of text from documents ( e.g. , extract every 
phrase mentioning an anticipated cost or savings in a docu 
ment discussing tax reform , or extract all words naming the 
crew in one or more documents relating to the latest block 
buster movie ) . This process conducted through the natural 
language model for extracting specific types of text from one 
or more documents may be referred to herein as a span 
scope task . In general , as used herein , a span may refer to a 
subset of words or characters in a document , such as a 
paragraph , multiple paragraphs , sentences , or a plurality of 
words . Performing a span scope task may also include first 
generating an ontology , and then conducting the iterative 
human annotation and adaptive machine learning process , in 
some embodiments . 
[ 0051 ] In some embodiments , a natural language platform 
of the present disclosures may also be configured to simply 
identify or discover what categories or subject areas ( e.g. , 
labels ) the documents may be thematically organized into . 
For example , it may not be known what are the top twenty 
subject areas being most discussed in all tweets within the 
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first week of September 2015. Before a natural language 
model can be generated to summarize what sentiment is 
being conveyed about these top twenty most discussed 
subject areas , it should be known what kinds of subject 
matters these tweets generally discuss in the first place . The 
process for discovering what topics or subject areas the 
documents may be thematically organized into may be 
referred to as topic modeling . 
[ 0052 ] In some embodiments , a natural language platform 
of the present disclosures may also be configured to utilize 
rules in combination with the iterative human annotation / 
machine learning process . In some embodiments , the rules 
may be imported from an existing body specified by a user 
or customer . In addition , the natural language model may be 
generated with the aid of any pre - existing conditions speci 
fied by the user , such as specified topics or rules , and 
embodiments are not so limited . 
[ 0053 ] In some embodiments , a natural language model 
may be generated using previously generated natural lan 
guage models that were tailored to different but similar 
subject areas . In addition , the natural language model may 
be refined or updated through a maintenance process so that 
the model may be better suited to handle new data with an 
evolving body of words . For example , a natural language 
model for processing tweets may be refined over time to 
account for new slang or idioms that were not previously 
used in the common vernacular . 
[ 0054 ] Examples merely demonstrate possible variations . 
Unless explicitly stated otherwise , components and func 
tions are optional and may be combined or subdivided , and 
operations may vary in sequence or be combined or subdi 
vided . In the following description , for purposes of expla 
nation , numerous specific details are set forth to provide a 
thorough understanding of example embodiments . It will be 
evident to one skilled in the art , however , that the present 
subject matter may be practiced without these specific 
details . 
[ 0055 ] Referring to FIG . 1A , a network diagram illustrat 
ing an example network environment 100 suitable for per 
forming aspects of the present disclosure is shown , accord 
ing to some example embodiments . The example network 
environment 100 includes a server machine 110 , a database 
115 , a first device 120 for a first user 122 , and a second 
device 130 for a second user 132 , all communicatively 
coupled to each other via a network 190. The server machine 
110 may form all or part of a network - based system 105 
( e.g. , a cloud - based server system configured to provide one 
or more services to the first and second devices 120 and 
130 ) . The server machine 110 , the first device 120 , and the 
second device 130 may each be implemented in a computer 
system , in whole or in part , as described below with respect 
to FIG . 16. The network - based system 105 may be an 
example of a natural language platform configured to gen 
erate natural language models as described herein . The 
server machine 110 and the database 115 may be compo 
nents of the natural language platform configured to perform 
these functions . While the server machine 110 is represented 
as just a single machine and the database 115 where is 
represented as just a single database , in some embodiments , 
multiple server machines and multiple databases communi 
catively coupled in parallel or in serial may be utilized , and 
embodiments are not so limited . 
[ 0056 ] Also shown in FIG . 1A are a first user 122 and a 
second user 132. One or both of the first and second users 

122 and 132 may be a human user , a machine user ( e.g. , a 
computer configured by a software program to interact with 
the first device 120 ) , or any suitable combination thereof 
( e.g. , a human assisted by a machine or a machine super 
vised by a human ) . The first user 122 may be associated with 
the first device 120 and may be a user of the first device 120 . 
For example , the first device 120 may be a desktop com 
puter , a vehicle computer , a tablet computer , a navigational 
device , a portable media device , a smartphone , or a wearable 
device ( e.g. , a smart watch or smart glasses ) belonging to the 
first user 122. Likewise , the second user 132 may be 
associated with the second device 130. As an example , the 
second device 130 may be a desktop computer , a vehicle 
computer , a tablet computer , a navigational device , por 
table media device , a , smartphone , or a wearable device 
( e.g. , a smart watch or smart glasses ) belonging to the 
second user 132. The first user 122 and a second user 132 
may be examples of users or customers interfacing with the 
network - based system 105 to utilize a natural language 
model according to their specific needs . In other cases , the 
users 122 and 132 may be examples of annotators who are 
supplying annotations to documents to be used for training 
purposes when developing a natural language model . In 
other cases , the users 122 and 132 may be examples of 
analysts who are providing inputs to the natural language 
platform to more efficiently train the natural language 
model . The users 122 and 132 may interface with the 
network - based system 105 through the devices 120 and 130 , 
respectively . 
[ 0057 ] Any of the machines , databases 115 , or first or 
second devices 120 or 130 shown in FIG . 1A may be 
implemented in a general - purpose computer modified ( e.g. , 
configured or programmed ) by software ( e.g. , one or more 
software modules ) to be a special - purpose computer to 
perform one or more of the functions described herein for 
that machine , database 115 , or first or second device 120 or 
130. For example , a computer system able to implement any 
one or more of the methodologies described herein is 
discussed below with respect to FIG . 16. As used herein , a 
" database ” may refer to a data storage resource and may 
store data structured as a text file , a table , a spreadsheet , a 
relational database ( e.g. , an object - relational database ) , a 
triple store , a hierarchical data store , any other suitable 
means for organizing and storing data or any suitable 
combination thereof . Moreover , any two or more of the 
machines , databases , or devices illustrated in FIG . 1A may 
be combined into a single machine , and the functions 
described herein for any single machine , database , or device 
may be subdivided among multiple machines , databases , or 
devices . 
[ 0058 ] The network 190 may be any network that enables 
communication between or among machines , databases 115 , 
and devices ( e.g. , the server machine 110 and the first device 
120 ) . Accordingly , the network 190 may be a wired network , 
a wireless network ( e.g. , a mobile or cellular network ) , or 
any suitable combination thereof . The network 190 may 
include one or more portions that constitute a private net 
work , a public network ( e.g. , the Internet ) , or any suitable 
combination thereof . Accordingly , the network 190 may 
include , for example , one or more portions that incorporate 
a local area network ( LAN ) , a wide area network ( WAN ) , 
the Internet , a mobile telephone network ( e.g. , a cellular 
network ) , a wired telephone network ( e.g. , a plain old 
telephone system ( POTS ) network ) , a wireless data network 
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( e.g. , WiFi network or WiMax network ) , or any suitable 
combination thereof . Any one or more portions of the 
network 190 may communicate information via a transmis 
sion medium . As used herein , “ transmission medium ” may 
refer to any intangible ( e.g. , transitory ) medium that is 
capable of communicating ( e.g. , transmitting ) instructions 
for execution by a machine ( e.g. , by one or more processors 
of such a machine ) , and can include digital or analog 
communication signals or other intangible media to facilitate 
communication of such software . 
[ 0059 ] Referring to FIG . 1B , diagram 150 provides addi 
tional examples of networked environments for generating 
natural language models , according to some embodiments . 
Diagram 150 provides a block diagram view of various 
configurations of a natural language platform configured to 
generate natural language models may interact with various 
data structures of a client , such as a user 120 or 130. In 
diagram 150 , three options are illustrated . According to any 
of the three options , a flow of data transfer for generating 
natural language models begins at a client data store 155 . 
The client data store 155 may contain a repository of data 
that is used to train and ultimately generate the natural 
language model . In some embodiments , a text extraction 
module 157 may be installed or communicatively coupled to 
the client data store 155 and may be configured to extract 
textual data . For example , the client data store 155 may 
contain scanned copies of articles or printed text . The text 
extraction module 157 may be configured to convert the 
scanned copies into computer readable text . The textual data 
may be transmitted to a connector 160 , which may include 
software and hardware configured to act as a bridge that 
interfaces between the client data store 155 and one or more 
natural language platforms . 
[ 0060 ] According to Option # 1 , from the connector 160 , 
the textual data may be transmitted to a full - service natural 
language platform 170 through the network 190. The full 
service natural language platform 170 may be located geo 
graphically distinct from the client , such as in a cloud 
environment . The full - service natural language platform 170 
may be configured to provide all available services for 
generating natural language models described herein , the 
various services of which will be described more fully 
below . At the least , the full - service natural language plat 
form 170 may be configured to generate a natural language 
model for the client by training the model on the textual data 
derived from the client data store 155. As shown , this 
process may occur in the cloud environment . In addition , the 
full - service natural language platform 170 may also be 
configured to apply the trained natural language model on 
untested , “ live ” data , referred to herein as providing predic 
tions on the untrained and untested data . The untrained or 
untested data may also be obtained from the client , such as 
from the client data store 155. As shown , this process also 
may occur in the cloud environment . The results of these 
predictions may be transmitted back to the client , through 
the network 190 , bridged by the connector 160 , and ulti 
mately stored in a results repository 185 . 
[ 0061 ] According to Option # 2 , from the connector 160 , 
the textual data may be transmitted to a client - controlled 
natural language platform 175. The client control platform 
175 may be stored locally and within the exclusive control 
of the client , according to some embodiments . In this option , 
the client - controlled platform 175 may be configured to 
deploy a pre - generated natural language model , meaning the 

natural language model was already trained with previous 
data . The arrow from the connector 160 to the client 
controlled platform 175 lists only " prediction , " meaning that 
the ability to train a natural language model is not available 
in this option . However , as shown , the client is able to utilize 
the pre - generated natural language model to make predic 
tions on the untrained and untested data . These results are 
supplied to the connector 160 , and ultimately stored in the 
results repository 185. According to this option , the client 
may have exclusive control of the natural language model , 
and is not required to release its data to an off - site platform 
in order to utilize any natural language model . Thus , Option 
# 2 allows for greater privacy for the client . 
[ 0062 ] According to Option # 3 , from the controller 160 , 
the textual data may be transmitted to a client controlled 
natural language platform 180 and that provides full ser 
vices . In this option , the full - service natural language plat 
form 170 may be duplicated locally at the client site . This 
option may be more costly to the client , but may be more 
comprehensive . The services provided through the cloud 
190 at the full - service natural language platform 170 may be 
substantially identical at the local full - service natural lan 
guage platform 180 , according to some embodiments . 
[ 0063 ] Referring to FIG . 2A , a diagram 200 is presented 
showing an example system architecture for performing 
aspects of the present disclosure , according to some example 
embodiments . The example system architecture according to 
diagram 200 represents various data structures and their 
interrelationships that may comprise a natural language 
platform , such as the natural language platform 170 , or the 
network - based system 105. These various data structures 
may be implemented through a combination of hardware 
and software , the details of which may be apparent to those 
with skill in the art based on the descriptions of the various 
data structures described herein . For example , an API mod 
ule 205 includes one or more API processors , where multiple 
API processors may be connected in parallel . In some 
example embodiments , the repeating boxes in the diagram 
200 represent identical servers or machines , to signify that 
the system architecture in diagram 200 may be scalable to an 
arbitrary degree . The API module 205 may represent a point 
of contact for multiple other modules , includes a database 
module 210 , a cache module 215 , background processes 
module 220 , applications module 225 , and even an interface 
for users 235 in some example embodiments . The API 
module 205 may be configured to receive or access data 
from database module 210. The data may include digital 
forms of thousands or millions of human communications . 
The cache module 215 may store in more accessible 
memory various information from the database module 210 
or from users 235 or other subscribers . Because the database 
module 210 and cache module 215 show accessibility 
through API module 205 , the API module 205 can also 
support authentication and authorization of the data in these 
modules . The background module 220 may be configured to 
perform a number of background processes for aiding natu 
ral language processing functionality . Various examples of 
the background processes include a model training module , 
a cross validation module , an intelligent queuing module , a 
model prediction module , a topic modeling module , an 
annotation aggregation module , an annotation validation 
module . These various modules are described in more detail 
below as well as in non - provisional applications ( Attorney 
Docket Nos . 1402805.00012_IDB012 , 1402805.00013_ 
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IDB013 , 1402805.00014_IDB014 , 1402805.00016_ 
IDB016 , 1402805.00017_IDB017 , and 1402805.00019_ 
IDB019 ) , each of which are again incorporated by reference 
in their entireties . The API module 205 may also be con 
figured to support display and functionality of one or more 
applications in applications module 225 . 
[ 0064 ] In some example embodiments , the users 235 may 
access the API module 205 , in some cases enabling the users 
235 to create their own applications using the system 
architecture of diagram 200. The users 235 may be other 
examples of the users 120 or 130 , and may also include 
project managers and analysts . Project managers may utilize 
the natural language platform to direct the overall construc 
tion of one or more natural language models . Analysts may 
utilize the natural language platform to provide expert 
analysis and annotations to more efficiently train a natural 
language model . Also , annotators 230 may have access to 
applications already created in applications module 225 . 
Further discussion about the annotators is found more below . 
[ 0065 ] In some embodiments , the system architecture 
according to diagram 200 may be scalable and reproducible 
at various client sites , in some cases consistent with the 
descriptions of FIG . 1B . Thus , the database modules 210 and 
the cache module 215 may be implemented specifically for 
each client , such that each client does not share memory 
capacity with another client to ensure better privacy . 
[ 0066 ] Referring to FIG . 2B , diagram 250 provides an 
example flowchart for how the system architecture accord 
ing to diagram 200 may be utilized to generate other natural 
language platforms that are more tailored to a client's 
specific needs , according to some embodiments . For 
example , a pre - existing natural language platform according 
to the diagram 200 may have already been constructed at the 
client site . The various API modules 205 , database modules 
210 , cache modules 215 , background modules 220 , and 
display modules 225 of the pre - existing natural language 
platform may have been constructed and tailored to specific 
client needs and / or specific subject matter areas . For 
example , the pre - existing natural language platform may 
have been constructed to generate one or more natural 
language models related to comments on Twitter about 
baseball . When generating a new natural language platform 
for similar subject matter , it may be desirable to start with 
the pre - existing natural language platform . For example , it 
may be desirable to base a new natural language platform for 
a client that desires to process text from Twitter related to all 
professional sports on the pre - existing natural language 
platform configured to generate natural language models 
about baseball . 
[ 0067 ] In this respect , still referring to diagram 250 , in 
some embodiments , an interpolation operation 255 may be 
applied to the pre - existing natural language platform . The 
interpolation operation 255 may include copying various 
modules , data and labels from the pre - existing natural lan 
guage platform over to the new natural language platform . 
For example , the various background modules 220 may be 
calibrated to more efficiently handle text from Twitter , 
knowing the general size of tweets and having various 
libraries for understanding contemporary vernacular in 
tweets . The cache sizes and other various settings in the 
cache modules 215 may also be attuned to efficiently handle 
tweets , as another example . The same settings may be 
applied to the new natural language platform as a starting 
point . At block 260 , the new natural language platform may 

be generated , and may include various adjustments from the 
pre - existing natural language platform . As yet another 
example , the server computation resources assigned to the 
various background modules 220 may be adjusted in relation 
to the API modules 205 , so that more computation resources 
are available for intelligent queuing . 
[ 0068 ] In some embodiments , the natural language plat 
form may be implemented by partitioning each of the API 
modules 205 , application modules 225 , background process 
ing modules 220 , cache modules 215 and database modules 
210 to be implemented within individual containers . In such 
embodiments , platform interpolation may be implemented 
by adjusting the proportion of processing resources ( e.g. , 
memory , network , storage and computation ) assigned to 
each such container . Other components that may be inter 
polated from pre - existing and analogous platforms may 
include computational resources ( CPU performance , 
memory ) reserved for the background processing modules 
relative to the API module . If the interpolated system will be 
used primarily for prediction , rather than for topic modeling 
or re - training , then a greater share of CPU resources may be 
allocated to the API module . Another example includes 
selecting an optimized default text encoding for the lan 
guage ( s ) used in the interpolated systems . For example , if 
the interpolated system will only process Western European 
characters ( no emoji , Cyrillic , or East Asian languages , et 
al . ) , then using ISO - 8859-1 instead of UTF - 8 can improve 
performance and reduce storage cost . 
[ 0069 ] Referring to FIG . 3 , a high level diagram 300 is 
presented showing various examples of types of human 
communications and what the objectives may be for a 
natural language model to accomplish . That is , while FIGS . 
1A - 2B have described the various structures of a natural 
language platform configured to generate one or more 
natural language models , FIG . 3 and the following figures 
will now discuss the various example functional objectives 
to be accomplished and various example technical processes 
used to achieve these functional objectives . Here , various 
sources of data , sometimes referred to as a collection of 
documents 305 , may be obtained and stored in , for example 
database 115 , client data store 155 , or database modules 210 , 
and may represent different types of human communica 
tions , all capable of being analyzed by a natural language 
model . Examples of the types of documents 305 include , but 
are not limited to , posts in social media , emails or other 
writings for customer feedback , pieces of or whole journal 
istic articles , commands spoken or written to electronic 
devices , and pieces of or whole scholarly texts . Other types 
include transcribed call center recordings , electronic ( in 
stant ) messages , corporate communications ( e.g. , SEC 10 - k , 
10 - q ) , confidential documents and communications stored 
on internal collaboration systems ( e.g. , SharePoint , Notes ) , 
and questions and answers , either in isolation or as part of 
longer dialogues . 
[ 0070 ] In some embodiments , at block 310 , it may be 
desired to classify any of the documents 305 into a number 
of enumerated categories or topics , consistent with some of 
the descriptions mentioned above . This may be referred to as 
performing a document - scope task . For example , a user 130 
in telecommunications may supply thousands of customer 
service emails related to services provided by a telecommu 
nications company . The user 130 may desire to have a 
natural language model generated that classifies the emails 
into predetermined categories , such as negative sentiment 
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about their Internet service , positive sentiment about their 
Internet service , negative sentiment about their cable ser 
vice , and positive sentiment about their cable service . As 
previously mentioned , these various categories for which a 
natural language model may classify the emails into , e.g. 
“ negative ” sentiment about “ Internet service , ” “ positive ” 
sentiment about “ Internet service , ” “ negative ” sentiment 
about “ cable service , " etc. , may be referred to as “ labels . ” 
Based on these objectives , at block 315 , a natural language 
model may be generated that is tailored to classify these 
types of emails into these types of labels . 
[ 0071 ] As another example , in some embodiments , at 
block 320 , it may be desired to extract specific subsets of 
text from documents , consistent with some of the descrip 
tions mentioned above . This may be another example of 
performing a span - scope task , in reference to the fact that 
this function focuses on a subset within each document ( as 
previously mentioned , referred to herein as a “ span ” ) . For 
example , a user 130 may desire to identify all instances of 
a keyword , key phrase , or general subject matter within a 
novel . Certainly , this span scope task may be applied to 
multiple novels or other documents . Here too , based on this 
objective , at block 315 , a natural language model may be 
generated that is tailored to perform this function for a 
specified number of documents . 
[ 0072 ] As another example , in some embodiments , at 
block 325 , it may be desired to discover what categories the 
documents may be thematically or topically organized into 
in the first place , consistent with descriptions above about 
topic modeling . In some cases , the user 130 may utilize the 
natural language platform only to perform topic modeling 
and to discover what topics are most discussed in a specified 
collection of documents 305. To this end , the natural lan 
guage platform may be configured to conduct topic model 
ing analysis at block 330. Topic modeling is discussed in 
more detail below , as well as in applications ( Attorney 
Docket Nos . 1402805.00012_IDB012 , 1402805.00013_ 
IDB013 , 1402805.00015_IDB015 , and 1402805.00019_ 
IDB019 ) , each of which are again incorporated herein by 
reference in their entireties . In some cases , it may be desired 
to then generate a natural language model that categorizes 
the documents 305 into these newfound topics . Thus , after 
performing the topic modeling analysis 230 , in some 
embodiments , the natural language model may also be 
generated at block 315 . 
[ 0073 ] Referring to FIG . 4 , a diagram 400 is presented 
showing an example flowchart for how different data struc 
tures within the system architecture may be related to one 
another , according to some example embodiments . Here , the 
collections data structure 410 represents a set of documents 
435 that in some cases may generally be homogenous . A 
document 435 represents human communication 
expressed in a single discrete package , such as a single 
tweet , a webpage , a chapter of a book , a command to a 
device , or a journal article , or any part thereof . Each 
collection 410 may have one or more tasks 430 associated 
with it . A task 430 may be thought of as a classification 
scheme . For example , a collection 410 of tweets may be 
classified by its sentiment , e.g. a positive sentiment or a 
negative sentiment , where each classification constitutes a 
task 430 about a collection 410. A label 445 refers to a 
specific prediction about a specific classification . For 
example , a label 445 may be the “ positive sentiment ” of a 
human communication , or the “ negative sentiment ” of a 

human communication . In some cases , labels 445 can be 
applied to merely portions of documents 435 , such as 
paragraphs in an article or particular names or places men 
tioned in a document 435. For example , a label 445 may be 
a " positive opinion " expressed about a product mentioned in 
a human communication , or a “ negative opinion ” expressed 
about a product mentioned in a human communication . In 
some example embodiments , a task may be a sub - task of 
another task , allowing for a hierarchy or complex network of 
tasks . For example , if a task has a label of “ positive 
opinion , ” there might be sub - tasks for types of “ positives 
opinions , " like " intention to purchase the product , " " positive 
review , ” “ recommendation to friend , ” and so on , and there 
may be subtasks that capture other relevant information , 
such as “ positive features . " 
[ 0074 ] Annotations 440 refer to classifications imputed 
onto a collection 410 or a document 435 by an external 
source , such as human input , interpolation from an existing 
natural language model , or application of an external trans 
formation process on the metadata included with the docu 
ment ( e.g. , customer value , geographic location , etc. ) . As an 
example , an annotation 440 applies a label 445 manually to 
a document 435. In other cases , annotations 440 are pro 
vided by users 235 from pre - existing data . In other cases , 
annotations 440 may be derived from human critiques of one 
or more documents 435 , where the computer determines 
what annotation 440 should be placed on a document 435 ( or 
collection 410 ) based on the human critique . In other cases , 
with enough data in a language model , annotations 440 of a 
collection 410 can be derived from one or more patterns of 
pre - existing annotations found in the collection 410 or a 
similar collection 410 . 
[ 0075 ] In some example embodiments , features 450 refer 
to a library or collection of certain key words or groups of 
words that may be used to determine whether a task 430 
should be associated with a collection 410 or document 435 . 
Thus , each task 430 has associated with it one or more 
features 450 that help define the task 430. In some example 
embodiments , features 450 can also include a length of 
words or other linguistic descriptions about the language 
structure of a document 435 , in order to define the task 430 . 
For example , classifying a document 435 as being a legal 
document may be based on determining if the document 435 
contains a threshold number of words with particularly long 
lengths , words belonging to a pre - defined dictionary of 
legal - terms , or words that are related through syntactic 
structures and semantic relationships . In some example 
embodiments , features 450 are defined by code , while in 
other cases features 450 are discovered by statistical meth 
ods . In some ample embodiments , features 450 are treated 
independently , while in other cases features 450 are net 
worked combinations of simpler features that are used in 
combination utilizing techniques like “ deep - learning ” or 
“ topic modeling . ” In some example embodiments , combi 
nations of the methods described herein may be used to 
define the features 450 , and embodiments are not so limited . 
One or more processors may be used to identify in a 
document 435 the words found in features data structure 450 
to determine what task should be associated with the docu 
ment 435 . 
[ 0076 ] In some example embodiments , a work unit's data 
structure 455 specifies when humans should be tasked to 
further examine a document 425. Thus , human annotations 
may be applied to a document 435 after one or more work 
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units 455 is applied to the document 435. The work units 455 
may specify how many human annotators should examine 
the document 435 and in what order of documents should 
document 435 be examined . In some example embodiments , 
work units 455 may also determine what annotations should 
be reviewed in a particular document 435 and what the 
optimal user interface should be for review . 
[ 0077 ] In some example embodiments , the data structures 
405 , 415 , 420 and 425 represent data groupings related to 
user authentication and user access to data in system archi 
tecture . For example , the subscribers block 405 may repre 
sent users and associated identification information about 
the users . The subscribers 405 may have associated API keys 
415 , which may represent one or more authentication data 
structures used to authenticate subscribers and provide 
access to the collections 410. Groups 420 may represent a 
grouping of subscribers based on one or more common 
traits , such as subscribers 405 belonging to the same com 
pany . Individual users 425 capable of accessing the collec 
tions 410 may also result from one or more groups 420. In 
addition , in some cases , each group 420 , user 425 , or 
subscriber 405 may have associated with it a more person 
alized or customized set of collections 510 , documents 435 , 
annotations 440 , tasks , 430 , features 450 , and labels 445 , 
based on the specific needs of the customer . 
[ 0078 ] Referring to FIG . 5 , flowchart 500 provides a 
high - level process for generating a natural language model , 
according to some embodiments . The high - level process 
described in FIG . 5 may be implemented by a natural 
language platform , various examples of which have been 
described herein . Starting at block 505 , a natural language 
platform may be configured to ingest training data repre 
sentative of documents that will ultimately be analyzed by 
the natural language model once the natural language model 
is fully trained . Examples of training data may include 
exactly the types of documents that are intended to be 
analyzed by the natural language model , including any of the 
example collections of documents 305. In addition , subsets 
of documents may be used for training data , such as para 
graphs , excerpts , chapters , or articles of larger bodies of text . 
The training data may be obtained from a number of 
different sources , including for example , from databases 
controlled by the client like the client data store 155. In other 
cases , the training data may be obtained from public sources 
or from data sets used to derive previously trained natural 
language models . Example processes describing further 
details of how the natural language platform may be con 
figured to ingest the training data will be described in more 
detail below . 
[ 0079 ] At block 510 , the natural language platform may 
then be configured to create a hierarchical data structure 
used to organize the collection of documents in question , 
according to some embodiments . As previously mentioned , 
this hierarchical data structure may be referred to as an 
ontology . The ontology may include one or more labels that 
the documents are to be categorized into . The one or more 
labels may be organized into a hierarchical structure , based 
on a logical relationship between the labels . For example , if 

label may be thought of as having a logical subset of one 
or more additional labels , then the one or more additional 
labels may be represented as a sub node under the one label . 
Examples of this hierarchical tree structure will be described 
in more detail below . 

[ 0080 ] In some embodiments , the ontology may be created 
based on labels generated or discovered through the topic 
modeling process mentioned above . For example , if a client 
desires to generate a natural language model for performing 
the task of classification analysis of a random collection of 
tweets generated within the last two weeks of a calendar 
year , and the client wants to classify the collection of tweets 
into the top 10 most discussed topics , topic modeling may 
first be performed on the collection of tweets to discover 
precisely what these top 10 topics are . These top 10 topics 
may then be organized in a hierarchical structure of an 
ontology , and may include some of the topics as sub nodes 
under other topics , based on a logical or thematic relation 
ship . For example , Christmas may be a very often discussed 
topic within the last two weeks of the calendar year , and 
within the general topic of “ Christmas , ” there may be 
discussed “ presents ” and “ Santa Claus . ” Thus , the topics 
( also called labels ) of “ presents ” and “ Santa Claus ” may be 
organized in the ontology as sub nodes of the “ Christmas ” 
label . 
[ 0081 ] In some embodiments , the ontology may also be 
created based on direct inputs from the client , such as 
manual inputs for labels the client knows or intends should 
be included in the ontology , as well as previously generated 
ontology's to be imported by the client . In addition , the 
ontology may be created through an iterative verification 
process involving receiving annotations from expert anno 
tators or other analysts . Additional details of these variants 
will be described more below . 
[ 0082 ] At block 515 , after an ontology has been estab 
lished , the natural language platform may be configured to 
conduct an adaptive machine learning process to generate 
the natural language model . This adaptive machine learning 
process may train the natural language model on how to 
categorize the training data into the various labels as struc 
tured in the ontology . In some embodiments , the natural 
language platform may be configured to conduct an iterative 
process including generating and receiving human annota 
tions about the documents and then training the model based 
on these annotations . In some embodiments , the iterative 
process may be repeated based on a determination of 
whether the trained model meets various performance cri 
teria . If the performance criteria are not satisfied , in some 
embodiments , the natural language platform may also be 
configured to conduct one or more optimization techniques 
before repeating the process of generating and receiving new 
human annotations and then training the model based on 
these annotations . Further details for conducting this adap 
tive machine learning process are described in more detail 
below . 
[ 0083 ] At block 520 , once the training process is complete 
and the natural language model has been sufficiently trained 
( e.g. , the trained model satisfies one or more threshold 
performance criteria ) , then the natural language model may 
be utilized by the natural language platform to analyze 
untested data as specified by the user or client . As referred 
to in previous figures , such as FIG . 1B , this phase of the 
process may be referred to as predicting or generating 
predictions , and the utilization of the natural language model 
at this stage may be consistent with the discussion of 
predictions as described in FIG . 1B . An example output for 
analyzing the untested data using the natural language model 
may include organizing the documents into the various 
labels and sub labels as specified in the ontology structure , 

one 
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or tagging individual documents with all relevant labels and 
sub - labels from the ontology . In some embodiments , various 
graphics in one or more graphical user interfaces may also 
be included and may being configured to graphically depict 
how the documents are organized within the ontology struc 
ture . Examples of these displays are described in application 
( Attorney Docket No. 1402805.00013_IDB013 ) , which is 
again incorporated herein by reference in its entirety . 
[ 0084 ] Referring to FIG . 6 , diagram 600 provides a more 
detailed view of the block 505 of FIG . 5 , describing the 
ingest data phase , according to some embodiments . For 
example , at block 605 , the natural language platform may be 
configured to ingest data related to one or more pre - existing 
ontologies . The data of the pre - existing ontologies may be 
used to help build the ontology for the present natural 
language model , while in other cases one of the pre - existing 
ontologies may be used exactly as the intended ontology for 
the present natural language model . These pre - existing 
ontologies may be obtained from the user or the client , for 
example , when the client has already performed some work 
in building the natural language model previously . 
[ 0085 ] At block 610 , the natural language platform may 
also be configured to ingest existing classification rules for 
use in training the natural language model , according to 
some embodiments . As previously mentioned , relying on 
numerous rules has been a classic way for training natural 
language models . While aspects of the present disclosure do 
not rely exclusively on utilizing rules , or even utilizing any 
rules at all , in some embodiments , the inclusion of at least 
some rules may still be helpful in training the natural 
language model . In some cases , the existing classification 
rules may be obtained from the user or the client , for 
example , when the client has already performed some work 
in building the natural language model previously . In some 
cases , the included rules may represent absolute conditions , 
such as always classifying a document when the document 
contains a specific word or phrase . In other cases , the 
included rules may represent probabilistic conditions that 
may be weighted against other probabilistic factors . For 
example , the rule may assign a weight to the document to be 
classified as a certain label , where said weight may be 
factored into an overall composite score including other 
weights based on other factors . 
[ 0086 ] At block 615 , the natural language platform may 
also be configured to ingest test data in a specified data 
format . An example of ingesting the test data may include 
the example processes for obtaining data from the client data 
store 155 in FIG . 1B . Examples of a specified data format 
may include the test data being converted into all text , or the 
test data being converted into another uniform format . In 
some embodiments , the test data may be first ingested in its 
various formats , and then within the natural language plat 
form , additional processes may convert the data into the 
uniform format . In other cases , the test data may be first 
converted into a uniform format , for example , at the client 
level , which is then ingested by the natural language plat 
form . 
[ 0087 ] At block 620 , the natural language platform may 
also be configured to perform various normalization and 
filtering procedures on the test data . For example , the 
documents converted into all text may then be broken up 
into individual units of language , referred to as tokens . 
Examples of tokens can include single words , character 
sequences , punctuation marks , and spaces . As another 

example , related and semantically - equivalent tokens may be 
converted into canonical forms . Examples of such canonical 
normalizations include decomposing character sequencing 
containing diacriticals ( e.g. , decomposing “ A ” to “ A ” and a 
combining grave accent ) and jamo , expanding abbreviations 
into the original word ( e.g. , expanding “ Assn . ” to “ Asso 
ciation ” ) , and replacing alternate variations of emoticons 
with a primary form ( e.g. , replacing “ ;-) ” or “ m with “ ; ) ” ) . 
Another example includes deduplication of identical , near 
identical ( retweet / quoted reply ) , and thematically similar 
items 
[ 0088 ] While the diagram 600 shows arrows progressing 
from one block to another , in some cases each of the 
individual blocks 605 , 610 , 615 , and 620 may be performed 
in different orders , and in some cases not all of the example 
blocks 605 , 610 , 615 , and 620 need be performed . In 
general , it may be apparent to those with skill in the art other 
processes for ingesting data to be used in generating a 
natural language model , and embodiments are not so lim 
ited . 
[ 0089 ] After the various types of data have been ingested 
at block 505 , e.g. , any or all of the example blocks 605 , 610 , 
615 , and 620 are performed , at block 625 , the totality of the 
ingested data may be processed for use in the natural 
language platform for generating one or more ontologies and 
for conducting the adaptive machine learning process to 
generate one or more natural language models . 
[ 0090 ] Having described example details of block 505 for 
ingesting data , the next FIGS . 7-10 describe further details 
of block 510 , related to describing example details of 
various ontologies and an example detailed process for 
creating the ontology , according to some embodiments . 
Referring to FIG . 7 , a simple example of an ontology is 
shown through the various charts 700 , 710 , and 720 . 
[ 0091 ] Chart 700 shows a spreadsheet of two tasks , with 
each task including multiple labels . For example , a “ senti 
ment ” task includes three labels , “ positive , ” “ negative , ” and 
" neutral . ” As an example , a user may desire to utilize a 
natural language model to perform a task of classifying 
documents by the sentiment each document conveys . The 
various types of sentiment that the documents may be 
categorized into are enumerated by the labels under this 
sentiment task , i.e. , " positive , ” “ negative , ” and “ neutral . ” 
The set of documents may be a collection of tweets about a 
basketball game , for example . The views expressed in the 
tweets may therefore be classified as either having positive 
sentiment , negative sentiment , or neutral sentiment , and the 
user or client may desire to have a natural language model 
generated to evaluate these tweets and classify them into one 
of these various labels . 
[ 0092 ] In another example , still referring to chart 700 , a 
" relevant ” task includes two labels , “ relevant , ” and “ irrel 
evant . ” Here , the user may desire to utilize a natural lan 
guage model to perform a task of classifying documents 
according to their relevance , where the determination of 
relevance may be specified by the user or associated analysts 
or annotators . For example , the determination of relevance 
may be based on whether a tweet among the collection of 
tweets pertains to the basketball game . The collection of 
tweets may have been obtained over the approximate period 
of time that the basketball games played , but since other 
events may be occurring at that time , it may not be a 
guarantee that all of the tweets necessarily discuss the 
basketball game . Thus , the natural language model may be 
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configured to evaluate these tweets and classify them as 
either relevant or irrelevant , according to the criteria used to 
train the model . 
[ 0093 ] Still referring to chart 700 , a column for “ subtasks ” 
is shown , which may represent connections between one 
task to another . Examples of subtasks will be discussed in 
the later figures . All told , these relationships according to the 
chart 700 comprise an example of a simple ontology . That is , 
a natural language model may perform the sentiment task 
and / or the relevant task to classify a collection of documents 
( or spans ) . The natural language model may perform these 
tasks by evaluating each document among the set of docu 
ments and classifying them into one or more of the labels 
under each task . 
[ 0094 ] Referring to chart 710 , the text of the chart 700 is 
expressed in a textual format . This example format may 
represent how the natural language model is configured to 
ingest the ontology so as to perform the proper analysis . 
[ 0095 ] Referring to chart 720 , the example ontology 
formed by the words in chart 700 are shown here being 
organized in a hierarchical tree structure . That is , the over 
arching tasks , i.e. , “ relevant , ” and “ sentiment , ” may repre 
sent the main nodes of the hierarchical structure , as shown . 
The labels associated with the respective tasks , i.e. , “ posi 
tive , ” “ negative , ” and “ neutral ” for the “ sentiment task , and 
“ irrelevant ” and “ relevant " for the “ relevant ” task , are 
placed under their respective tasks as sub nodes . 
[ 0096 ] Referring to FIG . 8 , a more complex example of an 
ontology is described . In chart 800 , the same tasks and 
associated labels for each task as in FIG . 7 are shown . In 
addition , a subtask of “ sentiment ” is listed and is associated 
with the label " relevant ” under the task “ relevant . ” What this 
means , according to some embodiments , is that the task of 
“ sentiment ” and associated labels are to be embedded as sub 
nodes under the label “ relevant . ” 
[ 0097 ] Referring to chart 810 , the text of the chart 800 is 
expressed in a textual format . This example format may 
represent may be how the natural language model is con 
figured to ingest the ontology so as to perform the proper 
analysis . Notice how the third word “ sentiment ” is placed 
after the label " relevant ” and a delimiter ( e.g. , a comma ) . 
The natural language platform may be configured to under 
stand that the third word or phrase ( e.g. , words or phrases 
after a second delimiter the same line ) represent a subtask , 
based on the organization defined in the first line of chart 
810 . 
[ 0098 ] Referring to chart 820 , the example ontology 
formed by the words in chart 800 is expressed in a hierar 
chical tree structure according to the organization defined by 
the headers in chart 800. That is , because the task " senti 
ment ” is listed as a subtask associated with the label " rel 
evant , ” the " sentiment ” task and associated labels are placed 
as sub nodes under the " relevant " label , which in itself is a 
sub node of the " relevant ” task , as shown . In this way , when 
the natural language model analyzes various documents ( or 
spans of documents ) according to the structure of this 
ontology , the natural language model will perform the 
sentiment analysis task only if the document has first been 
classified as being “ relevant ” when performing the “ rel 
evant ” analysis task . Put another way , if the natural language 
model analyzes a document ( or a span ) and determines that 
the document or span is to be classified as “ irrelevant , " then 
the natural language model will discontinue any further 
analysis of the document or span , since the “ irrelevant ” label 

has no further sub nodes to travel down . In general , this 
example illustrates that the tree structure of the ontology can 
be used to guide the varying levels of analysis that a natural 
language model is to perform when analyzing documents . 
[ 0099 ] Referring to FIGS . 9A and 9B , an even more 
complex example of an ontology is shown . Referring to 
chart 900 , an additional task called “ genre ” is included in the 
ontology . The genre task is listed as a subtask under the 
“ relevant ” label . The genre task includes four labels , “ mys 
tery , " " comedy , ” “ action , ” and “ horror . ” Also , the mystery , 
comedy , and action labels have “ sentiment ” as a subtask , 
while the horror label has no subtask listed . This example 
shows that a single task may be listed as a subtask under 
multiple labels , and that tasks can be listed as sub tasks in 
a cascading or hierarchical fashion ( e.g. , “ sentiment ” is a 
subtask of multiple labels in the “ genre ” task , which is itself 
a subtask of the “ relevant ” label of the " relevant ” task ) . 
[ 0100 ] Referring to chart 910 , the text of the chart 900 is 
expressed in a textual format . This example format may 
represent may be how the natural language model is con 
figured to ingest the ontology so as to perform the proper 
analysis . 
[ 0101 ] Referring to chart 920 , the example ontology 
formed by the words in chart 900 is expressed in a hierar 
chical tree structure according to the organization defined by 
the headers in chart 900. As shown , because the sentiment 
task is listed as a subtask for three of the labels in the genre 
task , the sentiment task and its associated labels are embed 
ded as sub nodes under each of the three labels under the 
genre tasks , i.e. , the “ action , ” “ comedy , ” and “ mystery " 
labels . In addition , it can be seen that the entire genre task 
and associated labels ( and subsequent subtasks ) is embedded 
as a sub node under the relevant label , consistent with the 
organization described in chart 900 . 
[ 0102 ] Still referring to chart 920 , a natural language 
model may conduct analysis of documents or spans of 
documents according to the hierarchical structure as shown . 
Following the hierarchical structure of the ontology , a natu 
ral language model may start by conducting “ relevant ” 
analysis of the document or span to determine if the docu 
ment is “ relevant ” or “ irrelevant . ” If it is determined that the 
document is irrelevant , then the analysis ends . However , if 
the document is determined to be relevant , then the natural 
language model may proceed by conducting " genre " analy 
sis , to determine whether the document should be classified 
as fitting into the “ action ” genre , the “ comedy ” genre , the 
“ horror ” genre , or the “ mystery ” genre . If classified as fitting 
into the horror genre , the analysis ends . However , if classi 
fied as any of the other three labels , the natural language 
model may continue by performing " sentiment ” analysis , 
and classifying the document by its sentiment according to 
the sentiment labels “ negative , ” “ neutral , ” or “ positive . ” 
[ 0103 ] Referring to chart 930 in FIG . 9B , the example 
ontology described herein is shown in a logical hierarchy 
format . Various tasks in the ontology are shown in rectan 
gular boxes , while the labels are shown in ovals . The arrows 
show the progressive relationship for how a natural language 
model may proceed through the ontology when analyzing a 
document . Thus , the first level analysis performed is to 
analyze relevance . If deemed relevant , the next level of 
analysis performed is genre analysis . If the document is 
deemed to be categorized into one of the three labels other 
than “ horror , " then sentiment analysis is performed last . This 
logical structure also illustrates how some ontologies may be 
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structured in more complicated ways that a simple tree 
structure , as the analysis paths after " Mystery , " " Comedy " 
and “ Action ” all converge to continue performing sentiment 
analysis . 
[ 0104 ] Now that examples of ontologies and their appli 
cations have been described , referring to FIG . 10A , flow 
chart 1000 provides additional example details for generat 
ing the ontology , according to some embodiments . The 
example processes of flowchart 1000 may represent further 
details in block 510 of the high level flow chart of FIG . 5 for 
generating natural language models . These example sub 
processes may begin at block 1005 , which refers to ingesting 
training data and other types of data . Block 1005 may be 
consistent with block 505 and the related details described in 
flowchart 600 of FIG . 6 , where the example outputs at block 
625 may serve as the example inputs into flowchart 1000 . 
Again , this data may include a collection of documents or 
spans of documents , one or more rules , and / or one or more 
pre - generated ontologies as defined by the client or user . 
[ 0105 ] Having at least obtained a collection of documents 
intended for a natural language model to analyze , in some 
embodiments , the natural language platform may be con 
figured to first perform a topic modeling process , at block 
1010. This topic modeling process may be consistent with 
those descriptions of topic modeling described above , as 
well as examples for performing topic modeling as 
described in applications ( Attorney Docket Nos . 1402805 . 
00012_IDB012 , 1402805.00013_IDB013 , 1402805.00014_ 
IDB014 , 1402805.00016_IDB016 , 1402805.00017_ 
IDB017 , and 1402805.00019_IDB019 ) , again incorporated 
herein by reference . The topic modeling process may be 
used to determine one or more labels for the natural lan 
guage model to categorize the collection of documents into , 
and of which may be organized into a hierarchical structure 
according to the following processes described below . In 
some embodiments , topic modeling may not be performed , 
and instead the natural language platform may access pre 
generated or predetermined sets of topics as defined by the 
client or user or previously obtained in the ingest data phase . 
[ 0106 ] At block 1015 , the natural language platform may 
be configured to conduct a rules generation process to 
confirm and refine rules that may help define how the 
ontology is to be structured . For example , the natural 
language platform may access a number of rules , where 
some may be obtained from the previously ingested data , 
while other rules may be programmed or otherwise specified 
by human analysts with expert knowledge of the subject 
matter for which the natural language model is to be 
generated for . The natural language platform may receive 
these inputs about new rules or modifying pre - existing rules 
from the analysts through one or more graphical user 
interfaces , such as through the one or more application 
modules 225 as described in FIG . 2A . The rules generation 
process at block 1015 may then include verifying the 
enumerated rules for logical consistencies . For example , the 
natural language platform may be configured to evaluate the 
totality of rules to see if any of the rules lead to infinite 
circular loops , or lead to definitions of labels or tasks that 
lack proper node connections sufficient to fit in the ontology . 
As another example , the rules may be evaluated to determine 
if two or more of the rules conflict with each other , or if two 
or more of the rules are redundant . 
[ 0107 ] At block 1020 , the natural language platform may 
be configured to generate a first version of the ontology 

based on the topics discovered or previously obtained and 
the verified rules in the previous steps . For example , the 
topics may define the content of the nodes for an ontology , 
while the rules define the relationships among the various 
topics . For example , a rule may specify to perform a genre 
analysis task of a document after determining whether the 
document is determined to be relevant . Thus , this rule may 
help define that the genre task should be a sub node under 
the relevant task . An example process for how rules con 
tribute to generating an ontology includes the following 
steps : 
[ 0108 ] Given a goal of performing Genre analysis , over a 
collection of documents discussing movies , an analyst may : 
[ 0109 ] Use topic modeling to automatically identify rela 
tionships and clusters between documents ; 
[ 0110 ] Manually review the topics , recognizing that sev 
eral of the identified topics are discussing Horror movies . 
There may be multiple topics related to Horror movies , e.g. , 
a topic about the Halloween series of films , identified by 
keywords Halloween , Myers , Curtis , Knife , and a topic 
about the Nightmare on Elm Street series , identified by 
keywords Nightmare , Krueger , Craven , and Dreams ; 
[ 0111 ] Manually create a classification ( label ) for Horror 
within the Genre task ; and 
[ 0112 ] Manually define rules that cause documents which 
include the words " Halloween ” or “ Nightmare ” to be clas 
sified as Horror with greater confidence . 
[ 0113 ] In some embodiments , it is possible to create an 
ontology without topic modeling or rule - writing , by creating 
a classification scheme and annotating it . This can be 
sufficient if the classification problem is well - defined and 
annotations can be crowd - sourced effectively . Sentiment 
analysis is an example of this . 
[ 0114 ] After applying all of the rules to the various topics 
to create a hierarchical structure for the ontology , at block 
1025 , the natural language platform may be configured to 
test the effectiveness of the ontology , by first generating one 
or more annotation questions designed to prompt one or 
more annotators to evaluate the ontology . For example , an 
annotator might be asked “ is there positive sentiment 
expressed about the car in this sentence ? ” or “ is this state 
ment an acceptable answer to this question ? ” These anno 
tation prompts may be displayed in the one or more graphi 
cal user interfaces , such as through the application modules 
225. In some embodiments , analysts may interact with these 
annotation prompts at the client site , while in other cases the 
analysts may be stationed locally near the natural language 
platform . 
[ 0115 ] Referring to FIG . 10B , illustration 1027 shows an 
example annotation interface to collect input in the form of 
document annotations / classifications from human analysts 
and other experts , according to some embodiments . These 
annotations can be used to evaluate the effectiveness of the 
ontology and to train the natural language processing mod 
els . The panel on the left includes a sample document , while 
the panel on the right includes an annotation prompt and a 
series of labels in the ontology that the human analyst may 
select to specify under which label ( s ) the document belongs 
to . 

[ 0116 ] Referring back to FIG . 10A now , at block 1030 , the 
natural language platform may be configured to receive the 
various annotations entered by the human analysts , such as 
those inputs provided at the example interface in FIG . 10B . 
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These annotations may provide a form of feedback to rate 
the quality of the ontology structure . 
[ 0117 ] At block 1035 , the natural language platform may 
be configured to evaluate the performance or effectiveness 
of the ontology based on the received annotations . Evalua 
tion metrics may include the label distribution ( how fre 
quently does the annotator select each label ) and the pro 
portion of annotated documents are not assigned any label . 
[ 0118 ] Referring to FIG . 10C , illustration 1037 shows a 
sample annotation interface to collect input in the form of 
document annotations / classifications from human experts , 
according to some embodiments . These annotations can be 
used to evaluate the effectiveness of the ontology and to train 
the natural language processing models . 
[ 0119 ] Referring back to FIG . 10A now , in some embodi 
ments , the ontology generation process within block 510 
may involve refining the ontology through a series of 
iterations . For example , it may be determined at block 1035 
that the ontology in its current form does not satisfy certain 
performance criteria . Again , these evaluations may be based 
on the feedback supplied by the annotations . To improve the 
ontology content and structure , at step 1040 , it may be 
determined that new rules should be generated or that 
existing rules may need to be modified . Thus , the ontology 
creation process may cycle back to block 1015. From here , 
the natural language platform may facilitate generation of 
new rules or modification of existing rules through the 
graphical user interface , so as to receive inputs from analysts 
to modify the rules . The rules generation process may again 
verify the veracity of the totality of rules to make sure that 
there is logical consistency . The process may then proceed 
to block 1020 , then to block 1025 , and so on to generate a 
refined ontology in a second iteration . 
[ 0120 ] In other cases , it may be determined that modifying 
the rules may not be necessary as the accuracy is already at 
a level acceptable to the system user , but at the least , that the 
ontology may still be improved based on the annotations 
provided previously . Thus , at step 1045 , the natural language 
platform may cycle back to block 1020 and may refine the 
ontology by incorporating the feedback from the annota 
tions . Similar to step 1040 , the ontology creation process 
may then proceed to block 1025 , then to block 1030 , and so 
on in a second or later iteration . 
[ 0121 ] The iterative process for continually refining the 
ontology between steps 1040 and steps 1045 may continue 
a number of times until the evaluation of the ontology at 
block 1035 satisfies one or more performance criteria like 
inter - annotator agreement , using a metric derived from 
Krippendorf's Alpha . If it is determined that the perfor 
mance criteria is satisfied at step 1050 , then at block 1055 , 
the ontology may be considered complete enough and may 
be used in the next step of the natural language model 
generation process , which is the adaptive machine learning 
process at block 515 . 
[ 0122 ] In some embodiments , at block 1060 , during the 
evaluation phase of the ontology creation , analysts may 
evaluate the data and determined that certain clarifications 
may be needed to distinguish among various labels or tasks 
within the ontology . That is , part of the ontology refinement 
process may include trying to disambiguate two or more 
topics from each other , because the topics may be very 
closely related or potentially confusing . For example , when 
trying to classify news articles about a financial crisis , the 
label of " legal ” articles may be potentially confusing or 

overlapping in some ways with the label of “ security fraud . ” 
While there may be a number of ways to distinguish between 
these two labels , the analysts may provide and the natural 
language platform may be configured to receive manual 
inputs to specify particularly how it is desired for these two 
topics to be distinguished . In order to do this , analysts may 
help generate training guidelines that may be used for 
instructing annotators in the adaptive machine learning 
process phase . These training guidelines may be expressed 
as human readable instructions that help define what the 
different labels mean , and / or how to choose among two or 
more labels when it is possible for a document to be 
classified into the two or more labels . For example , to 
distinguish between " legal " and " security fraud , " a training 
guideline may instruct the annotator to always classify the 
document as “ security fraud ” if it appears the document may 
fall under both categories . In other cases , the training 
guideline may attempt to provide definitions to help deter 
mine what constitutes “ security fraud ” compared to “ legal ” 
generally . In some embodiments , these training guidelines 
may be displayed to the annotators in one or more of the 
graphical user interfaces . An example of these training 
guidelines as described more in application ( Attorney 
Docket No. 1402805.00013_IDB013 ) , which again is incor 
porated herein by reference . 
[ 0123 ] Having now described an example of a more 
detailed process for creating the ontology ( see block 510 of 
FIG . 5 ) , FIGS . 11A - 13 will focus on more detailed examples 
of generating the natural language model through the adap 
tive machine learning process ( see block 515 of FIG . 5 ) , 
according to some embodiments . 
[ 0124 ] Referring to FIG . 11A , illustration 1100 shows an 
example display for annotating as part of the adaptive 
machine learning process , according to some embodiments . 
As previously mentioned , the adaptive machine learning 
process according to aspects of the present disclosure 
include an iterative interplay between annotations of docu 
ments and machine learning to generate the natural language 
model based on the annotations . Illustration 1100 shows an 
example of one type of annotation applied to a document . In 
some embodiments and as previously alluded to , the display 
interface for allowing a human annotator to supply an 
annotation is called a work unit . In some embodiments , each 
work unit represents a single task for supplying a single 
annotation to one document ( or span ) . In some embodi 
ments , the natural language platform is configured to effi 
ciently generate work units such that human annotators ' 
time is efficiently utilized . 
[ 0125 ] As shown in illustration 1100 , examples of a work 
unit may include the text from a document or at least a subset 
of text . As shown , for example , the document on the left side 
of the work unit is a tweet from Top World News . The text 
states , among other things , “ J.P. Morgan faces scrutiny over 
Asia hiring practices : J.P. Morgan Chase's hiring of the son 
of a Chinese ... ” This document also includes a photo and 
a title and introductory words to a news article that is 
referenced in the Tweet . On the right side of the work units 
is an annotation prompt , that includes a subject header and 
a human readable question . The annotation prompt , includ 
ing the human readable question , may be generated auto 
matically by the natural language platform . The natural 
language platform may determine the form of the question 
so as to most efficiently retrieve the desirable annotation 
from the annotator . In this case , the natural language plat 
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form has generated a human readable question that prompts 
the annotator to select as many topics ( labels ) that the 
annotator believes best applies to the document on the left . 
This type of question is a rather open ended question , and in 
other cases , the natural language platform may be config 
ured to generate more pointed questions when it has deter 
mined that it needs more specific information . In this case , 
the annotator has selected two labels that he or she believes 
is most applicable : “ legal & compliance , ” and “ corporate 
news . ” Once submitted , this particular document would then 
have this particular annotation applied to it . Additional 
annotations may be applied to this document based on inputs 
from other annotators , when the other annotators see this 
particular work unit or other work units that include this 
particular document . 
[ 0126 ] Referring to FIG . 11B , illustration 1150 represents 
another example of a work unit used to annotate a document , 
according to some embodiments . Like before , the text of the 
document to be annotated is shown on the left . On the right 
side of the work unit is the annotation prompt , which 
includes a header and a human readable question for the 
annotator to answer . In this case , the question of “ What is the 
best label for this document ? ” ' allows for the annotator to 
select only one of three options : “ highly relevant , ” “ semi 
relevant , ” and “ totally irrelevant . ” In some embodiments , 
the annotator may have been provided training guidelines to 
help define for the annotator what it means for something to 
be relevant , semi - relevant , or irrelevant . For example , a 
training guideline may have instructed the annotator to 
determine the relevance of the document to the topic of 
“ corporate finance . ” In addition , the training guideline may 
have provided definitions to distinguish between the docu 
ment being highly relevant versus merely semi - relevant . In 
some embodiments , a button or icon for the training guide 
line may be placed in the display of the work unit that 
displays the training guideline when the button or icon is 
pressed . In other cases , a previous display screen may have 
provided instructions based on the training guidelines to the 
annotator to prepare the annotator for how to respond to the 
annotation prompts . 
[ 0127 ] Still referring to illustration 1150 , the type of 
annotation prompt shown here is a more narrow scope than 
in illustration 1100. Here , the annotator is restricted to 
selecting only one of the three options . In contrast , the 
annotator in illustration 1100 is allowed to select as many 
options as deemed relevant . In some embodiments , these 
differences in questions and their intended scopes are inten tionally and automatically produced by the natural language 
platform and may be based on what type of information the 
natural language platform desires to gain from the annota 
tors . 
[ 0128 ] For example , if the natural language platform is in 
the early training phases for generating the natural language 
model , general information about the various types of docu 
ments may be desired . Therefore , the types of annotation 
prompts may be more open ended , and may allow for 
annotators to answer broad questions , such as questions that 
may have multiple answers ( e.g. , see illustration 1100 ) . 
[ 0129 ] As another example , if the natural language plat 
form is in more mature training phases , more specific 
information to refine determination between labels may be 
desired . Therefore , the natural language platform may desire 
specific information to determine differences between two 
specific labels . The natural language platform may be con 

figured to generate an annotation prompt that directs the 
annotator to distinguish the two specific labels using a 
pertinent document . In this case , an example annotation 
prompt may include the question , “ Is the best label for this 
document label ‘ A’or label ‘ B ’ ? ” ? Then , the natural language 
platform allows the annotator to select between only label A 
or label B. 
[ 0130 ] In general , the natural language platform may be 
configured to generate annotation prompts with varying 
degrees of specificity , depending on the type of information 
desired to better refine the natural language model . Other 
examples can include true / false questions , yes / no questions , 
and other types of questions that direct and annotator to 
varying levels of specificity apparent to those with skill in 
the art , and embodiments not so limited . These varying 
degrees of specificity also help to efficiently designate a 
human's time . As there are thousands , millions , or even 
billions of documents that could be annotated , a human's 
time can be valuable and scarce , such that the techniques 
presented herein should determine what documents are most 
appropriate to be sent to human annotators , and what types 
of information about the documents should be obtained . 
[ 0131 ] With various examples of annotations 
described , referring to FIG . 12 , flowchart 1200 provides a 
more detailed process flow for conducting the adaptive 
machine learning process using the annotations to generate 
the natural language model , according to some embodi 
ments . The example details herein may represent further 
details in block 515 of FIG . 5 . 
[ 0132 ] This sub process may start with block 1205 , 
involving natural language platform ingesting the data and 
inputting or applying an ontology for use in the adaptive 
machine learning process . Examples of these processes are 
described in previous figures , such as FIG . 6 and FIG . 10 . 
Having accessed the proper data , at block 1210 , the natural 
language platform may begin the adaptive machine learning 
process to generate a natural language model by selecting 
particular documents to be annotated . The process for select 
ing which documents are to be annotated may be referred to 
herein as “ intelligent queuing . ” 
[ 0133 ] In general , annotations to documents may be useful 
in aiding a computer to find patterns in the text of the 
collection of documents in order to determine how the 
document should be classified . The higher number of docu 
ments that are annotated , the more reliable it should be for 
the computer to create an accurate natural language model 
for the overall collection of documents . However , obtaining 
annotations for tens of thousands or even millions of docu 
ments in a collection may be impractical , and in some cases , 
a substantially fewer number of documents that are carefully 
selected may help produce a natural language model with 
substantially the same performance . For example , obtaining 
annotations for certain documents that are representative of 
the various topics or labels in the ontology , as opposed to 
exhaustively obtaining annotations for all documents in a 
single topic , may be a more efficient use of a human 
annotator's time . As another example , it may be more useful 
to obtain an annotation for a document that is more complex 
or possesses content that may arguably be categorized into 
two or more labels , as opposed to a document that is 
unambiguously within just a single label , because the anno 
tation may help the machine learn what to do in potentially 
ambiguous cases consistent with this document . The process 
of performing intelligent queuing includes these processes 
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of carefully selecting which documents among an entire 
collection of documents should be slated to receive anno 
tations , with one objective being to efficiently utilize the 
human annotator's time . 
[ 0134 ] When performing intelligent queuing in a first 
iteration , i.e. , conducting block 1210 for the first time , the 
intelligent queuing process may include obtaining a seed set 
of documents that is representative of the various tasks and 
labels as outlined in the ontology . Other factors may be 
included in the seed set of documents , and further details of 
intelligent queuing are described in application ( Attorney 
Docket No. 1402805.00012_IDB012 ) , which again is incor 
porated herein by reference in its entirety . 
[ 0135 ] After selecting which documents are to be anno 
tated , the process of intelligent queuing at block 1210 may 
also include generating the annotation questions to be pre 
sented to an annotator ( or multiple annotators ) in order to 
elicit an annotation response . Examples of various types of 
annotation questions include the examples in FIGS . 11A and 
11B . As previously mentioned , the wording of the question 
including the level of specificity desired to be elicited from 
the annotator may be automatically generated by the natural 
language platform , based on the type of information desired 
when performing intelligent queuing . Thus , block 1210 may 
also include causing display of the annotation prompt in a 
work unit that is accessible to an annotator . This may be 
displayed in one of the application modules 225 , for 
example . Other example displays are provided in application 
( Attorney Docket No. 1402805.00013_IDB013 ) , which 
again is incorporated herein by reference . 
[ 0136 ] In some embodiments , providing annotation ques 
tions in the intelligent queuing process may also include 
presenting the annotation questions of the same document to 
multiple annotators . In this way , a single annotator may not 
be relied on to provide the annotation to a single document . 
For example , a single annotator may make mistakes , or in 
worst cases a single annotator may intentionally provide 
wrong answers . For example , obtaining annotations from 
annotators may involve a crowdsourcing process , and it may 
not be known the reliability of any single annotator . 
[ 0137 ] At block 1215 , the natural language platform may 
be configured to receive annotations in response to the 
annotation questions generated in block 1210. In between 
blocks 1210 and 1215 , one or more annotators may interact 
with a graphical user interface to analyze one or more 
documents and provide annotations according to the anno 
tation prompts supplied by the natural language platform . 
For example , an annotator may answer a question similar to 
one of the questions in FIG . 11A or 11B . These responses 
may be stored in a database repository , such as in the 
database modules 210 . 
[ 0138 ] At block 1220 , in the event that multiple annotators 
supply annotations to the same document , in some embodi 
ments , the natural language platform may be configured to 
conduct an annotation aggregation process that analyzes all 
of the annotations made to a single document to determine 
whether said document may be reliably annotated for use in 
training the natural language model . For example , if six 
annotators provided annotations to the same document , and 
three annotators classified the document as belonging to a 
first label , while the other three annotators classified the 
document as belonging to a second label , then the annotation 
aggregation process of block 1220 may determine that this 
documents is too ambiguous to be used in the adaptive 

machine learning training process . As another example , if 
five of the six annotators provided a consistent annotation to 
the document , while a sixth annotator provided a different 
annotation , it may be determined that this document has 
sufficiently consistent annotations so as to be used in the 
adaptive machine learning process . 
[ 0139 ] In general , in some embodiments , the annotation 
aggregation process of block 1220 may include computing 
an annotation aggregation score based on the total number of 
annotations and reflecting a level of agreement between the 
annotations . Based on this computed score , in some embodi 
ments , the annotation aggregation process may determine 
whether the document may be used to train the natural 
language model , e.g. , if the score satisfies a first threshold 
criterion . In addition , in some embodiments , based on the 
score , it may be determined that additional annotations from 
other annotators should be elicited before the document may 
be used in the model training process , e.g. , if the score 
satisfies a second threshold criterion . In addition , in some 
embodiments , based on the score , and may be determined 
that the document should not be used for the model training 
process , e.g. , if the score satisfies a third threshold criterion . 
This process may be applied for each document to determine 
if said document is valid for training the natural language 
model . Further details about the annotation aggregation 
process are described in application ( Attorney Docket No. 
1402805.00019_IDB019 ) , which again is incorporated 
herein by reference in its entirety . 
[ 0140 ] At block 1225 , the natural language platform may 
be configured to generate the natural language model using 
the aggregated annotated data ( e.g. documents with consis 
tent enough aggregation score ) in an adaptive machine 
learning training process . In general , the adaptive machine 
learning training process may find patterns in the training 
data ( e.g. , aggregated annotated data ) that may be used to 
make predictions about untested data . The process for adap 
tive machine learning according to some embodiments 
includes : ( a ) elicit annotations from humans ( b ) build initial 
version of model ( c ) evaluate the effectiveness of the model 
and determine if stopping criteria have been met ( d ) identify 
specific areas of improvement and annotations required for 
improvement in those areas ( e ) queue additional documents 
for human annotations , and serve those documents to the 
optimal annotator with the optimal interface for the combi 
nation of annotator and task ( f ) update the model using the 
new annotations ( g ) repeat the whole process until stopping 
criteria are met . From this , a first version of the natural 
language model may be generated , and , if desired , continu 
ally updated new versions of the model as well . 
[ 0141 ] In general , the natural language platform according 
to aspects of the present disclosure first seeks to obtain 
annotations for particular documents before conducting any 
machine learning techniques . Receiving annotations before 
conducting any machine learning techniques may allow for 
the adaptive machine learning process to be more efficient , 
in that the adaptive machine learning begins building the 
natural language model from documents whose " true val 
ues ” are already known , e.g. , the documents already have 
reliable annotations . 
[ 0142 ] At block 1230 , the natural language platform may 
be configured to test the performance of newly created 
natural language model , according to some embodiments . 
Testing the performance of the natural language model may 
allow the natural language platform ( and / or a user ) to 
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determine later on whether the natural language model 
should be refined and improved before being finalized . 
[ 0143 ] In some embodiments , testing the performance of 
the natural language model at block 1230 includes perform 
ing a cross validation process . For example , the cross 
validation process may involve creating a first “ test ” natural 
language model , using the same adaptive machine learning 
training process to generate the original natural language 
model , but based on only a subset of the training data , e.g. , 
90 % of the documents in the training data ( e.g. , supposing 
there are 1000 documents in the training data , then docu 
ments 1-900 ) . This first “ test ” natural language model is 
tested by applying the first “ test ” natural language model on 
the remaining 10 % of the documents not used to create the 
first “ test ” natural language model , but still already having 
annotations . In this way , the veracity of the first test natural 
language model may be compared against " true answers ” 
provided by the original annotations of the remaining 10 % 
of the documents . The cross validation process may also 
involve creating a second “ test ” natural language model , 
using the same adaptive machine learning processes to 
generate the original natural language model , but based on 
a different subset of the training data , e.g. , a different 90 % 
of the training data ( e.g. , documents 1-800 and 901-1000 ) . 
This second test natural language model may be tested in the 
same way as the first test natural language model , and 
therefore may assess the veracity of the second test natural 
language model against the second 10 % subset of the 
training data ( e.g. documents 801-900 ) . This cross valida 
tion process may continue each for a different 90 % of the 
training data ( for a total of 10 different iterations ) , so that the 
veracity of the machine learning process used to the create 
original natural language model ( and each of the test natural 
language models ) may be verified against different subsets 
of the training data , and ultimately against all of the training 
data divided into separate parts , where the “ true answers ' 
are known . Because all of the training data is being tested 
against , and because the test natural language models are 
generated using the same machine learning process as the 
one used to generate the original natural language model in 
question , the aggregate performances of the test natural 
language models is used as a reliable approximation to the original natural language model . In general , subdividing the 
training data into 10 % increments is merely one example , 
and other partitions may be used . 
[ 0144 ] At block 1235 , after having tested the performance 
of the natural language model , either through the example 
cross validation process just described or through other 
validation processes apparent to those with skill in the art , 
the natural language platform may be configured to generate 
a performance metric of the natural language model , based 
on the tests run against it . For example , if the performance 
of the natural language model was determined using the 
after mentioned cross validation techniques , one or more 
metrics quantifying a degree of accuracy may be supplied . 
In other cases , one accuracy measurement for each of the 
“ test ” models in the cross validation process may be sup 
plied , and the natural language platform may be configured 
to provide an aggregate score at block 1235. In some 
embodiments , these performance metrics may be displayed , 
such as in application modules 225. Other examples of these 
performance metrics are described in application ( Attorney 
Docket No. 1402805.00012_IDB012 ) , which is again incor 
porated herein by reference . Example performance metrics 

include : model precision , recall , and fl - measure , derived 
through cross - validation ; area under the receiver operating 
characteristic curve ( AUC ) ; rate of improvement in preci 
sion , recall , and / or fl - measure as a function of the number 
of annotations ; and percentage of the feature vocabulary in 
the total collection that is represented in the annotated data 
set . 
[ 0145 ] From here , the natural language platform may 
determine if the performance of the natural language model 
satisfies one or more performance criteria . The one or more 
performance criteria may include a pre - determined thresh 
old , or in other cases may be specified by a user . In the event 
that the natural language model satisfies the performance 
criteria , the process may proceed to block 1245. Otherwise , 
the process may proceed to block 1240 , where the natural 
language model is to be refined through one or more 
optimization techniques according to some embodiments . 
[ 0146 ] At block 1240 , supposing that the natural language 
model fails to satisfy the one or more performance criteria , 
the natural language platform may be configured to perform 
various optimization techniques to improve the performance 
of the natural language model , according to some embodi 
ments . Numerous examples of optimization techniques are 
described in FIG . 13 below . Some or all of the techniques 
may be performed , and embodiments are not so limited . 
[ 0147 ] In some embodiments , one of the optimization 
techniques includes conducting another iteration of annota 
tions on the same or different documents among the collec 
tion of documents . In other words , the process in flowchart 
1200 may cycle back to block 1210 , consistent with the 
iterative adaptive machine learning process described above . 
For example , through the tested performance of the natural 
language model at block 1230 , it may have been determined 
that the natural language model accurately predicts docu 
ments for certain labels , while it struggles to predict docu 
ments into other labels in the ontology . The natural language 
platform may therefore be configured to conduct a second 
iteration of intelligent queuing that aims to obtain annota 
tions from documents to help resolve labels that the original 
natural language model showed unsatisfactory performance 
in . Further example details of how the tested performance of 
the previous iteration of the natural language model may be 
used to guide a subsequent instance of intelligent queuing is 
described in application ( Attorney Docket No. 1402805 . 
00012_IDB012 ) , which is again incorporated herein by 
reference . 
[ 0148 ] To complete one or more iterations of refinement of 
the natural model , the adaptive machine learning process 
may continue through blocks 1215 through 1235 , consistent 
with the descriptions above but with new annotations and 
possibly other optimization techniques performed to gener 
ate the revised natural language model . In other cases , after 
one or more optimization techniques are performed at block 
1240 , rather than repeat through block 1215 to 1220 , the 
model generation process may proceed straight to block 
1225 to generate an updated natural language model using 
the updated parameters from the one or more optimization 
techniques and the existing aggregated annotations . Ulti 
mately , it may be determined that the natural language 
model satisfies the one or more performance criteria , at 
which point the process may proceed to block 1245. Here , 
the finalized natural language model may be transmitted to 
make predictions on untested data . The finalized natural 
language model may be transmitted to a system exclusively 
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controlled by a client , such as in some of the examples 
shown in FIG . 2A , or in other cases may be transmitted to 
specific devices , such as devices 120 or 130 . 
[ 0149 ] In some embodiments , the transmitted natural lan 
guage model may be stored in a format that is universally 
portable . For example , the natural language model may be 
stored in memory efficiently such that the same model may 
be executable in mobile devices as well as conventional 
computers . Additional details of the universal portability 
aspect according to some embodiments are described further 
in application ( Attorney Docket No. 1402805.00018_ 
IDB018 ) , which is incorporated herein by reference in its 
entirety . 
[ 0150 ] At block 1250 , the natural language model may be 
used to analyze untested data . The untested data may be 
based on data obtained from the client not used as part of the 
training data , while in other cases the untested data may 
include live or real - time data , such as live streams of tweets 
or customer service emails . In general , the natural language 
model may analyze untested data by classifying each unit of 
the untested data into one or more of the tasks or labels as 
organized in the ontology . The natural language model may 
be used on millions or even billions of units of data . 
[ 0151 ] Referring to FIG . 13 , illustration 1300 provides 
further details of different examples of optimization tech 
niques that may be applied in block 1240 of FIG . 12 for 
performing optimization techniques to improve the natural 
language model , according to some embodiments . The fol 
lowing are some descriptions of each of the different 
examples listed , although some embodiments may use only 
some of these examples , and embodiments are not so 
limited . 
[ 0152 ] At block 1305 , one example for performing opti 
mization techniques to improve the natural language model 
may include using the results from cross validation or other 
performance evaluation techniques to guide the selection of 
further documents to be annotated when performing a next 
iteration of intelligent queuing . As previously mentioned , 
additional annotations to documents , either to some of the 
same documents or even new documents , may be sought 
after to help resolve some ambiguities in the natural lan 
guage model or to help improve areas that the natural 
language model has shown difficulty in classifying . To 
determine which documents should be used in this next 
round of annotations , the intelligent queuing process accord 
ing to aspects of the present disclosure may base these 
decisions on the performance results generated by perform 
ing the cross validation or other performance evaluation 
techniques from block 1230 of FIG . 12. Further example 
details for how the intelligent queuing process utilizes the 
performance evaluation techniques from block 1230 are 
described in application ( Attorney Docket No. 1402805 . 
00012_IDB012 ) , which is again incorporated herein by 
reference . Block 1305 may also include a process for what 
type of annotation questions should be presented to an 
annotator to achieve the proper level of detail for improving 
the natural language model . 
[ 0153 ] At block 1310 , another example technique includes 
performing the intelligent queuing process itself , which is to 
say that the process proceeds back to block 1210 , which has 
already been discussed . 
[ 0154 ] At block 1315 , another example optimization tech 
nique includes performing feature selection . Feature selec 
tion may include applying one or more transformations to 

each annotated document to generate a set of machine 
learning features for that document , applying one or more 
evaluation metrics to each feature to estimate the relative 
importance of each feature to the natural language model , 
and finally selecting an appropriate subset of features for 
inclusion in the natural language model . For example , every 
token in each document may be designated as a feature , and 
each feature may be ordered based on the frequency it 
appears in the total set . Other examples may use statistical 
co - occurrence criteria ( such as chi square and mutual infor 
mation ) or information theoretic criteria ( such as informa 
tion gain ) to perform feature evaluation . The feature trans 
formation process is described in more detail in application 
( Attorney Docket No. 1402805.00017_IDB017 ) , again 
incorporated herein by reference . 
[ 0155 ] At block 1320 , another example includes perform 
ing padding and rebalancing of the data in a natural language 
model . This may include duplicating or deleting specific 
annotations to create an artificial mix of training items to 
improve model performance in specific areas . Padding and 
rebalancing may include identifying individual items in the 
data that are representative of rare but significant labels in 
the ontology and artificially duplicating these items so that 
they make up a larger proportion of the training data used to 
develop the natural language models . This technique can 
also be referred to as “ upsampling . ” For example , if positive 
items are rare relative to negative items in a set of training 
data used to develop a sentiment classification model , the 
positive items identified during annotation can be copied one 
or more times and included in the training data for the 
model . The number of times that the positive items are 
copied can be determined through a number of optimization 
techniques in machine learning , including cross validation . 
Cross validation can identify the number of positive and 
negative items to include in training that will achieve the 
best model performance ( as measured by accuracy , preci 
sion , recall or f - score ) by cyclically adjusting the numbers of 
items in each category , retraining the model , and testing the 
performance of the resulting model . Alternatively , indi 
vidual items in the data that cause the natural language 
model to make erroneous classifications may be removed 
from the training data to improve model performance . This 
technique can also be referred to as “ downsampling . ” 
[ 0156 ] At block 1325 , another example includes perform 
ing pruning techniques . Pruning techniques may include 
processes to reduce the size and complexity of certain types 
of statistical models such as decision trees that are used to 
develop natural language models . Pruning has the benefit of 
reducing the tendency of a model to represent noise in the 
data ( overfitting ) by removing parts of the model that are 
useful in classifying only a small number of items in the 
training data . For example , a natural language model that is 
trained to distinguish five different topical categories of 
news articles using decision trees and individual word 
features , may perform well on training data , but poorly on 
unseen data . In order to improve the generalizability of the 
model and to make performance more consistent , certain 
nodes or features used by the model that only help in 
classifying less than 1 % of the data may be trimmed away 
or removed to simplify the model and improve performance 
across different data sets . 
[ 0157 ] At block 1330 , another example includes perform 
ing ensemble or voting methods . This may include combin 
ing multiple pre - trained natural language processing models 
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to generate multiple predictions for each unlabeled item in 
the data set , identifying the items in the dataset that meet 
specific prediction matching criteria ( e.g. , unanimous , 
majority , at least n ) , and using these items to train a new 
natural language processing model . This approach may 
sometimes be referred to as semi - supervised machine learn 
ing . In some embodiments , the pre - trained models have been 
trained using a subset of training items from the target data 
set . In other embodiments , the pre - trained models have been 
trained using training items from external data sets . A variety 
of matching criteria can be applied to the resulting predic 
tions to identify items that meet the minimum requirements 
for being included as training items in a new natural lan 
guage model . In some embodiments , a majority vote of the 
models will determine the label that is assigned to an item 
in the dataset . For example , in an ensemble of six different 
sentiment models , if four models predict that an unlabeled 
tweet is positive , and two models predict that that same 
tweet is negative , the item will be assigned a positive label 
and subsequently used for training a new sentiment model . 
On the other hand , if three of the models predict that an 
unlabeled tweet is positive , and three models predict that it 
is negative , the item will not be assigned a label and will not 
be used for training a new sentiment model . In other 
embodiments , an unlabeled item will receive a label only if 
that label corresponds to at least n matching predictions 
from the ensemble of classifiers . In other embodiments , an 
unlabeled item will receive a label only if that label corre 
sponds to a unanimous set of predictions from the ensemble 
of classifiers . 
[ 0158 ] At block 1335 , another example includes perform 
ing feature discovery . This may include identifying the set of 
feature transformations and feature selection criteria that 
provide the highest model performance for the provided 
data . In some embodiments , the set of selected feature 
transformations and feature selection criteria can be repre 
sented as a string of independent binary values . For 
example , each supported feature transformation or selection 
criteria may be assigned a position within the string , where 
a 1 value corresponds to the feature or criteria being enabled 
and a 0 corresponds to disabled . In such embodiments , a 
genetic search process may then be used to iteratively define 
numerous configurations , training and evaluating each in 
sequence according to the training and testing processes 
1225 , 1230 and 1235 in FIG . 12 , refining and improving the 
configuration each iteration . In such embodiments , the final 
configuration of feature transformations and selection crite 
ria may be saved to a database so that later applications of 
the feature selection process 1315 use the optimized con 
figuration . 
[ 0159 ] At block 1340 , another example includes perform 
ing model interpolation . This may include combining model 
parameters from at least one previous model with a provided 
set of model parameters for the desired model to create an 
interpolated model which has greater performance than 
would be achieved from the provided set of model param 
eters . In some embodiments , the parameters incorporated 
from the at least one previous model may include the 
annotations and documents used to train each previous 
model , and the provided parameters for the desired model 
may include a set of label names , documents , annotations , 
and rules . In some embodiments , the interpolated model is 
generated by selecting the parameters from the at least one 
previous model which do not conflict with the provided 

parameters , and proceeding with the model training and 
optimization processes using the combined data set . For 
example , a previous model may include a large set of 
English social media posts from Twitter discussing a 
variety of topics of general interest ( movie releases , con 
sumer electronics , recent personal experiences , and current 
events ) , and annotations imputed to each document accord 
ing to the sentiment positive " or " negative " ) conveyed by 
that document . Conventionally , such models perform with 
poor accuracy when applied to process text that uses highly 
specific and unique terminology ; for example , social media 
posts about the finance industry . According to some embodi 
ments , an interpolated model may be generated by providing 
a small amount of parameters ( for example , a rule defining 
" overweight ” as conveying “ positive ” sentiment ) , combined 
with the documents and annotations from the previous 
model parameters that do not conflict with this . In this way , 
highly accurate domain - specific models may be interpolated 
from a large amount of previous parameters and a compara 
tively small amount of provided parameters . 
[ 0160 ] At block 1345 , another example includes develop 
ing new rules for use in defining the ontology or additional 
annotations . Further descriptions for how the new rules may 
be implemented are described in FIG . 14 , below . 
( 0161 ] At block 1350 , another example includes tuning 
model training hyper - parameters . Examples of model hyper 
parameters include regularization constraints applied to the 
entire model training process ( such as a constraint on the L1 
or L? norms ) , e.g. , at block 1355 , or adding a smoothing 
term to each feature individually during the feature selection 
process ( such as a Laplacian smoothing term ) , e.g. , at block 
1360. Conventional machine learning techniques produce 
models which attempt to closely match their training data . 
For example , in a set of documents about “ Bill Clinton ” that 
each have associated annotations imputing “ positive ” or 
“ negative ” sentiment , a small subset of such documents may 
be found to also discuss “ Kenneth Starr , " with an over 
whelming percentage of this subset imputed as conveying 
“ negative ” sentiment . In such a case , a conventional model 
training process may learn to interpret “ Kenneth Starr ” as 
strongly conveying “ negative ” sentiment , although this 
learned interpretation is an artifact of limited training 
examples rather than an actual conveyance of “ negative ” 
sentiment ; such a case is known to those with skill in the art 
as an example of “ over - fitting . ” In such cases , introducing 
hyper - parameter constraints can be used to penalize rare 
terms , such that the model training process will not treat 
such terms as strong conveyances of any label . In some 
embodiments , each hyper - parameter may assume an infinite 
number of possible values ( for example , a scale factor or 
additive term that may be assigned any numerical value ) . In 
such embodiments , selecting appropriate hyper - parameter 
values involves training and evaluating a large number of 
models with different hyper - parameter configurations . In 
some embodiments , Monte Carlo techniques , e.g. , block 
1365 , such as the Metropolis - Hastings algorithm may be 
used to iteratively select and refine hyper - parameter values 
until a suitably accurate model is created or a maximum 
number of iterations have been performed . 
[ 0162 ] In general , the iterative process as described in 
flowchart 1200 may efficiently develop a natural language 
model by identifying and focusing on problem areas of the 
natural language model through multiple annotation and test 
phases . In this way , whereas conventional processes for 
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developing a natural language model may take up to six 
months , achieving the same performance through aspects of 
the present disclosure may take only three weeks . In general , 
the processes described herein for producing a natural 
language model drastically reduce time to convergence and 
efficiently utilize time spent by humans to provide input for 
the machine learning components . 
[ 0163 ] Referring to FIG . 14 , flowchart 1400 illustrates a 
modified process for generating natural language models , 
including iterating processes between some processes within 
the create ontology block and the conduct adaptive machine 
learning block of FIG . 5 , according to some embodiments . 
In previous descriptions , iterative processes were described 
to occur within the create ontology block 510 and within the 
conduct adaptive machine learning block 515. In some 
embodiments , a third relationship of iterations may also be 
allowed , such as processes within the adaptive machine 
learning block 515 iterating back to certain blocks within the 
create ontology block 510. For example , as shown in flow 
chart 1400 , while blocks 1405 , 1410 , 1415 , and 1425 may 
include descriptions that are consistent with a first iteration 
of processes described in previous figures , such as in FIGS . 
5 , 10 , and 12 , additional iterative loops may also be possible 
from the adaptive machine learning block 1425 . 
[ 0164 ] For example , after at least a first iteration of the 
natural language model is generated at block 1425 , consis 
tent with the descriptions in FIG . 12 , it may be determined 
that the ontology could be modified to improve model 
performance . Thus , from block 1425 , the natural language 
platform may be configured to proceed back to block 1420 
to allow for the ontology to be modified . For example , the 
natural language model may access inputs provided by 
analysts to modify one or more of the labels or tasks in the 
ontology . 
[ 0165 ] As another example of an iterative loop , it may be 
determined that rules may be modified to improve perfor 
mance of the natural language model . Thus , from block 
1425 , the natural language platform may be configured to 
proceed back to block 1415 , which in some cases is a sub 
process within the overall process for creating the ontology . 
To modify some of the rules , the natural language platform 
may be configured to apply a weight to each of the rules , 
where the weight represents a degree to which the rules 
should be heeded in comparison to other rules . For example , 
a weight of 1.0 for a rule may signify that the rule should 
always be followed , whereas a weight of 0.5 may signify 
that the rule should be followed according to a probabilistic 
formula that may factor in additional statistical parameters , 
resulting in a composite statistical score to determine how to 
classify a document . Thus , modifying the rules may also 
include adjusting any weights to the rules . Modifying the 
rules may also involve creating new rules or modifying the 
logical parameters to which the rules should be applied . 
After any rules are modified at block 1415 , the process may 
again proceed to block 1420 , and continue down the process 
in another iteration . 
[ 0166 ] As another example of an iterative loop , and may 
be determined that new topics should be discovered or topics 
may need to be refined or modified in some way . Thus , from 
block 1425 , the natural language platform may be config 
ured to proceed back to block 1410 to conduct topic mod 
eling again , which in some cases is a sub process within the 
overall process for creating the ontology . To modify any 
topics , the natural language platform may be configured to 

accept various parameters for discovering new topics . For 
example , new documents may be accessed , or certain docu 
ments may be given more weight . In other cases , the natural 
language platform may receive inputs to merge certain 
topics together into a single composite task or label within 
the ontology . In other cases , the natural language platform 
may be configured to receive inputs to divide one or more 
topics into multiple topics . Analysts may be offered displays 
of various metrics that express levels of agreement or levels 
of performance of the natural language model when the 
topics are organized in one configuration versus another 
configuration . The analysts may then be able to compare 
how the model may improve if various topics are modified . 
Example displays for these various interfaces for modifying 
the topics , the rules , or the ontology may be described 
further in application ( Attorney Docket No. 1402805 . 
00013_IDB013 ) , which again is incorporated herein by 
reference . 
[ 0167 ] In some cases , after modifying any of the topics at 
block 1410 , the process may proceed directly to block 1420 
to modify the ontology in light of the newly modified topics . 
In other cases , and may also be desirable to modify any 
rules , so the modification iteration may move from block 
1410 to block 1415 before proceeding to block 1420 . 
[ 0168 ] In some embodiments , these iterative processes 
may cease once performance of the natural language model 
is determined to satisfy some threshold criterion . At that 
point , the natural language model may be available for use 
to analyze untested data at block 1430 . 
[ 0169 ] Referring to FIG . 15 , flowchart 1500 provides an 
additional variant for generating natural language models , 
this time including a maintenance process for updating 
currently operating natural language models , according to 
some embodiments . As shown , the various functional blocks 
in flowchart 1400 remain the same , but in addition , after the 
natural language model is in use to analyze untested data at 
block 1430 , an additional block 1510 is provided to modify 
the currently running natural language model with updated 
data . The model may need to be updated periodically in 
order to adjust to changing language that may occur in 
certain collections of documents . For example , if the model 
is analyzing communications on Twitter , new idioms and 
slang may inevitably be communicated in tweets over time . 
A model trained six months ago may therefore lack proper 
training for how to handle any new changes in language . 
[ 0170 ] Rather than generate a completely new model , the 
existing natural language model may simply be retrained 
with updated data . The retraining may include revising or 
discovering new topics , modifying or creating new rules , or 
modifying the ontology structure to account for the updated 
data . Thus , the natural language platform may be configured 
to retrain the model with updated data by proceeding to 
either block 1410 , 1415 , or 1420 , depending on the need . In 
some embodiments , modifications may include simply con 
ducting one or more rounds of adaptive machine learning at 
block 1425 , first by performing intelligent queuing to gen 
erate new annotations for the updated data . 
[ 0171 ] In general , generating natural language processing 
models using the descriptions provided herein allows for : 
production of the models in a substantially shorter time 
period than conventional methods ( e.g. , highly accurate and 
fast performing models generated in a period of weeks rather 
than months ) , highly adaptive models that can evolve with 
changing input data , maintaining of consistent levels of 
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model performance over time , the ability to leverage exist 
ing models and training data to develop domain - specific 
models with fewer new annotations , and the ability to add 
new labels and categorizations as requirements change . 
[ 0172 ] Referring to FIG . 16 , the block diagram illustrates 
components of a machine 1600 , according to some example 
embodiments , able to read instructions 1624 from a 
machine - readable medium 1622 ( e.g. , a non - transitory 
machine - readable medium , a machine - readable storage 
medium , a computer - readable storage medium , or any suit 
able combination thereof ) and perform any one or more of 
the methodologies discussed herein , in whole or in part . 
Specifically , FIG . 16 shows the machine 1600 in the 
example form of a computer system ( e.g. , a computer ) 
within which the instructions 1624 ( e.g. , software , a pro 
gram , an application , an applet , an app , or other executable 
code ) for causing the machine 1600 to perform any one or 
more of the methodologies discussed herein may be 
executed , in whole or in part . 
[ 0173 ] In alternative embodiments , the machine 1600 
operates as a standalone device or may be connected ( e.g. , 
networked ) to other machines . In a networked deployment , 
the machine 1600 may operate in the capacity of a server 
machine 110 or a client machine in a server - client network 
environment , or as a peer machine in a distributed ( e.g. , 
peer - to - peer ) network environment . The machine 1600 may 
include hardware , software , or combinations thereof , and 
may , as example , be a server computer , a client computer , a 
personal computer ( PC ) , a tablet computer , a laptop com 
puter , a netbook , a cellular telephone , a smartphone , a 
set - top box ( STB ) , a personal digital assistant ( PDA ) , a web 
appliance , a network router , a network switch , a network 
bridge , or any machine capable of executing the instructions 
1624 , sequentially or otherwise , that specify actions to be 
taken by that machine . Further , while only a single machine 
1600 is illustrated , the term “ machine ” shall also be taken to 
include any collection of machines that individually or 
jointly execute the instructions 1624 to perform all or part of 
any one or more of the methodologies discussed herein . 
[ 0174 ] The machine 1600 includes a processor 1602 ( e.g. , 
a central processing unit ( CPU ) , a graphics processing unit 
( GPU ) , a digital signal processor ( DSP ) , an application 
specific integrated circuit ( ASIC ) , a radio - frequency inte 
grated circuit ( RFIC ) , or any suitable combination thereof ) , 
a main memory 1604 , and a static memory 1606 , which are 
configured to communicate with each other via a bus 1608 . 
The processor 1602 may contain microcircuits that are 
configurable , temporarily or permanently , by some or all of 
the instructions 1624 such that the processor 1602 is con 
figurable to perform any one or more of the methodologies 
described herein , in whole or in part . For example , a set of 
one or more microcircuits of the processor 1602 may be 
configurable to execute one or more modules ( e.g. , software 
modules ) described herein . 
[ 0175 ] The machine 1600 may further include a video 
display 1610 ( e.g. , a plasma display panel ( PDP ) , a light 
emitting diode ( LED ) display , a liquid crystal display 
( LCD ) , a projector , a cathode ray tube ( CRT ) , or any other 
display capable of displaying graphics or video ) . The 
machine 1600 may also include an alphanumeric input 
device 1612 ( e.g. , a keyboard or keypad ) , a cursor control 
device 1614 ( e.g. , a mouse , a touchpad , a trackball , a 
joystick , a motion sensor , an eye tracking device , or other 
pointing instrument ) , a storage unit 1616 , a signal generation 

device 1618 ( e.g. , a sound card , an amplifier , a speaker , a 
headphone jack , or any suitable combination thereof ) , and a 
network interface device 1620 . 
[ 0176 ] The storage unit 1616 includes the machine - read 
able medium 1622 ( e.g. , a tangible and non - transitory 
machine - readable storage medium ) on which are stored the 
instructions 1624 embodying any one or more of the meth 
odologies or functions described herein , including , for 
example , any of the descriptions of FIGS . 1A - 15 . The 
instructions 1624 may also reside , completely or at least 
partially , within the main memory 1604 , within the proces 
sor 1602 ( e.g. , within the processor's cache memory ) , or 
both , before or during execution thereof by the machine 
1600. The instructions 1624 may also reside in the static 
memory 1606 . 
[ 0177 ] Accordingly , the main memory 1604 and the pro 
cessor 1602 may be considered machine - readable media 
1622 ( e.g. , tangible and non - transitory machine - readable 
media ) . The instructions 1624 may be transmitted or 
received over a network 1626 via the network interface 
device 1620. For example , the network interface device 
1620 may communicate the instructions 1624 using any one 
or more transfer protocols ( e.g. , HTTP ) . The machine 1600 
may also represent example means for performing any of the 
functions described herein , including the processes 
described in FIGS . 1A - 15 . 
[ 0178 ] In some example embodiments , the machine 1600 
may be a portable computing device , such as a smart phone 
or tablet computer , and have one or more additional input 
components ( e.g. , sensors or gauges ) ( not shown ) . Examples 
of such input components include an image input component 
( e.g. , one or more cameras ) , an audio input component ( e.g. , 
a microphone ) , a direction input component ( e.g. , a com 
pass ) , a location input component ( e.g. , a GPS receiver ) , an 
orientation component ( e.g. , a gyroscope ) , a motion detec 
tion component ( e.g. , one or more accelerometers ) , an 
altitude detection component ( e.g. , an altimeter ) , and a gas 
detection component ( e.g. , a gas sensor ) . Inputs harvested by 
any one or more of these input components may be acces 
sible and available for use by any of the modules described 
herein . 
[ 0179 ] As used herein , the term “ memory ” refers to a 
machine - readable medium 1622 able to store data tempo 
rarily or permanently and may be taken to include , but not 
be limited to , random - access memory ( RAM ) , read - only 
memory ( ROM ) , buffer memory , flash memory , and cache 
memory . While the machine - readable medium 1622 is 
shown in an example embodiment to be a single medium , 
the term " machine - readable medium ” should be taken to 
include a single medium or multiple media ( e.g. , a central 
ized or distributed database 115 , or associated caches and 
servers ) able to store instructions 1624. The term “ machine 
readable medium ” shall also be taken to include any 
medium , or combination of multiple media , that is capable 
of storing the instructions 1624 for execution by the machine 
1600 , such that the instructions 1624 , when executed by one 
or more processors of the machine 1600 ( e.g. , processor 
1602 ) , cause the machine 1600 to perform any one or more 
of the methodologies described herein , in whole or in part . 
Accordingly , a “ machine - readable medium ” refers to a 
single storage apparatus or device 120 or 130 , as well as 
cloud - based storage systems or storage networks that 
include multiple storage apparatus or devices 120 or 130 . 
The term “ machine - readable medium ” shall accordingly be 
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taken to include , but not be limited to , one or more tangible 
( e.g. , non - transitory ) data repositories in the form of a 
solid - state memory , an optical medium , a magnetic medium , 
or any suitable combination thereof . 
[ 0180 ] Furthermore , the machine - readable medium 1622 
is non - transitory in that it does not embody a propagating 
signal . However , labeling the tangible machine - readable 
medium 1622 as “ non - transitory ” should not be construed to 
mean that the medium is incapable of movement ; the 
medium should be considered as being transportable from 
one physical location to another . Additionally , since the 
machine - readable medium 1622 is tangible , the medium 
may be considered to be a machine - readable device . 
[ 0181 ] Throughout this specification , plural instances may 
implement components , operations , or structures described 
as a single instance . Although individual operations of one 
or more methods are illustrated and described as separate 
operations , one or more of the individual operations may be 
performed concurrently , and nothing requires that the opera 
tions be performed in the order illustrated . Structures and functionality presented as separate components in example 
configurations may be implemented as a combined structure 
or component . Similarly , structures and functionality pre 
sented as a single component may be implemented as 
separate components . These and other variations , modifica 
tions , additions , and improvements fall within the scope of 
the subject matter herein . 
[ 0182 ] Certain embodiments are described herein as 
including logic or a number of components , modules , or 
mechanisms . Modules may constitute software modules 
( e.g. , code stored or otherwise embodied on a machine 
readable medium 1622 or in a transmission medium ) , hard 
ware modules , or any suitable combination thereof . A “ hard 
ware module ” is a tangible ( e.g. , non - transitory ) unit capable 
of performing certain operations and may be configured or 
arranged in a certain physical manner . In various example 
embodiments , one or more computer systems ( e.g. , a stand 
alone computer system , a client computer system , or a server 
computer system ) or one or more hardware modules of a 
computer system ( e.g. , a processor 1602 or a group of 
processors 1602 ) may be configured by software ( e.g. , an 
application or application portion ) as a hardware module 
that operates to perform certain operations as described 
herein . 
[ 0183 ] In some embodiments , a hardware module may be 
implemented mechanically , electronically , or any suitable 
combination thereof . For example , a hardware module may 
include dedicated circuitry or logic that is permanently 
configured to perform certain operations . For example , a 
hardware module may be a special - purpose processor , such 
as a field programmable gate array ( FPGA ) or an ASIC . A 
hardware module may also include programmable logic or 
circuitry that is temporarily configured by software to per 
form certain operations . For example , a hardware module 
may include software encompassed within a general - pur 
pose processor 1602 or other programmable processor 1602 . 
It will be appreciated that the decision to implement a 
hardware module mechanically , in dedicated and perma 
nently configured circuitry , or in temporarily configured 
circuitry ( e.g. , configured by software ) may be driven by 
cost and time considerations . 
[ 0184 ) Hardware modules can provide information to , and 
receive information from , other hardware modules . Accord 
ingly , the described hardware modules may be regarded as 

being communicatively coupled . Where multiple hardware 
modules exist contemporaneously , communications may be 
achieved through signal transmission ( e.g. , over appropriate 
circuits and buses 1608 ) between or among two or more of 
the hardware modules . In embodiments in which multiple 
hardware modules are configured or instantiated at different 
times , communications between such hardware modules 
may be achieved , for example , through the storage and 
retrieval of information in memory structures to which the 
multiple hardware modules have access . For example , one 
hardware module may perform an operation and store the 
output of that operation in a memory device to which it is 
communicatively coupled . A further hardware module may 
then , at a later time , access the memory device to retrieve 
and process the stored output . Hardware modules may also 
initiate communications with input or output devices , and 
can operate on a resource ( e.g. , a collection of information ) . 
[ 0185 ] The various operations of example methods 
described herein may be performed , at least partially , by one 
or more processors 1602 that are temporarily configured 
( e.g. , by software ) or permanently configured to perform the 
relevant operations . Whether temporarily or permanently 
configured , such processors 1602 may constitute processor 
implemented modules that operate to perform one or more 
operations or functions described herein . As used herein , 
“ processor - implemented module ” refers to a hardware mod 
ule implemented using one or more processors 1602 . 
[ 0186 ] Similarly , the methods described herein may be at 
least partially processor - implemented , a processor 1602 
being an example of hardware . For example , at least some 
of the operations of a method may be performed by one or 
more processors 1602 or processor - implemented modules . 
As used herein , “ processor - implemented module ” refers to a 
hardware module in which the hardware includes one or 
more processors 1602. Moreover , the one or more proces 
sors 1602 may also operate to support performance of the 
relevant operations in a “ cloud computing ” environment or 
as a “ software as a service ” ( SaaS ) . For example , at least 
some of the operations may be performed by a group of 
computers ( as examples of machines 1600 including pro 
cessors 1602 ) , with these operations being accessible via a 
network 1626 ( e.g. , the Internet ) and via one or more 
appropriate interfaces ( e.g. , an API ) . 
[ 0187 ] The performance of certain operations may be 
distributed among the one or more processors 1602 , not only 
residing within a single machine 1600 , but deployed across 
a number of machines 1600. In some example embodiments , 
the one or more processors 1602 or processor - implemented 
modules may be located in a single geographic location 
( e.g. , within a home environment , an office environment , or 
a server farm ) . In other example embodiments , the one or 
more processors 1602 or processor - implemented modules 
may be distributed across a number of geographic locations . 
[ 0188 ] Unless specifically stated otherwise , discussions 
herein using words such as " processing , " " computing , " 
“ calculating , ” “ determining , ” “ presenting , ” “ displaying , " or 
the like may refer to actions or processes of a machine 1600 
( e.g. , a computer ) that manipulates or transforms data rep 
resented as physical ( e.g. , electronic , magnetic , or optical ) 
quantities within one or more memories ( e.g. , volatile 
memory , non - volatile memory , or any suitable combination 
thereof ) , registers , or other machine components that 
receive , store , transmit , or display information . Furthermore , 
unless specifically stated otherwise , the terms “ a ” or “ an ” are 
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herein used , as is common in patent documents , to include 
one or more than one instance . Finally , as used herein , the 
conjunction “ or ” refers to a non - exclusive “ or , " unless 
specifically stated otherwise . 
[ 0189 ] The present disclosure is illustrative and not lim 
iting . Further modifications will be apparent to one skilled in 
the art in light of this disclosure and are intended to fall 
within the scope of the appended claims . 
What is claimed is : 
1. A system for generating a natural language model , the 

system comprising : 
at least one memory and at least one processor commu 

nicatively coupled to the at least one memory ; and 
a database module , an application program interface 

( API ) module , a background processing module , and an 
applications module , each stored on the at least one 
memory and executable by the at least one processor ; 

the API module configured to ingest training data repre 
sentative of documents to be analyzed by the natural 
language model and to store the training data in the 
database module ; 

the background processing module configured to : 
generate a hierarchical data structure , the hierarchical 

data structure comprising at least two topical nodes , 
wherein the at least two topical nodes represent 
partitions organized by two or more topical themes 
among the topical content of the training data within 
which the training data is to be subdivided into ; 

select among the training data a plurality of documents 
to be annotated ; 

generate at least one annotation prompt for each docu 
ment among the plurality of documents to be anno 
tated , said annotation prompt configured to elicit an 
annotation about said document indicating which 
node among the at least two topical nodes of the 
hierarchal data structure said document is to be 
classified into ; 

the application module configured to cause display of the 
at least one annotation prompt for each document 
among the plurality of documents to be annotated ; 

the API module further configured to receive for each 
document among the plurality of documents to be 
annotated , the annotation in response to the displayed 
annotation prompt ; and 

the background processing module further configured to 
generate the natural language model using an adaptive 
machine learning process configured to determine , 
among the received annotations , patterns for how the 
documents in the training data are to be subdivided 
according to the at least two topical nodes of the 
hierarchical data structure . 

2. The system of claim 1 , wherein the background pro 
cessing module is further configured to test performance of 
the natural language model using a subset of the documents 
among the training data that received annotations . 

3. The system of claim 2 , wherein the background pro 
cessing module is further configured to : 

compute a performance metric of the natural language 
model , based on results of the testing ; and 

determine whether the natural language model satisfies at 
least one performance criterion based on the computed 
performance metric . 

4. The system of claim 3 , wherein the background pro 
cessing module is further configured to : 

performing one or more optimization techniques config 
ured to improve performance of the natural language 
platform , in response to determining that the natural 
language platform fails to satisfy the at least one 
performance criterion based on the computed perfor 
mance metric . 

5. The system of claim 4 , wherein the one or more 
optimization techniques comprises at least one of : a feature 
selection process , a padding and rebalancing process of the 
natural language model , a pruning process of the natural 
language model , a feature discovery process , a smoothing 
process of the natural language model , or a model interpo 
lation process . 

6. The system of claim 3 , wherein the background pro 
cessing module is further configured to : 

determine that the natural language platform fails to 
satisfy the at least one performance criterion based on 
the computed performance metric ; 

in response to said determining : 
identify a topical node among the two or more topical 
nodes of the hierarchal data structure that the natural 
language model fails to accurately categorize docu 
ments into ; 

select a second plurality of documents to be annotated , 
the second plurality comprising documents associ 
ated with said topical node that the natural language 
model failed to accurately categorize documents 
into ; and 

generate a second set of at least one annotation prompt 
for each document among the second plurality of 
documents to be annotated , said annotation prompt 
among the second set configured to elicit an anno 
tation about said document to improve the natural 
language model in accurately categorizing docu 
ments into said topical node ; 

wherein the applications module is further configured to 
cause display of the second set of the at least one 
annotation prompt for each document among the sec 
ond plurality of documents to be annotated ; 

wherein the API module is further configured to receive 
for each document among the second plurality of 
documents to be annotated , a second set of annotations 
in response to the second set of displayed annotation 
prompts ; and 

wherein the background processing module is further 
configured to generate a refined natural language model 
using the adaptive machine learning process and based 
on the hierarchical data structure , the training data and 
the second set of annotations . 

7. The system of claim 1 , wherein generating the hierar 
chical data structure comprises : 
performing a topic modeling process configured to iden 

tify two or more topics among the content of the 
training data that is configured to define the two or 
more topical nodes of the hierarchical data structure . 

8. The system of claim 1 , wherein the background pro 
cessing module is further configured to access one or more 
rules configured to instruct the natural language model how 
to categorize one or more documents into the two or more 
nodes of the hierarchical data structure . 

9. The system of claim 8 , wherein generating the hierar 
chical data structure comprises : 

conducting a rules generation process configured to evalu 
ate logical consistency among the one or more rules . 
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10. The system of claim 1 , wherein generating the hier 
archical data structure comprises : 

generating at least one annotation prompt for each topical 
node among the two or more topical nodes in the 
hierarchical data structure , said annotation prompt con 
figured to elicit an annotation about said topical node 
indicating a level of accuracy of placement of the node 
within the hierarchical data structure ; 

causing display of the at least one annotation prompt for 
each topical node ; and 

receiving for each topical node , the annotation in response 
to the displayed annotation prompt . 

11. The system of claim 10 , wherein the background 
processing module is further configured to evaluate perfor 
mance of the hierarchical data structure based on the anno 
tations . 

12. The system of claim 11 , wherein the background 
processing module is further configured to determine that 
the hierarchical data structure fails to satisfy at least one 
performance criterion in response to the evaluating ; and 

modify a logical relationship among the two or more 
topical nodes based on the annotations and in response 
to determining that the data structure fails to satisfy the 
at least one performance criterion . 

13. The system of claim 9 , wherein the API module is 
further configured to receive a training guideline based on 
the annotations to the nodes , the training guideline config 
ured to provide instructions to an annotator for answering 
one or more annotation prompts for each document among 
the plurality of documents to be annotated . 

14. The system of claim 1 , wherein the hierarchical data 
structure comprises at least a third topical node and a fourth 
topical node , wherein the third and fourth topical nodes both 
represent sub - partitions within the topical theme of the first 
node and organized by a third and fourth topical theme , 
respectively , among the topical content of the training data 
within which the training data is to be subdivided into . 

15. A method for generating a natural language platform 
system configured to generate a natural language model , the 
method comprising : 

deriving from an analogous natural language platform 
system , parameters configured to optimize perfor 
mance of said analogous system to generate an analo 
gous natural language model configured to analyze 
similar but not identical documents as the natural 
language model ; 

interpolating said parameters to be optimized for docu 
ments to be analyzed by the natural language model ; 
and 

implementing the interpolated parameters in the natural 
language platform system such that the interpolated 
parameters are configured to generate the natural lan 

the full service natural language platform through the 
network connection and configured to : 

access the training data stored in a client data store at the 
local client host location ; 

format the training data in a uniform manner ; 
transmit the training data to the full service natural 

language platform through the network connection ; 
receive the predictions about the untested data ; and 
store the predictions about the untested data in a memory 

at the local client host location . 
17. The system of claim 16 , further comprising a text 

extraction module communicatively coupled to the connec 
tor module and configured to attach to the client data store 
and extract textual data for use as the training data . 

18. The system of claim 16 , wherein the full service 
natural language platform is further configured to : 

generate a hierarchical data structure , the hierarchical data 
structure comprising at least two topical nodes , wherein 
the at least two topical nodes represent partitions orga 
nized by two or more topical themes among the topical 
content of the training data within which the training 
data is to be subdivided into ; 
select among the training data a plurality of documents 

to be annotated ; and 
generate at least one annotation prompt for each docu 
ment among the plurality of documents to be anno 
tated , said annotation prompt configured to elicit an 
annotation about said document indicating which 
node among the at least two topical nodes of the 
hierarchal data structure said document is to be 
classified into . 

19. The system of claim 18 , wherein the full service 
natural language platform is further configured to : 

cause display of the at least one annotation prompt for 
each document among the plurality of documents to be 
annotated ; 

receive for each document among the plurality of docu 
ments to be annotated , the annotation in response to the 
displayed annotation prompt ; and 

generate the natural language model using an adaptive 
machine learning process configured to determine , 
among the received annotations , patterns for how the 
documents in the training data are to be subdivided 
according to the at least two topical nodes of the 
hierarchical data structure . 

20. The system of claim 19 , wherein the full service 
natural language platform is further configured to : 

test performance of the natural language model using a 
subset of the documents among the training data that 
received annotations ; 

compute a performance metric of the natural language 
model , based on results of the testing ; 

determine that the natural language platform fails to 
satisfy the at least one performance criterion based on 
the computed performance metric ; 

in response to said determining : 
identify a topical node among the two or more topical 

nodes of the hierarchal data structure that the natural 
language model fails to accurately categorize docu 
ments into ; 

select a second plurality of documents to be annotated , the 
second plurality comprising documents associated with 
said topical node that the natural language model failed 
to accurately categorize documents into ; 

guage model . 
16. A system for generating natural language models , the 

system comprising : 
a full service natural language platform geographically 

located at a remote host location and configured to : 
receive training data through a network connection ; 
train a natural language model based on the received 

training data , and 
generate predictions about untested data using the 

natural language model ; and 
a connector module geographically located at a local 

client host location and communicatively coupled to 
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generate a second set of at least one annotation prompt for 
each document among the second plurality of docu 
ments to be annotated , said annotation prompt among 
the second set configured to elicit an annotation about 
said document to improve the natural language model 
in accurately categorizing documents into said topical 
node ; 

cause display of the second set of the at least one 
annotation prompt for each document among the sec 
ond plurality of documents to be annotated ; 

receive for each document among the second plurality of 
documents to be annotated , a second set of annotations 
in response to the second set of displayed annotation 
prompts ; and 

generate a refined natural language model using the 
adaptive machine learning process and based on the 
hierarchical data structure , the training data and the 
second set of annotations . 


