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VIDEO OBJECT CUTAND PASTE

BACKGROUND

[0001] Cutting and pasting of moving objects to and from video sequences

has many applications in the field of video processing. Digital segmentation of

objects, which allows such cutting and pasting, has become an increasingly popular

research area in video processing.

[0002] Conventionally, cutting and pasting of video objects has been

performed by chroma keying, which is also referred to as blue screen matting or

"blue-screening." In chroma keying, foreground objects are video recorded in

front of a solid-colored background, usually blue or green, and are then separated

from the background using matting techniques that take advantage of the known

background color. The simplicity of these techniques enables rapid foreground

separation. Some systems even compute chroma keying in real time. However,

these methods are limited to simple backgrounds of a solid color. Errors often

occur when foreground objects contain colors similar to the background.

[0003] Some conventional approaches for video object cutout involve

silhouette tracking. Although these existing methods can be applied to general

backgrounds, to yield greater robustness in the tracking process, they use smooth

curves that imprecisely and coarsely represent object boundaries. Since a coarse

boundary descriptor cannot capture the fine details of a silhouette, these techniques

are inadequate for most cut-and-paste applications. These rough boundary



techniques can be interactively refined by auto keying, which provides a user

interface for detailed boundary adjustment through spline editing. However, since

each video frame must be individually modified by the user, the manual work

needed to properly delineate the boundary details is prohibitive.

[0004] Recently, conventional video matting techniques have relaxed the

solid color background requirement to allow smooth color changes instead of a

single solid background color. The success of video matting in such scenarios

depends on various techniques, such as how accurately trimaps can be propagated

and how well Bayesian matting performs in each individual frame.

[0005] Video matting when the background is complex has two main

difficulties for general video sequences. First, many videos contain fast motion,

morphing silhouettes, and often-changing topologies, which are very challenging

for state-of-the-art optical flow algorithms to bidirectionally propagate trimaps.

Second, even if accurate trimaps can be obtained with considerable user

interaction, the Bayesian matting technique often produces unsatisfactory results

when the foreground/background contains complex textures or the foreground

colors are similar to the background colors. In other words, when the background

is more complex than just a simple solid color, then automatically determining

where the visual edges of a video object are as the video object changes and moves

during video play is a sophisticated and processor-intensive task.



SUMMARY

[0006] This Summary is provided to introduce a selection of concepts in a

simplified form that are further described below in the Detailed Description. This

Summary is not intended to identify key features or essential features of the

claimed subject matter, nor is it intended to be used as an aid in determining the

scope of the claimed subject matter.

[0007] In view of the above, video object cutting and pasting is described.

In one implementation, prior to a 3-D graph cut segmentation, video frames are

pre-segmented into regions. The 3-D graph cut segmentation uses temporal

coherence and a global color model to achieve accuracy of video object

boundaries. A 2-D local graph cut segmentation can then be used to refine the

boundaries. The boundaries can be tracked within a user-selected sequence of

windows and refined using a local color model.



BRIEF DESCRIPTION OF THE DRAWINGS

[0008] Fig. 1 is a diagram of an exemplary video cut-and-paste system.

[0009] Fig. 2 is a diagram of an overview of an exemplary video object cut-

and-paste process.

[00010] Fig. 3 is a block diagram of an exemplary video cut-and-paste

engine.

[00011] Fig. 4 is a diagram of exemplary 3-D graph construction.

[00012] Fig. 5 is a diagram of an exemplary technique for refining boundaries

of a video object.

[00013] Fig. 6 is a diagram of exemplary 3-D and 2-D segmentation results.

[00014] Fig. 7 is a flow diagram of an exemplary method of segmenting a

video object from a video sequence.



DETAILED DESCRIPTION

Overview

[00015] Systems and methods are described for automatically separating (i.e.,

"cutting") a moving and changing visual object from the sometimes complicated

background of a moving video sequence (video clip), so that it can be pasted, for

example, on a different moving background. Importantly, the systems and methods

can preserve the fine outer border details of the video object being cut out.

[00016] The systems and methods can capture complex shape deformations

with user input of only a few key frame mattes, using a 3-dimensional (3-D) graph

cut segmentation that has improved features over conventional techniques.

Moreover, using local color models, video object boundaries are located correctly

even when colors are ambiguous or contrast between designated foreground and

background is low. A bidirectional feature tracking technique is designed to

accurately track visual regions using local color models. A resulting cut out video

object sequence is ready to be composed onto other backgrounds.

Exemplary System

[00017] Fig. 1 shows an exemplary system 100, in which a video cut-and-

paste engine 102 resides in a computing device 104. The video cut-and-paste

engine 102 can cut a temporally sequenced video object 106 (in this case, moving

dancers) out of a video clip 108 so that the video object 106 can be pasted into a

different moving background. The system 100 performs such a "graph cut" by



differentiating (i.e., "segmenting") the video object 106 to be cut from the

surrounding background "matte" 110 in a manner that is faster, easier to use, and

more efficient than conventional techniques.

[00018] The 3-D graph cut operation cuts the video object 106 from a

temporal sequence of 2-dimensional (2-D) surfaces (video frames) that represent

an interval of time—the video clip 108—during which the video object 106 moves

and may change its footprint on the frame from one 2-D frame to the next. The 3-

D graph cut is different from a 2-D graph cut, in which a visual object is separated

from a single 2-D surface like cutting the object from a piece of paper. The "three

dimensions" of the 3-D graph cut refer to two spatial dimensions (of a video

frame) moving through a third temporal dimension (i.e., being played), rather than

the three spatial dimensions of length, width, and depth. The exemplary techniques

described herein need not be limited to a 3-D graph cut, however, but aspects could

also be applied to a 4-dimensional graph cut, in which, for instance, a holographic

object is cut from its surroundings in space and inserted into a different space with

different surroundings.

[00019] The systems and methods described herein have the advantage of

generating an accurate binary segmentation before applying coherent matting. That

is, a modified coherent matting uses the binary segmentation as a prior for

producing the alpha matte of the video object 106 being cut. The coherent matting

can generate better results than conventional Bayesian matting, for example,

because it fully exploits the information in the binary segmentation with a



regularization term for the alpha matte. Moreover, in providing a binary video

segmentation, an exemplary system obtains more accurate results and utilizes an

easier-to-use user interface (UI) for boundary refinement than the conventional

techniques of contour tracking and trimap propagation.

[00020] One implementation of the subject matter additionally uses a 2-D

image segmentation method by which accurate object boundaries can be easily

obtained using simple user interaction combined with a graph cut algorithm.

[00021] The systems and methods described herein extend conventional

pixel-level 3-D graph cutting to a region-based 3-D graph cutting in order to

handle video objects 106 instead of just pixels. Exemplary local refinement

methods use a tracking feature as well.

[00022] Fig. 2 shows an overview 200 of one implementation of the

exemplary graph cutting process implemented by video-cut-and-paste engine 102.

In the overview 200, a pre-segmentation 202 occurs before the 3-D graph cut 204.

A "watershed" partitioning (i.e., using the "watershed algorithm") is performed on

the input video sequence. This greatly expedites the segmentation, i.e., the video

cut and paste operations are greatly accelerated by performing this watershed

segmentation before the 3-D graph cut occurs. This watershed partitioning consists

of a rough binary pre-segmentation into graph regions using an energy evaluation.

[00023] Next, the 3-D graph cut 204 uses a small number of model video

frames selected from the video clip as an initial starting point for the segmentation

process. These model video frames may be selected for their efficacy in showing



contrast between the video object 106 and the background. The exemplary graph

cutting process then automatically forms inter-frame connections across

corresponding "candidate" image regions in adjacent video frames to preserve

accurate object segmentation as the object moves and changes through time across

video frames.

[00024] A user can further refine the automatically generated video object

boundaries with a local 2-D graph cut 206 using a local color model. Bidirectional

feature tracking between key frames can also be provided that allows the user to

make local corrections to the automatically generated video object boundary.

[00025] Manual tools for boundary refinement 208 are also provided that

override the automatic segregation in order to specify or correct fine detail in an

object boundary.

[00026] An exemplary modified coherent matting process 210 automatically

generates a sequence of mattes for the frames of the video clip 108. The

exemplary modified coherent matting process 210 extracts the specified video

object 106 from the video clip 108 using the sequence of mattes and extracts the

foreground colors of the video object.

[00027] Other features include map saving, by which a user can save the

user's interaction and a cutting and pasting setup to file, for later use and

modification; and object pasting, by which the user can place the segmented object

into a new background.



Exemplary Engine

[00028] Fig. 3 shows the video cut-and-paste engine 102 of Fig. 1 in greater

detail. The video cut-and-paste engine 102 illustrated in Fig. 3 is meant to provide

one example arrangement for the sake of overview. Many other arrangements of

the illustrated components, or similar components, are possible. Such a video cut-

and-paste engine 102 can be executed in hardware, software, or combinations of

hardware, software, firmware, etc.

[00029] The exemplary engine 102 includes a binary segmenter 302 that aims

to find the boundary between a video object 106 and its background. That is, the

binary segmenter 302 aims to determine for each pixel, whether the pixel is in the

foreground (the video object 106 being cut) or in the background (part of the

matte). Ideally, a perfect cut or "segmentation" would be between a pixel in the

video object 106 and the next adjacent pixel outside the video object 106.

However, the exemplary engine 102 gains speed and accuracy over conventional

techniques by considering regions of the temporally changing video frames of a 3-

D video volume instead of individual pixels.

[00030] The binary segmenter 302 includes a 3-D graph cut segmentation

engine 304, to perform the gross processing of finding the video object boundary;

and a 2-D local boundary refiner 306 for refining the results obtained by the 3-D

graph cut segmentation engine 304. Both of these components interact with a user

interface 308.



[00031] The 3-D graph cut segmentation engine 304 further includes a frame

pre-segmentation engine 310 and a 3-D graph engine 312. The frame pre-

segmentation engine 310 further includes a 3-D volume buffer 314, a watershed

partitioner 316, and a storage area for the regions 318 determined by the watershed

partitioner 316. The 3-D graph engine 312 further includes a global color energy

evaluator 320, an intra-frame connector 324, and an inter-frame connector 326.

The global color energy evaluator 320 may further include a color comparator 322.

[00032] The 2-D local boundary refiner 306 can include a local 2-D graph

cutter 328 and a segmentation overrider 330. The local 2-D graph cutter 328

further includes a bidirectional feature tracker 332, a video tube engine 334, and a

local color modeler 336. The video tube engine includes a window specifier 338.

The segmentation overrider 330 typically includes user tools 340, for example, user

interface brush tools, for designating foreground and background areas of a video

frame. The user interface 308 can include a video display 342, display controls

344, a key frame inputter 346, and an object selector 348.

[00033] A map saver 350 can persevere a binary segmentation obtained by

the binary segmenter 302. This may include boundary modifications that the user

has performed with some degree of manual intervention with the local 2-D graph

cutter 328 and the user tools 340, etc.

[00034] Using the binary segmentation results from the binary segmenter 302,

the matte extractor 352 can apply a modified coherent matting algorithm 354 in

order to obtain the alpha mattes of each frame in the video clip 108, that is, a



"matte sequence" 356. A foreground color extractor 358 extracts the 3-D video

object 106 as an object sequence 360. An object paster 362 may place the object

sequence 360 into one of multiple new backgrounds 364.

[00035] In one implementation, the operation of the exemplary video cut-and-

paste engine 102 can be summarized as follows. Pre-segmentation regions 318 of

video frames are determined by the watershed partitioner 316. The 3-D graph cut

segmentation engine 304 then applies segmentation to the pre-segmentation

regions of the spatial-temporal video volume, which can be held in a buffer 314.

The 3-D graph engine 312 connects the pre-segmentation regions 318 in a manner

that preserves temporal coherence of a video object 106. The 2-D local boundary

refiner 306 can take this initial segmentation result and allow the user to specify

regions 318 for local refinement in which the local 2-D graph cutter 328 has a local

color modeler 336 that utilizes local colors instead of colors from the entire

background.

[00036] A more detailed description of the video object cut-and-paste engine

102 now follows. In a typical scenario, the user first selects a few key frames from

the video clip 108 using the key frame inputter 346 and provides their precise

foreground/background segmentation using the object selector 348, which may

include a conventional image snapping tool. In one implementation, the engine

102 asks for a key frame sample at ten-frame intervals and generates the

background mattes of the frames in-between, but the sampling rate may vary



according to object motion in the particular video clip 108. For slower moving or

deforming objects, a lower sampling rate may be used.

[00037] The 3-D graph cut segmentation engine 304 acts on the spatial

temporal volume of the video clip 108, which can be stored in the 3-D volume

buffer 314. To make the optimization process tractable, the frame pre-

segmentation engine 310 pre-segments each frame in the video clip 108 into a

number of atomic regions 318 using a watershed technique, such as a Vincent and

Soille watershed algorithm. The 3-D graph engine 312 builds a 3-D graph based

on these atomic regions 318. An alternative pre-segmentation technique can be

used, such as Mortensen and Barrett's tobogganing. In either case, the 3-D graph

cut segmentation engine 304 forms temporal connections that preserves a set of

region candidates from frame to frame and therefore embeds temporal consistency

without explicit motion estimation.

[00038] Fig. 4 shows an overview of exemplary construction of a 3-D graph

400 from which the 3-D video object 106 can be segmented and cut out. In one

implementation, for a region ' 318 the 3-D graph engine 312 constructs the 3-D

graph 400 using three energy quantities. First, the 3-D graph engine 312 connects

the region 318 to foreground virtual nodes (e.g., 404) and background virtual nodes

(e.g., 406) according to an energy term E . Second, the intra-frame connector 324

connects the region 318 to neighboring regions (e.g., 408, 410, 412, 414) within a

single frame (f) according to an energy term E2. Then, the inter-frame connector

326 connects the region 318 to candidate regions on adjacent frames with an



energy term E (e.g., candidate regions 414, 416, and 418 on previous frame t - 1;

and candidate regions 422, 424, 426, 428, and 430 on succeeding frame t + 1). A

candidate region, then, represents a region on an adjacent frame that might turn out

to be the current region 402 at a different point in time (i.e., on an adjacent video

frame).

[00039] Returning to the engine components of Fig. 3, the 3-D graph engine

312 builds the 3-D graph 400 between each pair of selected key frames, building

on the "atomic" regions 318 obtained by the frame pre-segmentation engine 310,

instead of individual pixels as in conventional techniques. The 3-D graph engine

312 performs the segmentation by using a color comparator 322 to compare the

color consistency of each region 318 with the foreground/background color

distribution in key frames, and then maximizing the color differences between

regions across the foreground/background boundary of the video object 106. In

addition, the 3-D graph engine 312 takes advantage of the temporal coherence

embedded in the 3-D graph by optimizing using the three energies. In practice,

much of the video object's silhouette can be accurately located by the 3-D graph

cut segmentation engine 304.

[00040] In even greater detail, the 3-D graph engine 312 assigns a unique

label x e (l(foreground), O(background)} to each region 318. The regions 318 in key

frames already have labels, e.g., from the object selector 348, while the 3-D graph

engine 312 assigns labels to regions in other frames.



[00041] The 3-D graph engine 312 constructs a 3-D volume r = (ς ,A)

bounded by two successive key frames from the key frame inputter 346. The node

set ς contains atomic regions (e.g., 318) generated by the watershed partitioner

316. The arc set A contains two kinds of arcs: intra-frame arcs A 1 connecting

nodes within one frame, and inter-frame arcs A τ connecting nodes across adjacent

frames.

[00042] To construct the intra-frame arcs A 1, the intra-frame connector 324

connects each region rt 318 to each of the adjacent regions (e.g., 402, 404, 406,

and 408) in the same frame: (/, ) . To construct the inter-frame arcs A 7., the inter-

frame connector 326 connects each region rt 318 to each candidate region (e.g.,

422, 424, 426, 428, 430) in the adjacent frame (7,±! ) that lies within a given radius

(typically 15 pixels), excluding obviously unrelated regions whose mean color

differs from that of region rt 318 by more than a threshold Tc (typically 30 pixels).

To handle regions with various shapes, such as an "L" shape or thin and long

regions, the adjacency between regions is computed by morphological dilation

instead of Euclidean distance between region centers. The 3-D graph engine 312

keeps a set of these candidate connections for possible correspondences on

adjacent frames, and the optimization provided by the color comparator 322

decides which should be cut off. Keeping the candidate connections between

possible corresponding regions across frames leads to greater robustness than

traditional tracking methods that determine only one correspondence.



[00043] The 3-D graph generator 3 12 labels corresponding regions by having

the color comparator 322 minimize an energy function defined on the 3-D graph T

as in Equation (1):

E(X) =∑ E ix .) + 1 E2(x,.,xs) +λ2 ∑ E3(x,.,x ) , (1)
reς (r,s) A. (r,s)eA T

where xr is the foreground/background label of region r 318, and X ={x r :V }.

The first term is the "likelihood energy" Eh which represents the conformity of the

color of region r 318 to the foreground/background color model built from the

color information in the key frames. The second and third terms are the "prior

energies," Ei and E . E1 represents color differences between two adjacent regions

in the same frame, and is used by the intra-frame connector 324 to encourage two

similar adjacent regions to stay together within the foreground or within the

background. The third term E represents color differences between two adjacent

regions in two adjacent frames, and is used by the inter-frame connector 326 to

embed temporal coherence in the graph cut optimization process through inter-

frame arcs A 7. . The inter-frame connector 326 forms temporal connections

between frames, i.e., by connecting a single region in one frame to multiple

candidate regions in succeeding frames, with several connections maintained in a

final optimization.

[00044] The global color energy evaluator 320 samples colors in key frames

to build the foreground/background color models for E 1. In one implementation,

the global color energy evaluator 320 uses Gaussian mixture models (GMMs) to

describe the foreground^ackground color distributions. The mth component of the



foreground GMMs is denoted as (w{n µm
f ,∑f

m) , representing the weight, the mean

color, and the covariance matrix. The global color energy evaluator 320 uses M

components to describe the foreground or background colors, hence m [1, M ] .

Typically M = 6.

[00045] For a given color c, its distance to the foreground GMMs is defined

as in Equation (2):

where, as shown in Equation (3):

Z) (w,∑) = -logw + -logdet ∑, (3)

[00046] and where, as shown in Equation (4):

D(c, µ,∑y = (c - µ)τ ∑ (c - µ) . (4)

[00047] For a region r 318, its distance to the foreground GMMs is defined as

the expectation of the distance of all pixels inside the region, denoted as (d f .

The distance (d b\ to the background color is defined similarly. Then, the

likelihood energy E1(X1.) is defined as in Table (1):



Table (1): Likelihood Energies

[00048] {F} and {s} are sets of foreground regions and background regions,

respectively, in key frames, whose labels are input. Assignments of 0 and ∞ to E \

enforce these hard constraints in the optimization.

[00049] The two energies E2 and E are defined with respect to color

similarity between two regions r and s as in Equation (5):

where lie, - cs is the L2 norm of the RGB color difference.

[00050] The robust parameter β weights the color contrast, and can be set to

k-lβ= ( - c where ( ) is the expectation operator. The global color energy

evaluator 320 computes β separately for E2 and E . The factor allows the

energy to be considered only for connections across the segmentation boundary.

The prior energies E and E are penalty terms when adjacent nodes are assigned

with different labels.



[00051] The 3-D graph engine 312 globally minimizes the objective function

of Equation (1) by using an efficient graph cut algorithm, and the resulting labels

for each region determine a segmentation in the video volume.

[00052] In the 3-D graph construction, the edge cost of the arc to virtual

foreground (or background) node in the graph is E (0) (E1(I)) , and the edge cost of

the intra-frame or inter-frame arc is e β r~c . The arcs between nodes cr - cs that

have similar colors should have high cost.

[00053] In one implementation, the global color energy evaluator 320 fixes

default parameters to X1 = 24, X2 =12 . With these values, the 3-D graph cut

segmentation engine 304 can compute the boundary of a video object 106

successfully at a reasonable speed.

[00054] Since the global color energy evaluator 320 builds the

foreground/background color distributions globally from the key frames, the 3-D

graph cut segmentation result can be poor in areas where the foreground color

matches the background color of a different part of the video clip 108 (and vice

versa). Thus, the 2-D local boundary refiner 306 includes a video tube engine 334

that allows the user to apply very localized boundary refinement. A "video tube" is

a small area of the video frame footprint across time (a small portion of the

displayed, moving video) in which only local color models are used in graph cut

segmentation. By isolating local colors, the segmentation boundary can be

improved significantly. The video tube engine 334 includes a window specifier

338 that allows the user to specify the area of the video frame in which the



localized boundary refinement will take place. In one implementation, the user

draws a rectangle (a window) that gets propagated across frames and that limits

segmentation to within its own boundaries. Drawing a rectangle via the window

specifier 338 can be accomplished via the user interface 308 and the display

controls 344.

[00055] In one implementation, the window specifier 338 of the video tube

engine 334 defines a video tube as rectangular windows {W, }
=

, i.e., a subportion

of a video frame across T frames. To specify a video tube, the user only needs to

select two key windows W1 and W7 , which are the first and last windows of the

video tube being selected. The remaining windows in between are automatically

located by the bidirectional feature tracker 332.

[00056] In one implementation, the video tube engine 334 determines that

there is at least one key frame in between Wx and Wτ such that the local color

modeler 336 can obtain local foreground/background color models for refinement.

Also, the video tube engine 334 determines that the tube boundary is correct at the

segmentation borders (between the foreground and the background at the edge of

the video object 106), since the intersection points provide hard constraints in the

optimization.

[00057] After the 2-D local boundary refiner 306 performs the tracking, the

local 2-D graph cutter 328 applies a constrained 2-D pixel-level graph cut

segmentation to each video tube window using the local foreground and

background color models constructed from the corresponding video tube windows



on the key frame(s). Finally, the 2-D local boundary refiner 306 seamlessly

connects this refined segmentation result from each video tube to the existing video

object boundary adjacent to the video tube window.

[00058] Fig. 5 shows the exemplary 2-D boundary refinement—using video

tubes—just described. The video tube window 502 is placed by the user on a

boundary 504 of an existing segmentation result 506. The local 2-D graph cutter

328 performs segmentation using local colors found by the local color modeler

336. In this boundary refinement, the outermost pixels on the edge of the window

502 are labeled as foreground/background hard constraints according to the

existing segmentation result, so that whatever is determined for the interior pixels

of the window 502 will seamlessly connect with the existing segmentation result

506 from the 3-D graph cut segmentation. At the outset of window selection, the

foreground/background status of each interior pixel of the window 502 is uncertain

and to be determined by relationship to a more refined boundary 508. This 2-D

graph cut segmentation result, the refined boundary 508 (shown as a dashed line),

is used to replace previous segmentation boundary 504. The two intersection

points 510 and 512 where the video tube window 502 intersected the previous

segmentation boundary 504 remain in their same locations, but the rest of the

refined boundary 508 can be different than the previous boundary 504.



Bidirectional Feature Tracking

[00059] The bidirectional feature tracker 332 will now be described in greater

detail. Given the two key windows Wx and W1, , the first window and the last

window of a video tube, the bidirectional feature tracker 332 tracks the position of

the window in the intermediate frames. The sizes of W\ and W can be different

and adjusted by the user. Before tracking, the windows in between are linearly

interpolated (both position and size) from Wx and W .

[00060] The video tube engine 334 denotes ρt as the center position of each

window Wτ in the video tube. The video tube engine 334 also defines a search

range S1 for the position of each window. All positions {p t }τ~ of windows can be

solved by minimizing the following objective function shown in Equation (6):

ψ , ) = ar min ∑ min ,p λ), D(p t , p τ )) +
{Pi l t<=2

T

∑ W(P1 - (Pt ~ Pt-i )|| + V D (P, Pi-i )} (6 )
2

where D(p
tx

,p l2) is the sum of squared color distances between two windows Wn

and W in their overlapping region when their centers p Λ and p t2 are aligned. The

terms p t_x and p t are the positions of windows Wt_x and W1before optimization,

which is computed by linear interpolation. In one implementation, ηx = 0.1 and

[00061] The first term in equation (6) is designed to optimize the color

consistency of the window with respect to the key windows. The video tube



engine 334 selects the best matching key window to compute this cost, to allow for

feature changes over time. The second term enforces the smoothness of the video

tube. The third term is for minimizing the color differences between adjacent

windows. Note that the positions of key windows are fixed in this optimization

process, since they have been placed by the user. The tracking is referred to as

"bidirectional" because each window receives information from two key windows

in two directions.

[00062] In one implementation, the objective function of Equation (6) can be

optimized using a dynamic programming (DP) algorithm. The bidirectional feature

tracker 332 can use a multiscale method for the optimization. First, the

bidirectional feature tracker 332 builds a Gaussian pyramid for each frame in the

video clip 108, and each higher level has half the frame size of its immediate lower

level. The bidirectional feature tracker 332 scales the window's position and size

accordingly. Then it performs optimization at each level beginning from the top of

the pyramid, within the search range St centered at the optimized location in the

preceding level. For the top level, the bidirectional feature tracker 332 linearly

interpolates the initial position of W1 from the key windows. Typically, for an

NTSC video (720 x 480 pixels) there are L = 4 levels and S1 is a 7 x 7 square

window at each level.

[00063] Once a video tube is located, the 2-D local boundary refiner 306

performs a 2-D graph cut segmentation within each window to refine the existing



segmentation boundaries. The 2-D graph is constructed at the pixel level, as shown

in Equation (7):

where x is the label of the pixel , ς 'are all pixels being tracked, and A '7 is the

eight-neighbor relationship between pixels. E \ and E2 have similar definitions as

in Equation (1) except that regions are now replaced by pixels. In one

implementation, the value of X1 is typically set to 10.

[00064] In order to seamlessly embed the refinement into the existing

segmentation, the local 2-D graph cutter 328 automatically generates a foreground

and background hard constraint according to the existing segmentation result. As

shown in Fig. 5, the labels of all pixels inside the window are solved by the local

2-D graph cutter 328, except for the pixels on the window's boundary. These

pixels are marked as foreground hard constraints if in the foreground of the

existing segmentation. Otherwise, they are marked as background hard constraints.

Because of these hard constraints, the local 2-D graph cutter 328 produces a result

inside the window that is seamlessly connected to existing boundaries just outside

of the window, as shown in Fig. 5.

[00065] As mentioned, there must be at least one key frame inside a video

tube. The video tube engine 334 collects the pixels inside the window in the key

frames to compute the foreground/background GMM models for the video tube for

the E \ term above. Compared to the global color models used by the 3-D graph cut



segmentation engine 304, the local 2-D graph cutter 328 uses more accurate color

models in local windows and obtains significantly improved results, that is why it

is used for 2-D local boundary refinement.

[00066] Fig. 6 shows segmentation results before and after local refinement.

The refinement yielded by the 2-D local boundary refiner 306 over the 3-D graph

cut segmentation engine 304 does not require accurate user interactions, in fact the

user only has to place the video tube windows on frames in such a manner as to

exclude irrelevant colors. In frame 602a, a patch on the shown person's uniform

has a similar red color as a flag in the background. Because the 3-D graph cut

segmentation engine 304 uses a global color energy evaluator 320, a boundary

error, as shown in frame 602b, may be introduced as the 3-D graph engine 312

decides that the red patch is part of the background—because the patch is on the

visual outer edge of the uniform and has a strikingly different color from the rest of

the green uniform. Indeed, the global color energy evaluator 320 considers red a

strong background color because of the prominent presence in the frame 602a of

the red flag. In frame 604, however, the 2-D local boundary refiner 306 uses a

local color modeler 336 within the smaller rectangular video tube window 606.

With a local color model that excludes irrelevant global color information, the

boundary is thus more precisely refined.



Exemplary Segmentation Overrider

[00067] When there are ambiguous edges around the actual video object

boundary or the contrast of the boundary is very low, the local 2-D graph cutter 328

may not be able to produce a correct video object boundary. This may be

especially true for thin visual structures, such as in a video of human fingers, where

the fine structure may not be automatically differentiated. A segmentation

overrider 330 may be provided to overcome these difficulties manually. In one

implementation, the segmentation overrider 330 has user tools 340 that allow the

user to directly control the object boundary with great precision using, for example,

two override brushes for identifying definite foreground and definite background

regions. Moreover, user's overriding operation can be saved to disk and loaded for

later use.

[00068] Once the exemplary binary segmenter 302 has segmented the video

clip 108, the matte extractor 352 extracts the video object 106 for pasting. In one

implementation, the matte extractor 352 adopts a modified coherent matting

algorithm 354 to compute a fractional alpha matte for the video object boundary. In

one implementation, the matte extractor 352 improves conventional Bayesian

matting by introducing a regularization term for the alpha. Hence, it produces an

alpha matte that complies with the prior binary segmentation boundaries, and

performs well even when foreground/background colors are similar.

[00069] The matte extractor 352 processes uncertain boundary regions by

dilating the binary video object boundary, typically by 10 pixels. For small holes



or thin gaps in the foreground, this dilation may result in no background colors to

be sampled nearby. In this case, the matte extractor 352 instead samples

background colors from neighboring frames.

[00070] The matte extractor 352 obtains the video object's alpha mattes to

make up the matte sequence 356 and has a foreground color extractor 358 to obtain

foreground colors for the video object sequence 360. Then, the object paster 362

can paste the cut out video object sequence 360 onto a new background 364.

Experimental Results

[00071] In example experiments, tests were performed on a 3.1GHz

computer. Source video clips 108 were taken with a DV camera in progressive scan

mode at a 12.5 frames/sec rate. Each video clip 108 was split into about 30 frames

per segment, and each segment was loaded and processed individually. Key frames

were usually sampled at every ten frames, while some video clips 108 needed

denser samples due to fast motion or shadow changes.

[00072] The processing time was about half an hour for each of the

abovementioned segments of the video clip 108. In one example experiment,

about 20% of this time was taken by the frame pre-segmentation engine 310 for

preprocessing and other computation; about 40% of the time was taken by the

video tube engine 334 for tracking and adjustment, and another 40% of the time

was taken by the segmentation overrider 330 for overriding operations.



Saving Intermediate Results

[00073] Pre-processing is typically performed only once for each segment and

the results from the watershed partitioner 316 and 3-D graph cut segmentation

engine 304, in general, can be saved by the map saver 350 and reused as desired.

The 3-D graph engine 312 is typically not responsible for much of the processing

time used.

Exemplary Methods

[00074] Fig. 7 depicts an exemplary method 700 of segmenting a video

object from out of a video sequence. In the flow diagram, the operations are

summarized in individual blocks. Parts of the exemplary method 700 may be

performed by hardware, software, or combinations of both, for example, by

components of the exemplary video cut-and-paste engine 102.

[00075] At block 702, regions are established within the frames of a video

sequence. A frame pre-segmentation engine 310, for example, may apply a

watershed algorithm in order to render the video frames into atomic regions. Using

regions instead of pixel has many advantages. For one thing, working with regions

may require less processing power and speed up video cut and paste operations.

Since a given region may change position, shape, and color, etc., during play of the

video sequence, one challenge for defining the boundaries of such a moving object

is tracking the region accurately through the frames of the video sequence.



[00076] Thus, at block 704, temporal coherence is embedded in a 3-D graph

of the regions. A 3-D graph engine 312, for example, may build the 3-D graph not

only by forming associations between adjacent regions on the same frame, but also

between a region and possible "candidate" regions on temporally adjacent video

frames. This leads to consistency in identifying a given region between frames of

the sequence, and this in turn leads to a sharper delimiting of video objects in the

video sequence, since there is less uncertainty as the region moves and morphs

across multiple frames about whether a given region is part of the video object 106

or instead, part of the background.

[00077] At block 706, a 3-D graph cut segmentation is applied based on a

global color model. A 3-D graph cut segmentation engine 304, for example, may

begin to find the visual boundaries of a video object by using a few key frames,

i.e., selected as good models of the video object to be cut out. Working from these

key model frames to other frames in the video sequence, a global color model

allows the visual edges of the video object to be distinguished from background

colors. Since the 3-D graph is built on regions and not individual pixels, this

segmentation is faster than conventional segmentation techniques.

[00078] At block 708, a 2-D graph cut segmentation is applied based on a

local color model. A 2-D local boundary refiner 306, for example, may limit the

boundary refinement to that contained in a user-selected window within a video

frame. The selected window can be automatically propagated across frames of the

video sequence, and the colors to be used for making decisions about refining the



video object boundary can be limited to those within the window sequence. This

can yield a much more precise video object boundary when the video object has

fine detail at its visual edges.

Conclusion

[00079] The foregoing discussion describes exemplary systems and methods

for video object cutting and pasting. Although the subject matter has been

described in language specific to structural features and/or methodological acts, it

is to be understood that the subject matter defined in the appended claims is not

necessarily limited to the specific features or acts described above. Rather, the

specific features and acts described above are disclosed as example forms of

implementing the claims.



CLAIMS

1. A method, comprising:

dividing frames (702) of a video sequence (108) into regions (318) prior to

applying a 3-D graph cut segmentation (204) for designating an outline (504) of a

video object (106) in the video sequence (108);

constructing (704) a 3-dimensional graph (400) including embedding

temporal coherence (326) in the 3-dimensional graph (400) by forming

associations between corresponding regions (318) in adjacent video frames;

applying the 3-D graph cut segmentation (204) to the 3-dimensional graph

(400) according to a global color model (706) to derive a binary segmentation

representing the outline (504) of the video object; and

applying a 2-D graph cut segmentation (708) to at least some of the binary

segmentation according to a local color model to obtain a refined outline (508) of

the video object (106).

2. The method as recited in claim 1, wherein the dividing frames of a

video sequence (108) into regions (318) includes pre-segmenting (202) the video

sequence (108) using a watershed technique (316).

3. The method as recited in claim 1, further comprising applying a

modified coherent matting technique (210) (354) to the binary segmentation (302)

(706) to obtain a matte sequence (356) for cutting the video object (106) from the

video sequence (108).



4. The method as recited in claim 3, further comprising cutting the

video object (106) from the video sequence (108) and pasting the video object

(106) into a different video sequence (364).

5. The method as recited in claim 1, further comprising receiving a

window selection input (338), wherein the window selection input (338) designates

part (502) of a video frame of the video sequence;

automatically generating a temporal sequence of windows (334) within the

video sequence (108) based on the window selection input (338); and

applying the 2-D graph cut segmentation (328) within the sequence of

windows (334); and

limiting the local color model (336) to colors within the sequence of

windows (334).

6. A method, comprising:

pre-segmenting (202) frames of a video sequence (108) into regions (318);

selecting two model frames ( 110) of the video sequence (108), wherein each

of the two model frames ( 110) has a foreground representing a video object (106),

and a background;

constructing a 3-dimensional (3-D) graph (400) from a 3-D volume of the

frames temporally bounded by the two model frames, including

associating regions (318) on a single frame with adjacent regions

(408, 410, 412, 414) on the same frame and

associating the regions (318) on the single frame with candidate

corresponding regions on adjacent frames (416, 418, 420) (422, 424, 426, 428,

430); and



segmenting the 3-D graph (400) into associated foreground regions and

associated background regions according to a global color model (706), wherein

the associated foreground regions represent the video object (106) in the frames of

the video sequence (108).

7. The method as recited in claim 6, wherein pre-segmenting (202)

frames uses one of a watershed technique (316) or a tobogganing technique.

8. The method as recited in claim 6, wherein the associating the regions

(318) on the single frame with candidate corresponding regions (416, 418, 420)

(422, 424, 426, 428, 430) on adjacent frames further includes associating a region

(318) on the single frame with regions on the adjacent frames that lie within a

given radius of a likely corresponding position of the region on the adjacent

frames.

9. The method as recited in claim 6, wherein the associating the regions

(318) on the single frame with candidate corresponding regions (416, 418, 420)

(422, 424, 426, 428, 430) on adjacent frames further includes associating the

regions on the single frame with the regions on the adjacent frames according to a

color energy comparison (320) between the regions on the single frame and the

regions the adjacent frames.

10. The method as recited in claim 6, wherein the segmenting the 3-D

graph (400) into associated foreground regions and associated background regions

is achieved by minimizing an energy function (322) of the 3-D graph (400).



11. The method as recited in claim 10, wherein the energy function to be

minimized (322) is represented by

E(X) = ( ,) + , E2(xr ,xs)+λ2 ∑ E3(xr,xs:
r ς (>V)eA, (ι s)εA r

where x and xs are foreground/background labels of region r and s respectively;

X = {x r :V }; Ei represents the conformity of a color of region r to a

foreground/background color model associated with the color information in the

two model frames; E2 represents color differences between two adjacent regions in

the same frame; E represents color differences between two regions in two

adjacent frames; and X1 and X2 are constants.

12. The method as recited in claim 6, wherein the global color model

(320) includes foreground/background color distributions derived globally from the

two model frames (110).

13. The method as recited in claim 6, further comprising:

specifying a video tube portion (334) of the 3-D graph (400), wherein the

video tube (334) comprises a part (502) of a video frame and corresponding parts

of other video frames of the video sequence (108); and

applying a local color model (336) to a 2-dimensional (2-D) graph cut

segmentation (328) within the video tube portion (334) to refine a boundary (504)

between the foreground regions and the background regions with the video tube

(334).



14. The method as recited in claim 13, wherein the specifying a video

tube portion (334) further includes specifying a first video tube window (502) on a

first frame and a second video tube window (502) on a second frame, wherein at

least one of the two model frames (110) is between the first frame and the second

frame.

15. The method as recited in claim 14, further comprising bidirectionally

tracking (332) one of the first or second windows (502) through a part of the video

sequence (108) to automatically generate additional windows of the video tube

(334) on frames between the first frame and the second frame.

16. The method as recited in claim 13, further comprising applying a 2-D

graph cut segmentation (206) to each window (502) of the video tube portion (334)

using local foreground and background color models (336) derived from colors of

one of the video tube windows (502) in one of the two model frames.

17. The method as recited in claim 16, further comprising seamlessly

connecting a refined boundary (508) in a video tube window (502) to a preexisting

boundary (510, 512) adjacent to the video tube window 502.

18. The method as recited in claim 15, further comprising overriding

(330) the 3-D segmentation and the 2-D segmentation by manually assigning (340)

foreground and background pixels of a video frame after one of the 3-D

segmentation or the 2-D segmentation have taken place.



19. The method as recited in claim 6, further comprising applying a

modified coherent matting technique (210, 354) to separate the foreground regions

from the background regions.

20. A system, comprising:

means for determining visual regions (318) that endure from frame to frame

within a video sequence;

means for building a 3-dimensional graph (400) from the regions (318) of

the video sequence;

means for embedding temporal coherence (326) in the 3-dimensional graph

(400) by including associations between corresponding regions (318); (416, 418,

420) (422, 424, 426, 428, 430) in adjacent frames of the video sequence (108);

means for applying a 3-dimensional graph cut segmentation (204) to the 3-

dimensional graph (400), based on global colors of the video sequence (108), in

order to obtain segmentation results;

means for designating a local part (502) of the segmentation results; and

means for applying a 2-dimensional graph cut segmentation (206) to the

local part (502) based on local colors (336) of the local part (502).
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