(54) Titre : UTILISATION D'UN INDEX POUR ACCEDER A UNE BASE DE DONNEES MULTIDIMENSIONNELLE SUJET
(54) Title: USING AN INDEX TO ACCESS A SUBJECT MULTI-DIMENSIONAL DATABASE

(57) Abrégé/Abstract:
A technique for accessing a subject multi-dimensional database stored on a data store connected to the computer. An index is created for the subject multi-dimensional database, wherein the index, comprises another multi-dimensional database. Then, the subject multi-dimensional database is accessed using the index.
USING AN INDEX TO ACCESS
A SUBJECT MULTI-DIMENSIONAL DATABASE

ABSTRACT

A technique for accessing a subject multi-dimensional database stored on a data store connected to the computer. An index is created for the subject multi-dimensional database, wherein the index comprises another multi-dimensional database. Then, the subject multi-dimensional database is accessed using the index.
USING AN INDEX TO ACCESS
A SUBJECT MULTI-DIMENSIONAL DATABASE

CROSS-REFERENCE TO RELATED APPLICATION

This application is related to the following co-pending and commonly-assigned patent application:


FIELD OF THE INVENTION

This invention relates in general to database management systems performed by computers, and in particular, to using an index to access a subject multi-dimensional database.

BACKGROUND OF THE INVENTION

On-line analytical processing (OLAP) refers to consolidating, viewing, and analyzing data in the manner of "multi-dimensional data analysis." In OLAP systems, data can be aggregated, summarized, consolidated, summed, viewed, and analyzed. OLAP generally comprises numerous, speculative "what-if" and/or "why" data model scenarios executed by a computer. Within these scenarios, the values of key variables or parameters are changed, often repeatedly, to reflect potential variances in measured data. Additional data is then synthesized through animation of the data model. This often includes the consolidation of projected and actual data according to more than one consolidation path or dimension.

Data consolidation is the process of synthesizing data into essential knowledge. The highest level in a data consolidation path is referred to as that data's dimension. A given data dimension represents a specific perspective of the data included in its associated consolidation path. There are typically a number of different dimensions from which a given pool of data can be analyzed. This plural perspective, or Multi-Dimensional Conceptual View, appears to be the way most business
persons naturally view their enterprise. Each of these perspectives is considered to be a complementary data dimension. Simultaneous analysis of multiple data dimensions is referred to as multi-dimensional data analysis.

OLAP functionality is characterized by dynamic multi-dimensional analysis of consolidated data supporting end user analytical and navigational activities including:

- calculations and modeling applied across dimensions, through hierarchies and/or across members;
- trend analysis over sequential time periods;
- slicing subsets for on-screen viewing;
- drill-down to deeper levels of consolidation;
- reach-through to underlying detail data; and
- rotation to new dimensional comparisons in the viewing area.

OLAP is often implemented in a multi-user client/server mode and attempts to offer consistently rapid response to database access, regardless of database size and complexity.

Multi-dimensional databases provide a means for business analysts to easily view summary data and other derived data in a multi-dimensional model of a business. Such a model can be used to test whether a particular hypothesis about the operation of the business is true or not. However, such models can be very large and so it can be difficult to "see" where the most interesting "features" are in a vast numeric landscape comprising millions, or even billions of values. That is, a multi-dimensional OLAP system has multiple dimensions and members within the dimensions. It is typically difficult and time-consuming to locate particular data within the multi-dimensional OLAP system.

One conventional system is described in U.S. Patent No. 5,359,724 (hereinafter the '724 patent), issued on October 25, 1994 to Robert J. Earle, and entitled "Method and Apparatus for Storing and Retrieving Multi-Dimensional Data in Computer Memory". Multi-dimensional data is organized as sparse and dense dimensions in a two level structure. In particular, the dense dimensions form a block of data having cells, with each cell holding a value for a combination of sparse dimensions. This technique requires a user to specify a combination of sparse dimensions to access the multi-dimensional data. This places a burden on the user to know the sparse dimensions
and the combination required to access a value in a cell. It also is time consuming for a user to use this technique to access data in many cells.

Sunita Sarawagi in "Indexing OLAP Data", Bulletin of the IEEE Computer Society Technical Committee on Data Engineering, 1996, prototyped a system for coloring cells in a Microsoft® Excel pivot table and devised a scheme to lead an analyst from high-level cells to lower-level cells of interest, however, no mechanism for integrating this technology with multi-dimensional databases was devised. Furthermore, the navigation process described was tedious, particularly in large cubes, and required the user to navigate to each cell and view the feature subjectively.

There is a need in the art for an improved technique for accessing data in a multi-dimensional database.

SUMMARY OF THE INVENTION

To overcome the limitations in the prior art described above, and to overcome other limitations that will become apparent upon reading and understanding the present specification, the present invention discloses a method, apparatus, and article of manufacture for using an index to access a subject multi-dimensional database.

According to an embodiment of the invention, a subject multi-dimensional database stored on a data store connected to the computer is accessed. Initially, an index is created for the subject multi-dimensional database, wherein the index comprises another multi-dimensional database. Then, the subject multi-dimensional database is accessed using the index.

BRIEF DESCRIPTION OF THE DRAWINGS

Referring now to the drawings in which like reference numbers represent corresponding parts throughout:

FIG. 1 is a block diagram illustrating components of a hardware environment;
FIG. 2 is a diagram that illustrates a conceptual structure (i.e., an outline) of a multi-dimensional database;
FIG. 3 is a diagram that illustrates a logical structure of a multi-dimensional database;
FIG. 4 is a diagram that illustrates a conceptual structure (i.e., an outline) of a multi-
dimensional database having an outer (sparse) array and an inner (dense) array;

FIG. 5 is a diagram illustrating an index used to access multi-dimensional data;
FIG. 6 is a diagram that illustrates a conceptual structure (i.e., an outline) of a subject multi-dimensional database;

FIG. 7 is a diagram that illustrates a conceptual structure (i.e., an outline) of an index;
FIG. 8 is a spreadsheet that reflects data in the index;
FIG. 9A is a spreadsheet that captures information of an index via a spreadsheet data file;
FIG. 9B is a login prompt for connecting to an index;
FIG. 10 is a graphical user interface (GUI) for a Partition Wizard;
FIG. 11 is a graphical user interface used to generate an area mapping;
FIG. 12 is a graphical user interface used to generate member mappings;
FIG. 13 is a flow diagram illustrating a process of building an index;
FIG. 14 is a dialog window that shows a link to a subject multi-dimensional database;
FIG. 15 illustrates a View Cell Note dialog window that enables a user to view an

Explanation of the Deviation;

FIG. 16 is a spreadsheet that illustrates a point in a subject multi-dimensional database; and
FIG. 17 is a flow diagram illustrating a process of navigating an index.

DETAILED DESCRIPTION OF AN EMBODIMENT

In the following description of an embodiment, reference is made to the accompanying
drawings which form a part hereof, and in which is shown by way of illustration a specific
embodiment in which the invention may be practiced. It is to be understood that other embodiments
may be utilized and structural and functional changes may be made without departing from the scope
of the present invention.

Overview

An embodiment of the invention builds an index for accessing a multi-dimensional
database. The index is itself a multi-dimensional database. To more easily distinguish between the
databases, the multi-dimensional database to be accessed will be referred to as a subject multi-dimensional
database, and the index will be referred to as an index or an index multi-dimensional
database. The techniques of the invention are applicable to all multi-dimensional databases with the following characteristics: (1) the ability to store data and associated non-numeric values; and (2) the ability to link from a database of one dimensionality to a database of another dimensionality. Additionally, if a multi-dimensional database did not have an ability to store data and associated non-numeric values and/or an ability to link from a database of one dimensionality to a database of another dimensionality, the techniques of the invention may still be applied in alternative embodiments in which these functions are added as part of as an application, instead of as part of a multi-dimensional database system.

The invention provides a user interface to set up definitions for the subject multi-dimensional database to be mined, dimensions to be mined, measures to be mined, mining technique (i.e., feature identification) parameters, and the number of results to be stored. The user interface is able to directly drive a mining run. Additionally, the Invention supports traversal of the multi-dimensional database, execution of the mining technique, and generation of result data. The mining can be carried out following incremental data load and calculation when the invention runs in batch mode. In one embodiment, the mining technique scans the subject multi-dimensional database only once. The result data is used to create an index. Management of the index requires operations for creating and deleting the index, for outline definition, for data population, for cell note creation (i.e., linked reporting object creation), and linked partition definition. The invention provides capabilities for exploration and visualization of the result data against the subject multi-dimensional database.

In particular, the invention provides integration between OLAP and data mining by providing a deviation detection feature that explores OLAP data and guides an analyst to deviant values. OLAP usually involves a person exploring the data, formulating questions and finding answers. The invention extends OLAP to perform automated exploration of the data.

The invention uses an index (i.e., a second multi-dimensional database) to access a first or subject multi-dimensional database. The invention automatically builds the index, along with links to the subject multi-dimensional database. The invention also stores the index data in a spreadsheet data file, so that a spreadsheet user could view a list of deviations in one spreadsheet and link to the cells in the subject multi-dimensional database using a linked partition mechanism. Moreover, this invention supports use of linked reporting objects (LROs) and provides a report that can be loaded
into a spreadsheet.

There are many advantages to the invention. For example, the invention has a straightforward implementation. Also, the invention does not require any additional functions or support from the developers of the subject multi-dimensional database, does not modify the existing subject multi-dimensional database, and does not store extra data in the subject multi-dimensional database. Moreover, the invention can store extra explanations as cell notes on the index. Additionally, the invention provides visualization and navigation of multi-dimensional data. Furthermore, the invention can be managed easily and can be applied with any data mining technique that can identify points of interests in a multi-dimensional database (i.e., a feature identification technique). In addition, the infrastructure of the invention supports plug-in techniques that can extend the solution beyond deviation detection.

**Hardware Environment**

FIG. 1 is a block diagram illustrating components of a hardware environment. The components work together to build an index to a multi-dimensional database, with the index itself being another multi-dimensional database.

In particular, an Administration Client 100, an Analyst Client 110, and a Server 120 are connected to each other via a network 150, such as a LAN, WAN, or the Internet. Initially, an administrator or other user at an administration client 100 locates an Indexing Parameters Collection GUI 104 using a Network File System 132. Then, the administrator runs (i.e., invokes or executes) the Indexing Parameters Collection GUI (i.e., graphical user interface) 104. The Indexing Parameters Collection GUI 104 collects parameters to be used to create an Index Multi-Dimensional Database (i.e., index) 134 to access a Subject Multi-Dimensional Database 136. During the process of collecting parameters, the Indexing Parameters Collection GUI 104 uses the OLAP Client Network Interface 102 to interface with the OLAP Server Network Interface 146, which in turn interfaces with the OLAP Database System 138 in order to access the Subject Multi-Dimensional Database 136 and return data to the Indexing Parameters Collection GUI 104 via the OLAP Server Network Interface 146 and the OLAP Client Network Interface 102. The Indexing Parameters Collection GUI 104 creates an Indexing Parameters file 128.

Next, the Index System 124 is invoked by the Indexing Parameters Collection GUI 104.
Then, the Index System 124 invokes Feature Identification Software 122 and passes the Indexing Parameters file 128 to the Feature Identification Software 122. The Feature Identification Software 122 performs data mining to obtain a specified number of deviations for one or more members of the Subject Multi-Dimensional Database 136. In particular, the Feature Identification Software 122 retrieves data from the Subject Multi-Dimensional Database 136. The Feature Identification Software 122 accesses the Subject Multi-Dimensional Database 136 via an OLAP Client Network Interface 126 to interface with the OLAP Server Network Interface 146, which in turn interfaces with the OLAP Database System 138 in order to access the Subject Multi-Dimensional Database 136 and return data to the Feature Identification Software 122 via the OLAP Server Network Interface 146 and the OLAP Client Network Interface 126.

The Feature Identification Software 122 returns data to the Index System 124, which uses the returned data to create an Index Multi-Dimensional Database 134. Using the Index Multi-Dimensional Database 134, the Index System 124 creates the Deviations Spreadsheet 130.

Once the Deviations Spreadsheet 130 has been built, the Index System 124 provides capabilities for using the Deviations Spreadsheet 130 to access the Subject Multi-Dimensional Database 136. In particular, an analyst or user at the Analyst Client 110 uses the Network File System 132 to locate and select the Deviations Spreadsheet 130. Selection of the Deviations Spreadsheet 130 may be done, for example, by pointing at the Deviations Spreadsheet 130 with a mouse and double-clicking a left mouse button. Selection of the Deviations Spreadsheet 130 invokes the Spreadsheet Software 116, which in turn invokes the OLAP Spreadsheet Add-In 114.

Then, the Spreadsheet Software 116 and OLAP Spreadsheet Add-In 114 access the Subject Multi-Dimensional Database 136 via an OLAP Client Network Interface 112 to interface with the OLAP Server Network Interface 146, which in turn interfaces with the OLAP Database System 138 in order to access the Subject Multi-Dimensional Database 136 and return data to the Index System 124 via the OLAP Server Network Interface 146 and the OLAP Client Network Interface 112.

In the hardware environment, the Administration Client 100, Analyst Client 110, and Server 120 may each include, inter alia, a processor, memory, keyboard, or display, and may be connected locally or remotely to fixed and/or removable data storage devices and/or data communications devices. The Administration Client 100, Analyst Client 110, and Server 120 also could be
connected to other computer systems via the data communications devices. Those skilled in the art
will recognize that any combination of the above components, or any number of different
components, peripherals, and other devices, may be used with the Administration Client 100,
Analyst Client 110, and Server 120. Those skilled in the art will also recognize that the present
invention may be implemented on a single computer, rather than multiple computers networked
together.

The present invention is typically implemented using one or more computer programs, each
of which executes under the control of an operating system and causes the Administration Client
100, Analyst Client 110, and Server 120 to perform the desired functions as described herein. Thus,
using the present specification, the invention may be implemented as a machine, process, or article
of manufacture by using standard programming and/or engineering techniques to produce software,
firmware, hardware or any combination thereof.

Generally, the computer programs and/or operating system are all tangibly embodied in a
computer-readable device or media, such as memory, data storage devices, and/or data
communications devices, thereby making a computer program product or article of manufacture
according to the invention. As such, the terms "article of manufacture" and "computer program
product" as used herein are intended to encompass a computer program accessible from any
computer readable device or media.

Moreover, the computer programs and operating system are comprised of instructions which,
when read and executed by the Administration Client 100, Analyst Client 110, and Server 120,
cause the Administration Client 100, Analyst Client 110, and Server 120 to perform the steps
necessary to implement and/or use the present invention. Under control of the operating system, the
computer programs may be loaded from the memory, data storage devices, and/or data
communications devices into the memories of the Administration Client 100, Analyst Client 110,
and Server 120 for use during actual operations. Those skilled in the art will recognize many
modifications may be made to this configuration without departing from the scope of the present
invention.

The present invention comprises an OLAP system that is designed for a wide-range of multi-
dimensional reporting and analysis applications. In one embodiment, the OLAP system is based on
Hyperion® Software's Essbase® OLAP software. The present invention utilizes a number of components from the Essbase® OLAP system, including components that provide data access, navigation, application design and management and data calculation. However, the present invention comprises new elements that allow access to a multi-dimensional database via an index.

Those skilled in the art will recognize that the hardware environment illustrated in FIG. 1 is not intended to limit the present invention. Indeed, those skilled in the art will recognize that other alternative hardware environments may be used without departing from the scope of the present invention.

**Conceptual Structure of the Multi-Dimensional Database**

FIG. 2 is a diagram that illustrates a conceptual structure (i.e., an outline) 200 of a multi-dimensional database. A dimension 202, 214, or 222 is a structural attribute that is a list of members, all of which are of a similar type in the user's perception of the data. For example, the year 1997 204 and all quarters, Q1 206, Q2 208, Q3 210, and Q4 212, are members of the Time dimension 202. Moreover, each dimension 202, 214, or 222 is itself considered a member of the multi-dimensional database 200.

**Logical Structure of the Multi-Dimensional Database**

FIG. 3 is a diagram that illustrates a logical structure of a multi-dimensional database 300. Generally, the multi-dimensional database 300 is arranged as a multi-dimensional array, so that every data item is located and accessed based on the intersection of the members which define that item. The array comprises a group of data cells arranged by the dimensions of the data. For example, a spreadsheet exemplifies a two-dimensional array with the data cells arranged in rows and columns, each being a dimension. A three-dimensional array can be visualized as a cube with each dimension forming an edge. Higher dimensional arrays (also known as Cubes or Hypercubes) have no physical metaphor, but they organize the data in a way desired by the users.

A dimension acts as an index for identifying values within the Cube. If one member of the dimension is selected, then the remaining dimensions in which a range of members (or all members) are selected defines a sub-cube in which the number of dimensions is reduced by one. If all but two dimensions have a single member selected, the remaining two dimensions define a spreadsheet (or a "slice" or a "page"). If all dimensions have a single member selected, then a single cell is defined.
Dimensions offer a very concise, intuitive way of organizing and selecting data for retrieval, exploration and analysis.

A single data point or cell occurs at the intersection defined by selecting one member from each dimension in a cube. In the example cube shown in FIG. 3, the dimensions are Time, Product, and Measures. The cube is three dimensional, with each dimension (i.e., Time, Product, and Measures) represented by an axis of the cube. The intersection of the dimension members (i.e., Time 302, 1997 304, Q1 306, Q2 308, Q3 310, Q4 312, Product 314, A 316, B 318, C 320, Measures 322, Sales 324, Costs 326, and Profits 328) are represented by cells in the multi-dimensional database that specify a precise intersection along all dimensions that uniquely identifies a single data point. For example, the intersection of Q2 308, Product 314 and Costs 326 contains the value, 369, representing the costs of all products in the second quarter of 1997.

Cubes generally have hierarchies or formula-based relationships of data within each dimension. Consolidation involves computing all of these data relationships for one or more dimensions. An example of consolidation is adding up all sales in the first quarter. While such relationships are normally summations, any type of computational relationship or formula might be defined.

Members of a dimension are included in a calculation to produce a consolidated total for a parent member. Children may themselves be consolidated levels, which requires that they have children. A member may be a child for more than one parent, and a child's multiple parents may not necessarily be at the same hierarchical level, thereby allowing complex, multiple hierarchical aggregations within any dimension.

Drilling down or up is a specific analytical technique whereby the user navigates among levels of data ranging from the most summarized (up) to the most detailed (down). The drilling paths may be defined by the hierarchies within dimensions or other relationships that may be dynamic within or between dimensions. For example, when viewing data for Sales 324 for the year 1997 304 in FIG. 3, a drill-down operation in the Time dimension 302 would then display members Q1 306, Q2 308, Q3 310, and Q4 312.
Accessing Multi-Dimensional Data via Sparse Dimensions

In particular, U.S. Patent No. 5,359,724 (hereinafter the '724 patent), issued on October 25, 1994 to Robert J. Earle, and entitled "Method and Apparatus for Storing and Retrieving Multi-Dimensional Data in Computer Memory" describes a technique for accessing data via a combination of members of the multi-dimensional database. The '724 patent addresses sparsity for large arrays with many dimensions. The dimensions are split into two groups: sparse dimensions from the outer array and dense dimensions form the inner array. Each cell in the outer (sparse) array contains a dense array. A user chooses dimension types so that sparsity occurs in the outer array.

FIG. 4 is a diagram that illustrates a conceptual structure (i.e., an outline) 400 of a multi-dimensional database having an outer (sparse) array 402 and an inner (dense) array 404. The outline 400 has the following dimensions: Measures, Year, Products, and Markets. Each of the members of the outline 400 has an associated number, referred to as a sparse member identifier. Skateboards is a member of the Products dimension, USA is a member of the Markets dimension, and COGS is a member of Profit, which is a member of the Measures dimension. The inner (dense) array 404 is for US Skateboards, and a cell in this array holds, for example, a value for COGS in Q3 (i.e., quarter 3) of US Skateboards.

FIG. 5 is a diagram illustrating an index 500 used to access multi-dimensional data 502. In particular, the index 500 is a list of blocks with data, ordered by the sparse member identifiers. A combination of sparse member identifiers is an index to a particular dense data block 502.

The '724 patent allows efficient access to a multi-dimensional database via member names, but not based on cell values. On the other hand, the invention described in this embodiment is advantageous in that it enables access to a database having characteristics similar to the database of the '724 patent based on cell values.

Note that the cells of the multi-dimensional database of the '724 patent only hold numeric values. A linked reporting object (LRO) enables non-numeric data to be associated with a cell. The linked reporting object is not stored in the main database. Additionally, the linked reporting object has a different indexing technique.
Using an Index to Access A Subject Multi-Dimensional Database

In order to create the index, the Index System 124 passes the indexing parameters 128 to feature identification software 122 for use in finding "features" in the subject multi-dimensional database 136. Then, the Index System finds the "features" with the feature identification software 122. Next, the Index System builds the index 134 using the features as points for indexing into the subject multi-dimensional database 136. Then, the Index System 124 provides navigation capabilities for navigating the index 134 to access the subject multi-dimensional database 136. The following discussion will use examples to better illustrate the concepts of the invention. Although the following examples discuss using one index to access one subject multi-dimensional database, one or more indexes may be created and used to access one or more subject multi-dimensional databases.

Initially, a subject multi-dimensional database exists or is created. The subject multi-dimensional database has an outline that defines the members and hierarchies that form its dimensions. The subject multi-dimensional database stores values in the cells of the multi-dimensional structure defined by the outline. FIG. 6 is a diagram that illustrates a conceptual structure (i.e., an outline) 600 of a subject multi-dimensional database. The outline 600 has the following dimensions: Year 602, Product 604, Measures 606, Market 608, and Scenario 610. The Measures 606 and Scenario 610 dimensions have associated text indicating that they are only labels. That is, there is no data associated with just the Measures 606 and Scenario 610 dimensions, but these dimension labels are used to categorize other data, which is associated with the members of these dimensions. For dimensions, such as Product 604 and Market 608, it is possible to drill down to members or to drill up to the dimension to obtain a summary or calculation of collective data from the members.

The Index System provides a user interface to gather parameters for the feature identification phase. In one embodiment, parameters collected include the following:

Subject Multi-Dimensional Database parameters:
server, application, database, username, password

Index parameters: server, application, database, username, password
Scope parameter
Member(s) parameter
Feature Identification Technique parameter
Limit parameter

The Subject Multi-Dimensional Database parameters are used to collect information on the location and identification of the subject multi-dimensional database. Additionally, a username (i.e., user identification) and password are requested for use in accessing a secure subject multi-dimensional database. The Index parameters are used to collect information on the location and identification of the index. A username (i.e., user identification) and password are requested for use in securing the index. The Scope parameter is used to collect information about which member or members of each dimension (i.e., member sets for each dimension) are to be used for a deviation search when performing feature identification. Additionally, the Member(s) parameter is used to collect information on which feature or features are to be mined. The Member(s) parameter is a special part of the Scope parameter. The Feature Identification Technique parameter is used to collect information on which particular feature identification technique is to be used and additional parameter information for that technique. Note that there are many feature identification techniques known in the art. The Limit parameter is used to collect a limit on the number of features to locate using the feature identification technique. For the selected number of features, the invention stores deviation values, dimensional intersection identifiers, and explanation information. Typically, an analyst looking at deviations will look at a relatively small number of deviations. Because a limit on the amount of data that is expected from the feature identification software is provided, the feature identification software typically can accumulate its results in memory, without a need for writing the results to disk.

Once parameter information is collected, the Index System launches feature identification software, which connects to the subject multi-dimensional database, extracts the data specified by the scope, and passes it on to the feature identification software.
In the following example, the object will be to obtain the three most prominent features. Therefore, the Limit parameter is set to three. In this example, the Scope parameter contains the following values:

<table>
<thead>
<tr>
<th>Dimension</th>
<th>Members</th>
</tr>
</thead>
<tbody>
<tr>
<td>Measures</td>
<td>Sales</td>
</tr>
<tr>
<td>Year</td>
<td>All Members</td>
</tr>
<tr>
<td>Product</td>
<td>All Members</td>
</tr>
<tr>
<td>Market</td>
<td>All Members</td>
</tr>
<tr>
<td>Scenario</td>
<td>Actual</td>
</tr>
</tbody>
</table>

For the Measures dimension 606, the scope is the Sales member. For the Year dimension 602, the scope is all members. For the Product dimension 604, the scope is all members. For the Market dimension 608, the scope is all members. For the Scenario dimension 610, the scope is the Actual member. The Index System obtains these parameters and forwards the parameters to feature identification software, which retrieves the data for the members specified by the scope. This data is passed on to the feature identification software.

In this example, the Member(s) parameter is Measures, and the feature identification software will determine Sales deviation. For the selected Measures member, the feature identification software, calculates the three most prominent features. The feature identification software may use any technique that can identify specific points or regions of interest in a multi-dimensional database. The result is an ordered list of multi-dimensional points. Some feature identification techniques may have additional information about features, such as the dimension along which the feature is most apparent. This additional information can be attached to the value data for the points in linked report objects (LROs). In this example, the Feature Identification Technique parameter will identify the deviation detection technique as described by Sunita Sarawagi, Rakesh Agrawal, and Nimrod Megiddo in "Discover-driven Exploration of OLAP Data Cubes", Research Report, IBM Research Division, which is incorporated by reference herein.

For the parameters specified above, the following table illustrates data that is returned by the
feature identification technique. In particular, the data returned lists the top three deviations for the Sales member.

<table>
<thead>
<tr>
<th>Rank</th>
<th>Year</th>
<th>Product</th>
<th>Market</th>
<th>Deviation</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Jan</td>
<td>100-10</td>
<td>Florida</td>
<td>0.06</td>
</tr>
<tr>
<td>2</td>
<td>Qtr2</td>
<td>Product</td>
<td>Utah</td>
<td>0.03</td>
</tr>
<tr>
<td>3</td>
<td>Nov</td>
<td>400-10</td>
<td>Market</td>
<td>0.02</td>
</tr>
</tbody>
</table>

This retrieved data is stored in a spreadsheet data file by the Index System. In one embodiment, the spreadsheet data file is a comma separated values (.CSV) file. The following illustrates a spreadsheet data file that the Index System outputs for this example:

```
, , , , , , "Measures"
"Scenario", "Market", "Product", "Year", "Rank", 0
"Actual", "Florida", "100-10", "Jan", "Rank 1", 0.06
"Actual", "Utah", "Product", "Qtr2", "Rank 2", 0.03
"Actual", "Market", "400-10", "Nov", "Rank 3", 0.02
```

The first row has blanks for all fields, except Measures, and is the top level (i.e., apex) point in the multi-dimensional database. No deviation data is associated with this point in the index. This point is included in the spreadsheet to allow a user to view the indexing parameters, which are stored in a linked reporting object associated with this cell. The second row has the dimension names for all dimensions, other than the one (i.e., the Measures dimension) whose member (i.e., Sales) is to be mined. A zero ("0") is placed in the column for the Measures dimension in the second row.

In each row, the first data element refers to the Actual member of the Scenario dimension 610, the second data element refers to a member of the Market dimension 608 (note that a dimension itself is a "member"), the third data element refers to a member of the Product dimension 604, the fourth data element refers to a member of the Year dimension 602, the fifth data element refers to
a Rank value, and the sixth data element is the deviation value for the associated Sales member of the subject database.

The Index System uses the ordered list of points to build a multi-dimensional database that serves as an index of the points of interest in the subject multi-dimensional database.

FIG. 7 is a diagram that illustrates a conceptual structure (i.e., an outline) 700 of an index. The dimensions of the index 700 are the same as the subject multi-dimensional database, with an additional dimension, Rank. The name Rank is used only as an example. It is to be noted that due to multi-dimensional member naming rules, this name may not be available and another would be used. In an alternative embodiment, the name of this dimension is another parameter gathered by the user interface software. Members of the Rank dimension are simply Rank 1, Rank 2, etc. (subject to naming restrictions).

The dimensions other than Rank contain only members in the union of all members from the list of most prominent features. So, if the top N features are requested, each of the resulting dimensions in the index has, at most, N+1 members. For example, looking at the ordered list of points in the spreadsheet data file above, the Scenario dimension 610 has two members: "Scenario" and "Actual", and has these two members in the index. This is due to the fact that the index has the same dimensions as the subject multi-dimensional database, and the data elements in the first row of the ordered list of points in the spreadsheet data file reference the dimension. In the index, the Market dimension 608 has three members: "Florida", "Utah", and "Market". In the index, the Product dimension 604 has three members: "100-10", "Product", and "400-10". In the index, the Year dimension 602 has members: "Year", "Jan", Qtr2", and "Nov", which is N+1 (i.e., 3+1 = 4) members. In the index, the Measures dimension 606 has members "Measures" and "Deviation". "Deviation" is a member of the Measures dimension 606 because the deviation detection technique calculated a Sales deviation in this example. That is, the Measures dimension 606 has a member, which is the member specified as the measured item (i.e., Sales) in the input. These are flat dimensions, and it is not necessary to include the hierarchical structure of the subject multi-dimensional database in the index. The index is extremely sparse, with only N cells containing data. In the definition of the storage arrangement for the index, all dimensions should be sparse.
The Index System uses standard application programming interfaces (APIs) provided with a multi-dimensional database system (e.g., system software such as Essbase® software) to connect to an instance of the multi-dimensional database system and construct the index. Initially, the Index System uses the feature report (i.e., the ordered list of points) to load the feature values into the cells of the index. If the feature identification technique provides descriptive information, it is loaded as Linked Reporting Objects (LROs) associated with corresponding feature-value cells. The input parameters of the feature identification operation that generated the index are stored as an LRO at the top-level cell (Year, Measures, Product, Market, Scenario, Rank) of the index.

FIG. 8 is a spreadsheet 800 that reflects data in the index. In particular, the spreadsheet 800 shows the three cells in the index reflecting the top three selected Sales deviation values. That is, the spreadsheet 800 comprises a dense view of data from the index multi-dimensional database. However, it is very difficult for a user to navigate to this view of the data. When drilling through each dimension with many missing values, a user may get confused. The resulting spreadsheet 800 is very sparse and it may be difficult for a user to find all of the values while searching for the deviations. This problem is solved by loading the spreadsheet data file into the spreadsheet, as illustrated by the spreadsheet shown in FIG. 9A.

FIG. 9A is a spreadsheet 900 that captures information of the index from a spreadsheet data file. The Sales member of the Measures dimension in row 902 has been selected for calculation deviations. Row 903 has the dimension names for all dimensions, other than for the Measures dimension, which has a zero ("0") in its column. Row 904 has data elements that correspond to the first row of the spreadsheet data file above. The menu bar has an Essbase menu 910 that may be selected to access OLAP spreadsheet add-ins 114. By navigating the spreadsheet 900, a user is able to access data in the subject multi-dimensional database using the index.

In particular, the Index System loads the N feature cell-values into the index. For example, in an embodiment using an Essbase® multi-dimensional database, a load-rule file is used to load index data from the spreadsheet data file shown above into the index data cells. A load-rule file is a file that describes the format of input that is to be loaded into an Essbase® multi-dimensional database. In an alternative embodiment, deviation values are formatted in a way that does not require use of a load-rule file, and, in fact, the deviation values may be stored in memory.
A query of the index in order of the Rank dimension members is generated in the form of a spreadsheet 900, which is illustrated in FIG. 9A. This is a standard form of multi-dimensional query. Spreadsheets such as Lotus® 1-2-3 spreadsheets and Microsoft® Excel spreadsheets could be generated, which may be useful particularly for formatting. In one embodiment, a comma separated values file is used as a spreadsheet data file, as shown above, because it is a simple text file that is understood by virtually all spreadsheet and database programs.

The first time a cell (e.g., cell F3) is selected in the spreadsheet 900, the invention displays a login prompt 920, as illustrated in FIG. 9B. In the login prompt 920, the analyst selects the index multi-dimensional database from, for example, a selection list, selects a server, and provides a username and password (i.e., these were Index parameters when building the index). This results in a connection to the index.

At this time, an index has been built and loaded with values. Next, the Index System automatically links the index to the subject multi-dimensional database. Again, the Index System uses standard APIs provided with the multi-dimensional database system (e.g., system software such as Essbase® software) to specify the linkage. FIGS. 10-12 illustrate graphical user interfaces to clarify the concepts of the process performed by the Index System. However, in one embodiment, these graphical user interfaces are not provided for a user, because the Index System performs the linking. In other embodiments, the graphical user interfaces are provided to enable a user to perform the linking.

FIG. 10 is a graphical user interface (GUI) for a Partition Wizard 1000. The Partition Wizard 1000 has a Connect tab 1002 with a Partition Type section 1004 in which a Linked radio button 1006 has been selected. Then, a Data Source 1008 identifies a source (i.e., the subject multi-dimensional database) to be linked to a target (i.e., the index), identified by Data Target 1010.

The linked Partition definition is very simple because the Index System maps each dimension in the subject multi-dimensional database to a dimension in the index. In particular, the Index System uses the partition definition to map the Deviation member in the index to the measure for which deviations were calculated, which is the Sales member in this case. Additionally, the Index System uses the partition definition to map out the Rank dimension because it is not a dimension of the subject multi-dimensional database.
FIG. 11 is a graphical user interface 1100 used to generate an area mapping. The Index System generates an area mapping to map out Rank when navigating to the subject multi-dimensional database. Area mapping refers to mapping an "area" or portion of the subject multi-dimensional database to the index. For example, @IDESCENDENTS("Year") from the subject multi-dimensional database is mapped to @IDESCENDENTS("Year")@IDESCENDENTS("Rank"). Note that IDESCENDENTS includes the specified members, such as Year and Rank, as well as the descendants (i.e., children, grandchildren, etc.) of the specified members. Therefore, one dimension of the subject multi-dimensional database is mapped to two dimensions of the index, which results in the Rank dimension of the index being mapped out.

FIG. 12 is a graphical user interface 1200 used to generate member mappings. Member mappings map the Rank dimension members to void and map the deviation value to the measure that has been mined. For example, the "Rank" dimension of the index is mapped to "void" 1202, while the "Sales" member of the subject multi-dimensional database is mapped to "Deviation" 1204 in the index.

FIG. 13 is a flow diagram illustrating a process of building an index. In block 1300, the invention collects parameter values for feature identification. In block 1302, the invention extracts data from a subject multi-dimensional database using the collected parameter values. In block 1304, the invention identifies features and outputs an ordered list of multi-dimensional points. In block 1306, the invention builds an index with the ordered list of multi-dimensional points. In block 1308, the invention links the index to the multi-dimensional database. In block 1310, the invention generates a spreadsheet that serves as a pre-formatted query of the index. In block 1312, the invention provides the capability to use the spreadsheet to access the subject multi-dimensional database.

Navigating a Subject Multi-dimensional Database Using an Index

Once features are identified, the invention provides a navigation mechanism for accessing the subject multi-dimensional database using the index. The navigation mechanism has the following benefits:
• It works naturally with multi-dimensional databases.
• It shows an analyst feature points ranked by magnitude
  (as defined by the feature identification software).
• It leads an analyst directly to cells of interest.

OLAP spreadsheet add-ins are used as a navigation tool for the subject multi-dimensional database. Add-ins refer to software programs that expand the capabilities of the spreadsheet, for example allowing zooming into or out of cells (i.e., which corresponds to drilling down and drilling up in a multi-dimensional database). For example, if the multi-dimensional spreadsheet is a Microsoft® Excel spreadsheet, the menu bar will include a new menu for the OLAP spreadsheet add-ins, which support navigating the index. This is advantageous in that it results in a simple, well-integrated interface designed for multi-dimensional analysts. The following process describes the elements required to navigate from a desktop (e.g., running on a Microsoft Windows NT® operating system) to a cell of interest in the index.

Initially, an analyst launches the spreadsheet containing the ranking query on the index. The loaded spreadsheet contains the ranked features, as shown in FIG. 9A. To navigate the subject multi-dimensional database, the analyst double-clicks on a feature-value cell of interest. The view presented in the spreadsheet 900 of FIG. 9A is a valid multi-dimensional report, so a user can connect to the index and view the linked reporting objects. The index is linked to the subject multi-dimensional database, which the deviation detection was run against, using a linked partition. The linked partition enables a user to navigate from the index view to an identified point in the subject multi-dimensional database by, for example, using a mouse and double-clicking a left mouse button while pointing at one of the deviation values.

As discussed above, the first time a cell is selected, the invention displays a login prompt. For example, double clicking on the Rank 1 deviation value (cell F3 in FIG. 9A) displays a login prompt 920, as shown in FIG. 9B. In the login prompt 920, the analyst selects the index multi-dimensional database from, for example, a selection list, selects a server, and provides a username and password (i.e., these were Index parameters when building the index). This results in a connection to the index.
Next, selecting the cell again (e.g., double clicking on the Rank 1 deviation value (cell F3 in FIG. 9A), displays a link dialog window. FIG. 14 is a link dialog window 1400 that shows a link to a subject multi-dimensional database. When the connection to the index is established, the invention displays the dialog window 1400 that shows a link to the subject multi-dimensional database. If additional information was provided in an LRO, the dialog window will show that, too.

For example, a Linked Partition 1402 can be selected to link to a subject multi-dimensional database or a Cell Note 1404 can be selected to access an Explanation of the Deviation. If the Cell Note 1404 is selected, a View Cell Note dialog window is displayed. FIG. 15 illustrates a View Cell Note dialog window 1500 that enables a user to view an Explanation of the Deviation. The dialog window 1500 displays a Member Combination 1502 and a Cell Note 1504.

If the analyst selects the link to the subject multi-dimensional database (e.g., by selecting the Linked Partition 1402 and selecting a View/Launch button), the invention opens a new spreadsheet with a query showing the point in the subject multi-dimensional database at which the feature was found. FIG. 16 is a spreadsheet 1600 that illustrates a point in a subject multi-dimensional database.

In particular, the value of 210 for the Actual member of the Scenario dimension 610 is shown for January sales of product "100-10" in Florida.

Next, the analyst uses the OLAP spreadsheet add-ins (e.g., zoom and pivot functions) to see the feature in a meaningful context. To see the deviation in context, the analyst can drill up and then drill down in one or more dimensions in order to view the deviation in a larger context.

FIG. 17 is a flow diagram illustrating a process of navigating an index. In block 1700, in response to user selection of a deviations spreadsheet, the invention launches spreadsheet software with OLAP spreadsheet add-ins. In block 1702, the invention displays a deviations spreadsheet with data from a spreadsheet data file, including ranking and deviation data. In block 1704, in response to user selection of a cell in the displayed deviations spreadsheet, the invention displays a login prompt. In block 1706, in response to user selection of an index and user input of a valid username and password, the invention connects to an index. In block 1708, the invention displays a link dialog window. In block 1710, in response to user selection of a linked partition, the invention displays the selected cell in the subject multi-dimensional database.
Conclusion

This concludes the description of one embodiment of the invention. The following describes some alternative embodiments for accomplishing the present invention. For example, any type of computer, such as a mainframe, minicomputer, or personal computer, or computer configuration, such as a timesharing mainframe, local area network, or standalone personal computer, could be used with the present invention.

One alternative embodiment is to extend the subject multi-dimensional database with an extra dimension or extra measures to carry the results of the deviation detection. This embodiment would provide additional calculation functions and modification of the existing subject multi-dimensional database. Additionally, the embodiment would provide spreadsheet add-ins to support navigation and visualization of the results in the subject multi-dimensional database.

Yet another alternative embodiment is to write the results of the deviation detection as a report. This would not require modifications of an existing subject multi-dimensional database or additional functions.

A further embodiment uses linked reporting objects to flag cells of interest. This does not require modifications of an existing subject multi-dimensional database or additional functions. The linked reporting objects could store explanations, and the linked reporting objects on the top level member of the multi-dimensional database could store summary information for the deviation detection run, the parameters, and the results. The linked reporting objects would be dropped if an outline change took place. Additionally, the linked reporting objects would not use a rank ordering system.

The foregoing description of the preferred embodiment of the invention has been presented for the purposes of illustration and description. It is not intended to be exhaustive or to limit the invention to the precise form disclosed. Many modifications and variations are possible in light of the above teaching. It is intended that the scope of the invention be limited not by this detailed description, but rather by the claims appended hereto.
**Trademarks**

IBM is a trademark or registered trademark of International Business Machines, Corporation in the United States and/or other countries.

Hyperion and Essbase are trademarks or registered trademarks of Hyperion Solutions Corporation in the United States and/or other countries.

Microsoft and Windows NT are trademarks or registered trademarks of Microsoft Corporation in the United States and/or other countries.

Note that Lotus is a trademark or registered trademark of Lotus Development Corporation in the United States and/or other countries.
The embodiments of the invention in which an exclusive property or privilege is claimed are defined as follows:

1. A method of accessing a subject multi-dimensional database stored on a data store connected to a computer, comprising:
   creating an index for the subject multi-dimensional database, wherein the index comprises another multi-dimensional database; and
   accessing the subject multi-dimensional database using the index.

2. The method of claim 1, wherein the index comprises a multi-dimensional database that is derived from the subject multi-dimensional database.

3. The method of claim 1, further comprising identifying features in the subject multi-dimensional database.

4. The method of claim 3, further comprising collecting parameter values for retrieving data from the subject multi-dimensional database to be used when identifying features.

5. The method of claim 3, wherein identifying features comprises generating an ordered list of multi-dimensional points.

6. The method of claim 5, wherein the ordered list of multi-dimensional points is stored in a spreadsheet data file.

7. The method of claim 5, further comprising creating the index using the list of multi-dimensional points.

8. The method of claim 3, wherein identifying features comprises generating additional information.
9. The method of claim 8, further comprising storing the additional information as one or more linked reporting objects.

10. The method of claim 1, wherein the subject multi-dimensional database comprises dimensions and members.

11. The method of claim 10, wherein the index comprises the dimensions of the subject multi-dimensional database.

12. The method of claim 11, wherein the index comprises an additional ranking dimension.

13. The method of claim 12, further comprising mapping the dimensions of the subject multi-dimensional database to the index, while mapping out the ranking dimension.

14. The method of claim 11, wherein the index comprises a dimension having a member representing one or more deviations.

15. The method of claim 14, further comprising mapping the member representing a deviation to a member of the subject multi-dimensional database.

16. The method of claim 1, further comprising linking the index to the subject multi-dimensional database.

17. The method of claim 1, further comprising creating a spreadsheet from the index.

18. The method of claim 17, further comprising accessing the subject multi-dimensional database with the spreadsheet.
19. An apparatus for accessing a subject multi-dimensional database, comprising:
   a computer having a data store coupled thereto, wherein the data store stores a subject multi-
   dimensional database;
   one or more computer programs, performed by the computer, for creating an index for the
   subject multi-dimensional database, wherein the index comprises another multi-dimensional
   database and for accessing the subject multi-dimensional database using the index.

20. The apparatus of claim 19, wherein the index comprises a multi-dimensional
    database that is derived from the subject multi-dimensional database.

21. The apparatus of claim 19, further comprising identifying features in the subject
    multi-dimensional database.

22. The apparatus of claim 21, further comprising collecting parameter values for
    retrieving data from the subject multi-dimensional database to be used when identifying features.

23. The apparatus of claim 21, wherein identifying features comprises generating an
    ordered list of multi-dimensional points.

24. The apparatus of claim 23, wherein the ordered list of multi-dimensional points is
    stored in a spreadsheet data file.

25. The apparatus of claim 23, further comprising creating the index using the list of
    multi-dimensional points.

26. The apparatus of claim 21, wherein identifying features comprises generating
    additional information.
27. The apparatus of claim 26, further comprising storing the additional information as one or more linked reporting objects.

28. The apparatus of claim 19, wherein the subject multi-dimensional database comprises dimensions and members.

29. The apparatus of claim 28, wherein the index comprises the dimensions of the subject multi-dimensional database.

30. The apparatus of claim 29, wherein the index comprises an additional ranking dimension.

31. The apparatus of claim 30, further comprising mapping the dimensions of the subject multi-dimensional database to the index, while mapping out the ranking dimension.

32. The apparatus of claim 29, wherein the index comprises a dimension having a member representing one or more deviations.

33. The apparatus of claim 32, further comprising mapping the member representing a deviation to a member of the subject multi-dimensional database.

34. The apparatus of claim 19, further comprising linking the index to the subject multi-dimensional database.

35. The apparatus of claim 19, further comprising creating a spreadsheet from the index.

36. The apparatus of claim 35, further comprising accessing the subject multi-dimensional database with the spreadsheet.
37. An article of manufacture comprising a program storage medium readable by a computer and embodying one or more instructions executable by the computer to access a subject multi-dimensional database stored on a data store connected to the computer, comprising:

creating an index for the subject multi-dimensional database, wherein the index comprises another multi-dimensional database; and

accessing the subject multi-dimensional database using the index.

38. The article of manufacture of claim 37, wherein the index comprises a multi-dimensional database that is derived from the subject multi-dimensional database.

39. The article of manufacture of claim 37, further comprising identifying features in the subject multi-dimensional database.

40. The article of manufacture of claim 39, further comprising collecting parameter values for retrieving data from the subject multi-dimensional database to be used when identifying features.

41. The article of manufacture of claim 39, wherein identifying features comprises generating an ordered list of multi-dimensional points.

42. The article of manufacture of claim 41, wherein the ordered list of multi-dimensional points is stored in a spreadsheet data file.

43. The article of manufacture of claim 41, further comprising creating the index using the list of multi-dimensional points.

44. The article of manufacture of claim 39, wherein identifying features comprises generating additional information.
45. The article of manufacture of claim 44, further comprising storing the additional information as one or more linked reporting objects.

46. The article of manufacture of claim 37, wherein the subject multi-dimensional database comprises dimensions and members.

47. The article of manufacture of claim 46, wherein the index comprises the dimensions of the subject multi-dimensional database.

48. The article of manufacture of claim 47, wherein the index comprises an additional ranking dimension.

49. The article of manufacture of claim 48, further comprising mapping the dimensions of the subject multi-dimensional database to the index, while mapping out the ranking dimension.

50. The article of manufacture of claim 47, wherein the index comprises a dimension having a member representing one or more deviations.

51. The article of manufacture of claim 50, further comprising mapping the member representing a deviation to a member of the subject multi-dimensional database.

52. The article of manufacture of claim 37, further comprising linking the index to the subject multi-dimensional database.

53. The article of manufacture of claim 37, further comprising creating a spreadsheet from the index.

54. The article of manufacture of claim 53, further comprising accessing the subject multi-dimensional database with the spreadsheet.
FIG. 1
MULTIDIMENSIONAL DATABASE

TIME

1997

Q1

Q2

Q3

Q4

PRODUCT

A

B

C

MEASURES

SALES

COSTS

PROFITS

FIG. 2
Measures Accounts (Label Only)
1 Profit (+)
2 Sales (+)
3 COGS (-)
4 Inventory (+)
1 Year Time
2 Q1 (+)
3 Q2 (+)
4 Q3 (+)
5 Q4 (+)
1 Products
2 Skateboards (+)
3 Bicycles (+)
4 Tricycles (+)
1 Markets
2 USA (+)
3 International (+)

FIG. 4

VALUE FOR COGS IN Q3 OF US SKATEBOARDS
**FIG. 5**

<table>
<thead>
<tr>
<th>Index</th>
<th>Products</th>
<th>Block Info</th>
</tr>
</thead>
<tbody>
<tr>
<td>500</td>
<td>1</td>
<td>1</td>
</tr>
<tr>
<td></td>
<td>1</td>
<td>4</td>
</tr>
<tr>
<td></td>
<td>3</td>
<td>1</td>
</tr>
<tr>
<td>...</td>
<td>...</td>
<td>...</td>
</tr>
</tbody>
</table>

**INDEX** is a list of Blocks with data ordered by the Sparse Member IDs.
FIG. 7

- Database: DevRun (Current Alias Table: Default)
  - Year
    - Jan (~)
    - Qtr2 (~)
    - Nov (~)
  - Measures (Label Only)
    - Deviation (~)
  - Product
    - 100-10 (~) (Alias: Colo)
    - 400-10 (~) (Alias: Grape)
  - Market
    - Florida (~)
    - Utah (~)
  - Scenario (Label Only)
    - Actual (~)
  - Rank (Label Only)
    - Rank 1 (~)
    - Rank 2 (~)
    - Rank 3 (~)

FIG. 8

Microsoft Excel - DevRun.xls

<table>
<thead>
<tr>
<th>Measures</th>
<th>Scenario</th>
<th>100-10</th>
<th>400-10</th>
<th>Product</th>
<th>Florida</th>
<th>Utah</th>
<th>Market</th>
<th>Florida</th>
<th>Utah</th>
<th>Market</th>
</tr>
</thead>
<tbody>
<tr>
<td>Rank</td>
<td>Year</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Rank 1</td>
<td>Jan</td>
<td>0.06</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Rank 2</td>
<td>Qtr2</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Rank 3</td>
<td>Nov</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

FIG. 9A

Microsoft Excel - DevRun.xls

<table>
<thead>
<tr>
<th>Scenario</th>
<th>Market</th>
<th>Product</th>
<th>Year</th>
<th>Rank</th>
<th>Measure</th>
</tr>
</thead>
<tbody>
<tr>
<td>Actual</td>
<td>Florida</td>
<td>100-10</td>
<td>Jan</td>
<td>Rank 1</td>
<td>0.06</td>
</tr>
<tr>
<td>Actual</td>
<td>Utah</td>
<td>Product</td>
<td>Qtr2</td>
<td>Rank 2</td>
<td>0.03</td>
</tr>
<tr>
<td>Actual</td>
<td>Market</td>
<td>400-10</td>
<td>Nov</td>
<td>Rank 3</td>
<td>0.02</td>
</tr>
</tbody>
</table>
FIG. 13

1300 COLLECT PARAMETER VALUES FOR FEATURE IDENTIFICATION SOFTWARE

1302 EXTRACT DATA FROM A SUBJECT MULTI-DIMENSIONAL DATABASE USING THE COLLECTED PARAMETER VALUES

1304 IDENTIFY FEATURES AND OUTPUT AN ORDERED LIST OF MULTI-DIMENSIONAL POINTS

1306 BUILD INDEX WITH ORDERED LIST OF MULTI-DIMENSIONAL POINTS

1308 LINK THE INDEX TO THE MULTI-DIMENSIONAL DATABASE

1310 GENERATE A SPREADSHEET THAT SERVES AS A PREFORMATTED QUERY OF THE INDEX

1312 PROVIDE CAPABILITY TO USE SPREADSHEET TO ACCESS THE MULTI-DIMENSIONAL DATABASE
**FIG. 15**

![View Cell Note Diagram]

- **Member Combination:** Jan Measures 100-10 Florida Scenario Rank 1
- **Cell Note:** Explanation of this deviation

---

**FIG. 16**

<table>
<thead>
<tr>
<th></th>
<th>A</th>
<th>B</th>
<th>C</th>
<th>D</th>
<th>E</th>
<th>F</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td></td>
<td>Jan Sales 100-10 Florida</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>2</td>
<td>Actual</td>
<td>210</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>3</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>
**FIG. 17**

1700
LAUNCH SPREADSHEET SOFTWARE WITH OLAP SPREADSHEET ADD-INS IN RESPONSE TO USER SELECTION OF A DEVIATIONS SPREADSHEET

1702
DISPLAY DEVIATIONS SPREADSHEET WITH DATA FROM SPREADSHEET DATA FILE, INCLUDING RANKING AND DEVIATION DATA

1704
IN RESPONSE TO USER SELECTION OF A CELL, DISPLAY A LOGIN PROMPT

1706
IN RESPONSE TO USER SELECTION OF AN INDEX AND USER INPUT OF A VALID USER ID AND PASSWORD, CONNECT TO AN INDEX

1708
DISPLAY A LINK DIALOG WINDOW

1710
IN RESPONSE TO USER SELECTION OF A LINKED PARTITION, DISPLAY SELECTED CELL IN SUBJECT MULTI-DIMENSIONAL DATABASE
LAUNCH SPREADSHEET SOFTWARE WITH OLAP SPREADSHEET ADD-INS IN RESPONSE TO USER SELECTION OF A DEVIATIONS SPREADSHEET

DISPLAY DEVIATIONS SPREADSHEET WITH DATA FROM SPREADSHEET DATA FILE, INCLUDING RANKING AND DEVIATION DATA

IN RESPONSE TO USER SELECTION OF A CELL, DISPLAY A LOGIN PROMPT

IN RESPONSE TO USER SELECTION OF AN INDEX AND USER INPUT OF A VALID USER ID AND PASSWORD, CONNECT TO AN INDEX

DISPLAY A LINK DIALOG WINDOW

IN RESPONSE TO USER SELECTION OF A LINKED PARTITION, DISPLAY SELECTED CELL IN SUBJECT MULTIDIMENSIONAL DATABASE