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(57) ABSTRACT 
A memory management arrangement facilitates inter 
process data transfers by eliminating the need to con 
struct temporary mapping tables when performing the 
data transfer operation. The arrangement includes the 
use of multiple and concurrent mapping tables in con 
junction with the transmission of mapping table inden 
tification bits with each data transfer operation. 
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CONCURRENT CONTEXT MEMORY 
MANAGEMENT UNIT 

This application is a continuation of application Ser. 
No. 529,765, filed on May 25, 1990, which is a continua 
tion of Ser. No. 023,858, filed on Mar. 9, 1987 (both now 
abandoned). 

BACKGROUND OF THE INVENTION 

This invention relates to memory management units 
and, more particularly, to such units designed for the 
control of multiple, concurrently operating processes. 

In computer usage, it is necessary to store data in 
memory and to retrieve that data as quickly as possible 
using as little central processing unit (CPU) time as 
possible. Thus, the CPU concerns itself only with gross 
instructions concerning the storage (or retrieval) of data 
and not with the actual physical location in memory 
where such data is to be stored. 
For example, the CPU might issue an instruction to 

store a block of data from buffer A in memory at virtual 
address location LOC1. The CPU does not know where 
the data is stored physically but it does know that, if it 
desires to retrieve that same data, it can issue an instruc 
tion to retrieve data from virtual address LOC1, and the 
data will be available. 
A memory management unit (MMU) is used to ac 

complish the task of controlling information flow in and 
out of a memory. The primary task of the MMU is to 
accept storage or retrieval assignments from the CPU 
and to translate the virtual address, as supplied from the 
CPU, into a physical location within the memory. An 
other important task of the MMU is to insure that the 
process which is calling for the writing or the retrieval 
of data has the proper permission to do so at the desig 
nated location in memory. 
The MMU organizes the memory into variable length 

segments or into fixed length pages, or combinations of 
both, and establishes memory tables cross-referencing 
each virtual address to the associated actual physical 
address. These tables are called mapping tables and 
contain permission information as well as physical coor 
dination information. 
When the CPU is running a particular process, the 

MMU accesses only those tables associated with that 
process. The obvious reason for this is that each differ 
ent process may issue an instruction to store a piece of 
data in the memory at virtual address LOC1. Thus, 
since data written into LOC1 for a first process is differ 
ent from the data put into LOC1 for a second process, 
the MMU must store each of these data segments at 
different physical locations within the memory. 

In the simplest form, the CPU sends to the MMU a 
virtual address together with a desired operation, i.e., 
read, write or execute instruction. The MMU, using the 
mapping table of the currently active CPU process, 
determines the physical location and cross checks the 
permissions. 

Most MMUs maintain a memory cache of translation 
and permission tables directly in the MMU. If the infor 
mation for a virtual address is in the cache, the MMU 
can perform its job without accessing the cross-refer 
ence table stored in main memory. If the information is 
not in the cache, the MMU must retrieve the proper 
table entry from main memory, check permissions and 
then send the physical address for the CPU's access to 
memory. 
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2 
Since the MMU can only work with one process at a 

time, data transfers between two different processes 
require special work by the CPU. In order to transfer 
data between processes, the CPU must verify permis 
sions and set up address tables so that the source and 
target data areas are both contained within one process. 
In addition, the process that is actually performing the 
transfer might be a third process. This requires a signifi 
cant amount of work by the CPU thereby degrading 
system performance. 
By way of example, assume that there are three pro 

cesses A, B and C. Process A is a privileged process, 
and processes B and C are normal (unprivileged) pro 
cesses. Processes B and C request that process A copy 
a block of data from process B LOC1 to process C 
LOC2 (LOC1 and LOC2 are virtual addresses; and 
LOC1 might be the same as LOC2, or different). 

Process A must first verify that processes B and C 
have the proper permissions for the copy. To do this, 
process A must retrieve permission information for 
LOC1 of process B and then must verify that process B 
has read permission. This verification requires the trans 
fer of mapping tables associated with process B. Process 
A must then retrieve permission information for each 
data storage block of LOC2 for process C and verify 
that each block has write permission. This requires a 
second transfer of mapping tables. If the permissions are 
correct, process A must then set up a scratch translation 
table area in the MMU pointing to the physical ad 
dresses involved in the copy. To do this, process A must 
cause the MMU to retrieve the translation information 
for LOC1 of process B and then set up its address tables 
so that its LOC2 points to the same physical addresses 
as process B’s LOC1. Assume this to be physical ad 
dress space PH000-PH100. Process A must then set up 
a translation table so that its LOC3 points to the same 
physical addresses as process C's LOC2. Assume this to 
be physical location PH200-PH300. Process A then 
copies the data from physical location PH000-PH100 
(process B’s LOC1) to physical location PH200-PH300 
(process C's LOC2). This example has required the 
CPU to perform a significant amount of work, which, as 
discussed above, degrades system performance. The 
problem is significantly compounded when it is remen 
bered that data transfer can span several memory sec 
tions and the translation tables need not be the same for 
all the data. 
A compounding problem arises because the manage 

ment of MMU's is part of any operating system and, 
thus, programs exist which rely upon the function al 
ready established. Thus, any attempt to change the 
MMU operation which results in necessary program 
changes, is difficult, at best, to achieve. 

SUMMARY OF THE INVENTION 

These and other problems have been solved by our 
system in which additional information is utilized by the 
MMU to establish the context of the transfer. Using this 
arrangement, three translation tables may reside in the 
MMU concurrently, each containing all of the contexts 
associated with the data blocks in question. Continuing 
with the example discussed above, process A would 
have a context of execute, and thus its translation table 
would be used only for execute access. Process B would 
have a context indentification of read, and thus its trans 
lation table would be used only for read access. Process 
C would carry the context designation of write, and 
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thus its translation table would be used only for write 
CCSS 

In our arrangement, there is no need to switch the 
MMU back and forth between process A, process B and 
process C since only the appropriate translation table 
will be used for each access. 
The use of concurrent contexts is controlled by the 

process which provides the special context identifica 
tion. Accordingly, if the context which identifies the 
concurrent context mode is not specified, the MMU 
will use the translation table of the currently running 
process (for all three operations-execute, read, and 
write) thereby allowing existing programs to run with 
out difficulty. 

BRIEF DESCRIPTION OF THE ORAWINGS 

These and other objects and features, together with 
the operation and utilization of the present invention, 
will be more apparent from the illustrative embodiment 
shown in conjunction with the drawings in which 
FIG. 1 shows the hardware configuration of the con 

current context MMU; 
FIG. 2 shows an illustration of mapping between 

virtual and physical addresses; 
FIG. 3 shows mapping tables; 
FIG. 4 shows a prior art hardware configuration; and 
FIG. 5 shows mapping tables set up for a copy opera 

tion. 

DETAILED DESCRIPTION 

FIGS. 1-3 show one embodiment of our concurrent 
context MMU 10 with three processes, 201, 202 and 
203. MMU 10 is shown with cache memory 102 and 
mode control 106, function and operation of which will 
be discussed hereinafter. MMU 10 operates in response 
to CPU 11 to store and retrieve information from men 
ory 12, using virtual address tables 301. 

Digressing momentarily, it should be noted that 
memory management arrangements are discussed in 
detail in the text OPERATING SYSTEMS by Madnick 
and Donovan, McGraw-Hill Book Company, published 
in 1974, which is hereby incorporated by reference 
herein. 

REVIEW OF THE EXAMPLE 

The following description continues the example 
discussed above, describes the current state-of-the-art 
solution, and describes the solution using our concur 
rent context MMU 10. 
As shown in FIG. 2, there are three processes, 201, 

202 and 203 (A, B and C). Process A is a privileged 
process, and processes B and C are normal (un 
privileged) processes. Processes B and C request that 
process A copy a block of data from process B (L bytes 
of data starting at virtual address VB) to process C 
(starting at address VC). FIG. 2 shows how the virtual 
addresses of processes A, B and C map to possibly dif 
ferent physical addresses within memory 12. 
The information on this mapping is contained in vir 

tual address tables, such as table 301, FIG. 3, located 
within main memory 12 (FIG. 1). There is one of these 
tables for each active process in the system. Each table 
contains the information requested to map valid virtual 
addresses to physical addresses, and also indicates what 
permissions (Read, Write and eXecute) the process has 
on that block of memory. There are two basic memory 
models, the page model (where translation and permis 
sion boundaries are the same) and the segment and page 
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4 
model (where the translation (page) boundaries are 
smaller than the permission (segment) boundaries). 
One example of the hardware currently being utilized 

is shown in FIG. 4. Note that CPU 41 sends a virtual 
address and an address mode (R, W or X) to MMU 40. 
MMU 40 then consults the virtual address table located 
in memory 42 for the current process (whose ID was 
loaded into MMU 40 earlier by CPU 41) and determines 
the translation and permission access for this virtual 
address. If it is an invalid, access, a fault is returned to 
CPU 41. If it is a valid access, the correct physical 
address is used to read (or write) memory 42. Since 
many MMUs maintain a cache 402 of translation and 
permission entries, it is possible for the translation infor 
nation to be in the cache and, thus, the MMU can per 
form its job without accessing memory 42. If the infor 
mation is not in cache 402, MMU 40 must retrieve its 
address from memory 42, virtual address tables 404, 
check permissions, and then send the physical address 
for the proper access to memory 42. 

For the current example, process A must first verify 
that processes B and Chave the proper permissions for 
the copy. To do this, process A must retrieve permis 
sion information for process B for each "permission 
block' between addresses VB and (VB--L), FIG. 5, 
and then must verify that each permission block has 
read permission. Process A must then retrieve permis 
sion information for each permission block for process 
C between addresses VC and (VC--L), FIG. 5, verify 
that each block has write permission. If the permissions 
are correct, process A must then set up a "scratch' area 
in its virtual address space pointing to the physical ad 
dresses involved in the copy. To do this, it must retrieve 
the translation information for process B for each 
"translation block' between addresses VB and 
(VB-L) and then set up its address tables so that its 
translation blocks between addresses VA1 and 
(VA1--L) point to the same physical addresses as pro 
cess B's VB to (VB--L). Process A must then set up its 
address tables so that its translation blocks between 
addresses VA2 and (VA2--L) point to the same physi 
cal addresses as process C's VC to (VC--L). At this 
point, as shown in FIG. 5, process A's address table 
translates the virtual address VA1, to the same physical 
address as process B's VB. In addition, process A's 
address VA2 translates to the same physical address as 
process C's address VC. Process A then copies L bytes 
of data from VA1 to VA2. 
As discussed above, process A must flush the MMU 

translation cache (if any) each time that it changes the 
virtual address tables to prevent erroneous address 
translations and permissions. Also note that, depending 
on the capabilities of the MMU, process A retrieves 
permission and translation information for processes B 
and C by either looking at the virtual address tables for 
processes B and C in memory, or executing a "probe" 
instruction (which causes the MMU to get translation 
and permission information from memory (or from its 
cache). 
As discussed above, the hardware configuration of 

our concurrent context MMU is shown in FIG. 1. One 
difference between it and the prior art MMU is that 
MMU 10 has registers 103, 104 and 105 for three pro 
cess IDs, compared with only one (register 403, FIG. 4) 
for the prior art MMU. Most of the time, only one 
register (execute process 103) is used (or all three can 
point to the same table). When a concurrent context 
operation is to be performed, however, the other two 
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ID registers (Read and Write IDs 104, 105, respec 
tively) are loaded from CPU 11, and the mode of MMU 
10 is set to concurrent context via mode control 106. In 
the concurrent context mode, the ID used will depend 
on the type of access. Thus, the execute ID is used for 
instruction fetches, the read ID for operand reads and 
the write ID is used for operand writes. At the conclu 
sion of the concurrent context operation, the mode of 
the MMU is set back to normal. 

For the example defined above, process A will first 
load read ID 104 register with process B's process ID 
and will then load write ID 105 register with process 
C's process ID. Process A will then set MMU 10's mode 
control 106 (FIG. 1) to concurrent context and will 
copy L bytes of data from VB to VC. Note that MMU 
10 will automatically use the correct virtual address 
table based on the type of access (R, W or X), and will, 
therefore, automatically verify permissions and trans 
late to the correct physical addresses. At the conclusion 
of the copy operation, process A will set MMU 10's 
mode control 106 back to normal. 
Note that if MMU 10 detects an address violation, it 

will signal a fault to CPU 11 and process A will receive 
this fault and take appropriate action. To simplify pro 
cessing of the fault, MMU 10 will return to normal 
mode when a fault is detected. 
Using our invention, it is possible to upgrade MMU 

40 (FIG. 4) in a prior art processing system to a concur 
rent context MMU 10 without changing the software 
for that system. The new MMU 10 would replace the 
ID register 403 in the current MMU 40 with the execute 
ID register 103 and initialize mode control 106 in the 
normal mode. Thus, all current software would con 
tinue to function as designed. New or upgraded soft 
ware would take advantage of the concurrent context 
MMU as described above. This allows systems to be 
upgraded without requiring old software to be modi 
fied. 

Note that the prior art includes MMU's that have 
multiple contexts, in the sense that the MMU cache can 
retain mapping information for more than one process 
at a time, across process context switches. However, 
such an MMU can use the information from only one of 
the process tables during the execution of a given in 
struction. By contrast, in the present invention the 
MMU can use the information from multiple process 
tables during the course of executing a single instruc 
tion. 
What is claimed is: 
1. A memory management unit for use in controlling 

data storage and retrieval from a memory, said memory 
management unit translating virtual addresses to physi 
cal addresses within said memory, said virtual addresses 
being received from a plurality of sources along with, 
for each received instruction, a read or a write instruc 
tion, each source having at least one virtual address 
mapped to at least one physical address, said memory 
management unit comprising 
means for storing a set of translation information for 
each of said plurality of sources, each set of transla 
tion information mapping at least one virtual ad 
dress to a respective physical address, 

recording means including a read register and a write 
register for concurrently recording identities, each 
of a different one of said plurality of sources, and 

means, responsive to an instruction received from a 
particular one of said plurality of different sources, 
for selecting, for use by said memory management 
unit, the one of said sets of translation information 
that is stored for the source whose identity is re 
corded a) in said read register, if said received 
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instruction is a read instruction, or b) in said write 
register, if said received instruction is a write in 
struction. 

2. The memory management unit set forth in claim 1 
wherein said memory management unit is interposed 
between a central processing unit (CPU) and said men 
ory and wherein said storage or retrieval instructions 
are received from said CPU, and wherein said plurality 
of sources includes a plurality of processes operating 
within said CPU. 

3. The memory management unit set forth in claim 1 
wherein said recording means and selecting means each 
operate in response to the receipt of predetermined 
mode control information, and wherein said memory 
management unit further comprises means for establish 
ing a default selection in response to the absence of said 
mode control information, said default selection con 
trolling which one stored set of translation information 
will be utilized to perform said translation. 

4. The memory management unit set forth in claim 1 
wherein in a default mode said selecting means includes 
means for selecting a particular one of said stored sets of 
translation information as a function of the source of 
said received instruction but independent of whether it 
is a read instruction or a write instruction. 

5. In a system having a memory management unit 
(MMU) interposed between a plurality of sources of 
virtual addresses provided by a central processing unit 
(CPU) and a memory having physical locations to 
which the virtual addresses are mapped, and wherein 
the same virtual address from different sources may be 
mapped to the same physical location within said mem 
ory, and wherein said MMU contains a first set of trans 
lation mapping information for controlling the storage 
or retrieval of information to or from said memory in 
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response to virtual addresses presented to said MMU, 
said first set of translation information being associated 
with a first source of presented virtual addresses, the 
improvement comprising 

means for storing within said MMU at least one other 
set of translation information associated with a 
second source of virtual addresses, 

means for establishing a plurality of sets of translation 
information that are concurrently accessible within 
one CPU execution cycle, including said first set 
and the other set, for controlling each translation 
between a presented virtual address and its associ 
ated physical address, and 

means operative in response to mode control informa 
tion from said first source associated with each said 
presented virtual address for utilizing either one 
accessible set of translation information or said 
concurrently accessible plurality of sets of transla 
tion information. 

6. The improvement set forth in claim 5 further com 
prising means for choosing either said first set or the 
other set as a default set. 

7. The improvement set forth in claim 6 wherein said 
presented virtual address is presented in a data packet 
having address bits, and read, write, and execute bits, 
and wherein in a concurrently accessible plurality of 
sets mode, at least one register in said MMU is operative 
in response to a respective one of said read, write and 
execute bits provided by the CPU. 

8. The improvement set forth in claim 7 wherein said 
memory management unit includes a plurality of regis 
ters and wherein said choosing means further inhibits a 
subset of said registers when a default mode is estab 
lished. 


