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CAMERAPOSE ESTMLATION APPARATUS 
AND METHOD FOR AUGMENTED REALITY 

MAGING 

0001. This application is a continuation of U.S. patent 
application Ser. No. 12/601,188 filed Apr. 26, 2010, which 
is a national stage application of PCT Application No. 
PCT/NO2008/000178 filed on May 22, 2008 which claims 
priority to Norway Application No. 20072616 filed May 22, 
2007. 

BACKGROUND OF THE INVENTION 

0002 1. Technical Field 
0003. The present invention relates to the field of imag 
ing, and particularly to determining the pose of a camera in 
respect of a scene from information provided by an image of 
the scene captured by the camera and the predetermined 
position of known features of the scene. 
0004 2. Background Information 
0005. The problem to be solved is to estimate the pose of 
a physical camera based on a real-time or recorded sequence 
of images. The motivation for finding the physical camera 
pose, is to be able to insert virtual objects into the image 
stream in real-time, thereby obtaining an augmented reality 
effect. A typical setup is a user wearing head mounted 
displays (HMD) and camera, where images from the camera 
are used to reconstruct the pose of the camera and thus the 
pose of the HMDs. The pose is then used to correctly align 
virtual objects on the screen of the HMDs, either on top of 
the camera image (video-See-through), or on top of an 
optical see-through screen, to make the virtual objects/ 
elements, that is, objects or elements not actually present in 
the real scene imaged by the camera, appear as real-life 
objects in the real Surroundings of the user. 
0006 Prior art solutions to the problem are known to 
suffer either from not being capable of real-time use or 
because of slow or ineffective methods or algorithms used to 
determine in real-time the camera pose from the camera 
image, or from other shortcomings Such as inaccuracies, 
Such as low repeatability, in the results obtained, drifting, 
non-usable recovery of pose, or non-robust pose estimation. 

2.1 Tracking. Using a Known 3D Model of the 
Environment 

0007 Tracking or frame-to-frame tracking is described in 
chapter 0. Generally, frame-to-frame tracking methods Suf 
fer from drifting and (in practice) non-usable recovery of 
pose-methods. With only small camera movements, frame 
to-frame tracking might work well, but in real-life scenarios 
where users are given control over the camera, this is a 
restriction that cannot be applied in practise. 
0008. In a practical world, where unlimited processing 
power or unlimited frame rate is not available, frame-to 
frame tracking is generally known also to Suffer from losing 
track. If the camera moves too much, the next frame will not 
contain enough feature points that can be matched against 
feature points in the previous frame to perform pose esti 
mation. Moving the camera fast will result in a blurred new 
frame (motion blur), which also reduces the number of 
feature points in the previous frame that are reliably matched 
in the new frame. If the tracking loses its pose, there must 
be a pose recovery method implemented to reinitialize the 
tracking. Various methods have been suggested and pub 
lished, however, most of them force the user to move and/or 
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rotate the camera to a specific position and/or direction in 
order to recover the pose and to reinitialize the tracking. 
Even if a suitable recovery method is implemented, frame 
to-frame tracking is known to Suffer from drifting. 
0009 US 2002/0191862A1 (U.S. Pat. No. 6,765,569 B1) 
discloses a method where the user needs to start use of the 
system by looking, that is, by pointing the camera, in a 
certain direction, and the system expands the possible work 
ing area during use. The method disclosed using a method 
similar to frame-to-frame tracking, but it does not use a 
prior-known 3D model, which means that it relies on trian 
gulating feature point position in a Subsequent frame to find 
the 3D position of feature points. The method stores 3D 
information of feature points during use, and refines the 3D 
position each time a feature point is detected, based on 
triangulation. When the refinement of the 3D position has 
reached a satisfactory level, the feature point is regarded as 
calibrated. This reduces the drifting issues somewhat, but in 
practice there is still severe drifting when moving far away 
from the starting point. An accurate determination of new 
feature points rely on accurate estimation of 3D position of 
previous 3D feature point positions, which again relies on 
accurate estimation of previous camera poses. 
0010. It is well known that there always will be some 
amount of numerical and mathematical error added in every 
calculation/estimation of the above proposed method. This 
means that feature points that are far away from the starting 
point will have large errors due to drifting. On top of that, 
if the 3D position of one single feature point is regarded as 
“calibrated’, and this position is actually wrong, then the 
further tracking and calibration of feature points will be 
affected by an even larger error. 
0011. In addition, it is required that the user moves in 
certain ways to ensure accurate estimation and refining of 
the 3D positions of the feature points, which in practice 
results in a cumbersome and hard-to-use system. U.S. Pat. 
No. 6,765,569 B1 includes a disclosure of a method for pose 
recovery if there are not enough feature points identified in 
an image, but this method still relies on having the user look 
in a direction where there are feature points that have been 
estimated satisfactorily, Such that they can be considered 
“calibrated' feature points. The method does not use a 3D 
model of the environment that may be observed by the 
camera, which means that it computes 3D positions of the 
feature points while running by triangulation in Subsequent 
frames. 

2.2 Local Detection and Matching of Feature 
Points (Detection) 

0012. A good way of removing the problems of drifting 
and lost pose is to use a method where the system is trained 
based on feature points of the environment/object/scene 
before using the system in runtime. Training-fclassification 
information stored together with 3D positions makes it 
possible in real-time to match feature points detected in the 
current frame, against the ones stored in a database or 
classified through a classifier. When a sufficient number of 
feature points match, it is possible to estimate the physical 
camera pose through geometrical calculations. Further 
refinements can be obtained through numerical minimiza 
tions. This can be performed in every single frame without 
depending on the result of estimations in previous frames. In 
practice this means that “pose recovery is performed in 
every single frame. 
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0013 Drifting and lost pose will not be an issue in 
detection, as long as enough feature points are classified or 
matched against the contents of a keypoint database. How 
ever this kind of method is known to suffer from false 
detections, meaning that feature points detected in real-time 
are falsely classified or matched to feature points stored in 
the database. Some methods for estimating the camera pose 
can deal with a certain number of false matches (also called 
outliers), but either way the final result of the estimated pose 
will typically suffer from low repeatability, even with few 
outliers. A typical scenario of Such detection methods is that 
there are at least 15 outliers. This generally results in low 
repeatability, even when the camera is kept completely still. 
The effect of the aforementioned problem in an augmented 
reality system is that the virtual objects are not kept in place, 
but appear to be bouncing around, jittering, etc. 
0014 US 2006/0233423 A1 suggests a method for 
matching real-time feature points against a database, and for 
training/storing relevant information about the calibrated/ 
trained feature points. In relation to what has been described 
above, the method suggested can be considered to be a 
detection method. 

0015 The disclosure “Randomized Trees for Real-Time 
Keypoint Recognition' by V. Lepetit, P. Lagger and P. Fua 
published accepted to Conference on Computer Vision and 
Pattern Recognition, San Diego, Calif., June 2005 describes 
an earlier but similar method to what is disclosed by US 
2006/0233423 A1 for detecting objects in single frames. 
Instead of using a database, the use of “Classification trees” 
(see Chapter O below) is proposed. The classification trees 
are built in a training phase, and at runtime each keypoint is 
“dropped down multiple trees, and finally the keypoint is 
matched with a certain score (confidence). Even this method 
shows the strengths and weaknesses of a detection method. 

2.3 Recorded Image Streams 

0016 Numerous other methods and algorithms have been 
published and patented for estimating the pose of a physical 
camera based on recorded image streams. Estimating the 
pose of a physical camera based on recorded image streams 
means that the method needs all or several images of the 
stream to be available “forward' and “backward” in time to 
be able to compute the camera pose of the "current frame. 
In movie production several Such methods have been pat 
ented and published, but, as mentioned earlier, in this 
category the methods do not run in real-time, and they rely 
on a complete image stream to yield satisfactory result. 
Their intended use is not real-time augmented reality, but 
visual post-production effects of “Hollywood movies'. 

SUMMARY OF THE INVENTION 

0017. The apparatus and method of the present invention 
provides a combination of the strengths of frame-to-frame 
tracking with a 3D model and the strengths of local feature 
points detection and matching to obtain physical camera 
pose estimation with satisfactory accuracy, robustness and 
repeatability. The problems of drifting, loss of track and 
jittering, Such as due to false matches, are removed by 
combining the strengths of detection and tracking into an 
innovative and unique method and apparatus. By combining 
detection and tracking the risk of implementing a solution 
that is too slow for real-time use is obviated, and the 
apparatus and method of the present invention presents a 
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unique opportunity to split up Sub-tasks into multiple threads 
and thread-tasks to ensure a fast and efficient implementa 
tion, in particular on multi-CPU systems. On today's com 
puters, technology incorporating multiple CPUs and dual 
core CPUs has become available and affordable to the 
general public, which is well Suited for implementing the 
solution provided by the present invention. Some key advan 
tages of the solution provided by the present invention are, 
numbered by “steps, as follows: 

0.018 1. Robust estimation through local detection and 
matching of feature points, meaning “recovery of pose' 
in every frame, not relying on estimations in previous 
frame. 
0019. The solution provided by the present inven 
tion is advantageously implemented by the use the 
method disclosed by V. Lepetit, P. Lagger and P. Fua 
in “Randomized Trees for Real-Time Keypoint Rec 
ognition', accepted to Conference on Computer 
Vision and Pattern Recognition, San Diego, Calif., 
June 2005. 

0020 2. Accuracy and repeatability through frame-to 
frame tracking is obtained by using a combination of 
previously estimated pose and a 3D model of the 
environment. 
0021. The solution provided by the present inven 
tion also introduces a new idea to general frame-to 
frame tracking: the last Successfully computed pose 
is stored and used for tracking, which means that 
even if the camera pose was not successfully com 
puted in previous frame, the solution provided by the 
present invention tries to perform tracking based on 
the latest Successful pose. This makes the Solution 
provided by the present invention able to re-initialize 
the pose estimation even if the Detection method 
presented in step 1 above should fail, and even if the 
final pose failed in several previous frames. This new 
idea will however require that the user moves back 
to a position? orientation close to where the last pose 
estimation was successful. 

0022. 3. Motion model observations included in the 
input parameters to the numerical minimizations for 
estimating the camera pose further enhances accuracy 
and repeatability. 

0023 4. Robust computation through “robust estima 
tors’ reduces the effect of outliers. We use a Tukey 
estimator, but others can be used. 

0024 5. Unrivalled speed and performance through 
our unique parallel processing algorithm. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0025 FIG. 1 is a flow chart illustrating the main loop of 
a computer implementation of the present invention. 
0026 FIG. 2 is a block diagram illustration of the present 
invention. 
(0027 FIG. 3 is a flow chart illustrating the “combined 
mode of the present invention. 
0028 FIG. 4 is a flow chart illustrating the “split” mode 
of the present invention. 
0029 FIG. 5 is a flow chart illustrating an aspect of the 
present invention. 
0030 FIG. 6 is a diagrammatic illustration of a standard 
computer with a dual-core Central Processing Unit, Random 
Access Memory, Graphics Card and Hard Drive mounted to 
the motherboard. 
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0031 FIG. 7 is a diagrammatic illustration of perspec 
tive-three-point correspondence. 

DETAILED DESCRIPTION OF THE 
INVENTION 

3.1 System Overview 

0032 FIG. 6 illustrates a standard computer with a dual 
core Central Processing Unit (CPU), Random Access 
Memory (RAM), Graphics Card, Hard Drive (HDD) 
mounted to the motherboard, which is adapted for imple 
mentation of the present invention. Further, there is Data 
interface that connects the camera to the computer. The 
camera has a lens for capturing images of the real environ 
ment, Such as a scene of interest. The images are digitized 
on a sensor, typically a CCD or a CMOS sensor. Images are 
typically pre-stored in the cameras internal memory and 
then transferred to the computer through connection A, 
interpreted by the Camera interface, which again commu 
nicates the images to the motherboard into a purposely 
allocated area in the system RAM. 
0033. The CPU can typically be an Intel Core 2 Duo. Our 
system can also use a single-core CPU, but then perfor 
mance will be lower. The RAM can typically be standard 
512 MB DDR2 SDRAM. The Hard Drive can typically be 
a standard 40 GB SATA 7200 RPM hard drive. The Data 
interface can typically be USB 2.0, FireWire IEEE 1394, 
Wireless LAN (WLAN) or other. Connection A might be 
wired or wireless, depending on the Data interface. 
0034. The software is stored on the hard drive (HDD) in 
machine-readable code and is loaded into RAM when 
execution starts. Images are captured using the camera, and 
then transferred over connection A into a memory area in 
RAM. Algorithms are then run on the images stored in RAM 
using 1 or more CPUs or Cores of CPUs. The result of the 
algorithms is an estimated pose of the physical camera, 
which is used to draw virtual objects on top of the captured 
image, correctly aligned with the real environment. The 
image and/or the virtual object(s) are then rendered typically 
in the Graphics card, and the result is displayed on a screen. 
The screen can be a transparent screen (images projected to 
mirror, glass etc) or an opaque screen. In the case of an 
opaque screen, the image captured by the camera needs to be 
drawn as a background before rendering the virtual objects, 
to obtain an Augmented Reality effect. The screen might be 
a head-mounted display, together with the camera mounted 
in front of the head-mounted display. Other displays with 
camera mounted in front might be PDAs, mobile phone 
displays (where in the future the internal computer of the 
mobile phone might be used for processing), a tablet PC 
display or other. 
0035. Today’s powerful graphics cards also allow execu 
tion of mathematical operations on the GPUs (Graphical 
Processing Unit), which means that the tasks and algorithms 
of our system might also be performed on the GPUs in 
addition to the CPUs/cores. Even Physics cards like Ageia 
PhysX might be used for performing tasks in our software 

3.2 Software Implementation 

0036. The apparatus and methods of the invention, in part 
described in this chapter as algorithms, can advantageously 
be implemented in any kind of computer Software environ 
ment, advantageously where the basic mathematical meth 
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ods are available. If the basic mathematical methods are not 
available, they can be implemented from scratch. MATLAB, 
FORTRAN, C/C++, C# etc. are suitable programming lan 
guages. The Software may be implemented on a computer 
running a Linux operating system, Windows, Unix, Xbox, 
PlayStation, Symbian etc. 
0037. The necessary mathematical methods, are among 
others, but not limited to, numerical minimization, basic 
computer vision algorithms like filters, edge detection, cor 
ner detection etc., methods for matrix operations (matrix 
inverse, transpose, multiply etc). 

3.3 Main Loop Overview 
0038. In what is herein referred to as the main loop of an 
exemplary system implementation of the invention, Such as 
in a computer implementation of the invention, Such as 
illustrated by the accompanying FIG. 1, live images are 
extracted from the camera and stored in a circular memory 
buffer in system RAM, camera pose is estimated and finally 
the result is rendered to screen. 
0039. As soon as the first frame has been grabbed, and the 
pose estimation task has started, thread A starts grabbing a 
new frame. As soon as the first pose estimation is finished, 
if the new frame has been grabbed in parallel, the estimation 
of camera pose in the new frame can start. As soon as the 
first rendering is finished, a new render can start when a new 
frame and camera pose is available from thread A and B. 
This means that thread A works in parallel with thread Band 
C, retrieving fresh frames that thread B can use as soon as 
it is finished with its previous task. The same goes for thread 
B, it works in parallel to thread C, estimating fresh camera 
poses that thread C uses as soon as it is finished with its 
previous render. This setup provides a very effective way of 
utilizing computers with multiple CPUs, GPUs and/or CPUs 
with multiple multi-core CPUs. The result is that the frame 
rate and execution time is speeded up Substantially. Thread 
B is split into more parallel tasks, which makes the imple 
mentation of the physical camera pose estimation very 
effective. See Chapter 0 for more information on thread B. 
0040. After the first image/frame has been grabbed at 
start-up and transferred to the destination memory area in 
RAM, the physical camera pose can be estimated in this 
frame. After the pose estimation is accomplished, the camera 
image and the pose can be used to render virtual objects into 
the first image to get an augmented reality effect. 
0041. Thread A (TA), Thread B (TB) and Thread C (TC) 
are all running on one or more single-core CPUs, one or 
more multi-core CPUs and/or one or more GPUs or other 
specialised computing units. The tasks can be set specifically 
to be performed on certain CPUs/cores, but it is also possible 
to let the operating system (OS) decide the CPU to perform 
the thread tasks automatically. 
0042 An example of an apparatus incorporating an 
embodiment of the present invention is schematically illus 
trated by the block diagram of FIG. 2 of the accompanying 
drawings. 
0043. The apparatus is provided with an input for receiv 
ing from a frame grabber 230 image data 231 of an image 
frame representing a two-dimensional (2D) image of a scene 
220, typically obtained by a camera 210 and acquired by the 
frame grabber, an input for receiving camera data C. Such as 
for example camera lens data, principal point, etc., from a 
camera data source 240, an input for receiving three-dimen 
sional (3D) scene model data M from a scene model data 
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Source 260, and an input for receiving from a scene data 
source 250 pre-recorded scene data 251, such as for example 
3D feature points data obtained by a processing of pre 
recorded scene images. 
0044. The apparatus is arranged to compute, based on 
information provided to one or more of the aforementioned 
inputs, and output a current estimate 181 for the geometrical 
3D pose of the camera in respect of the scene being imaged 
by the camera. Advantageously, a geometrical 3D camera 
pose estimator of the apparatus is arranged so as to deter 
mine a “level of confidence' of the geometrical 3D camera 
pose estimate, and may be enabled to output a 3D pose score 
value as an indication of the level of confidence at which the 
geometrical 3D camera pose estimate was computed. 
0045. The apparatus further includes a candidate 2D key 
point detector 110, adapted to receive and process the image 
data 231 received from the frame grabber 230, the candidate 
2D key point detector being arranged to detect specific 
image features that may represent key points of which the 
3D location is considered known, and to output data repre 
senting detected specific image features as candidate 2D key 
points 111. Examples of such specific features are features of 
the scene where scene objects distinct colours appear, or a 
part of the scene where the scene exhibits a clearly identi 
fiable single geometric feature or set of geometric features, 
Such as a corner or an edge. 
0046. The apparatus further includes a detected 3D obser 
Vations detector 120, adapted to receive the candidate 2D 
key points 111 and the pre-recorded scene data 251, the 
detected 3D observations detector being arranged to output 
a detected 3D observation 121 for each candidate 2D key 
point that is considered to have a corresponding 3D feature 
present in the pre-recorded scene data. The detected 3D 
observations detector is furthermore arranged to determine a 
“level of confidence' of the detected 3D observations, and 
may be enabled to output a score value as an indication of 
the level of confidence at which the detected 3D observation 
was determined. 

0047. The apparatus further includes a detected 3D cam 
era pose estimator 130, adapted to receive the detected 3D 
observations 121 and the camera data C, the detected 3D 
camera pose estimator being arranged to determine, by 
computation, and output a detected 3D camera pose estimate 
131. Advantageously, the detected 3D camera pose estimator 
is arranged so as to determine a “level of confidence of the 
detected 3D camera pose estimate, and may be enabled to 
output a pose score value as an indication of the level of 
confidence at which the detected 3D camera pose estimate 
was computed. 
0048. The apparatus further includes a first storage means 
140 for storing grabbed frame image data 231 and candidate 
2D key points 111, adapted to receive the frame grabber 
image data of the image frame representing the two-dimen 
sional (2D) image of the scene, the first storage means being 
arranged to detect the output 181 of the current estimate for 
the geometrical pose of the camera in respect of the scene 
and in response thereto output a stored grabbed frame image 
data 141 and stored candidate 2D key points 142 on which 
a previous geometrical camera pose estimate was based. 
0049. The apparatus further includes a second storage 
means 160 for storing and output a previous estimate 161 for 
the geometrical pose of the camera, that was presented on 
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the output of the apparatus prior to the output current 
estimate 181 for the geometrical pose of the camera in 
respect of the scene. 
0050. The apparatus further includes a tracked 3D obser 
vations detector 150, adapted to receive the stored previous 
estimate 141 for the geometrical pose of the camera, the 
candidate 2D key points 111, the stored grabbed frame 141 
and candidate 2D key points 142 on which a previous 
geometrical camera pose estimate was based, the camera 
data C and the three-dimensional (3D) scene model data M, 
the tracked 3D observations detector being arranged to 
output a tracked 3D observation 151 for each candidate 2D 
key point that is considered to have a corresponding 3D 
feature present in the previous geometrical camera pose 
estimate. The tracked 3D observations detector is further 
more arranged to determine a “level of confidence' of the 
tracked 3D observations, and may be enabled to output a 
score value as an indication of the level of confidence at 
which the tracked 3D observation was determined. 
0051. The apparatus further includes a 3D camera pose 
estimate selector 170, having inputs to receive the stored 
previous geometrical 3D camera pose estimate 161 and the 
detected 3D camera pose estimate 131, respectively, and an 
output for providing a selected 3D camera pose estimate 
171. Advantageously, the 3D camera pose estimate selector 
is arranged so as to provide on an output as the selected 3D 
camera pose estimate one of the 3D pose estimates received 
on the inputs, or a combination thereof, in response to score 
values presented with the 3D camera pose estimates 
received on respective inputs. 
0.052 The apparatus further includes a geometrical 3D 
camera pose estimator 180, adapted to receive the selected 
3D camera pose estimate 171, the detected 3D observations 
121, the tracked 3D observations 151, and the camera data 
C, the geometrical 3D camera pose estimator being arranged 
to determine, by computation, and output a current geo 
metrical 3D camera pose estimate 181. Advantageously, the 
geometrical 3D camera pose estimator is arranged so as to 
determine a “level of confidence' of the current geometrical 
3D camera pose estimate, and may be enabled to output a 
pose score value as an indication of the level of confidence 
at which the current geometrical 3D camera pose estimate 
was computed. 

3.4 Physical Camera Pose Estimation (Thread B) 
0053. In the following, advantageous computer imple 
mentations of the present invention are explained. 
0054 The physical camera pose estimation method for 
computer implementation of the invention, herein also 
referred to as the physical camera pose estimation algorithm, 
is advantageously implemented as one of two modes, that 
should be selected from start-up: A) the “combined mode, 
and B) the “split” mode. Thread B distributes its tasks into 
different threads and thread tasks for optimized run-time 
performance on computers with multiple single-core CPUs 
and/or-GPUs, one or more multi-core CPUs and/or-GPUs. 
0055. The “combined” mode runs part of the detection 
and tracking in parallel, then combining and processing the 
results for final numerical optimization. The “split” mode 
runs the detection and tracking more isolated, and the final 
results are analysed and processed as final camera pose. The 
implementation “combined and “split” modes of the pres 
ent invention are illustrated by the accompanying FIGS. 3 
and 4, respectively. 
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Common for Combined Mode (A) and Split Mode (B) 

3.4.1.1 Parameterization of Rotation and Translation 
(External Parameters) 
0056. When calculating re-projection error (and the Jaco 
bian matrix) in our use of PROSAC and the numerical 
minimization (Levenberg-Marquardt) methods, the rotation 
is parameterized using an exponential map. The Rodrigues 
formula is used to convert to- and from rotation matrix to 
exponential map before and after estimations. 
0057. During numerical minimization, the state vector is 
a 6-element vector containing the rotation and translation as 
exponential map and translation vector. 
0058. To avoid singularities in the exponential map, we 
check if the length of the exponential map (vector) w is 
close to 2*L*n, where it is 3.14 and n is an integer larger than 
0. If the length is close to 2*L*n, it can be replaced by 
(1-2*L/Iw)*w, where w is the exponential map (From F. 
Sebastian Grassia. Practical parameterization of rotations 
using the exponential map. Journal of Graphics Tools, 
3(3):29-48, 1998"). 

3.4.1.2 Detect Keypoints 
0059 Fresh, live images from the camera are searched for 
possible feature points/key points. These keypoints are can 
didate points to be used further in the detection and tracking. 
As illustrated by the accompanying figures, the detection of 
keypoints is computed for both tracking and detection. 

3.4.1.3 Compensation for Lens Distortion 
0060. The images captured from the camera contain some 
lens distortion. In our system we compensate for radial and 
tangential distortion in the internal camera parameters, 
obtained through a pre-calibration of the camera and lens. 
0061. To compute and parameterize the internal camera 
parameters, in an advantageous embodiment of the present 
invention, the method described in "A flexible new tech 
nique for camera calibration” by Z. Zhang, see IEEE Trans 
actions on Pattern Analysis and Machine Intelligence, 
22(11): 1330-1334, 2000, is employed. 
0062) To compensate for lens distortion, either the entire 
input images can be undistorted, or only the detected key 
points can be undistorted. Undistorting the entire image can 
be a time-consuming task, and it is more efficient to undistort 
the detected feature points. 
0063. If the distorted camera image will be used for 
overlaying virtual graphics, the virtual graphics will not 
match correctly with the background image. To compensate 
for this, the virtual graphics must be distorted according to 
the internal camera parameters. If the camera image is not 
used as a background in a video-see-through setup, this is 
not a problem. 

3.4.14 Estimate Initial Pose 

0064. This task is performed in both modes, and consists 
of estimating a rough, initial pose based on keypoint 
matches against the database (detection). 
0065. See 0 for parameterization of the position and 
orientation used during initial pose estimation. 
0066 Steps to estimate the initial pose are: 

0067. 1. Classify the keypoints detected in the image to 
get 2D-3D point correspondences. Advantageously, the 
present invention uses the algorithms for classification 
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and training presented in a publication named "Ran 
domized Trees for Real-Time Keypoint Recognition' 
by V. Lepetit, P. Lagger and P. Fua. Other feature point 
classification/detection methods might be suitable. 

0068 2. If 4 or more matches with score above a given 
threshold (e.g. 0.5) exists: 
0069. a. Yes: Run the PROSAC algorithm (see 
Chapter O). 
0070) i. Result from PROSAC satisfactory? 
(0071 1. Yes: Quit with success 
(0072 2. No: Quit with failure 

(0073 b. No: Quit with failure 
0074 The initial rough pose is used as a starting point for 
the numerical minimization, to ensure that the minimization 
algorithm finds the global minimum. With a wrong/bad 
initial pose, the minimization might end up in a local 
minimum, in other words an incorrect Solution. To achieve 
an initial pose close to the global minimum it is important to 
set the proper constraints on the required re-projection error, 
the minimum number of inliers in the estimation of the 
rough initial pose. Maximum re-projection error should be 
between 5 and 25 pixels Minimum number of inliers should 
be from 15 to 40. 
0075. In our implementation, we have also added the 
possibility to specify that the minimum number of inliers is 
computed each time as a percentage of the total number of 
observations (both inliers and outliers). This makes the 
algorithm automatically adjust the requirements when many 
observations are present. The danger of enabling this feature 
is in case of many outliers. If the minimum percentage of 
inliers is too high, the PROSAC algorithm might fail to 
compute a pose with enough inliers. 

3.4.1.5 Numerical Minimization 

0076. In a further advantageous embodiment of the pres 
ent invention, use is made of the Levenberg-Marquardt 
algorithm for numerical minimization, but other methods 
might also be used. 
0077. See 0 for parameterization of the position and 
orientation used during the numerical minimization. The 
Sum of re-projection errors are minimized during the 
numerical minimization. As in the PROSAC method 
described in Chapter 0, a robust estimator is also applied 
during calculation of the re-projection error to disregard 
outliers in the numerical minimization. Advantageously, the 
present invention uses a Tukey estimator, but other robust 
estimators can be used. In addition, motion model-observa 
tions are used to minimize the translation and rotation 
between the estimated pose in current and previous frame. 
0078. The description above yields for the numerical 
minimization subtasks for both mode A and B. 

Combined Mode (A) 
0079. This chapter explains in word the combined mode, 
with reference to FIG. 3. 
0080 Generally, it is assumed that “New frame' is undis 
torted, meaning that any camera/lens distortion has been 
compensated for. 
I0081 For the case where only the 2D keypoints will be 
undistorted, the illustration should be slightly modified. 
However this is regarded that a computer vision engineer 
will be able to identify where to apply 2D keypoint undis 
tortion. 
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0082. The two procedures “Combine and pre-process 
2D-3D correspondences” and “Weigh and prepare motion 
model observations' are independent of each other, and can 
be set up to be performed in parallel, in two different threads 
for further performance optimization. The two procedures 
are however not especially time consuming, and the over 
head of splitting these tasks into different threads might be 
the same or more than what is gained by performing the 
tasks in parallel. 

3.4.2.1 Detect 
Tracking-Thread 

Keypoints, Start Detection- and 

0083. After the keypoints have been detected, Combined 
Thread A (CTA) is started in parallel with Combined Thread 
C (CTC). 
I0084 CTA performs the following: 

I0085 1. Classify the keypoints detected in the current 
image with the pre-trained classification tree/database 
to get 2D-3D point correspondences, using the Lepetit 
method. 

I0086 2. Estimate initial pose based on the 2D-3D 
point correspondences using the method described in 
Chapter 0. 

I0087 CTC performs the following, if there has been a 
pose successfully computed earlier (last good pose): 

I0088 1. Match the keypoints detected in the current 
image with keypoints detected in “last good frame'. 
I0089. By applying a mean intensity threshold, it is 

possible to only accept matches between keypoints 
where the difference in mean intensity is below the 
given threshold. By setting a low value (e.g. 10 out 
of 255 possible), only keypoints with similar mean 
intensity will be accepted. This enhances the reli 
ability of the keypoint matching. 

0090 2. Perform ray tracing on all keypoints with a 
correlation match score higher than a given threshold. 
The ray tracing computes the 3D positions of the 
matched keypoints by using previous frame camera 
pose, the 3D model and the internal camera parameters 
(see Chapter 0 for explanation of ray tracing). 

0091 An important feature to make our system automati 
cally select when to rely only on “detection observations' 
from CTA, and when to also rely on “tracking observations' 
from CTC is implemented as following: 
0092. In the keypoint matching implementation used in 
the tracking thread (CTC) it is possible to set the maximum 
disparity in 2D keypoint position between frames. This 
allows us to limit the possible keypoints that can be matched 
depending on whether they are close to each other in the two 
frames. By setting the maximum disparity in the u- and 
V-direction to a low number, e.g. 10 pixels when the system 
is running at 20-30 frames per second, our system automati 
cally depends only on observations from detection when the 
camera moves quickly. As soon as the camera is moving 
slower, the observations from frame-to-frame tracking is 
more and more influencing the numerical minimization, 
because more and more keypoint matches are accepted. In 
combination with other features of our system this helps to 
make it robust to fast camera movements and at the same 
time accurate with high repeatability with Small camera 
moVementS. 
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3.4.2.2 Combine and Pre-Process 2D-3D Correspondences 
0093. The two sets of correspondences, or observations, 
from CTA and CTC have 2 different types of score. The 
detection-set (CTA) has a score given by the matching/ 
classification against the pre-trained database, while the 
tracking-set (CTC) has a correlation matching score that 
tells how well the keypoint in current frame matched against 
previous frame. To make sure that the two types of obser 
Vation scores are treated in a controlled manner, all the 
scores are normalized to make Sure that a detection-obser 
Vation (CTA) is equally “important’ as a tracking-observa 
tion (CTC). 
0094 Further, based on the normalized scores, it is pos 
sible to “promote' or “degrade' one of the two types of 
observations by multiplying the normalized score with a 
Scalar that makes the selected type of observations more or 
less “important. 
0.095 Finally, there is a filtering performed that sets 
minimum and maximum numbers for the number of obser 
vations of one or the other set. Typically it might be desired 
to never allow maximum n observations from the detection 
set (CTA), and maximum k observations from the tracking 
set (CTC). This is done to further control the “importance' 
of the two types of observations. 
0096. After weighing and limiting/controlling the types 
of observations against each other, the observations are all 
added to the numerical minimization. If the pose in previous 
frame was not successfully computes, the tracking tasks 
(CTC) have not been executed, and only the detection 
observations from CTA will be added. 

3.4.2.3 Weigh and Compare Motion Model Observations 
0097 Motion model observations are prepared. The 
motion model observations consist of the difference between 
translation and rotation or the camera pose along- and 
around the X, y and Z axis in the current frame and previous 
frame, if a pose was estimated in previous frame. These 
observations will try to make the numerical minimization 
minimize the translation and rotation along- and around the 
X, y and Z axis, meaning that they will try to damp the 
resulting pose based on the previous pose. 
0098. The motion model can also be an advanced pre 
dictive motion model that predicts motion in the new frame. 
0099. The weight of the motion model observations is set 
to a given value, which affects how much these observations 
affect the numerical minimization. 

0100. As for the re-projection error, a robust estimator is 
also used for the motion model observations. This means 
that e.g. very large movement along the X-axis between two 
consecutive frames is regarded as an outlier observation. 
The threshold for deciding inliers/outliers is set according to 
the frame-rate of the overall system, including how rapid the 
camera is expected to move. 

3.4.2.4 Perform Numerical Minimization 

0101 The initially estimated pose (see Chapter 0) is used 
as a starting point for the numerical minimization, which 
ensures that the final result is the actual/correct global 
solution. The 2D re-projection error in pixels will be mini 
mized for the 2D-3D point correspondences and motion 
model observations will be minimized to obtain the best 
possible pose. For both 2D-3D point correspondences and 
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motion model observations, there is a robust estimator 
implemented that ensures robustness against outliers. 
0102 The minimization runs for a limited number of 
iterations or until a satisfactory result has been obtained. 

3.4.2.5 Store Current Camera Pose, Frame and 2D 
Keypoints 
0103) The post-processing for making ready for next 
frame is as following: 

0104 Was the pose successfully estimated, based on 
requirements to minimum number of inliers? 
01.05 a. Yes: 

0106 i. Store the current frame, 2D keypoints and 
pose as “last good' frame, 2D keypoints and pose, 
for use in tracking thread in next frame. 

0.107 ii. Store the current pose as “Previous cam 
era pose' to use for motion model observations in 
next frame. 

(0.108 b. No: Mark “Previous camera pose' used for 
the motion model observations as invalid. 

3.4.3 Split Mode (B) 
0109. With reference to FIG. 4, the split mode will be 
explained. In the split mode, as in combined mode, the first 
step is to detect keypoints in the current image. 
0110. Next, the tasks are split into two threads, Split 
Thread A (STA) running the detection tasks and Split Thread 
C (STC) performing the tracking tasks. 
0111 STA performs the following: 

0112 1. Match keypoints detected in the current image 
with the pre-trained database to get 2D-3D point cor 
respondences 

0113 2. Estimate initial pose based on the 2D-3D point 
correspondences 

0114 3. Limit, weigh and control the observations 
0115 4. Add the observations to the numerical mini 
mization related to the detection 

0116 5. If the pose was successfully estimated in 
previous pose: Add motion model observations to the 
detection-minimization (as in combined mode) 

0117 6. Perform the numerical minimization using the 
initial pose as starting point, minimizing the 2D re 
projection errors and the motion model observations (if 
added). 

0118. In parallel, STC performs the following, if the pose 
was successfully estimated in previous pose: 

0119) 1. Match the keypoints detected in the current 
image with keypoints detected in previous image 

I0120 2. Perform ray tracing on all keypoints with a 
correlation match score higher than a given threshold: 
Compute the 3D positions of the matched keypoints by 
using previous frame camera pose and the 3D model 
(see chapter 0 for explanation of ray tracing) 

0121 3. Add the observations to the numerical mini 
mization related to the tracking 

0.122 4. A motion model as in STA is added to the 
tracking-minimization (if previous pose was success 
fully estimated) 

I0123 5. Perform the numerical minimization using the 
previous pose as starting point, minimizing the 2D 
re-projection errors and the motion model observations 
(if added) 
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0.124 a. Instead of using the previous pose, it is 
possible to wait for STA to compute the initial pose, 
and use this as initial pose instead of previous pose. 
This provides some overhead in performance, but 
might lead to a better result during fast camera 
moVementS. 

0.125 Each minimization ends up with a separate esti 
mated physical camera pose, each having a number of inlier 
observations and total residual from the minimization. Steps 
are taken to analyse the “goodness” of the 2 poses. If the 
result from one of the minimizations is significantly better 
than the other, the best one is chosen as final result. If the 
results from the 2 minimizations are almost equally good, 
the average of the results is used. If desirable, a weighted 
average can be used to obtain the final result. 

3.5 Further Improvements 
0.126 The solution provided by the present invention 
relies on feature points, meaning corners, edges with high 
contrast etc. appearing in the image. This requires that the 
real Scene contains texture to detect enough feature points in 
frames captured by a camera to estimate the camera pose. In 
a room with e.g. only white walls with no paintings or other 
objects/illustrations that adds texture and contrast to the 
captured frames, feature points should be provided. 
I0127. By implementing edge detection in combination 
with a 3D model of the environment, the system should 
work also in this kind of environment. To integrate such an 
approach into our system, another thread/thread task should 
be implemented to run in parallel to ensure the same 
performance (frames per second). 
I0128. This new thread task would produce another set of 
observations. These observations would typically be edges/ 
lines in the captured frames. The numerical minimization 
would then minimize the distance between the lines 
detected/measured in the captured images and the lines in 
the 3D model of the environment projected to the screen 
using the currently estimated camera pose (current: the pose 
at each iteration of the minimization process). 
I0129. In the combined mode (Chapter O), this would 
mean that there would then be four types of observations: 

0.130) 1. Detected 2D-3D point correspondences (mini 
mize the 2D pixel re-projection error) 

0131 2. Tracked 2D-3D point correspondences (mini 
mize the 2D pixel re-projection error) 

0.132. 3. Motion model observations (minimize the 
translation and rotation relative to previous frame, if 
the pose was estimated in previous frame) 

0.133 4. New: Edge observations (minimize the dis 
tance between the edges in the captured images and the 
lines/edges in the 3D model projected to the screen 
using the current camera pose) 

I0134. By adding the fourth type of observation, the 
system would be capable of functioning also in environ 
ments with little or no texture, but with edges/lines present. 
Lines?edges will typically be the edge between walls, wall 
and floor, wall and ceiling, doors and walls etc. 

4 Definitions of Terms Used in the Disclosure of the Present 
Invention. 

4.1 Pose 

0.135 3D position (x, y, z)+3D orientation (rotation 
around X, y and Z). Orientation is often parameterized using 
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rotation matrix, Euler angles, quaternions or exponential 
maps. Position is normally parameterized as a vector (3-di 
mensional or homogenous 4 dimensional). 

4.2 Virtual Camera 

0136. Mathematical representation of a physical camera 
containing internal and external camera parameters. 

4.3 Internal Camera Parameters 

0.137 Focal length, image centre, resolution, lens distor 
tion parameters (radial distortion, tangential distortion). 

4.4 External Camera Parameters 

0138 Pose of the physical camera, given in a specific 
coordinate system. 

4.5 Keypoint or Feature Point 

0139 Point of interest in an image. There are several 
keypoint detection algorithms available. A feature point is a 
corner, a rapid change of contrast, an edge or similar. There 
are several methods used for extracting feature points from 
an image. Our method detects corners, based on description 
in chapter 4.4.1 of “Monocular Model-based 3d Tracking of 
Rigid Objects. Foundations and Trends in Computer 
Graphics and Vision, Vincent Lepetit and Pascal Fua, 2005. 

4.6 Numerical Minimization 

0140. Numerical minimization means the minimization 
of a mathematical function Subject to constraints on its 
variables. An example of numerical minimization is the 
Levenberg-Marquardt method. 

4.7 Levenberg-Marquardt 

0141 From Wikipedia.org: “The Levenberg-Marquardt 
algorithm provides a numerical Solution to the mathematical 
problem of minimizing a function, generally nonlinear, over 
a space of parameters of the function. This minimization 
problem arises especially in least squares curve fitting. The 
Levenberg-Marquardt algorithm (LMA) interpolates 
between the Gauss-Newton algorithm (GNA) and the 
method of gradient descent.” The LMA takes the best from 
GNA and gradient descent depending on the state of the 
minimization. 

4.8 2D-3D Point Correspondence 
0142. A point detected in an image has a 2D position 
given in image pixel coordinates. The same point has a 3D 
position in the real world. When having a minimum of three 
points and their 2D-3D correspondences, it is possible to 
estimate the pose of the physical camera used to shoot the 
image (e.g. through the P3P algorithm). 

4.9 Observation 

0143. When discussing numerical minimization, an 
example of an observation is a 2D-3D point correspondence. 
When using a motion model in combination with 2D-3D 
point correspondences to estimate physical camera pose, an 
observation can also be the change of position in one or any 
of the 3 axes, or the change of rotation around any of the 3 
axes from previous to current iteration/frame. 
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4.10 Outlier 

0144. An invalid observation. When discussing 2D-3D 
point correspondences as observations, an outlier is a wrong 
2D-3D correspondence, where the 3D position is falsely 
matched to the 2D position. 

4.11 Inlier 

(0145 An inlier is a observation. 

4.12 Keypoint Database 
0146 A database of keypoints and their properties stored 
during a training phase. 

4.13 Classification Tree 

0147 a tree-like hierarchical structure containing several 
tests that tries to classify, in our case, keypoints/feature 
points. The trees are used "upside down', meaning that each 
keypoint is “dropped down the tree, starting from the root 
and ending up in the leaves. In each node, there is a test that 
sends the keypoint down one branch of another. Finally the 
keypoint reaches a leaf (the end of a branch). This branch 
contains information needed to identify the keypoint. For 
information on how to use classification trees for keypoint 
recognition, see: disclosure by V. Lepetit, P. Lagger and P. 
Fua, titled “Randomized Trees for Real-Time Keypoint 
Recognition, accepted to Conference on Computer Vision 
and Pattern Recognition, San Diego, Calif., June 2005. 
4.14 PROSAC with Robust Estimator 
0148 PROSAC is an algorithm for robust fitting of 
models in the presence of many data outliers. In our case, we 
use PROSAC to estimate a rough initial camera pose, where 
many of the observations (2D-3D point correspondences) 
are outliers. 
0149 Given a set of 2D-3D point correspondences as 
observations, the steps of our PROSAC implementation are: 
0150 1. Sort the observations according to their score, 
matches with highest scores on the top 

0151. 2. Set in to 2, where n is the number of observations 
from the top of the array of observations to choose from. 

0152. 3. Set n n+1. 
0153. 4. If n is larger than the number of observations, 
quit with failure. A satisfactory initial pose has not been 
detected with the given requirements to minimum re 
projection error and minimum number of inliers. 

0154 5. Pick 3 random observations from the top of the 
array, limited to the n top rows. 

(O155 6. Compute the camera pose using P3P with the 3 
randomly selected observations as input. To avoid singu 
larities, the resulting rotation matrix from P3P is con 
verted to an exponential map. For information about the 
exponential map, see Chapter 0. Other algorithms than the 
P3P might be suited for computing the camera pose. 

0156 7. For all observations in the array: 
0157 a. Compute the re-projection error (see Chapter 
O) using the currently computed camera pose 

0158 b. Apply a robust estimator to disregard outliers. 
Example: Tukey—If the re-projection error is larger 
than a given threshold (e.g. 15 pixels), then mark the 
observation as an outlier) 

0159 8. Calculate the residual by taking the sum of the 
re-projection error of all inliers divided on the number of 
inliers (residual average re-projection error of inliers). 
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016.0 9. If the residual is lower than the lowest residual 
computed in previous iterations: 
(0161 a. Yes: 

0162 i. Store the current camera pose as the best 
pose and store the corresponding residual 

0163 ii. Check if the number of inliers is higher or 
equal to a given number of inliers (e.g. 20 inliers) 
(0164 1. No: Repeat step 3 to 7 
0.165 2. Yes: Accept the pose computed in step 4 
as the initial pose and quit in Success. 

(0166 b. No: Repeat step 3 to 7 
For more information on PROSAC, see Matching with 
PROSAC Progressive Sample Consensus, Chum, Ondrej. 
Matas, Jiri CVPR 2005. 

4.15 P3P 

0167 Perspective-Three-Point: A method for geometri 
cally estimating e.g. the physical camera poses based on a 
minimum of three 2D-3D point correspondences when inter 
nal camera parameters are known. To ensure that the global 
solution is found, a fourth 2D-3D point correspondence is 
needed. 
0168 Reference is now made to FIG. 7 of the accompa 
nying drawings to be considered for the following explana 
tion of P3P. 
(0169. Each pair of correspondences M, (-) m, and M, 
(> m, gives a constraint on the (unknown) camera-point 
distances X, IIM-CI and x|M-CII: 

2---2, .. 2 d =x,--x, -2xx, cos 0, 
where: 

d|M-M1) is the (known) distance between M, and M, 
0, is the angle sustended at the camera center by M, and M. 
(0170 Algorithm: 

(0171 1. Solve for the distances X, Polynomial system: 
d’=x^+x,-2x,y, COS 0, f(x,x)=x^+x,°-2xx, COS 

0-d’=0 
(0172. 2. The positions M, of the points Mi in the 
camera coordinates system can be computed 

0173 3. R and T are computed as the Euclidean 
displacement from the M, to the M. . 
0.174. The best least-squares rotation is obtained in 
closed-form using quaternions (Horn, B.K.P. 

(0175 Closed Form Solutions of Absolute Orientation 
Using Unit Quaternions, 
(0176) JOSA-A(4), No. 4, April 1987, pp. 629-642). 
0177. Definition, figures and description are from course 
1 of “Selected Topics in Computer Vision” by Vincent 
Lepetit. 
(0178 Our implementation of P3P is also based on X. S. 
Gao, X.-R. Hou, J. Tang, H.-F. Chang: “Complete Solution 
Classification for the Perspective-Three-Point Problem’, 
IEEE Trans. on PAMI, vol. 25, No. 8, August 2003 

4.16 Ray Tracing 

0179 When the physical camera pose and internal cam 
era parameters are known, and a 3D model of the real 
environment is given, it is possible to calculate the 3D 
position of any 2D keypoint detected in the image. This is 
performed by mathematically describing a 3-dimensional 
vector that starts from the camera centre, passes through the 
2D keypoint coordinate in the image, and collides with the 
3D model of the real environment. This vector can also be 
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looked at as a “ray', and the process is therefore called “ray 
tracing, since the ray is traced until a collision with the 3D 
model occurs. The collision point then gives the real-world 
3D coordinates of the 2D keypoint detected in the image, 
given that the internal and external parameters of the camera 
are pre-computed. 

4.17 Motion Model 

0180 A motion model is a mathematical model that 
restricts and/or predicts the physical movement of an object, 
the physical camera etc. It uses information from current and 
previous iteration(s)/frame(s)/image(s) to improve the “cor 
rectness' of the currently estimated pose. 

4.18 Drifting 
0181 Drifting is a common problem of frame-to-frame 
tracking. When starting at a frame with a good and accurate 
pose, several frames later the pose will have “drifted away 
from the correct solution, meaning that the pose estimation 
results drifts further and further away from the correct 
Solution as time goes (as future frames are processed). 
0182 Drifting occurs because the basis of this kind of 
methods is to start at a given frame, and compute the pose 
in subsequent frames based on this “first frame'. Each time 
a new frame is processed, some numerical errors and uncer 
tainties are added to the estimated pose. The error is added 
on top of “itself each frame, meaning that the impact of the 
error increases drastically after tracking for only a few 
frames. 

4.19 Robustness 

0183 The ability to compute the camera pose under 
rough circumstances where the camera moves rapidly is 
partly or fully occluded, incorrect feature points/keypoints 
are used in the estimation etc. 

4.20 Accuracy 
0184. In terms of pose estimation, accuracy is the ability 
to compute an accurate and correct physical camera pose. 

4.21 Repeatability 
0185. In terms of pose estimation repeatability is the 
ability to compute an almost identical physical camera pose 
in Subsequent frames/images where the camera moves only 
a little and the actual/real pose only changes with Small 
values. 

4.22 Detection or Object Detection 
0186. Detection or object detection is the process of 
detecting an object (or a set of keypoints belonging to an 
object) in individual frames not requiring information from 
previous frames to be estimated. 

4.23 Tracking or Frame-to-Frame Tracking 
0187. The process of performing frame-to-frame camera 
tracking using previously estimated camera pose for calcu 
lating camera pose in new/future frames through keypoint 
matching is referred to as Tracking or frame-to-frame track 
1ng. 
0188 This method uses the known pose in a frame to 
estimate the pose on the Subsequent frames. There are 
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various methods for finding the first known pose. The pose 
estimation in the following frames generally follows the 
procedure below. 

0189 1. Detect possibly good feature points and store 
them for use in next frame 

0.190 2. In the next frame, detect new possibly good 
feature points. 

0191 3. If a pose was correctly estimated/given in 
previous frame: match feature points against previous 
frame. (see Chapter 0 for information on feature point 
matching) 

0.192 4. For each matched feature point: 
0193 a. Use the previous camera pose and internal 
parameters to compute the 3D position of the feature 
point, by performing a ray tracing from the previous 
poses camera centre, through the 2D position of the 
feature point detected in previous frame, and into a 
3D model of the environment. 

0194 b. Use the 3D position found using the pre 
vious frame together with the 2D position of the 
same feature point in the current frame as basis for 
the pose estimation 

(0195 5. Use all the matched feature points' 2D-3D 
point correspondences to estimate the physical camera 
pose in the current frame using numerical optimization 
method, e.g. Levenberg-Marquardt. 

0.196 6. Repeat Step 2-5 until the algorithm fails. The 
algorithm will fail if it looses track, which occurs either 
if not enough matched keypoints has been found 
between the previous and current frame, or if the pose 
was incorrectly/not estimated in the previous frame. 

0.197 Step 1 is the initialization step, where it is assumed 
that the camera pose is known. Steps 2 to 5 are repeated for 
each new frame, as long as the requirements for tracking are 
present. The requirements are that the pose was correctly 
estimated or given in previous frame, and more than four 
feature points must be matched between current and previ 
ous frame to be able to compute a valid pose. 

4.24 Residual 

0198 “A residual is an observable estimate of the unob 
servable error. Residuals are observable; errors are not 
(http://en.wikipedia.org/wiki/Errors and residuals instatis 
tics). 

4.25 Keypoint Matching 

0199 There are several ways of matching keypoints 
between images. Example of procedure is explained in Z. 
Zhang, R. Deriche, O. Faugeras, and Q. Luong, “A robust 
technique for matching two uncalibrated images through the 
recovery of the unknown epipolar geometry” Artificial Intel 
ligence, vol. 78, pp. 87-119, 1995. Our method uses match 
ing that is based on proximity and intensity cross-correla 
tion. To estimate motion, one can match sets of interest 
points mi and m extracted from two images taken from 
similar, and often successive, viewpoints. For each point mi 
in the first image, search in a region of the second image 
around location mi for point m'. The search is based on the 
similarity of the local image windows centered on the points. 
The similarity is measured using the Zero-normalized cross 
correlation, which is invariant to affine changes of the local 
image intensities, and makes the procedure robust to illu 
mination changes. To obtain a more reliable set of matches, 
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we reverse the roles of the two images, and repeat the 
previous procedure. Only the correspondences mie > m, 
between points that chose each other are kept. (Description 
and method based on chapter 4.4.2 in “Monocular Model 
based 3d Tracking of Rigid Objects”. Foundations and 
Trends in Computer Graphics and Vision, Vincent Lepetit 
and Pascal Fua, 2005. 

4.26 Re-Projection Error 

0200. The re-projection error is the distance between the 
measured/detected 2D coordinate of a feature point and the 
projected 2D coordinate of its corresponding 3D coordinate. 
The re-projection error can be written as: 

Where A is the 3x3 internal camera parameter matrix, RT 
is the transformation matrix (R: rotation matrix, T: transla 
tion vector), M, is the 3D position of the feature point and m, 
is the measured/detected 2D coordinate of the feature point. 

A: 

fx () cy. 

0 fy cy 

| 0 0 1 | 

0201 Where fx, fy is the focal length and cx, .cy is the 
principal point (image center). 

4.27 Minimization of the Re-Projection Error 

0202 By changing the external parameters every itera 
tion of a numerical minimization, and storing the external 
parameters that provide the minimum average distance 
between all measured and projected 2D keypoints, the 
optimum result can be achieved. Every iteration the deriva 
tives of the external parameters are also computed. The 
derivatives usually decides how—and how much the 
external parameters should be changed for next iteration to 
obtain a smaller average re-projection error. 
0203 While the invention has been described with ref 
erence to exemplary embodiments, it will be understood by 
those skilled in the art that various changes may be made and 
equivalents may be substituted for elements thereof without 
departing from the scope of the invention. In addition, many 
modifications may be made to adapt a particular situation or 
material to the teachings of the invention without departing 
from the essential scope thereof. Therefore, it is intended 
that the invention not be limited to the particular embodi 
ment(s) disclosed herein as the best mode contemplated for 
carrying out this invention. 
What is claimed is: 

1. An apparatus for providing an estimate for a 3D camera 
pose relative to a scene from 2D image data of a 2D image 
frame provided by said camera, the apparatus using four 
types of observations: 

(a) detected 2D-3D point correspondences, 
(b) tracked 2D-3D point correspondences, 
(c) motion model observations, and 
(d) edge observations. 
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2. The apparatus according to claim 1, where in order to 
estimate the pose, in a numerical minimization a 2D pixel 
reprojection error of the detected 2D-3D point correspon 
dences is minimized. 

3. The apparatus according to claim 1, where in order to 
estimate the pose, in a numerical minimization a 2D pixel 
re-projection error of the tracked 2D-3D point correspon 
dences is minimized. 

4. The apparatus according to claim 1, where in order to 
estimate the pose, in a numerical minimization a translation 
and rotation relative to the previous frame, is minimized, 
based on Motion model observations. 

5. The apparatus according to claim 1, where in order to 
estimate the pose, in a numerical minimization a distance 
between edges in the captured images and lines?edges in a 
3D model projected to the screen are minimized. 

6. The apparatus according to claim 1, where the creation 
of edge observations is performed in a thread, which is 
different from the other observations thread or threads. 
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7. The apparatus according to claim 1, where the obser 
Vations are weighted, limited and controlled against each 
other. 

8. The apparatus according to claim 1, where all obser 
Vations are added to the numerical minimization. 

9. The apparatus according to claim 8, where as a numeri 
cal minimization, the Levenberg-Marquard algorithm is 
applied. 

10. The apparatus according to claim 8, where a robust 
estimator is applied. 

11. The apparatus according to claim 10, where the Tukey 
estimator is used. 

12. The apparatus according to claim 1, where the 2D 
image data is stored in a circular memory buffer in System 
RAM. 

13. The apparatus according to claim 1, where the grab 
bing of 2D image data is running in a separate thread. 

k k k k k 


