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in the point cloud into the composite image. Qual¬
ity of the image frames may be improved by pro¬
cessing the image frames to correct errors. Reflec¬
tions and shadows may be detected and removed.
Further, optical character recognition may be ap¬
plied. A s the scan progresses, a direction for cap¬
turing subsequent image frames is provided to a
user as a real-time feedback.



USER FEEDBACK FOR REAL-TIME CHECKING AND IMPROVING QUALITY
OF SCANNED IMAGE

BACKGROUND

As mobile phones become more sophisticated, they incorporate components that

make these devices versatile and practically indispensable to their owners. Most existing

smartphones include a camera and various inertial sensors, such as an accelerometer and

gyroscope. The smartphones can also include a proximity sensor, magnetometer, and other

types of sensors that allow using the phones for a wide array of functions.

Smartphones can be used to capture information with their cameras. Users value a

smartphone's ability to take pictures since this feature allows easily capturing memorable

moments, documents, perform bank transactions and a wide array of other possibilities.

Images of simple scenes are generally acquired—a photograph or a video. Existing

smartphones do not typically analyze the acquired images, and the user has to visually

examine each image and decide whether it is of an acceptable quality.

Further, existing smartphones can be used to acquire good quality images of small

documents, such as a business card or check for deposit in a bank. However, to image a large

object, a smartphone needs to be held at a distance from the object. As a result, an image of a

poor quality and low resolution is typically obtained, with details, such as text, being blurred

and not easily recognizable.

BRIEF DESCRIPTION OF DRAWINGS

The accompanying drawings are not intended to be drawn to scale. In the drawings,

each identical or nearly identical component that is illustrated in various figures is

represented by a like numeral. For purposes of clarity, not every component may be labeled

in every drawing. In the drawings:

FIG. 1 is a sketch of an environment in which some embodiments of the invention

may be implemented;

FIG. 2 is a block diagram of components of a mobile device in which some

embodiments of the invention may be implemented;



FIG. 3 is a schematic diagram of processing of image frames forming a composite

image captured as an object is being imaged, improving quality of the composite image and

providing feedback to a user, in accordance with some embodiments;

FIG. 4 is a flowchart of processing of image frames to improve a quality of a

composite image and providing feedback to a user, in accordance with some embodiments;

FIG. 5 is another flowchart of a process of processing of image frames to improve a

quality of a composite image and providing feedback to a user, in accordance with some

embodiments;

FIG. 6 is a flowchart of processing of image frames to improve a quality of a

composite image and controlling operation of a camera of a smartphone, in accordance with

some embodiments;

FIG. 7 is a sketch of a representation of image frames in a three dimensional point

cloud, in accordance with some embodiments;

FIG. 8 is a flowchart of a process of building a composite image by representing

features of image frames in the three dimensional point cloud, in accordance with some

embodiments;

FIG. 9 is a schematic diagram that illustrates adjusting a pose of an image frame by

aligning the image frame with a preceding image frame, in accordance with some

embodiments of the invention;

FIGS. 10A, 10B, IOC and 10D are schematic diagrams illustrating an exemplary

process of scanning a document by acquiring a stream of images, in accordance with some

embodiments of the invention;



FIGS. 11A and 1IB are schematic diagrams of an example of adjusting a relative

position of an image frame of an object being scanned by aligning the image frame with a

preceding image frame, in accordance with some embodiments of the invention;

FIGS. 12A, 12B, 12C and 12D are schematic diagrams illustrating an exemplary

process of capturing a stream of image frames during scanning of an object, in accordance

with one embodiment of the invention;

FIGS. 13A, 13B, 13C and 13D are conceptual illustrations of a process of building a

network of image frames as the stream of image frame shown in FIGS. 8A, 8B, 8C and 8D is

captured, in accordance with some embodiments;

FIGS. 14A, 14B and 14C are schematic diagrams illustrating another example of the

process of capturing a stream of image frames during scanning of an object, in accordance

with some embodiments of the invention;

FIG. 15 is a conceptual illustration of a process of building a network of image frames

as the stream of image frame shown in FIGS. 10A, 10B and IOC is captured, in accordance

with some embodiments of the invention;

FIG. 16 is a flowchart of a process of improving image quality by digit removal, in

accordance with some embodiments of the invention;

FIGS. 17A, 17B and 17C are schematic diagrams illustrating the process of FIG. 16

of improving image quality by digit removal, in accordance with some embodiments of the

invention;

FIG. 18 is a conceptual illustration of K-frames and P-frames in a stream of image

frames, in accordance with some embodiments of the invention;

FIG. 19 is a flowchart illustrating a process of image frame acquisition for real-time

processing and display, in accordance with some embodiments of the invention;



FIG. 20 is a flowchart of updating a reference image, in accordance with some

embodiments of the invention;

FIG. 2 1 is a flowchart of a process of improving image quality by removing a

reflection, in accordance with some embodiments of the invention;

FIGS. 22A-22D are schematic illustrations of an example of improving image quality

by removing a reflection by using motions of a smartphone, in accordance with some

embodiments of the invention;

FIG. 23 is a flowchart of a process of segmenting an image, in accordance with some

embodiments of the invention;

FIG. 24 is another flowchart of a process of segmenting an image, in accordance with

some embodiments of the invention;

FIG. 25 is a flowchart of a process of applying optical character recognition

techniques to an image and assessing quality of the application of optical character

recognition techniques, in accordance with some embodiments of the invention; and

FIGS. 26A-26D are conceptual illustrations of a process of segmentation of an image

and application of optical character recognition techniques to the image, in accordance with

some embodiments of the invention.

DETAILED DESCRIPTION

The inventors have developed image processing techniques that enable a smartphone

to capture images with high quality and/or of large objects. These techniques may be based

on constructing a composite image from multiple image frames of an object. The image

frames may be combined such that the extent of the object represented in the composite

image exceeds the extent depicted in a single image frame. Such an approach may enable



imaging with the smartphone camera held close to the object such that each image frame

represents only a portion of the object, but with higher resolution than if the phone were held

far enough from the object to capture the entire object in a single frame. Alternatively or

additionally, an image of an object may be formed from multiple image frames by using

some image frames to improve the quality of the composite image.

Some of the techniques described herein are based on approaches for combining

image frames captured with a smartphone. The combination may extend the composite

image beyond a single image frame or may replace a first segment of the composite image,

derived from a first image frame or a first subset of image frames, with a second segment,

derived from a second image frame or a second subset of image frames. The replacement

may remove a poor quality segment of the image, thereby improving the overall quality of the

composite image. Accordingly, the techniques described herein include techniques for

identifying segments of an image for replacement and/or techniques for identifying other

segments that may be suitable replacements and/or techniques for forming a composite image

from image frames or image segments.

Such techniques for combining image frames may be based on identifying image

features in image frames and, in combination with positional data from the smartphone,

representing the features as a three dimensional point cloud. Sets of points, each set

representing features extracted from an image frame, may be positioned within a common

frame of reference representing the composite image. Initially, the sets may be positioned

within the point cloud based on position information of the smartphone at the time the

associated image frame was captured. This positional information may include information

such as the direction in which the camera on the phone was facing, the distance between the

camera and the object being imaged, the focus and/or zoom of the camera at the time each

image frame was captured and/or other information that may be provided by sensors or other

components on the smart phone.

As each set of points is added to the point cloud, its three-dimensional position may

be adjusted to ensure consistency with sets of points containing points representing an

overlapping set of features. The adjustment may be based on projecting points associated

with multiple image frames into a common plane of reference. When there is overlap

between the portions of the object being imaged represented in different image frames,

adjacent sets of points will likely include points corresponding to the same image features.



By adjusting the three dimensional position associated with each set of points to achieve

coincidence in the plane between points representing the same features, quality of the

composite image can be improved. In this way, a coarse alignment of image frames,

associated with the sets of points, may be achieved.

A finer alignment also may be achieved to further improve image quality. As more

image frames are gathered and additional sets of points are added to the point cloud, the

relative position and orientation of the sets of points may be adjusted to reduce

inconsistencies on a more global scale. Such inconsistencies may result, for example, from

errors in inertial sensor outputs that accumulate as the smart phone is moved back and forth,

nearer and further from an object being imaged. Inconsistencies may also result from an

accumulation of small errors in alignment of one set of image points to the next as part of the

coarse alignment.

Regardless of the number and nature of alignment processes, processing circuitry may

maintain an association between the points in the cloud and the image frames from which

they were extracted. Once the relative position, orientation, zoom and/or other positional

characteristics are determined with respect to a common frame of reference for the sets of

points, a more accurate mapping between the image frames and the composite image may be

determined. The composite image then may be rendered by combining separate image

frames with this mapping.

Yet a further quality improvement might be achieved by selecting from among

multiple image frames to provide detail of one or more segments of the composite image.

Because the smart phone may be moved in multiple dimensions, the same portion of an

object may be imaged from multiple orientations or at multiple different times. As a result,

different image frames may depict the same portion of the object with different quality. The

point cloud enables the image frames that depict the same segment of the composite image to

be identified. In some embodiments, techniques may be employed to identify relative quality

levels of image frames from which information about the same segment may be obtained.

Using relative quality information, information from one or more of multiple image frames

representing the same segment may be identified and used in rendering the composite image.

Any suitable technique may be used to determine relative image quality. In some

embodiments, for example, when the object being imaged is a document, optical character

recognition techniques may be applied to segments of the image to assess the quality of those



segments. Alternatively or additionally, image processing techniques may be performed to

determine whether features within an image segment constitute reflections or shadows. Such

techniques, for example, allow identification of segments of low-quality to be replaced by

other image segments depicting the same portions of the object being imaged with image

segments of a higher quality.

Moreover, in some embodiments, when none of the image frames representing a

segment has suitable quality, image fill techniques may be used to avoid distracting features

in the composite image. As a specific example, a portable electronic device may be used to

acquire an image of a piece of paper or other object held by a user. In that scenario, the user's

finger may appear in captured image frames. Processing may determine a segment of the

composite image depicting the user's finger. Further processing may replace that segment

with a less objectionable segment, such as a segment of a background color of the detected

object.

Yet a further improvement in image quality may be achieved by processing portions

of the composite image as it is being formed and using results of that processing to guide

acquisition of image frames to complete the composite image. In some embodiments, image

capture, processing and display as described herein may be performed within a smart phone

or other portable electronic device. Accordingly, techniques as described herein to identify

segments of the composite image of low quality may be executed in real time—meaning that

low-quality segments may be identified while the user is moving a smart phone to acquire an

image of an object. This real-time identification of low-quality segments may be used to

render a display indicating to the user areas of the object that should be imaged again to

improve image quality.

As an example of feedback to a user based on real-time processing, in some

embodiments, real-time processing of a composite image may identify reflections or other

image artifacts that are being captured. In response, direction may be output to a user to alter

the orientation of the smart phone to avoid reflections or other image artifacts. As another

example, processing may detect that the object being scanned is a sheet of paper. The size of

the paper may be determined automatically such that the extent of the sheet of paper that has

been imaged may be compared to the detected page size, allowing portions of the page that

have not been imaged to be identified. Feedback to the user may direct the user to image

those portions of the page.



An enhancement on this technique, which may be used in some embodiments, entails

identifying that the page is warped such that the detected page size is not an accurate

representation of the extent of the object to be imaged. Detecting warpage may improve the

accuracy of feedback provided to the user about portions of the object that need to be imaged.

Detecting warpage alternatively or additionally may be used to apply de-warping algorithms

to the captured image, further improving image quality.

As yet a further technique that may be used to improve image quality, information

obtained while processing image frames in real time may be used to adjust capture conditions

for subsequent image frames. In some embodiments, quality metrics computed on captured

image frames may yield an indication of the resolution required for acceptable image quality.

Based on these quality metrics, the average resolution of captured images may be adjusted. In

some embodiments, the stream of image frames may be captured, and at different image

frames in the stream may have different resolutions. The average resolution may be adjusted

by changing the ratio between the number of higher and lower resolution image frames in the

stream. Alternatively or additionally, real-time processing of image frames may be used to

adjust other hardware settings controlling capture of subsequent image frames.

Accordingly, it should be appreciated that, while processing a stream of image frames

representing a scan of an object to be imaged, multiple types of feedback may be generated

and applied to improve quality of the overall composite image formed. The feedback may be

applied to the composite image itself, may be supplied to the user or may be applied to device

hardware controlling the imaging conditions.

Turning to FIG. 1, an example of a system 100 to form a composite image is

illustrated in which some or all of these techniques may be applied. In this example, image

frames are captured using a smartphone 102. It should be appreciated that techniques

described herein may be used with image frames captured with any suitable portable

electronic device movable in three dimensions, and a smartphone is used only as an example

of an image capture device.

As shown schematically in FIG. 1, smartphone 102 can be moved by a user 104 in

three dimensions to acquire multiple image frames of an object. The object may be a single

item, such as a building, or may be a panoramic scene containing multiple items.

Accordingly, the term "object" does not imply a limit on the nature of the content of an

image.



In this example, the object is a document 106 and the image frames are assembled

into a composite image representing a scan of document 106. Document 106 may be any

suitable document that user 104 desires to image using smartphone 102, such as a page from

a book or a magazine, a business card, a check for deposit in a bank, a purchase receipt, or

any other type of document. Document 106 may also be held by user 104 or located at a

distance from user 104, and it is not a requirement that document 106 be placed on surface

108. In this example, the object being imaged is larger than can be represented in a single

image frame when the camera of smartphone 102 is zoomed in to acquire image frames with

high quality. Accordingly, in this example, smartphone 102 is being used in a mode in which

it acquires multiple images of a large object, such that these images may be assembled into a

composite image. However, it should be appreciated that some or all of the techniques

described herein may be applied to a single image frame capturing an entire object without

the need to form a composite image.

FIG. 2 illustrates components of a smartphone 200 (e.g., smartphone 102 in FIG. 1)

which is an example of a portable electronic device that may be used to implement the

described techniques. Smartphone 200 may include a camera 202, a display 204, one or more

inertial sensors 206 and a light source 208. These and other hardware components of

smartphone 200 may be implemented using techniques as are known in the art. Likewise,

software controlling the hardware components may be implemented using techniques known

in the art. Applications 222, however, may include computer-executable instructions that

implement image acquisition and processing techniques as described herein.

Camera 202 may include an imaging sensor which may be any suitable type of

sensor. Camera 202 may include a front-facing and/or a rear-facing camera, for example.

Light source 208 may be any suitable source of light, such as, for example, one or

more light-emitting diodes (LED). Though, any other types of light source may be utilized.

Light source 208 may be controlled to be selectively switched on or off to control motion blur

and other parameters.

The inertial sensors 206 may include an accelerometer that tracks relative motion of

the smartphone from one image frame to another, a gyroscope that tracks relative motion of

the smartphone during a period of time, a compass, an orientation sensor, and any other types

of sensors that provide an output indicating of a position, orientation or motion of smartphone

200. Smartphone 200 may also include proximity sensors and other types of sensors.



Smartphone 200 may be moved in three dimensions in any suitable manner, and

motion of the device can be detected using inertial sensors 206. In some embodiments,

outputs of the sensors may be captured at times that are synchronized with capture of image

frames. The outputs of sensors 206, thus, can be related to what the camera 202 was

pointing at when an image frame was acquired. This information provided by the inertial

sensors 206 may be used to determine the relative positions of what is depicted within image

frames such that this information may be used to determine relative positions of image frames

within a composite image.

Display, or screen, 204 may be any suitable type of display adapted to display image

frames as they are being captured by smartphone 200, information comprising feedback to

the user and any other information. In some embodiments, display 204 may be an LED-

backlit type of display—e.g., LED-backlit liquid crystal display (LCD) or any other type of

display.

Display 204 may be a touch screen displaying various icons and other controls that a

user can touch or manipulate in any other manner (e.g., using gestures). Display 204 may

display, in a manner that is perceived to a user as a continuous live view, image frames of the

object being imaged by camera 202, provide user feedback with respect to controlling

imaging conditions and receive user input for controlling operation of smartphone 102 while

capturing images of the object. In addition, display 204 may include buttons and other

components that are adapted to receive user input.

Operation of each of camera 202, display 204, inertial sensors 206 and light source

208 may be controlled via one or more controllers. In the example illustrated in FIG. 2,

smartphone 2002 includes a camera controller 210, a display controller 212, a motion

controller 214, and a light source controller 216. These controllers may be implemented

using circuitry or other suitable components as are known in the art. Though, it should be

appreciated that these controllers are shown by way of example only, as any type and number

of controllers may be included in smartphone 200 and the described techniques are not

limited to a particular implementation of the smartphone. Moreover, the smartphone may

comprise any other controllers, such as a video, audio controller (e.g., multimedia audio

controller), and other types of controllers, which may be separate controllers or part of any of

the controllers described herein.



Operating parameters of camera 202, display 204, inertial sensors 206 and light

source 208 may be controlled via respective controllers adapted to transmit control signals to

the devices. For example, operating parameters of camera 202, such as the focal length, auto-

focus, exposure time, and others, may be controlled via camera controller 210. Such a

camera controller may be implemented using circuitry as known in the art or in any other

suitable way. These controllers may receive commands from processor 218 and provide

control signals, which implement the command, to associated components. Alternatively or

additionally, the controllers may provide information indicating the state of their associated

components.

Light source 208 may be controlled, via controller 216 or other controller (e.g., a

controller that controls operation of both camera 202 and light source 208), to operate in

synchronization with camera 202. Light source 208 may be, for example, LED-based light

source (e.g., LED "flash") or other type of light source. The operating parameters of camera

202 and light source 208 may be controlled so that smartphone 200 may be used to capture

images in various environments with different lighting conditions, including indoors,

outdoors at different times of the days, such as at dusk or dawn, and at direct daylight. In

some embodiments, light source 208 may be controlled to operate in a "torch mode," which

is an operating mode that allows keeping the light on while capturing images. In this way,

light source 208 may allow taking pictures at night. In some scenarios, operating parameters

of light source 208 may be controlled by the user. However, in some embodiments, an

application executing on processor 218 may determine and/or send commands to control

operating parameters of any one or more components.

Controller 214 may be used to control operation of inertial sensors 206, including

acquiring values from these values. Though a single controller is shown, it should be

appreciated that different inertial sensors (e.g., an accelerometer, a gyroscope, etc.) may have

separate controllers.

Operating parameters of display 204 may be controlled via display controller 212 to

display image frames captured by smartphone 200 and any other information. In some

embodiments, display 204 may be controlled to provide real-time feedback and user

guidance. For example, display 204 may be controlled to provide visual guidance to the user

with respect to a manner of obtaining the next image frame in the stream of image frames

being captured. When the smartphone is operated to image a target, display 204 may



provide a live camera view showing a live feed from camera 202. Controller 212 may also

acquire user input, such as input that may be entered through a touch-sensitive display.

Smartphone 200 also comprises circuitry for performing processing. In this example,

that circuitry includes a processor 218 and a memory 220 coupled to processor 220.

Memory 220 may be encoded with computer-executable instructions. Memory 220 may be

implemented as at least one computer- readable storage medium that may retain information

for a sufficient time to provide the computer-executable instructions in a non-transitory form.

As used herein, the term "computer-readable storage medium" encompasses a computer-

readable medium that can be considered to be a manufacture (i.e., article of manufacture) or a

machine.

The computer-executable instructions may be in many forms, such as applications, or

program modules, executed by one or more processors, such as processor 218. Processor 218

may comprise circuitry for executing computer-executable instructions.

The computer-executable instructions stored in memory 220, when executed by

processor 218, may implement the described image processing techniques. As shown in FIG.

2, memory 220 may store one or more applications 222 for controlling smartphone 200 to

implement the described image processing techniques. Applications 222 may comprise one

or more modules for image processing and analysis and forming a composite image by

combining multiple image frames. Applications 222 may include optical character

recognition modules, motion estimation modules, various modules for image pre-processing,

reflection and shadow detection, etc. Some or all of these modules may be executed locally

on the smartphone, independently from any Internet connection. Though, some of the

modules may interact with servers or other remote computing devices such that some or all of

the processing described herein may be performed on those remote computing devices.

In the illustrated example, memory 220 may represent one or more types of memory,

which may be implemented using multiple types of memory components. Applications 222,

for example, may be stored in a non-volatile portion of memory 220. A volatile portion of

memory 220 may store other types of data. For example, memory 220 may also store a

composite image 224 formed in accordance with the described techniques, and any other

related information, such as information on motion of the smartphone collected from inertial

sensors 206, information obtained as a result of image processing—e.g., results of optical



recognition processing, and any other information. Moreover, a composite image once

formed may be moved from volatile to non-volatile memory.

Further, it should be appreciated that memory 220 may store any other applications

that can be executed on the smartphone. The applications may be downloaded and stored in

memory 220, accesses over a network, and received in any other manner. One or more of

applications 222 may be third-party applications supported via one or more application

programming interfaces. Memory 220 may also store an operating system executed by

processor 218.

FIG. 2 further shows that smartphone 200 comprises battery 226. It should be

appreciated that smartphone 200 may comprise any other components not shown herein for

the sake of brevity, such as wireless communication circuits, input/output components, and

any other type of components. Further, the specific components illustrated are exemplary of

the types of components that may be included in a portable electronic device to achieve one

or more functions. For example, though battery 226 is illustrated, any suitable power source

may be present.

FIG. 3 illustrates steps of a real-time processing 300 of image frames to form a

composite image using one or more techniques to improve image quality in accordance with

some embodiments. In this example, multiple types of feedback may be used. Feedback may

be generated to guide a user in positioning the smartphone in a way that improves image

quality. Alternatively or additionally, feedback may be provided to controllers in the

smartphone 200 to impact the conditions under which subsequent images are captured.

Alternatively or additionally, feedback may be provided to a component that assembles

image frames into a composite image, to influence the construction of the composite image.

The processing may be implemented on a portable electronic device, such as

smartphone 200 programmed in accordance with techniques as described herein. Smartphone

102 (FIG. 1) may have multiple operating modes. Different applications, different modules

or different portions of an application or module may execute to implement each mode. The

selection of a mode may be made based on user input or other conditions that can be detected

by processing on smartphone 200.

In the operating mode illustrated in FIG. 3, a new image frame 302 may be captured

as part of process 300 using a camera, such as camera 202 (FIG. 2). Image frame 302 may be

acquired as part of acquiring a stream of images that are captured as the camera is being



pointed towards an object. The captured image frames may be used to render a display in any

suitable way. For example, smartphone 200 may operate in a video mode during which

image frames are continuously captured and a live view comprising the image frames is

displayed to the user.

These captured image frames may be stored in memory for processing and/or later

display. The number of image frames stored, and which specific image frames are stored,

may also depend on user input. In response to one type of user input, for example, a single

image frame may be recorded as a still image. Alternatively, multiple image frames in the

sequence may be recorded for combining into a composite image of an object.

To capture image frame 302, a user may point smartphone 102 at an object desired to

be scanned. Smartphone 102 may then initiate a process of storing in memory image frames

acquired from the camera upon a user instruction or automatically. For example, a button

may be pressed or a visual feature (e.g., an icon) may be manipulated to instruct smartphone

102 to obtain image frames representing a scan of a document or other object. Accordingly,

though FIG. 3 shows capture of a single image frame 302, the depicted processing may be

used to capture a sequence of image frames. One or more aspects of the image capture

process may be adjusted over time as successive image frames in the sequence are captured.

Smartphone 102 may be positioned in any suitable orientation with respect to the

object and may be held at any suitable distance from the object, as embodiments are not

limited to any specific way a user positions and moves the smartphone to scan an object. The

object may be of any suitable size, as the described techniques allow obtaining images of

objects of different sizes, including large objects, by scanning multiple portions of such

objects to capture respective multiple image frames and combining the image frames into a

composite image representing an image of multiple portion of the object or the entire object.

Along with acquiring image frame 302, position information for the smartphone at a

time when image frame was taken may be determined based on outputs of the inertial sensors

of the smartphone (e.g., inertial sensors 206 in FIG. 2). As the smartphone is moved to

capture images, the inertial sensors may measure position, orientation, and velocity (i.e.,

direction and speed of movement) of the smartphone. This information may be used to

position image frame 302 within the composite image.

As shown at block 304, acquired image frame 302 may be pre-processed to prepare

image frame 302 for further analysis. This may comprise improving quality of image frame



302. The pre-processing 304 may also include analyzing content of image frame 302 to

extract features and obtain one or more parameters. Non-limiting examples of the features

may comprise lines, edges, corners, colors, junctions and other features. Parameters may

comprise sharpness, brightness, contrast, saturation, exposure parameters (e.g., exposure

time, aperture, white balance, etc.) and any other parameters.

In some embodiments, the pre-processing 304 may involve analyzing the image frame

to determine whether the image frame is suitable for further processing. This determination

may be done as a preliminary analysis, before a quality of the image frame is improved to

prepare it for being inserted into the composite image. If one or more of the parameters

obtained by processing image frame 302 indicate that the quality of the image frame is below

a quality required for further processing, image frame 302 may be excluded from further

analysis.

In some embodiments, features extracted from image frame 302 may be used to

determine a sharpness of the image represented in the image frame which describes the

clarity of detail on the image (e.g., a contrast along edges in the image). It may be

determined whether the sharpness of the image is below a certain threshold value that may be

selected in any manner. If the sharpness of the image is below the threshold, the image frame

may be discarded.

Furthermore, if a shutter speed of the smartphone camera is slow and the exposure is

therefore excessive, the image in image frame 302 may have a poor quality—e.g., may be

blurred. Image frame 302 may be excluded from further analysis if it is of an unacceptable

quality.

The pre-processing 304 may comprise determining whether to use the acquired image

frame in constructing a composite image. This determination may be made based on, for

example, an amount of movement of image frame 302 relative to a preceding image frame.

This may be determined based on matching the succeeding image frame 302 and the

preceding image frame using respective features of the image frames and motion information

associated with each of the image frames, to determine an amount of overlap between the

image frames.

The motion information may be obtained using measurements collected by the inertial

sensors (e.g., an accelerometer, a gyroscope, etc.) of the smartphone. The motion of the

succeeding image frame may be determined as a relative motion with respect to a preceding



image frame or as an absolute motion with respect to a reference image frame (e.g., a first

image frame in the stream of image frames).

If the amount of movement is within a certain range (e.g., in some embodiments, less

than 50%), image frame 302 may be used in building the composite image. However, the

amount of movement that is above a certain threshold value (e.g., in some embodiments,

greater than 50% relative to a prior image frame) may be taken as an indication that the

smartphone is moved out of a certain range within a distance from a position at which a

preceding image frame was captured and a position at which the succeeding image frame was

captured. In this case, the image frame may be discarded.

Furthermore, if the amount of movement of the image frame is below a threshold

value (e.g., in some embodiments, less than 2%), it may be taken as an indication that the

smartphone was not moved from a time when the preceding image frame was captured and a

time when the succeeding image frame was captured. If it is determined that the succeeding

image frame was not displaced relative to the preceding image frame and is therefore a

redundant image frame, the succeeding image frame may be discarded. It should be

appreciated that acceptable threshold amounts used to determine an absence of movement or

an excessive amount of movement may be selected in any suitable manner and may vary in

different embodiments.

Regardless of the way in which it is determined whether image frame 302 is to be

discarded or whether it can be used further, image frame 302 may be discarded if it is

determined to be not acceptable for further processing (not shown in FIG. 3).

If it is determined that image frame 302 is of an acceptable quality for being included

in a composite image, a quality of image frame 302 may be improved before inserting the

image frame into the composite image.

Because the smartphone may acquire image frames representing the object at different

orientations as the user moves the device in three dimensions, rotation of image frame 302

relative to a prior image frame may be detected. The pre-processing 304 may involve

unrotating features in image frame 302 or otherwise translate the image frame into another

frame of reference to align image frame 302 with the prior image frame.

In some embodiments, the pre-processing 304 may also comprise improving quality

of image frame 302 by performing undistortion of an image represented in image frame 302

to correct for lens distortion, correcting for warping of the image, smoothing the image,



correcting for white balance and performing any other suitable processing of image frame

302.

Next, pre-processed image frame 302 may be inserted (306 in FIG. 3) into the

composite image, interchangeably referred to herein as a graph map. In the embodiment

illustrated, a graph map may be a data structure stored in computer memory representing

relative positions of image frames within a composite image. A representation of the

composite image may be maintained and updated in the memory of the smartphone (e.g.,

memory 220 in FIG. 2) as multiple image frames are combined in the composite image. In

some embodiments, the graph map may be a representation of the composite image such that,

when an image is displayed, it is rendered from the graph map in conjunction with other

information indicating which portions of the graph map are to be displayed. In other

embodiments, the composite image may be stored as values for pixels in an image, which

may be directly rendered on a display, or in any other suitable format. Alternatively, as each

new image frame is integrated into a composite image, it may change the values associated

with the pixels. Accordingly, insertion of an image frame into the composite image may be

performed in any suitable way, including by integrating visual information acquired from the

image frame into a representation of the composite image or a data structure from which the

composite image is rendered.

In some embodiments, preprocessing may determine whether to insert an image frame

into the composite image. For example, image frame 302 may be inserted into the composite

image when image frame 302 overlaps to an acceptable degree with a prior image frame.

The prior image frame may be an image frame immediately preceding the succeeding image

frame 302 or other prior image frame.

Image frame 302 may be combined with other image frames in the composite image

based on the features identified for the image frame which may be extracted during the pre

processing 304. The features, combined with positional data determined for image frame

302, may be represented as points in a three dimensional point cloud. Processing circuitry of

the smartphone may maintain an association between the points in the cloud and image frame

302 from which they were extracted.

In some embodiments, described in more detail below, image frame 302 may be

represented as a set of points in the point cloud and may be initially positioned within the

point cloud based on the position information of the smartphone at the time image frame 302



was captured. Image frame 302 may be positioned within the point cloud based on a position

of a prior image frame within the point cloud.

Once image frame 302 is inserted into the composite image, the composite image

including the image frame may be adjusted, as shown at block 308 in FIG. 3 . The adjustment

may comprise processing the composite image to improve its quality. Any one or more

techniques may be applied at block 308 to adjust the graph map storing the data representing

the composite image.

The adjustment at block 308 may be based on projecting points associated with

multiple image frames in the point cloud to a common reference plane representing the

composite image. When the portions of the object being imaged represented in different

image frames overlap, adjacent sets of points may include points corresponding to the same

image features. The three dimensional positions of sets of points may be adjusted so that the

points representing the same features overlap in the reference plane. In this way, a coarse

alignment of image frames, associated with the sets of points, may be achieved.

Accordingly, image frame 302 may be coarsely positioned by matching the set of

points representing the image frame with respect to one or more sets of points representing

previous overlapping image frames (e.g., image frames captured prior to the current image

frame).

The quality of the composite image may be further improved by a finer alignment of

the sets of points each representing an image frame in the point cloud. Such finer adjustment

may be performed to reduce inconsistencies based on "global" positioning of image frames.

Global positioning may involve positioning an image frame within the composite image

based on positioning of image frames beyond the immediately preceding image frame. The

finer alignment may involve adjusting relative position and orientation of the sets of points

to reduce inconsistencies resulting, for example, from errors in inertial sensor outputs that

accumulate as the smartphone is moved back and forth, nearer and further from the object

being imaged.

Inconsistencies may also result from an accumulation of small errors in alignment of

one set of image points to the next as part of the coarse alignment. As a set of points

extracted from each incoming image frame are added to the point cloud by coarsely

positioning the set relative to prior image frames, an image frame may become aligned to

more than one prior image frame. The stream of image frame may be thus taken as closed in



a "loop." When the "loop closing" is detected, an inconsistency between the position of the

image frame in different alignments may exist. The fine alignment may reduce this

inconsistency to achieve a more accurate mapping between the image frames.

Further improvement of the quality of the composite image may be achieved by using

image fill techniques that allow avoiding distracting features in the composite image. For

example, a user finger, which may appear on an image of an object being held by a user, may

be removed from the image and a corresponding area may be filled with content similar to

that in other areas of the image.

It should be appreciated that the quality of the composite image may be improved in

various other ways, including by selecting which image frames or portions of image frames

to use in rendering a composite image. In some embodiments, processing at block 308 may

entail identifying portions of the data captured from a sequence of image frames to omit from

the composite image or to replace with other data. As an example, processing at block 308

may identify that the object being imaged includes undesirable items. Portions of image

frames depicting those undesirable items may be removed or replaced in the composite

image. As a specific example, in the scenario illustrated in FIG. 1, user 104 may be holding

document 106 with a finger. That finger may appear in the composite image, but processing

at block 308 may remove it from the composite image. A technique for processing to

identify a finger and remove it from an image is described below.

After the composite image is adjusted at block 308, process 300 may follow to block

310 where the quality of the composite image may be checked and improved. This may be

performed in real-time, as image frames of the object being scanned are being captured. The

process of quality checking and improving may comprise identifying areas of different

quality in the composite image. This may include selecting from among multiple image

frames to provide details of one or more segments of the composite image. In some

embodiments, techniques may be employed to identify relative quality levels of image frames

from which information about the same segment may be obtained. Using relative quality

information, information from one or more of multiple image frames representing the same

segment may be identified and used in rendering the composite image.

Image quality as it relates to an overall image or one or more image frames combined

into a composite image may be determined in any one or more suitable ways. In some

embodiments, image frames used in rendering a composite image are stored in memory such



that each can be separately processed or adjusted before being used to render the composite

image. However, there is no requirement that the processing at block 310 be performed on

entire image frames or single image frames. Any suitable portion of the image data acquired

may be processed to determine image quality and adjusted to improve image quality.

As a specific example, processing at block 310 may involve determining the relative

image quality based on quality of optical character recognition (e.g., when the object being

imaged is a document with characters, the likelihoods associated with identifying characters

may indicate image quality), presence of reflections or shadows, and other artifacts. In this

way, segments of low quality may be identified and replaced by other image segments,

depicting the same portions of the object being imaged with a higher quality. The quality of

the composite image may be improved in any other manner, as the described techniques are

not limited in this respect.

Next, process 300 may provide the composite image (312) as part of an output. The

output, for example, may be directed to a display of the portable electronic device such that,

as the composite image is constructed and adjusted, the evolving image will be displayed in

real time to a user. Though, other uses may be made of the output. For example, the

composite image may be stored in memory of the smartphone (e.g., memory 220 in FIG. 2).

The composite image may be rendered on the display of the smartphone in any suitable

manner and may be updated and adjusted as scanning of the object progresses. Regardless of

the number and nature of alignment processes, processing circuitry may maintain an

association between the points in the point cloud and the image frames from which they were

extracted.

Once an image of the object is completed, the image may be used in any suitable way.

For example, it can be displayed, stored in the memory of the smartphone, printed out,

transmitted via a network (e.g., in the email message), provided to an application, shared with

other smartphones (e.g., via wireless image sharing), and used in any other manner.

Forming the composite image in accordance with some embodiments may include

analyzing portions of the composite image as it is being formed and using results of the

analysis to guide acquisition of further image frames to complete the composite image.

Accordingly, as shown in FIG. 3, process 300 may include providing a real-time ("live")

feedback (314) to the user of the smartphone. Techniques as described herein to identify

segments of the composite image of low quality may be executed in real time—while the user



is moving the smartphone to acquire an image of an object. This real-time identification of

low-quality segments may be used to render a display indicating to the user areas of the

object that should be imaged again to improve image quality. Such areas may be indicated to

the user in any suitable manner. For example, a colored frame may be displayed emphasizing

the area that needs to be reimaged.

When the object being imaged is a sheet of paper, the size of the paper may be

determined automatically such that the extent of the sheet of paper that has been imaged may

be compared to the detected page size, allowing portions of the page that have not been

imaged to be identified. Feedback to the user may direct the user to image again the portions

of the page that have not been imaged.

Additionally or alternatively, it may be indicated to the user in a suitable manner in

which way to position the smartphone to capture additional images of an object being

imaged. For example, position information may be output to the user to alter the orientation

of the smartphone to avoid reflections or other image artifacts. Such position may indicate a

direction or orientation of the smartphone to avoid creating image artifacts.

As another way of providing feedback, process 300 may comprise controlling settings

of hardware that capture subsequent image frames. FIG. 3 shows that process 300 includes

setting capture strategy for a next image frame in the stream of image frame, shown by block

316 in FIG. 3 . Setting the capture strategy may include adjusting one or more operating

parameters of one or more hardware components of the smartphone, such as camera 202,

display 204, inertial sensors 206, light source 208 and any other component which can be

controlled to operate to capture images of the imaged target. As a specific example,

commands may be sent to camera controller 210 to adjust the zoom or focus of the camera.

Each of these hardware components may be controlled via a corresponding controller—e.g.,

controllers 210, 212, 214 and 216 in FIG. 2—or any other type of controller.

Alternatively or additionally, process 300 may entail adjusting processing of one

image frame based on a prior image frame. In the example of FIG. 3, feedback is shown

provided to pre-processing block 304. This feedback, for example, may be applied to select

parameters to adjust during pre-processing or the amount of adjustment of one or more

parameters.

In some embodiments, feedback on the image processing may be provided in various

ways based on processing of an image frame and analysis of the composite image. FIG. 4



illustrates an overview of an exemplary process 400 of providing feedback in accordance

with some embodiments. Process 400 may be implemented by a processor within a

smartphone or may be performed under the control of any suitable processor.

Process 400 may start, for example, when a smartphone operated to scan a scene

captures an image frame comprising an image of the scene. The scene may comprise any

types of object, made up of any number and type of items, and may be imaged as the

smartphone is moved in different orientations in three dimensions. An image of the object

being imaged may be displayed as a real-time live view. Motion sensors of the smartphone

may provide output indicating a position of the smartphone at a time when the image frame

was captured.

At block 402, the captured image frame may be processed, which may include

extracting various features from the image frame, unrotating some or all of the features as

needed, correcting for lens distortion, smoothing, white balancing, and performing other

types of pre-processing to correct one or more characteristics of the image frame. In some

embodiments, it may be determined whether to discard the image frame because its quality is

below a minimum acceptable requirement, or whether to proceed with using the image frame

as part of building the composite image. In the example illustrated, the image frame is

determined to be acceptable for further processing.

Next, at block 404, the processed image frame may be incorporated into a

representation of the composite image. As discussed above, the representation may comprise

a three dimensional point cloud comprising sets of points representing features of respective

image frames. The image frame may be coarsely positioned within the point cloud based on

a position of a preceding image frame positioned within the point cloud. The content of the

representation of the composite image may then be analyzed, at block 406. The analysis may

include determining quality of the composite image.

Based on the quality analysis, one or more corrective actions may be determined to

improve the quality of the composite image, at block 408. The corrective actions may

comprise reducing inconsistencies in the composite image to finely align image frames within

the composite image. Multiple others corrective actions may be performed.

Feedback based on the corrective action may then be generated, at block 410. The

feedback may comprise indicating to the user that a portion of the composite image needs to



be imaged again, that a portion of the object which was imaged has a poor quality, etc. The

feedback may be generated in real-time, as the smartphone is being used to image the scene.

In some embodiments, the feedback may be provided so that the user may adjust

positioning of the smartphone while imaging the scene. Feedback to the user may be

provided in any suitable way. In some embodiments, that feedback may be provided through

a user interface of the smartphone 200. A suitable user interface may include, for example, a

display, through which the feedback may be displayed graphically or as text, or an audio

output, through which the feedback may be presented in an audible fashion.

In some embodiments, an instruction to adjust one or more operating parameters of a

camera of the smartphone, including its position, orientation or rotation, may be generated.

The instruction may be provided as a visual indication to the user of the smartphone or may

be generated automatically as a control signal to one or more hardware components of the

smartphone.

Process 400 may then follow to block 412 where it may be determined whether there

are more image frames to be captured. For example, as the smartphone is used to scan a

scene, multiple images of different portions of the scene may be captured until a user

provides input representing a stop command. Accordingly, process 400 may execute

continuously as new image frames are added to the composite image and the composite

image is adjusted based on the new frames. While the scan continues, a next image frame

may be acquired and process 400 may loop back to block 402. Each new frame may be used

to expand the extent of the object represented in the composite image. Alternatively or

additionally, as image frames are captured that depict portions of an object already depicted

in captured image frames, the new image frames may be combined in any suitable way with

the previously captured image frames in the overall composite image. If the image

acquisition is completed, process 400 may end.

FIG. 5 illustrates another process 500 of providing feedback to the user of the

smartphone based on real-time processing of image frames captured as part of a scan of an

image. Process 500 includes pre-processing of a captured image frame, at block 502, and

incorporating the processed image frame into the representation of the composite image, at

block 504, which may be performed similar to processing at blocks 402 and 404 in FIG.4. As

with process 400, process 500 may be performed under control of a processor of a



smartphone executing stored computer-executable instructions or using other suitable

circuitry within a smartphone, or in any other suitable way.

As shown in FIG. 5, at block 506, quality of a depiction of a scene in the

representation of the composite image may be determined. This analysis may involve

analyzing the content in one or more portions of the composite image for characteristics

representative of a reflection, a shadow, or other artifacts. The quality analysis may also

comprise analyzing a result of applying an optical character recognition to one or more

portions of the composite image.

The determination of the quality of the depiction of the scene in the representation of

the composite image may include analyzing image features in an image frame and image

features in one or more prior image frames representing overlapping portions of the scene.

The image features may comprise a specular highlight and other features. If one or more

image features compromising quality of the image frame are detected in the image frame, one

or more characteristics of the image frame may be corrected before incorporating the image

frame into the composite image.

At block 508, a position parameter of the smartphone may be computed. Because the

smartphone may be moved in an unrestricted manner in three dimensions and can be used to

capture images of a scene at different distances and different angles relative to a plane of the

scene, the computed position parameter may comprise at least one position parameter that

does not define a location within a plane parallel to a plane of the scene, at least one position

parameter that defines a spacing between the scene and the smartphone, at least one position

parameter that defines an angle of the smartphone with respect to a normal to the scene,

and/or other type of parameter, such as a parameter indicating where to position the

smartphone to acquire subsequent image frames.

Next, feedback to adjust positioning of the smartphone based on the computed

position parameter may be generated, at block 510. The feedback may include guidance to

the user with respect to further operation of the smartphone to capture images of the scene.

For example, when a portion of the scene has not been imaged yet or has been imaged to

yield low quality images, an indication to position the smartphone to rescan that portion of

the scene may be provided as a feedback. Any other forms of the feedback may be provided

additionally or alternatively. The feedback may be provided in real-time, while the image

frames of the scene are acquired.



Process 500 may then follow to block 512 where it may be determined whether there

are more image frames to be captured, which may be the case when the scan of the scene is

not yet completed and the user continues to operate the smartphone to capture images. While

the scan continues, a next image frame may be acquired and process 500 may loop back to

block 502. If the image acquisition is completed (e.g., if user input was detected instructing

the smartphone to stop the scan), process 500 may end.

In some embodiments, operation of a camera of a smartphone (e.g., camera 202 of

smartphone 200 in FIG. 2) may be controlled based on processing of images captured by the

camera, and analyzing and improving a quality of the images, as a composite image is being

built. The camera may be controlled, for example, via a controller such as controller 210

(FIG. 2).

FIG. 6 illustrates generally a process 600 of forming a composite image from multiple

image frames representing images of a scene acquired using a smartphone. As with

processes 400 and 500, process 600 may be implemented under the control of a processor on

the smartphone or in other suitable processing circuitry. Process 600 may comprise

sequential processing of image frames as they are captured and added to the composite

image. It should be appreciated that, though shown as separate processes, the processes 400,

500 and/or 600 may be performed concurrently as a sequence of image frames is being

captured. These processes may be performed on separate processing cores or may be

performed on a single processing core using a time multiplexing arrangement.

As illustrated in FIG. 6, process 600 may include pre-processing of the captured

image frame, at block 602, and incorporating the pre-processed image frame into the

representation of the composite image, at block 604, which may be performed similar to

processing at blocks 402 and 404 in FIG.4. In process 600, sequentially processing image

frames comprises, for image frames captured after controlling the camera to operate with the

determined operating parameter, prior to incorporating an image frame in the representation

of the composite image frame, adjusting the image frame based on the determined operating

parameter of the camera.

Next, at block 606, a quality of depiction of the scene in a portion of the

representation of the composite image may be determined. The determined quality of

depiction of the scene may be expressed as a value of a metric.



As shown in FIG. 6, at block 608, an operating parameter of a camera of the

smartphone may be selectively determined based on the determined quality of the depiction

of the scene. In some embodiments, determining the operating parameter may comprise

activating a flash on the camera when the value of the metric is below a threshold.

Additionally or alternatively, selectively determining the operating parameter may comprise

adjusting the amount of data captured in the image frame when the value of the metric is

below a threshold.

The camera of the smartphone may then be controlled to operate with the determined

operating parameter, at block 610.

Process 600 may then follow to block 612 where it may be determined whether there

are more image frames to be captured, which may be the case when the scan of the scene is

not yet completed and the user continues to operate the smartphone to capture images. While

the scan continues, a next image frame may be acquired and process 600 may return to block

602. If the image acquisition is completed (e.g., if user input was detected instructing the

smartphone to stop the scan), process 600 may end.

When a smartphone or any other mobile device is used to capture and process

multiple image frames in accordance with some embodiments, the device may be moved

freely back and forth, and closer and nearer and further from a scene being imaged. As a

result, the image frames may be acquired in different planes and oriented differently with

respect to the each other and a plane of the scene. In this way, the scene or portions of the

scene may be captured in image frames positioned in planes that are not parallel to each other

or parallel to the plane of the scene. More generally, the frame of reference of each image

frame may be different.

Accordingly, to account for the three dimensional space in which image frames are

acquired, image frames may be processed to map the image frames into a common frame of

reference. In this common frame of reference, the relative positions of the image frames may

be determined or adjusted. The positions within the common frame of reference may define

the position of the image frames within the composite image. In the embodiment illustrated

in FIG. 3, the positions within the common frame of reference may initially be used to insert

an image frame into a graph map, such as at block 306.

In some embodiments, mapping of an image frame may be performed based on

features in the image frame. Features, such as corners or bright points, may be identified



using known image processing techniques. The positions of these features within the

common frame of reference may initially be estimated based on sensor outputs that provide

an indication of motion and/or orientation of the smartphone.

Various factors may be considered in mapping features from an image frame to the

common frame of reference. An orientation of the smartphone, distance from the object

being imaged, zoom of the camera within the smartphone and any other sensor output

providing positional information. This positional information may be used to compute a

location of portions of an object being imaged at the time the image frame was acquired.

This information may be used to translate features of an image frame to the common frame of

reference.

In some embodiments, the features within the image may be depicted as points, such

that the features of the image frames may collectively be regarded as defining a three

dimensional point cloud. Such a point cloud, representing multiple image frames and their

relationships, is shown in FIG. 7 . The point cloud may be represented, such as by data

characterizing it that is stored in a computer memory, to maintain an association between

image frames and sets of points representing features extracted from the image frames.

Moreover, the point cloud may be maintained in a way that allows the relative position and

orientation of the points associated with an image frame to be adjusted.

As discussed above, when an image frame is captured, processing of the image frame

includes extracting features. The features may also be processed to improve subsequent

feature matching. Each image frame may be represented as a set of points representing

features extracted from that image frame. FIG. 7 illustrates schematically exemplary image

frames 702, 704 and 706 each representing a portion of a scene and acquired as the scene is

being scanned by a smartphone. In this example, image frames 704 and 706 represent

different portions of the same object, a tree.

Once features from each of the image frames 702, 704 and 706 are extracted, the

image frames may be associated with sets of points representing the features in a three

dimensional point cloud space 709. The point cloud space may be represented in any suitable

way, but, in some embodiments, is represented by data stored in computer memory

identifying the points and their positions. As shown in FIG. 7, image frame 702 may be

represented as a set of points 708, image frame 704 may be represented as a set of points 710,

and image frame 706 may be represented as a set of points 712. Image frame 702 includes,



for example, points 714 and 716 representing corresponding image features of the image (a

car) represented in image frame 702. Other points in image frame 702 and points in image

frames 704 and 706 are not labeled for the sake of simplicity of the representation.

The sets 708, 710 and 712 may initially be positioned within the point cloud 709

based on position information of the smartphone at the time the associated image frame was

captured. Though, subsequent processing may adjust the positioning of the sets within the

point cloud space to create a composite image that more accurately represents a scene being

imaged. Alternatively or additionally, one or more of the sets may be deleted or altered, also

as a result of processing to provide a desired composite image.

An image matching approach may be used to adjust the relative positions of the sets

of points. In acquiring a sequence of image frames representing a scan of an object, the

smartphone may be operated to capture image frames at a sufficient rate that successive

image frames will at least partially overlap. By identifying overlapping portions of image

frames that are adjacent in the sequence, the relative position of those image frames may be

adjusted so that those features align.

Prior to matching the points representing features in adjacent images, the points may

be associated with a common frame of reference for comparison. A common frame of

reference, allowing comparison and alignment between successive image frames, may be

created by projecting the points associated with each image frame into a common plane.

Points in sets of points 708, 710 and 712 may be projected, as shown by dashed lines 718 in

FIG. 7, into a common plane of reference 720. Common plane of reference 720 may

represent the two-dimensional composite image that is being built as the scan progresses.

In some embodiments, as each set of points is projected, its three-dimensional

position may be adjusted to ensure consistency with sets of points containing points

representing an overlapping set of features. For example, as shown in FIG. 7, set of points

710 and set of points 712 may include an overlapping set of features, such as a feature

represented by a point 722. This point may correspond to the same feature in images 704 and

706. Coarse alignment of image frames in accordance with some embodiments may

comprise adjusting a three dimensional position associated with each set of points to achieve

coincidence in plane 720 between points representing the same features, which may improve

quality of the composite image rendered using those three dimensional positions for the

image frames to assemble the composite image.



As more image frames are gathered and additional sets of points are added to the

point cloud, the relative position and orientation of the sets of points may be adjusted to

reduce inconsistencies, to thus achieve global alignment of the image frames. Thus, sets of

points in point cloud 709 may be repeatedly adjusted and projected to plane 720 to form the

composite image that is displayed to the user on a user interface, such as the user interface on

a display of a camera of the smartphone, or otherwise processed.

FIG.8 illustrates a process 800 of building a composite image by representing features

of image frames in the three dimensional point cloud, in accordance with some embodiments.

Process 800 may be implemented by an application executing on a processor a smartphone,

as described above, or using any other suitable processing circuitry.

Process 800 may start at block 800 when capturing a stream of image frames of an

object by a smartphone (e.g., smartphone 102 in FIG. 1) is initiated. The capturing may be

initiated based on user input or any other type of trigger. In some embodiments, the

smartphone may be instructed to operate in a capture mode to acquire image frames using a

camera (e.g., camera 202 in FIG. 2). The object may be any object which can be imaged as

the smartphone is moved in the three-dimensional space.

An image frame may be acquired at block 804. Next, the acquired image frame may

be processed by computing that extracts one or more image features from the image frame.

The features may be any suitable types of features, such as color, shape, texture features, etc.

For example, lines, edges, corners, contours, junctions and any other features may be

extracted. A subset of the extracted features may be selected at block 808. In some

embodiments, this selection may involve optimizing the feature distribution to achieve

approximately the same number of features in each image frame from the image frames that

form a composite image, where that number of features may be independent of texture

characteristics of the image frames. However, any suitable approach for selecting suitable

features for use in matching image frames may be applied.

As shown in FIG. 8, next, at block 810, process 800 may find feature correspondences

between pairs of image frames. A succeeding image frame may be compared with one or

more previously captured image frames to identify corresponding features between each pair

of frames. Such correspondences may be identified based on the nature of the feature

characteristics of the image frames surrounding the features or other suitable image

characteristics.



In some embodiments, the processing at block 810 may involve using a set of features

computed for a respective image frame to estimate the epipolar geometry of the pair of the

image frames. Each set of features may be represented as a set of points in a three-

dimensional space. Thus, the image frame acquired at block 804 may comprise three-

dimensional points projected into a two-dimensional image. When at least one other image

frame representing at least a portion of the same object, which may be acquired from a

different point of view, has been previously captured, the epipolar geometry that describes

the relation between the two resulting views may be estimated. The epipolar geometry may

be estimated using techniques as are known in the art.

In some embodiments, identification of feature correspondences may include

searching, for each point in the image frame, for a corresponding feature in another image

frame along a respective epipolar line. The three-dimensional points representing the image

frame may be re-projected to establish correspondences to points that may be visible in the

current image frame but not in the immediately preceding image frame—e.g., when the

current image frame overlaps with a prior image frame other than an immediately preceding

image frame in a stream of image frames.

At block 812, an initial pose of a camera indicating its position and orientation with

respect to an object being scanned at a time when an associated image frame was acquired

may be estimated, at block 812. The initial pose may be estimated based on output from

inertial sensors (e.g., sensors 206 in FIG. 2) and/or any other types of sensors of the

smartphone. It should be appreciated that the initial camera pose may be estimated

simultaneously with processing at one or more of the blocks 804-810.

After the image frame is inserted into a composite image, the initial pose of a

succeeding image frame may be adjusted based on poses of image frames that are already

present in the composite image and at least partially overlap with the succeeding image

frame. In some embodiments, the adjustment may be performed for the entire composite

image. Though, in some embodiments, poses of a portion of image frames in the composite

image may be adjusted. In some embodiments, the simultaneous adjustment of poses of a

number of overlapping images may be referred to as bundle adjustment.

In some embodiments, initially, the set of points representing features extracted from

the image frame, may be positioned within a three-dimensional point cloud based on position

information of the smartphone at the time the associated image frame was captured, such as



the estimated pose of the smartphone. As each set of points is added to the point cloud, its

three-dimensional position may be adjusted to achieve coincidence in the plane between

points representing the same features, thereby improving the quality of the composite image.

In this way, a coarse alignment of the image frames may be performed.

The coarse alignment is based on a local comparison of an image frame to one or

more easily preceding image frames that were acquired in a sequence of frames. As more

image frames in a sequence of image frames are processed, additional information becomes

available to refine the coarse estimation of the relative positions. Accordingly, it may next be

determined, at decision block 814, whether the number of image frames that have been

captured is greater than a threshold n . If it is determined that the number of image frames is

greater than the threshold, process 800 may follow to block 816 where the initial pose of one

or more image frames may be adjusted. The adjustment may be performed by solving an

optimization problem, such as, for example, a bundle adjustment, or other type of problem.

Bundle adjustment algorithms can simultaneously solve for locations of all of the camera

positions to yield globally consistent solutions. The bundle adjustment or other suitable

techniques may be used to generate the point cloud comprising sets of points each

representing features extracted from an image frame.

If it is determined that the number of image frames is smaller than the threshold,

process 800 may branch to decision block 818 where it may be determined whether one or

more features of the succeeding image frame overlap with at least one prior image frame

other than the immediately preceding image frame. If this is the case, a "loop closure" may

be detected, at block 820. An example of a loop closure, in a two-dimensional space, is

illustrated in FIG. 15, below. When a loop closure is detected, the three-dimensional points

may be re-projected into a current viewpoint so that the three-dimensional positions and

camera poses can be optimized. When no loop closure is detected based on the features

overlap, process 800 may follow to block 822, as shown in FIG. 8.

At decision block 822, it may be determined whether the scanning of the object is to

be stopped. The scanning may be stopped based on user input, passage of a predetermined

time, determination that image data for the area representing an object is required, or in any

other manner. If it is determined that the scanning of the object is completed, process 800

may follow to block 824, where a surface of the scanned object may be reconstructed using

the three-dimensional point cloud. The surface reconstruction may include de-warping,



refection removal and other adjustments to improve the quality of the composite image. In

this way, a geometry of the scanned object may be determined. The positions of the acquired

image frames relative to that geometry have also been determined. An image of the scanned

object may then be rendered, at block 826. Because the geometry of the scanned object has

been determined, a viewpoint of the output image can be determined.

When it is determined, at decision block 822, that the scanning of the object is not

completed, process 800 may branch back to block 804 where a next image frame may be

acquired by scanning the object.

In the embodiments described above, image frames representing images of an object

being imaged may be captured by a smartphone moved, during scanning process, into

multiple orientations in the three dimensional space. However, by mapping features

representing the image frames into a common plane of reference, processing may be

performed in a common reference plane much the same way that processing might be

performed on image frames acquired by a portable device moving with a single orientation.

In the following, processing in a common reference plane is described for ease of illustration.

It should be remembered, however, that when adjusting estimates of the relative position

between image frames, the possibility of motion in all dimensions in the three-dimensional

space may be accounted for in the adjustments.

To further illustrate the processes of coarse image frame alignment and subsequent

refinement, FIG. 9 provides an example of coarse positioning of two consecutive image

frames in accordance with some embodiments. Coarse positioning of image frames of a

scanned object may comprise aligning consecutive image frames based on matching portions

of the image frames showing corresponding portions of the object being scanned. FIG. 9

schematically illustrates such a process of aligning two image frames based on matching

portions of the image frames corresponding to respective portion of the object being scanned.

In this example, an image frame 900 represents a preceding image frame and image frame

902 represents a succeeding image frame taken as a scanning device moves over the object

being scanned. Though, image frame 902 may be aligned with any one or more image

frames that partially overlap with image frame 902, based on matching content of the image

frames within the overlapping areas.

During the coarse positioning, an initial pose of image frame 902 may first be

estimated based on information from one or more inertial sensors (e.g., inertial sensors shown



in FIG. 2). The initial pose estimate may be associated with some imprecision expressed as a

zone of uncertainty 903, as shown in FIG. 9 . Though not readily illustrated in a two

dimensional drawing, the zone of uncertainty may represent uncertainty in both displacement

and orientation. In a scenario in which image frames are captured using a portable electronic

device, uncertainty and orientation may reflect the possibility that the portable electronic

device has been rotated in the plane parallel to the plane of an object being imaged as well as

tilted in any number of directions with respect to that plane.

In some scenarios, the zone of uncertainty may be small enough that an initial pose

estimate may provide adequate coarse positioning of image frame 902. However, in some

embodiments, alternatively or additionally, a second coarse positioning technique based on

matching content in a portion of image frame 902 with content in a corresponding portion of

image frame 900 may be used.

The pose of image frame 902 that results in a suitable match of content in the

overlapping areas may be taken as the position of image frame 902 relative to image frame

900. The pose that provides a suitable match may be determined based on aligning features

or other image content. Features, such as corners, lines and any other suitable features, may

be identified using known image processing techniques and may be selected for the matching

in any suitable way.

In some embodiments, the matching process may be simplified based on positioning

information. It may be inferred that the pose of image frame 902 that aligns with image

frame 900 provides a pose within area of uncertainty 903. To reduce processing required to

achieve alignment and to thus increase the speed of the local positioning of image frames, in

some embodiments, the position information obtained from the inertial sensors may be used.

If image frame 902 in aligned with image frame 900 using feature matching, processing

required to find corresponding features can be limited by applying the zone of uncertainty

903. For example, image frame 900 includes a feature 910. A corresponding feature should

appear in image frame 902 within a zone of uncertainty 903A around a location predicted by

applying position information output by the inertial sensors that indicates motion of the

smartphone between the times that image frame 900 was acquired and image frame 902 was

acquired. Accordingly, to find a feature in image 902 corresponding to feature 910, only a

limited number of features need to be compared to feature 910.



It should be recognized that feature matching as shown in FIG. 9 is illustrated based

on features already projected into a common plane for both image frames being compared.

The projection of each image frame into the common plane of reference is based on a

mapping derived from an assumed position and orientation of the portable electronic device

when image frame was captured. The assumed orientation may impact the spacing between

features and other aspects of the image frames as projected into the common plane of

reference. Inaccuracies in the assumed orientations may impact how well features in one

image frame align with a corresponding set of features in another image frame when both are

projected into the common reference claim. Accordingly, searching for a relative position and

orientation of image frames that align corresponding features in the image frames may entail

determining the appropriate orientation of the portable electronic device used in projecting

feature sets of the image frames into the common plane of reference.

If other matching techniques are employed, position information may also be used in

a similar way. For example, overlapping regions in different poses of image frame 902 are

iteratively compared on a pixel-by-pixel basis, the position information can be used to

identify overlapping portions to be compared and to limit the number of poses to be tried to

find a suitable match.

Regardless of the matching technique employed, any suitable criteria can be used to

determine a suitable match. In some embodiments, a match may be identified by minimizing

a metric. Though, it should be appreciated that a suitable match may be determined without

finding an absolute minimum. As one example, a pose of image 902 may be selected by

finding a pose that minimizes a metric expressed as the sum of the difference in positions of

all corresponding features. Such a minimum may be identified using an iterative technique,

in which poses are tried. Though, in some embodiments, known linear algebraic techniques

may be used to compute the pose yielding the minimum.

In FIG. 9, image frames 900 and 902 contain matching portions comprising equal

image content which is shown by way of example only as a strawman. Once the equal image

content in image frames 900 and 902 is identified using any suitable technique, the image

frames may be aligned using the equal image content. In FIG. 9, image frame 900 aligned

with image frame 902 is shown by way of example only as image frame 902A.

In embodiments of the invention, scanning of an object may be performed by moving

a smartphone over the object. A stream of image frames may thus be captured which are then



stitched together to form a composite image representing the object. As a user is moving the

portable electronic device relative to the object and new image frames in the stream are being

captured, their respective coarse positions may be determined. Each coarsely positioned

image frame may be presented on a display device in a position proportional to its determined

position within the composite image. The coarse positioning can be performed fast enough

that image frames may be displayed to the user on the display device with a small delay

relative to when the image frames are captured. As a result, a composite image representing

a progression of the scanning process of the object being scanned appears to be painted on the

display device. Furthermore, a fine adjustment may be made to the relative positions of the

coarsely positioned image frames.

FIGS. 10A-D illustrate a process of scanning an object by capturing a stream of

successive image frames of the object, in accordance with some embodiments of the

invention. In these examples, the object being scanned comprises a text document 1000. As

the scanning device, which may be a smartphone with a camera as described above, moves

over the object, images of the object are captured at intervals, which are illustrated to be

periodic in this example, thus resulting in a sequence of image frames. Each succeeding

image frame may be initially positioned based on a respective preceding image frame to

obtain an estimate of an initial pose of the succeeding image. As described above, position

information representing movement and orientation of the scanning device obtained from the

inertial sensors may be used to simplify the processing.

The image frames are shown in FIGS. 10A-D as superimposed over text document

1000 to demonstrate exemplary movements of the scanning device relative to the text

document. It should be appreciated that each subsequent image frame may be oriented in any

suitable way with respect to a preceding image frame as embodiments of the invention are

not limited to any particular movement of the scanning device over an object being scanned.

In the embodiment illustrated, an image frame is positioned based on comparison to an

immediately preceding image frame, which is not a requirement of the invention. A

succeeding image may be locally positioned by being aligned with respect to any other

preceding frames if there is overlap.

Further details of determining relative positions of image frames representing a scan

of an object are provided in FIGS. 10A-15. FIG. 10A shows that a first image frame 1002 in



a stream of image frames may be captured as scanning of text document 1000 begins, upon

any suitable trigger.

Next, as shown in FIG. 10B, a succeeding image frame 1004 may be captured that

partially overlaps image frame 1002. In some embodiments, the scanning device may

capture the stream of image frames at a rate that ensures that each new image frame partially

overlaps at least one of the preceding image frames.

As new image frames are being captured as part of the stream of image frames, a

subsequent image frame 1006 that partially overlaps preceding image frame 1004 may be

captured, as shown in FIG. IOC. Further, a new image frame 1008 may be captured, as

illustrated in FIG. 10D. Image frame 1008 partially overlaps image frame 1006.

Because motion of the smartphone is not constrained, each new image frame may

overlap an immediately preceding image frame as well as other neighbor preceding frames.

As illustrated in the example of FIG. 10D, respective areas of overlap of image frame 1008

with image frames 1002 and 1004 are larger than an area where image frame 1008 overlaps

with the immediately preceding image frame 1006. However, in accordance with some

embodiments, each new image frame is, for coarse positioning, positioned relative to an

immediately preceding image frame.

FIGS. 11A and 1IB illustrate example of a first step that may occur in a process of

determining a position of a subsequent image frame relative to a preceding image frame. The

first step may be determining an initial estimate of a pose of an image frame with respect a

preceding image frame. In the example shown in FIGS. 11A and 1IB, an image frame 1100

and next an image frame 1102 may be captured as a user moves the smartphone over an

object to be scanned. In this example, the object comprises a text document.

FIG. 11A illustrates initial estimate of a pose of image frame 1102 based on

information obtained by one or more inertial sensors (e.g., inertial sensors 206). Initial

estimate of pose of image frame 1102 may be based on a change of output of the inertial

sensors between the times at which image frames 1102 and 1104 are captured. In FIG. 11A,

a pose of image frame 1100 is schematically shown as (¾, Y0, θ ο) . In this example, X o and

Yo denote a position of image frame 1100 in x and y dimensions, respectively, while θ ο

denotes a rotation of the image frame. Though not expressly illustrated in FIG. 11 A, a

smartphone or other portable electronic device may be oriented in more than just these

dimensions such that more than just these three parameters are used to define a pose.



Separation between the smartphone or other portable device acquiring image frames and the

object being imaged may also impact the pose such that the parameters defining a pose may

include a "Z" dimension represent separation. Tilt of the smartphone in one or more

dimensions relative to the object being imaged may also be parameters that characterize a

pose of an image frame. Alternatively or additionally, characteristics of the image capture

may also be regarded as parameters of a pose. For example, the zoom of the camera lens may

be regarded as a separate parameter or may be reflected based on its impact on the value of

the parameter for the Z dimension. These and other possible parameters that characterize the

pose are not expressly illustrated for simplicity.

If image frame 1100 is the first image frame in the stream, its position may be taken

as an origin for a frame of reference in which other image frames will be positioned. If

image frame 1100 is not the first image frame in the stream, it may have a position

determined relative to a preceding image frame, which in turn may either define the origin or

have a position relative to the origin, through one or more intermediate image frames.

Regardless of how many image frames are in the series, relative image poses of the image

frames may define positions for all image frames.

Regardless of the position in the stream, each succeeding image frame after the first

may be captured and processed as image frame 1102. An initial pose of image frame 1102

may be determined with respect to the pose of image frame 1100. During a time between

when image frame 1100 is captured and when image frame 1102 is captured, the inertial

sensors and/or other sensors indicate a change in the position of the smartphone or other

device by a value of ∆χ in the x direction and by a value of Ay in the y direction. Also, the

sensors used to obtain information on a position of the smartphone at a time when each image

frame is captured may indicate a rotation of the device by a value of ∆Θ . The value of value

of ∆Θ may be determined according to processing as described below. Accordingly, the

initial estimate of the pose of image frame 1102 with respect to image frame 1100 may be

denoted as (¾ + ∆χ, Y0 + Ay, θ ο + ∆Θ) . Though not expressly shown, changes in other

parameters that characterize pose may be similarly determined. For example, changes in

orientation or separation in the Z dimension may similarly be reflected in the new pose

estimate.

FIG. 11A illustrates a degree of misalignment between image frames 1102 and 1100

that would provide a poor quality image. As shown in this example, the respective portions



of the text of the scanned object do not match. To align image frame 1102 with the preceding

image frame 1100 so that a good quality image can be generated, a matching portion of the

image frames may be determined and the image frames may be aligned based on these

portions. In some embodiments, those portions that are within a zone of uncertainty are first

explored to position image frame 1102 with respect to image frame 1100. Any suitable

technique may be used for the matching, which may be iteratively attempting to find a

suitable match between the image frames. FIG. 1IB shows image frame 1102 aligned with

image frame 1100 based on the respective content of the image frames which is, in this

example, the text. The adjusted pose of image frame 1102 is shown by way of example only

as (Xi, Yi, θ ι) . These values may represent the pose of image frame 1102 relative to the

origin of the frame of reference. Though, because these values are derived based on

positioning image frame 1102 relative to image frame 1100, they may be regarded and stored

as relative values. It should be appreciated that in embodiments in which more parameters are

used to characterize a pose, more than the three parameters illustrated in FIG. 11A would be

stored.

Image frames that are locally positioned with respect to preceding image frames may

be stored as a network of image frames, which may then be used for global positioning or

other processing. The network may comprise nodes, representing image frames, and edges,

representing relative position of one node to the next. That network of image frames may be

represented as a graph map or in any other suitable way

FIGS. 12A-D in conjunction with FIGS. 13A-13D illustrate the above concept of

building a network of image frames based on local positioning of image frames. A reference

point on each image frame, here illustrated as the upper left hand corner of each successive

image may be used to represent the position of the image frame. Relative displacement of the

reference point, from image frame to image frame, may be taken as an indication of the

relative position of the image frames.

FIG. 13A-D represent respective nodes that may be added to the network as new

image frames are acquired and locally matched with one or more previous image frames.

Though, in the illustrated embodiment, each new image frame is matched to its immediately

preceding image frame. In the network, any frames that have been locally matched will be

represented by an edge between the nodes representing the frames that have been matched.



Each edge is thus associated with a relative pose of an image frame with respect to a

preceding image frame.

In FIGS. 12A-12C, image frames 1200, 1202 and 1204 are successively processed.

As each new image frame is acquired, its initial pose estimated from navigation information,

acquired for example from inertial sensors device, may be adjusted to provide an improved

estimate of relative position of the new image frame, by aligning the new image frame with a

preceding image frame. Thus, FIG. 12B shows that, as a new image frame 1202 is captured,

its pose may be determined by matching image frame 1202 with a preceding image frame,

which is, in this example, is image frame 1200. A relative pose of image frame 1202 with

respect to image frame 1200 is thus determined. Similarly, when the next image frame 1204

is captured, its relative pose with respect to the preceding image frame 1202 may be

determined in the same fashion, as shown in FIG. 12C.

FIGS. 13A-C conceptually illustrate the building of a network to represent the

matching of successive image frames in a stream to determine their relative poses. As

shown, nodes 1300, 1302 and 1304 representing the image frames 1200, 1202 and 1204,

respectively, may be added to the network. In this example, each directed edge schematically

indicates to which prior image frame relative pose information is available for a pair of

frames. It should be appreciated that FIGS. 13A-13D conceptually represent data that may be

stored to represent the network. The network may be stored as digital data in a data structure

in computer memory. The data structure may have any suitable format. For example, each

node may be stored as digital data acting as a pointer to another location in memory

containing bits representing pixel values for an image frame. Other identifying information

associated with a node may also be stored, such as a sequence number to allow the order in

which image frames were captured to be determined. Likewise, edges may be stored as

digital data representing the nodes that they join and the relative pose between those nodes.

Moreover, information relating to capture conditions, such as a zoom setting or other settings

applied to the hardware that acquired an image frame or status information generated by the

controllers for that hardware may be stored in association with the nodes. One of skill in the

art will appreciate that any suitable data structure may be used to store the information

depicted in FIGS. 13A-13D.

As the stream of image frames is acquired, a user may move the smartphone back and

forth across an object to be scanned, possibly tracing over regions of the object that were



previously imaged. Accordingly, a new image frame that overlaps multiple preceding image

frames may be captured. In the illustrated example, new image frame 1206 that overlaps

image frames 1200, 1202 and 1204, as shown in FIG. 12D. A respective new node 1306 may

be added to the network to represent image frame 1206, as illustrated in FIG. 13D.

In the figures, the dark arrows indicate the relative positions initially used to add

image frames to the network as part of fast processing. The dark arrows also illustrate an

order in which image frames are captured, and the image frames may be said to be "layered"

on top of each other as they are captured, so that the most recently captured image frame is

placed, or layered, on top of prior image frames. Processing that renders a composite image

based on the information stored in the network may use this overlapping information any

suitable way. In some embodiments, for example, the most recently acquired image may be

selected or overlapping image frames may be averaged or otherwise combined to improve the

quality or resolution of the overall composite image. In other embodiments, processing may

select between overlapping image frames to render the composite image based on the highest

quality image frame to render a portion of the composite image. In yet further embodiments,

when none of the image frames representing a portion of the composite image has suitable

quality, processing may generate data to represent that portion of the composite image or

acquire image data in any other suitable way.

In addition, the possibility of a new image frame overlapping multiple preceding

image frames provides a possibility for a more accurate positioning of image frames based on

global information, meaning information other than a match to an immediately preceding

image.

Dashed lines shown in FIG. 13D may be a relative position of an image frame with

respect to an overlapping image frame other than an immediately preceding image frame.

Thus, node 1306 is shown to be connected, via respective edges, to nodes 1302 and 1304

which represent respective overlapping neighbor image frames. These edges may be added

as part of processing in the quality track and may be used to more finely determine positions

of image frames, as described in greater detail below.

Though FIGS. 12A-12D could be taken as demonstrating a sequence of image frames

as they are captured, they could also be taken as a demonstration of what could be displayed

for a user based on the network being built, as illustrated in FIGS. 13A-13D. As each image

frame is captured and locally positioned, it may be presented on a display device in a position



proportional to its determined position within the composite image represented by the

network. For example, as the scanning process of the text document begins, image frame

1200 is first displayed. Next, when the user moves the scanning device and image frame

1202 is captured, respective larger portion of the composite image of the text document may

be displayed to the user with a small delay, which may not be perceived by the user as

disrupting or slowing down the scanning process. Thus, the composite image on the display

may appear to the user as if the object being scanned is being painted on the display as the

user moves the scanning device over the object.

Image stitching techniques in accordance with some embodiments of the invention

may be used to generate a composite image of a scanned object of any suitable type. As

shown in the above examples, the object being scanned may be a text document, an image, a

graph, or any combination thereof. Further, content the object may be in represented in

grayscale or it may comprise various colors. Image frames representing text, such as is

illustrated in FIGS. 12A-12D, may contain multiple edges or other features that may be used

in aligning image frames. For example, such features as lines and corners may be used if the

scanned object includes text and/or image(s). Though, techniques as described herein are not

limited to such embodiments.

FIGS. 14A-14C show that a relative pose of each new image frame may be

determined by matching the image frame with a preceding image frame, even if the image

does not represent or other content with many features that can be easily identified. To

perform the matching, identical content in the matched image frames is determined and may

be matched other than based on corresponding features. For examples regions may be

matched based on a pixel-to-pixel comparison, comparisons of gradients or other image

characteristics.

For example, image frames may be aligned using area-based matching. As shown in

image frames illustrated in FIGS. 14A-14C, the content of an object being scanned (e.g., a

photo rather than text) may be an image having content of different color gradient across the

image. Hence, the area-based matching may be suitable for aligning image frames of such

object. Also, FIGS. 14B and 14C illustrate that motion of a scanning device between

successive image frames may involve rotation in addition to displacement in an x-y plane.

Rotation may be reflected in the angular portion of the relative pose between frames. Though



not expressly illustrated in FIGS. 14A-14C, other parameters, such as tilt and Z dimension

also may impact the relative pose.

FIG. 15 is another example of a further technique that may be applied in constructing

a network of image frames as new image frames are captured and respective nodes

representing the frames are added to the network. As in the example of FIGS. 13A-13D, the

network is represented graphically, but in a computer, the network may be represented by

digital values in a computer memory.

FIG. 15 shows the state of the network after a scanning device has been moved in one

swipe, generally in the direction 1514. In this example, the pose of the first image frame in

the network, represented by node 1510, may be taken as a reference point. The pose of any

other image frame in the network may be determined by combining the relative poses of all

edges in a path through the network from node 15 10 to the node representing the image

frame. For example, the pose of image frame associated with node 1512 may be determined

be adding the relative poses of all edges in the path between node 1510 and 1512. A pose of

each image frame, determined in this way, may be used for displaying the image frame as

part of a composite image.

Determining a pose of an image frame based on adding relative poses along a path

through the network also has the effect of accumulating errors in determining relative pose of

each image frame area also accumulated. Such errors can arise, for example, because of

noise in the image acquisition process that causes features or characteristics in one image

frame to appear differently in a subsequent image frame. Alternatively, features in

consecutive image frames with similar appearances, that actually correspond to different

portions of an object being scanned, may be incorrectly deemed to correspond. Thus, for any

number of reasons, there may be errors in the relative poses. For image frames along a single

swipe, though, these errors in relative pose may be small enough so as not to be noticeable.

However, as a user swipes a scanning device back and forth across an object, motion

of the scanning device in direction 1524 will generate image frames acquired at a later time

adjacent image frames acquired at an earlier time. In particular, as the path through the

network proceeds beyond node 1512 along segment 1516, eventually, a node 1518 on the

path will have a position near node 1520. When this occurs, the accumulated errors in

relative positions along the path, including segment 1516, may be substantial enough to

create a noticeable effect in a composite image including image frames associated with nodes



1518 and 1520, if both nodes are positioned based on accumulated relative poses in paths

from node 1510. Positioning of image frames in the composite image, for example, may

create a jagged or blurred appearance in the composite image.

To provide an image of suitable quality, further processing may be performed on the

network. This processing may be performed in a separate "track" from the processing that is

integrating each new image frame in the sequence into the network. This "quality track"

processing may be performed in a separate process or, in a separate processing thread, than

processing to incorporate image frames into the network. In some embodiments, this quality

track processing may be performed concurrently with processing to incorporate new image

frames into the network. However, the specific implementation of the quality track

processing is not a limitation of the invention.

This processing may adjust the relative pose information along the edges of the

network to avoid the effects of accumulated errors in relative pose. Accordingly, during the

scanning process in accordance with some embodiments of the invention, as new image

frames are being captured and stitched into the composite image, a fine adjustment may be

made to the determined relative positions of image frames already in the network. Fine

adjustments may be made in parallel to the coarse positioning of successive image frames

such that displayed image quality may improve as the scan progresses. Fine adjustments may

be based on global positioning of image frames which may involve determining a position of

an image frame within the composite image based on positioning of image frames other than

the immediately preceding image frame.

Other processing techniques may be applied to the composite image as it is being

formed or in processing after the composite image is formed. These processing techniques

may be based on physical characteristics of the image, such as contrast or white balance.

Alternatively or additionally, processing techniques may be based on the content of the image

acquired. An example of a processing technique based on image content is an item removal

process.

A piece of paper or other object imaged with a smartphone is often held down by a

user or fixed with the hand for easier capture. As a result, one or more image frames may

include distracting features, such as an image of the user's finger or other extraneous items,

which may be undesirable to be included in the image of the document.



Accordingly, in some embodiments, processing of image frames to form a composite

image may entail improving quality of the composite image by determining a segment of the

composite image depicting the user's finger or other item that is unlikely to be desired in the

composite image. Further processing may replace that segment with a less objectionable

segment, such as a segment of a background color or other content of the detected object.

FIG. 16 illustrates a process 1600 of improving image quality by digit removal, in

accordance with some embodiments. Process 1600 may be performed without requiring any

user input, with improves the overall user's experience when using a smartphone to capture

images of documents.

Process 1600 may begin when capturing of a stream of image frames of an object by a

smartphone is started, at block 1602. This may occur, for example, when the smartphone

operates in an image capturing mode. The object may be, for example, a document or any

other type of object including content, which may include a text, graphics, and/or images. In

this example, the object is a page of a document.

An image frame may be acquired at block 1604 as part of the scanning process. Next,

at block 1606, a focus of a camera of the smartphone and a position of the smartphone

relative to the object may be determined in any suitable manner. A shape of the page may be

determined in a suitable manner, at block 1608. For example, the shape of the page may be

determined based on user input signifying the shape. This input may be provided in advance,

such as by the user selecting a page size or orientation from a menu or other suitable user

interface. Alternatively, the page shape may be identified by user input after image capture,

by a user providing input indicating the location of the page edges in a captured image.

Alternatively or additionally, the page shape may be determined automatically as a result of

processing on the image. Edge detection algorithms may be used. Other information derived

from the image, such as the size and shape of identified lines of text in the image, may further

be used to determine page shape.

Next, at block 1610, a layout of the content of the document may be determined. In

this step, areas of the document that do not contain, or are unlikely to contain, an image of an

undesired item may be identified. For example, this step may include determining positions

of text, image and table portions of the content of the document.

A representation of a digit (finger) may be detected within the content of the

document, at block 1612. Such processing may apply one or more links to identify portions



of image containing a digit or other undesired item. Color, shape, location, presence/absence

of shadows and/or other characteristics may be used to identify a digit within an image.

For example, an application performing digit removal processing may be programmed

with a palette of colors representing flesh tones such that detection of a finger may be

performed by identifying regions of contiguous pixels in the composite image of a color or

colors within the palette. That palette of colors may be preprogrammed. Alternatively or

additionally, the color palette may be customized for a user during a training phase in which a

user takes a picture of the user's hand. As another approach, the palette may be determined

adaptively, as the user provides feedback on whether items flagged by automated processing

as a digit are in fact a digit to be removed from the composite image.

Likewise, information about the shape of a digit may be preprogrammed in an

application that performs digit removal processing or may be obtained by user input. Shape

may be determined in any suitable way, including by using known shape recognition

algorithms to identify shapes representing an item in an image.

Location of an identified shape may also be used as a factor in processing to

determine whether the shape represents a digit to be removed from a composite image. A

shape near the edge of a sheet of paper may be assigned a higher probability of being a digit

to be removed. Conversely, a shape identified within a portion of a document deemed, as a

result of processing at block 1610 or otherwise, to represent content in the image may be

assigned a lower left of the claim of being a digit to be removed.

Presence or absence of shadows may similarly be used as an indicator of a higher or

lower probability of a shape being a digit to be removed. A digit, which is three dimensional,

is likely to create a shadow, which will appear adjacent the digit in the image. Therefore,

detection of a shape having characteristics of a shadow adjacent the shape having

characteristics of a digit will increase the likelihood assigned to that shape being a digit for

removal. Conversely, absence of the shadow may decrease the likelihood assigned to that

shape.

Regardless of the number and type of characteristics analyzed to assign a likelihood,

the likelihood assigned to a shape being a digit for removal may be compared to a threshold.

If the likelihood is above a threshold, processing at block 1612 may indicate that a digit has

been detected in the composite image.



Similar processing may be performed for removing artifacts representing other

undesired items. For example, an application may be programmed to identify the end of the

pen or pencil based on the characteristics described above or any other suitable

characteristics. Accordingly, while FIG. 16 describes processing to remove a digit, it should

be appreciated that processing to remove other items may similarly be performed.

An example of an image of an object including the user's finger that can be analyzed

as described in FIG. 16 is shown in connection with FIGS. 17A-17C. In this example, the

object comprises a page of a document.

FIG. 17A illustrates an example of an image of a document 1700 processed to remove

the depicted user's finger 1702. As shown in FIG. 17A, a border 1703 of document 1700 is

detected, which does not include the segment representing the finger. FIG. 17A also shows a

result of the detection of the layout of the content of document 1700 (at block 1610 of

process 1600)—different portions of the content are identified as separate portions 1704,

1706, 1708 and other areas that are not labeled for the sake of simplicity.

In some embodiments, the finger representation may be detected using a skin

modeling-based detecting or any other approach that can be used to detect a representation of

a finger. The detection of the finger may include analyzing the distance of the camera to the

device to detect partial representations of the digit in the image of the document, based on

known characteristics of a finger (e.g., a size, shape, texture, etc.).

The next step may include determining, at block 1614, constraints for filling an area

of the image of the document including the finger with other content, without modifying

characteristics of the document. The constraints may be derived so that the document is

cropped and retouched to remove the representation of the digit without compromising a

quality of a resulting image. Constraints, for example, may limit removal to portions of the

image that are outside text areas or other portions of the document that may contain useful

information that may be degraded through attempts to remove the digit. Other constraints

may limit removal to portions where suitable patches may be identified. For example, a digit

over a region of a relatively uniform color may be readily patched. However, removing a

digit covering a widely varying pattern may result in a patch and creates image artifacts more

noticeable than leaving the digit in the image. The constraints may be derived based on

characteristics of the document, such as its type, size, shape, content, and any other

characteristics.



Next, at block 1616, patches of the image of the document depicting the user's finger

may be filled in with other, less distracting, content. For example, the segment representing

the finger may be replaced with a segment of a background color or other content of the

document, which may be performed using any suitable technique. FIG. 17B illustrates the

result of replacing the patch including the finger with the background color, as shown in a

segment 1710 of document 1700. In this example, the segment that is replaced is an area

inside the page border 1703, and content used to replace the segment depicting the finger is

the background area around the portion of the document including the content.

The segment representing the finger in the image of the document may be replaced

with other content in any suitable manner. In some embodiments, a patch match-like

approach may be utilized. Such an approach may entail, for example, identifying a color or

colors that blend in with the colors of surrounding portions to which the patch will be

applied. Though, any other techniques may be used.

A patch to remove a portion of an image representing a digit and replace it with other

less visually objectionable information may be applied to any suitable representation of an

image. In some embodiments, the patching technique for digit removal may be applied to a

composite image as the image is rendered. Alternatively or additionally, patching may be

performed on the image as stored within a network as described above. Image frames

representing the digit, for example, may be removed from the graph map or other network

representing a sequence of captured image frames. These image frames may be simply

removed or may be replaced by other image frames synthesized to represent patch.

Moreover, it should be appreciated that digit removal as described herein is not limited to

application the composite images. A single image of a document may be patched in this way

to remove from the image a representation of a user's finger other undesired item.

The image which no longer includes the user's finger may be additionally processed

by cropping content of the document and applying other processing, such as performing

linear adaptive thresholding, dewarping, and other techniques to improve the quality of the

final image shown in FIG. 17C. As illustrated in FIG. 17C, segment 1710 previously

depicting the user's finger is replaced with the segment of the background color of the

document. The image of document 1700 without the distracting representation of the finger

may be rendered to the user, at block 1618.



In some embodiments, a portable electronic device (e.g., smartphone 200 in FIG.2)

may, at different times, capture image frames at different resolutions to support, in some

instances, faster processing, and in other instances, a higher quality image. In some

embodiments, the device may automatically switch between modes in which lower resolution

images and higher resolution images are acquired.

Moreover, in some embodiments, the acquisition of higher resolution images may be

interleaved with acquisition of lower resolution images such that both types of images may be

used to create a composite image. The lower resolution images may be used to create a data

structure defining a framework of the image. Higher resolution images may then be

integrated into this framework. In rendering the composite image, the higher resolution

image frames might be used. Such a framework, for example, could define a point cloud as

described above. The higher resolution image frames could then be positioned relative to the

point cloud by matching features in the higher resolution image frames to the points in the

point cloud acquired from the lower resolution image frames.

In the example of a smartphone with a camera capturing a composite image, the

smartphone may have different operating modes in which image frames of different

resolutions are acquired and processed. The modes may include a preview mode, a scan

mode, and/or modes of other types. In the preview mode, the smartphone may acquire a

number of image frames that are used to build a composite image, which may be sometimes

serve as a current preview image of a scan. The image frames acquired in the preview mode

are referred to herein by way of example as P-frames. P-frames may be acquired

continuously in the preview mode and may be used to provide a continuous real-time view of

the camera to a user. The camera may operate in the preview mode before the scan mode

starts. For example, in the preview mode, the camera may operate to continuously capture

image frames at a frame rate of greater than 15 frames per second (fps). Though, it should be

appreciated that other frame rates may be substituted.

A stream of image frames captured when the smartphone is used to scan an object and

used to build a composite image may include P-frames and frames of another type, referred to

herein by way of example as K-frames. The P-frames may be captured (e.g., in a preview

mode) at a uniform rate, for example, under control of the camera's video acquisition

circuitry. The capture of P-frames may be continuous, except for interruptions to use the

camera to capture other types of images. For example, K-frames may be captured upon a



specific trigger, which need not be periodic. The capture of a K-frame may interrupt the

continuous capture of P-frames. As a specific example, capture of a K-frame may be

triggered when an overlap between a K-frame and one or more of the prior K-frames is

smaller than 10%. Using such a trigger may ensure that an entire object being scanned is

depicted in at least one K-frame. Such an approach enables a high resolution composite

image of the object to be formed from the K-frames. It should be appreciated, however, that

any other threshold values may be used to determine whether to capture a K-frame.

In some devices, a camera will be able to capture only one image frame at a time such

that capturing a K-frame may necessitate pausing the capture of P-frames. The preview

mode may therefore be suspended while a K-frame is being captured. Once a K-frame is

captured, the preview mode may be restarted. In some embodiments, each time a K-frame is

captured, a respective notification may be provided to a user, which may be in a visual or

audio format, or a combination thereof.

FIG. 18A shows an example of a stream of image frames 1800 captured by a

smartphone camera as object in being scanned. In this example, image frames 1800 include

K-frames 1802A, 1802B and 1802 C, and P-frames 1804A, 1804B, 1804C and 1804D. As

shown in FIG. 18A, K-frames and P-frames alternate in the stream, and more than one P-

frame can be captured consecutively —e.g., image frames 1804A and 1804B in this example.

It should be appreciated that any suitable resolution may be used for K-frames and P-

frames. K-frames, for example, may be captured at full resolution of the camera, or some

percentage that approximates full resolution, such as at least 90% of the available resolution.

P-frames may be captured at a fraction of the resolution of the K-frames. P-frames, for

example, may have a resolution of 50% or less of the resolution of the K-frame. In other

embodiments, this fraction, for example, may be less than 40% or less than 30%.

For example, in some embodiments, P-frames may be captured at a resolution of 960

x 720 pixels (px) or 1280 x 720 px. In some embodiments, all P-frames in a stream of image

frames in a preview mode may have identical resolution, as may all K-frames.

The benefit of K-frames may depend on factors such as what is being imaged and

how the camera is positioned relative to the object being imaged. When a smartphone is

being used to scan a document, for example, a higher resolution composite image may be

desired to support OCR or other image analysis techniques. Thus, capture of K-frames may

be performed in this mode.



On the other hand, when the camera is held sufficiently close to the object being

scanned, regardless of the numbers of pixels in the image frame acquired, each pixel may

represent a suitably small region of the object to provide adequate resolution for the

contemplated use of the image being acquired. Accordingly, in some embodiments, a

portable electronic device may be configured to conditionally collect K-frames based on

capture conditions, which may be determined in any suitable way. In some embodiments, a

distance to an object being imaged may be determined based on camera hardware settings,

including a focus distance setting. Thus, a currently set focus distance and/or other camera

parameters that may be indicative of whether P-frames have adequate resolution for ongoing

processing may be used to determine whether K-frames are to be acquired. In some

embodiments, for example, K-frames may be acquired at distances that provide 280 pixels

per inch (ppi) or higher. Such resolutions may be computed, for example, from the focal

distance from the object, other camera characteristics that indicate the field of view at that

distance, and the total number of pixels in an image array in the camera. It should be

appreciated, though, that 280 ppt is an example and any other suitable threshold may be used

to determine whether K-frames are captured.

Capturing a stream of image frames including frames of different resolution, such as

P-frames and K-frames, allows displaying the image frames as a live view. In some

embodiments, the P-frames and K-frames may be processed in separate physical processors

or within separate processes. Regardless of how processed, the lower resolution of P-frames

enables them to be processed more quickly than K-frames. As a result, a composite image

constructed with P-frames may be captured more quickly than an image with K-frames.

FIG. 19 illustrates a process 1900 of capturing K-frames and P-frames as part of one

or more streams of image frames captured as an object is being scanned by a camera of a

portable electronic device, which in this example may be a smartphone.

Process 1900 may start at any suitable time. For example, process 1900 may start

when a smartphone is instructed to operate in an image capturing mode, which may be done

in any suitable manner (e.g., upon a user input). As shown at block 1902, process 1900

begins with the smartphone in a preview operating mode. In this mode, P-frames may be

captured and integrated into a composite image quickly enough to render a display of the

object in real-time. In this context, real-time means quickly enough that a user of the

smartphone perceives the image appearing as the smartphone is being moved.



In the preview mode, a P-frame may be then captured, at block 1904. Next, at block

1906, motion sensor data may be acquired from output of sensors of the smartphone (e.g.,

inertial sensors 206 in FIG. 2). It should be appreciated that the motion sensor data may be

received prior to, simultaneously with or after the P-frame is captured, and processing at

block 1906 is shown to follow processing at block 1904 by way of example only. The

motion sensor data may be associated with the P-frame and the information may be stored in

memory of the smartphone. Such motion information may be used, initially, to integrate the

P-frame into a graph map or other data structure representing a composite image.

Next, at block 1908, the P-frame captured at block 1904 may be inserted into the

composite image (graph-map), which may be performed as described above (e.g., in

connection with block 504 in FIG. 5). Next, at block 1910, image capture conditions may be

determined to ascertain whether the P-frames have adequate resolution to provide a final

composite image meeting a resolution criteria, which may be a default setting within the

smartphone, may be specified by programming in an application that uses the composite

image or determined in any other suitable way.

In this example, the camera capture conditions include a focus distance. A focus

distance to the object being scanned may be determined. It may then be determined, at block

1912, whether the scanning of the object continues or, in other words, whether the "capture

loop" is active. This may involve, for example, determining whether an indicator to stop the

scan has been received. Such an indicator may be based on user input, but may also be

generated automatically, such as by tracking a timeout period from the start of preview mode

or by automated processing that indicates either that an image has been acquired or that

conditions are precluding capture of an image with a desired quality.

If it is determined that the scanning of the object is terminated, process 1900 may

stop. Alternatively, if it is determined that the scanning of the object continues, process 1900

may follow to decision block 1914 where it may be determined whether the captured P-frame

has a target resolution. In the example given above, the target resolution was 280 ppi.

However, any suitable target resolution may be used. If it is determined that the target

resolution has not been achieved, process 1900 may return to block 1904 where another P-

frame may be captured.

If it is determined that the target resolution has been achieved, process 1900 may

branch to decision block 1916 where it may be determined whether a trigger to capture a K-



frame has been detected. Any suitable trigger conditions may be used, including passage of

time, amount of motion of the portable electronic device or overlap of a current P-frame with

a prior K-frame. If no such trigger has been detected, process 1900 may loop back to block

1904 where a next P-frame may be captured. Alternatively, if it is determined that a trigger

to capture a K-frame has been detected, process 1900 may follow to block 1918 where the

preview mode may be stopped. After that, at block 1920, a K-frame may be captured. It

should be appreciated that processing at block 1920 may precede processing at block 1918, as

embodiments are not limited in this respect.

The captured K-frame may then at block 1922 be inserted into a graph map or other

data structure organizing image frames from which a composite image may be rendered. The

graph map may be the same graph map that organizes the P-frames used to generate the

preview image. Regardless of how the K-frames and P-frames are organized, the preview

image may nonetheless be rendered based on only P-frames, notwithstanding the availability

of K-frames. Alternatively, the K-frames may be stored in a separate graph map and may or,

in some embodiments, may not be used in rendering the preview image. In some

embodiments, composite images are rendered only with image frames of the same

resolution—meaning that a preview image may be rendered using only P-frames and a higher

resolution composite image may be rendered only with K-frames.

The preview mode may then be restarted, at block 1924, and a next P-frame may be

captured in the preview mode, at block 1904 as shown in FIG. 1900.

In the described embodiments, an image frame from a stream of image frames

captured when an object is being scanned is processed and inserted into a composite image.

The stream of image frames may comprise P-frames interspersed with K-frames. As the

composite image is being built, its quality may be determined and improved. To display the

composite image to the user in real-time, it may not be practical to process all image frames

that are captured or to process all image frames if captured at the full resolution available

from the camera. Accordingly, only a portion of the image frames captured, which in some

embodiments may correspond to lower resolution P-frames, may be used to construct a

composite image. Such representative image frames may form a preview image. A preview

image may represent a current result of capturing image frames as the composite image is

being built. A reference image may define the coordinate system and orientation of the

composite image and may serve as a basis for positioning additional image frames into a



higher resolution final composite image. The additional image frames may be higher

resolution K-frames. The K-frames may be incorporated into a graph map at block 1922.

The K-frames may be inserted into a graph map for the composite image that is separate from

the graph map used to represent the preview image. In this scenario, initial positioning in a

K-frame graph map may be determined by comparison of features in K-frames to features in

P-frames already positioned in the P-frame graph map. Alternatively, that graph map may be

the same graph map as is used at block 1908 for P-frames.

FIG. 20 illustrates a process 2000 of updating a reference image, in accordance with

some embodiments. In the illustrated embodiment, the reference image is formed from P-

frames. K-frames may also be incorporated into the reference image. Initial position

estimates of a K-frame may be based on comparison of features in the K-frame to features in

frames already incorporated into a reference image, in the same way that P-frames are

incorporated. The reference image may be processed as described above, with such coarse

alignment being adjusted by global alignment of image frames, whether P-frames and/or K-

frames.

The reference image may be stored in computer memory in any suitable way. In

some embodiments, the reference image, containing K-frames in addition to the P-frames that

form the preview image may use the same computer memory storage locations that are used

to store that data that is used in rendering the preview image and/or a higher resolution

composite image. The preview image, for example, may be rendered by processing just the

P-frames. A higher resolution composite image may be rendered by processing just the K-

frames. However, the specific storage architecture is not critical to the invention, and any

suitable storage architecture may be used.

Process 2000 may start, for example, when a smartphone operated to scan a scene

captures an image frame comprising an image of the scene. The processing depicted in FIG.

20 may be initiated by user input or in any other suitable way. At block 2002, an image

frame may be captured. Next, at decision bock 2004, it may be determined whether the

image frame is to be discarded. The image frame may be discarded when its quality is

determined to be unacceptable for the image frame to be included in a composite image. For

example, the image frame may be discarded when an amount of movement of the image

frame relative to a prior image frame is above a certain threshold value (e.g., in some

embodiments, greater than 50% relative to a size of a prior image frame), which indicates an



excessive amount of movement. As another example, the image frame may be discarded

when it adds insufficient information to warrant processing. For example, an amount of

movement of the image frame relative to a prior image frame is below a threshold value (e.g.,

in some embodiments, less than 2%), which may be taken as an indication that the

smartphone was not moved from a time when the prior image frame was captured and a time

when the succeeding image frame was captured, may be used to determine whether to discard

an image frame. An image frame may also be discarded if a sharpness of an image

represented in the image frame is below a certain value, if a shutter speed setting of a camera

is slow and excessive motion blur may thus occur, etc. Quality of an image frame may be

determined in any suitable way, including using any of the techniques described herein singly

or in any suitable combination. It should be appreciated that embodiments are not limited to

any specific characteristics of an image frame which may render it unacceptable for further

processing.

If it is determined, at decision block 2004, that the image frame is to be discarded,

process 2000 may return to block 2002 where another image frame is captured. However, if

it is determined that the image frame is not to be discarded, process 2000 may follow to block

2006 where the image frame may be pre-processed, which may be performed similar to

processing at block 402 in FIG. 4 . Next, the image frame may be incorporated into a

representation of the composite image, at block 2008, which may be performed similarly to

processing at block 404 in FIG.4. Like process 400 and other processes described herein

(e.g., processes 500 and 600), process 2000 may be performed under control of a processor of

the smartphone executing stored computer-executable instructions or using other suitable

circuitry within a smartphone, or in any other suitable way. This processing, for example,

may entail incorporating the image frame into a graph map or other suitable data structure

organizing frames to be rendered as the composite image. In this context, the composite

image may be any suitable composite image, such as the preview image, the reference image

or a higher resolution composite image.

In some embodiments, if the image frame is a higher resolution K-frame and the

composite image has lower resolution, incorporating the K-frame into the composite image

may entail down-sampling the K-frame to obtain an image frame of a lower resolution (e.g.,

the same resolution as a P-frame). Such processing may ensure that a preview image is

generated from image frames of the same resolution. However, in other embodiments, the



same result may be achieved by forgoing incorporation of higher resolution K-frames into the

composite image. In yet other embodiments, frames with mixed resolutions may be

incorporated into the composite image.

After the image frame is inserted into the composite image, at decision block 2010,

process 2000 may determine whether the image frame captured at block 2002 has

information that is not currently in the reference image. An image frame captured as the

smartphone is being used to capture images of an object may be determined to have

information that is not currently in the reference image based on any suitable criteria,

including a check of characteristics of the image frame, as described above.

If it is determined, at block 2010, that the image frame has information that is not

currently in the reference image, process 2000 may branch to block 2012 to update a

reference image based on the image frame. This update may enlarge the reference image

using the image frame. As noted above, the image frame may be stored as part of any

suitable data structure, which may be the same or separate from a data structure used to hold

the K-frames and/or P-frames used in forming a composite image. If the image frame is a K-

frame, the reference image may be updated by downsampling the K-frame to a P-frame.

Alternatively, the reference image may be updated by a prior P-frame.

Process 2000 may then follow to block 2014, as shown in FIG. 20. If it is determined,

at block 2010, that the image frame does not have information that is not currently in the

reference image, in this example, the processing performed at blocks 2006 and 2008 may

represent the processing used to incorporate the image frame into the relevant composite

image. Accordingly, processing of the image frame may be complete.

If it is determined that the image frame does not have information that is not currently

in the reference image, process 2000 may continue to block 2014, where it is determined

whether more image frames are to be captured. For example, as the smartphone is used to

scan an object, multiple images of different portions of the object may be captured until a

user provides input representing a stop command. Accordingly, process 2000 may execute

continuously as new image frames are added to the composite image. While the scan

continues, a next image frame may be acquired and process 2000 may loop back to block

2002. Each new frame may be used to expand the extent of the object represented in the

composite image. If the image acquisition is completed, process 2000 may end.



In some embodiments, after the reference image is updated, this image may be

processed, which may involve analyzing quality of content of the image and replacing a poor

quality segment of the image with a segment of a better quality, thereby improving the

overall quality of the composite image that can be generated from the reference image.

Though, such quality analysis may be performed at any suitable time, including, for some

techniques, on image frames before they are incorporated into a data structure from which a

composite image is rendered.

It should be appreciated that "replacing" one portion of a composite image with

another may be performed in any suitable way, and the specific technique used may depend

on the way in which the image frames that are used to form the composite image are stored

and processed to render the composite image. In some embodiments, replacing one portion

of the composite image for another may involve altering a data structure storing the image

frames to delete the portions being replaced. Though, in some embodiments, replacing may

occur when the image frames are processed to render the composite image. The replaced

portions may be marked in some way so that they are passed over during this processing.

Alternatively or additionally, the portions replacing other portions may be marked in some

way so that they are processed after the portions being overwritten.

Accordingly, the techniques described herein include techniques for identifying

segments of an image including artifacts arising from a relative position of a source of

illumination and a camera. Examples of such artifacts are reflections and/or shadows.

Techniques described herein may be used in identifying other segments that may be suitable

replacements. In this way, segments including reflections and/or shadows may be identified

and replaced by other image segments, depicting the same portions of the object being

imaged with a higher quality.

In some embodiments, reflections and shadows may be detected by analyzing at least

a portion of the image frames in the composite image. Reflections in an image frame may be

formed under any of a number of circumstances, such as when a surface of an object being

scanned is reflective—e.g., when the object is a glossy reflective sheet of paper, when the

object is located behind semi-transparent or translucent material (e.g., glass), and based on

any other factors. Reflections that may be detected and corrected may be characterized as,

for example, self-reflections caused by a flash of the smartphone, external reflections caused



by one or more light sources, and/or external reflections caused by ambient light (e.g.,

lighting in an environment where an object is being scanned).

In some embodiments, one or more reflections in the image frame may comprise one

or more specular highlights. A specular highlight may be defined as a bright spot on an

object caused by illumination from a light source. A position of the specular highlight may

change with a change in a view direction and as the direction of the light changes.

In some embodiments, a motion of a smartphone from a position when a prior image

frame was captured to a position with a currently captured image frame was captured may be

used to determine whether a detected specular highlight is a true reflection caused by a light

source or part of intrinsic content of the object being scanned. If a true reflection is detected,

a corrective action may be taken. The corrective action may relate to replacing one portion of

the image with another. Alternatively or additionally, the corrective action may entail

changing image capture conditions for subsequent image frames, which may entail turning on

or off a flash for the camera. Alternatively or additionally, the corrective action may entail

providing feedback to a user, which may result in the artifact not appearing in subsequent

image frames.

For example the artifact may be removed by guiding a user of the smartphone to

move the smartphone in a way that allows capturing subsequent image frames in which the

reflection is located in different positions. One or more overlapping portions of the image

frames acquired in this way may allow improving the quality of the composite image to

eliminate the refection.

FIG. 1 illustrates generally a process 2100 of improving image quality by removing

a reflection. In some embodiments, an image frame from which the reflection is removed

may be a P-frame. Though, image processing to detect and correct reflection may be

performed on K-frames in some scenarios. In some embodiments, the processing may be

performed on frames of the type that are being used to form the composite. Moreover, it is

not a requirement that the processing be performed on frames, per se. The processing may be

performed on different portions of an composite image, acquired with the camera that

acquired them in different positions.

Process 2100 may start, for example, when an image frame is captured and processed,

at block 2102. In some embodiments, process 2100 may start when a reference image is

updated—e.g., as shown in block 2012 in FIG. 20. To generate a display of a stream of



image frames captured as an object is being scanned with a smartphone in real-time, process

2100 may be performed on a P-frame, which may be a P-frame captured immediately prior to

capturing the image frame used to update the reference image.

Regardless of whether the image frame is a P-frame or a K-frame, the image frame

may be first processed as described, for example, at block 502 in FIG. 5 . Further, the image

frame may be inserted into a representation of the composite image, at block 2104, which

may be performed in the same manner as processing at block 504 in FIG. 5 .

Next, at block 2106, quality of a depiction of a scene in the representation of the

composite image may be determined. This analysis may involve analyzing the content in one

or more portions of the composite image for features representative of a reflection. This may

be performed using any suitable technique, including techniques that identify regions of

approximately the same color and/or brightness in an image. Regions that have a brightness

exceeding the brightness of adjacent regions by a threshold amount may be further processed

as a region likely representing a reflection. Analogous processing, directed at identifying a

region having color and brightness characteristics of a shadow may be identified when an

analogous process for removing shadows is performed.

Accordingly, in the example of FIG. 21, at decision block 2108, it may be determined

whether one or more specular highlights are detected in the composite image, which may be

performed using any suitable technique. For example, in some embodiments, a specular

highlight modeling approach may be utilized, as is known in the art.

If it is determined the specular highlight is detected, process 2100 may follow to

block 2 110 where it may be determined whether the detected specular highlight is an actual

reflection or an intrinsic feature of the object being scanned. For example, a current image

frame may be compared to one or more prior image frame, where each frame is associated

with motion information, to determine whether the specular highlight "moves" with

movements of the smartphone. A further indication that a specular highlight is an artifact

rather than a representation of an actual portion of an object being imaged, may be that one or

more characteristics of the specular highlight (e.g., a size and/or shape) changes from image

frame to image frame.

As shown in FIG. 21, when no specular highlight is detected, process 2100 may

branch to block 2 114 where it may be determined whether further image frames are to be



captured. Similarly, if the specular highlight is detected but it is determined to be part of an

object being scanned, process 2100 may similarly branch to block 114.

FIG. 2 1 shows that, if it is determined that the detected specular highlight is a

reflection in the composite image that should be corrected, process 2100 may continue to

block 2 112 where feedback may be generated that can help correct the reflection. The

feedback may trigger any suitable corrective action, which may entail adjusting the

composite image, changing capture conditions or instructing a user how to position or move

the portable electronic device containing the camera.

As shown in FIG. 21, when no specular highlight is detected, process 2100 may

branch to block 2 114 where it may be determined whether further image frames are to be

captured. Similarly, if the specular highlight is detected but it is determined to be part of an

object being scanned, process 2100 may similarly branch to block 2 114.

If it is determined that the detected specular highlight is an actual reflection in the

composite image that should be corrected, process 2100 may continue to block 2 112 where

feedback may be generated for correcting the reflection. In this example, generating

feedback at block 2 112 may involve computing a position parameter of the smartphone and

generating feedback to adjust positioning of the smartphone based on the computed position

parameter, as described in connection with blocks 508 and 510, respectively, in FIG. 5 . The

smartphone may be moved in an unrestricted manner in three dimensions and can be used to

capture images of an object at different distances and different angles relative to a plane of

the object. Thus, the computed position parameter may comprise at least one position

parameter that does not define a location within a plane parallel to a plane of the scene, at

least one position parameter that defines a spacing between the scene and the smartphone, at

least one position parameter that defines an angle of the smartphone with respect to a normal

to the scene, and/or other type of parameter, such as a parameter indicating where to position

the smartphone to acquire subsequent image frames.

The feedback may be provided in any suitable form and may include any suitable

information. For example, a visual indicator may be provided on a display of the smartphone

indicating to the user a direction in which to move the smartphone so that the reflection is

removed as subsequent image frames are captured. Additionally or alternatively, feedback

may be output to the user to alter an orientation of the smartphone to avoid reflections or

other image artifacts (e.g., shadows).



Next, process 2100 may continue to block 114 where it may be determined whether

there are more image frames to be captured, which may be the case when the scan of the

scene is not yet completed and the user continues to operate the smartphone to capture

images. While the scan continues, a next image frame may be acquired and process 2100

may loop back to block 2102. If the image acquisition is completed (e.g., if user input was

detected instructing the smartphone to stop the scan), process 2100 may end.

When a reflection is detected in the image frame and the user of the smartphone is

guided to change the orientation of the smartphone to acquire subsequent image frames in a

manner that can remove the reflection from the composite image, segments in one or more of

the subsequent image frames may be identified that may replace the portion of the image

frame where the reflection was detected. The feedback to the user with respect to acquisition

of a subsequent image frame that would eliminate a reflection may be, for example, a

suggestion of a next K-frame.

Though, it should be appreciated, that, in some scenarios, no feedback may be

provided and the user may visually appreciate that, as he or she moves the smartphone in

different orientations with respect to the object being scanned, the reflection is removed from

portions of the image displayed on the smartphone. Thus, the user may manipulate the

smartphone to capture image frames free of the image artifact. Automated processing may

remove the reflection from the composite image, such as by replacing image frames

containing the artifact with subsequently captured image frames that do not include it or

altering the image capture conditions for subsequent image frames.

Thus the artifact may be removed without any specific cues besides a changing

location of the reflection in response to a change in the orientation of the smartphone. To aid

the user in this regard, when an artifact is detected in a composite image, processing of the

composite image may include marking the composite image as displayed to the user to call

attention to the artifact. As a specific example, the artifact may be marked with a yellow or

red color, which might prompt the user to re-image the portion of the object so highlighted.

The additional image frames captured in this way may be captured from a different

orientation and may not include the artifact. Processing to form the composite image may

replace the image frames with the artifact with subsequently captured image frames, using

techniques as described herein.



FIGS. 22A-22D illustrate schematically an example 2200 where a smartphone 102

operated by user 104 may be moved without restriction in three dimensions to scan an object

2202 in a manner that allows for detecting and/or removing reflections. In this example,

object 2202 is placed on a support surface 2204. It should be appreciated, however, that

embodiments described herein are not limited to an object placed onto a surface, and any type

of object positioned in any suitable manner may be scanned. For example, object 2202 may

be held by the user or may be a scene.

In this example, the object is a document, such as a page from a book or a magazine, a

business card, a check for deposit in a bank, a purchase receipt, or any other type of

document. The document may be made of or covered by a material that reflects light, such as

glossy paper or any other type of material.

In this example, as shown in FIG. 22A, a surface of object 2202 may be reflective so

that a composite image 2206 of object 2202 built as the object is being scanned by

smartphone 102 may include a reflection 2208. The reflection 2208 may, based on the

relative position of the smartphone 102 and a light source illuminating object 2202, appear in

the lower left portion of the composite image, which is displayed to the user as shown in FIG.

22A.

As the user moves smartphone 102, the relative position of smartphone 102 and the

light source may change. As a result, the position of any reflection with respect to the

composite image may change. Such a change is shown in FIG. 22B, with the reflection 2208

appearing to move to the right in the composite image. Further movement may further move

the relative position of reflection 2208, to a position as shown in FIG. 22C. Such a

movement may be detected by processing image frames after they have been positioned in

the frame of reference of a composite image, allowing comparison of the location of a

reflection in a common frame of reference from frame to frame.

The fact that the reflection appears to "move" may also be used to improve the quality

of the composite image by removing the reflection. The image frames acquired with

smartphone 102 in positions as illustrated in FIGS. 22A-22C, may each contain reflection

2208. However, those image frames may each contain a portion of the object that is obscured

by reflection 2208 in the other image frames. As a result, smartphone 102 may capture

enough image frames that a composite image may be constructed without using portions of

image frames containing the detected reflection.



Moreover, the fact that the reflection depends on relative position of the smartphone

and the light source means that movement of the smartphone may remove the reflection. A

user may be directed to move the smartphone to allow capture of image frames without the

reflection. When this reflection is detected, for example, using the processing at block 2 110

in FIG. 21, user 104 may be guided to orient smartphone 102 so that reflection 2208 is

"moved away" from image 2206. This may occur gradually, as user 104 moves smartphone

in a particular manner, such as by tilting or rotating the smartphone, and portions of

subsequent overlapping image frames may be used to replace segments having the reflection

with segments that do not include the reflection.

It should be appreciated that although FIGS. 2 1 and 22A-22D show how a quality of a

composite image may be improved by removing reflections, similar processing may be

performed to remove shadows. Thus, if a segment of an image frame is determined to

include a shadow, this segment may be replaced with a segment of a better quality that does

not include the shadow.

In some embodiments, to display a composite image in real-time, a quality of a

composite image is determined by processing selected image frames, such as one or more

image frames in a reference image. In embodiments in which only a single type of image

frame is captured, the composite image may be the same as the preview image. However, in

embodiments in which image frames of one type are used to form the preview image and

image frames of additional types are used to form a higher resolution composite image, the

composite image may be different than the preview image. Moreover, it is not a requirement

that the composite image actually be rendered and/or displayed. As used herein, a "reference

image" may include a data structure holding image frames that could be rendered into an

image format, which may be further processed and/or displayed. The reference image may

represent a current result of progress of the scan of an object. To display the image

information captured in the reference image, that information may be processed into a

composite image—i.e., a representation of the reference image that is to be rendered and

presented to a user on the smartphone display. The composite image may be rendered with

any suitable resolution. In some embodiments or in some scenarios, only a portion of the

captured image information in the reference image may be used in rendering a composite

image. In such a scenario, the composite image may be referred to as a preview image. A

lower resolution preview image may be displayed during a scan process, to enable fast



feedback to a user. A higher resolution, final composite image may be rendered upon

completion of image acquisition.

In any event, the quality of the composite image formed at the end of a scan may be

improved by improving quality of the reference image. Accordingly, once a current

reference image is updated, the updated reference image and/or the composite image may be

processed. The processing may comprise analyzing content of the image to identify areas of

different quality and performing further processing of the content, such as, for example,

optical character recognition (OCR). In some embodiments, the analysis may be performed

on the reference image. However, it should be appreciated that the analysis could be

performed on any suitable image information, including on a preview image or a composite

image already rendered.

OCR techniques may be applied to segments of the composite image to assess the

quality of those segments. If the quality of one or more segments is determined to be below a

certain threshold, those segments may be replaced with one or more segments of a better

quality. OCR processing may generate a quality metric on segments of an image.

The OCR processing and verification may be performed on segments of the image of

any suitable resolution that are deemed to contain text. In some embodiments, this

processing may be performed on image frames of a high resolution, such as K-frames as

described herein. Though, OCR and/or other types of processing may be done on P-frames

that depict the same content. Because a P-frame may have a lower resolution that a K-frame,

results of P-frames processing may be displayed to a user faster, thus improving overall user

experience.

The composite image may be segmented by processing performed in response to any

suitable trigger. In some embodiments, the segmenting is triggered when the composite

image is updated. Segmentation may identify areas of the composite image that likely

contain text. OCR processing, using techniques as are known in the art or any other suitable

technique, may be performed on each segment.

Some OCR processes, in addition to associating a particular text character with an

item in an image, may output an indication of closeness, or confidence, of a match between

the item and a text character in an alphabet recognized by the OCR process. Such a closeness

may be determined using a correlation operation or any other suitable processing.



The closeness indicators may serve as a quality metric for a segment. Using

averaging or other suitable process, the closeness indicators for all of the characters identified

in a segment may be combined into a quality metric for the segment. As a result, when OCR

processing is able to identify characters in a segment with a high average closeness, the

segment may be assigned a high ("good") value of the quality metric. In contrast, segments

with low closeness may be assigned a low ("bad") value of the quality metric.

Specifically, the image may be divided into areas. These areas may have any suitable

shape, but, reflecting the convention that text is presented in parallel lines, these areas may be

boxes. The segmentation processing may rely on conventional layout characteristics of

documents to identify segments. As one example, segmentation may identify image areas of

comprising one or more content portions and image areas comprising a peripheral portion.

The content portions may be recognized based on one or more lines of characters, whereas

the peripheral portions may be identified as areas of background color that do not include

content, for example.

It should be appreciated that embodiments are not limited to any specific ways of

segmenting the composite image. Because segmentation may be performed successfully on

low resolution images, the segmentation of the composite image may be performed, for

example, on P-frames or a composite image being formed with the P-frames.

FIG. 23 illustrates a process 2300 of segmenting a composite image when it is

determined that it has been updated. Process 2300 may start when an image frame is

captured and pre-processed at block 2302, which may be performed, for example, similarly to

processing at block 502 in FIG. 5 . As the next step, the image frame may be incorporated

into a representation of a composite image, which may be performed as described herein—

e.g., similarly to processing at block 504 in FIG. 5 .

Next, it may be determined at decision block 2306 whether a reference image has

been updated. If this is the case, process 2300 may follow to block 2308 where content of the

composite image may be segmented. The segmentation may include identifying areas of

similar content, which may be shaped as "boxes," which may be processed separately, to

improve quality of the composite image.

In some embodiments, results of segmenting the image may be presented on the

display of the composite image in a form of feedback, at block 23 10. For example, frames or

other visual features, which may have different colors, may overlay the image on the display



to emphasize detected segments. Additionally or alternatively, visual features that indicate

quality of the segments may be displayed. As a specific example, lines may be overlaid on a

rendered composite image that is being displayed to indicate the boundaries of the segments.

These lines may have colors, such as green, yellow and red, to indicate the quality metric

assigned to the corresponding segment. Though, other indicators may be used. For example,

areas of low quality may be shown "greyed out" or in some other suitable way to alert the

user to the area of low quality.

If it is determined at decision block 2306 that the reference image has not been

updated, which may occur for example if the captured image frame is redundant of prior

image frames or of too low a quality, respective feedback may be generated at block 2310.

This feedback may be based on a previously prepared segmentation or may be updated to

correct a reason that the image frame was not used. For example, if the image frame was not

used because the camera was not moved, the displayed feedback may prompt the user to

move the smartphone. Regardless of the feedback, process 2300 may then follow to block

23 12, where it may determine whether there are more image frames to capture. For example,

if the scan of the object is still in progress, process 2300 may loop back to block 2302 where

another image frame may be captured and processed. If it is determined at decision block

23 12 that no further image frames are to be captured (e.g., when an indication to stop the scan

is received or the scan is stopped in other way(s)), process 2300 may stop.

FIG. 24 illustrates in more detail a process 2400 of segmenting content of an image

representing the composite image, in accordance with some embodiments. The image may

represent an entire composite image or a portion of the composite image. This processing

may be performed on the composite image, of any suitable resolution, and/or a reference

image. FIGS. 26A-26D show an example of segmentation of such an image 2602 (FIG.

26A) which is, in this example, an image of a document including text and/or other

characters. The segmentation may be followed by further analysis of the image content, such

as by optical character recognition and any other processing.

Process 2400 may first identify areas of low quality, at block 2402. This may include

identifying areas including shadows, reflections or any other artifacts that contribute to the

decrease in the image quality. Additionally or alternatively, areas that include no content

(e.g., areas that include only background color) may be identified as low quality area. Exact

boundaries of the identified low quality areas may be delineated. This delineation may be



achieved by storing data in computer memory that identifies other data representing a

particular segment of the image. Alternatively or additionally, the delineations may be

presented on the display along with the image.

After the areas of low quality are identified in the composite image, next, at block

2404, a layout of the content in the remaining areas may be identified. The remaining areas

may be analyzed to identify segments containing text. Such processing may be performed by

identifying lines of characters, aligned with an edge of a document, or in any other suitable

way. In the example illustrated, these areas may be represented by boxes. FIG. 26B

illustrates layout boxes 2604, 2606 and 2608 that are identified within image 2602 and that

bound respective areas of content of the image. In this example, box 2604 includes a title of

the document, and boxes 2606 and 2608 each include a respective paragraph in the text of the

document.

It should be appreciated that the layout boxes are shown by way of illustration only

and that, in embodiments where content of the composite image is complex, areas of shapes

other than boxes may be identified and processed.

Next, at block 2406, the identified box may be associated with frames forming the

composite image. The segments found in 2404 may be added to the box map of the previous

iteration of the process 2400. For example, as a result of process 1900, the reference image

may be updated and the effectively captured area may increase. Thus, new areas (the

"remaining areas" in 2402) are found. The box map of the previous iteration may be

optimized by either enlarging existing boxes or adding new boxes.

A further act of process 2400 may include determining a position of a next high

resolution image frame to be captured. The position of such image frame may be identified

so that the frame overlaps a current image frame and covers a portion of a segment to be

further analyzed. In this example, determining a position of a next image frame may

comprise adjusting the conditions under which a next K-frame is captured.

As shown in FIG. 24, next, feedback may be generated at block 2410. The feedback

may indicate to a user a manner in which to move the smartphone to result in a capture of a

K-frame in the determined position. Such feedback may be presented by displaying the

composite image to present the layout boxes that were detected and adjusted at blocks 2404

and 2406, respectively. An example of such feedback is shown in FIG. 26B, illustrating

layout boxes 2604, 2606 and 2608. The layout boxes may be colored, shaded, or presented



with any suitable visually distinctive features to identify segments for which further image

frames are desired. Alternatively or additionally, the feedback may be presented using visual

or audible signals to the user to indicate a direction in which to move the smartphone to

acquire a desired K-frame.

The bounding boxes may be positioned so that different portions of the entire textual

content of the image are included in respective boxes. Each of the bounding boxes 2604,

2606 and 2608 may have a different color. In some scenarios, a color may be used to

designate a characteristic of the bounding box, such as its size, type of content, etc. It should

be appreciated that three bounding boxes 2604, 2606 and 2608 are shown by way of example

only, and any suitable number of boxes or bounding areas of other shapes may be identified.

Next, at block 2412, process 2400 may wait for a next update of the reference image.

When such next update occurs, process 2400 may return to block 2402, as schematically

shown in FIG. 24. Alternatively, process 2400 may then end.

In some embodiments, determining quality of a segment in a composite image

comprises determining a relative image quality based on quality of optical character

recognition. For example, when the object being imaged is a document with characters, the

likelihoods or other closeness metrics associated with identifying characters may indicate

image quality.

Accordingly, after the image representing an object being scanned has been

segmented, content of at least a portion of the image may be analyzed by applying optical

character recognition techniques to content of the image. FIG. 25 illustrates process 2500 of

applying optical character recognition (OCR) techniques to content of the composite image

and assessing quality of the OCR. The OCR quality assessment may be performed in real

time, as each new box is identified and updated in the segmented image.

OCR may be performed using any suitable module comprising computer-executable

instructions that, when executed, performs an OCR technique. In some embodiments, an

OCR engine may recognize characters in multiple languages and may comprise dictionaries

for one or more languages. The OCR engine may be stored in memory of the smartphone

(e.g., as part of applications 222 in memory 220) and may thus be used without requiring the

smartphone to be connected to the Internet. The OCR engine may be received from a third

party or may be implemented in any suitable way.



OCR processing may require a certain amount of time, which may take up to a few

seconds. Thus, to provide results of the OCR processing without a delay, the processing may

utilize both low resolution frames (e.g., P-frames) and high resolution frames (K-frames). In

particular, the OCR processing may be performed so that a result of segmentation of one or

more P-frames may be used in association with performing OCR on a K-frame representing

at least a portion of an identified segment, as described in more detail below.

Process 2500 may start when a box is selected within the composite image. The box

may be selected, for example, from boxes identified at block 2406 in FIG. 24. The box may

be selected at block 2502 in any suitable manner. For example, when an object being

scanned is a document with characters, a box in the upper left corner of the document may be

selected first. Continuing with the example in FIGS. 26A-26D, box 2604 may be selected at

block 2502. Though, it should be appreciated that the box may be selected in other manner.

Furthermore, it should be appreciated that processing to achieve image segmentation as

shown in FIG. 24 and OCR processing on previously identified segments may be performed

simultaneously (e.g., processes 2400 and 2500 may run in respective different threads).

Next, at block 2504, an area within the box may be selected in a high resolution

frame. For example, when the scanned object is a document depicting text, the area may

comprise a rectangle encompassing a line or a group of words. Only an area having content

that has not yet been recognized may be selected. Because OCR of a good quality may

require a high resolution image, the OCR may be performed on a K-frame. Thus, after the

area within the box identified within a P-frame is selected, a respective K-frame may be

identified such that the K-frame includes the same content as content bounded by the box

identified within the P-frame. Thus, at block 2504, the area is selected from a frame having a

high resolution, which is, in this example, a K-frame.

The OCR is then performed on the selected area, at block 2506, which may be

performed using any technique as known in the art. Quality of the OCR processing may be

verified in any suitable manner and the selected area may be associated with an indicator of

the OCR quality, such as a score (e.g., a confidence score) that indicates a likelihood of a

correct recognition of characters. Feedback may be generated based on results of the OCR

quality verification, at block 2508. For example, different values or average values of the

scores may be assigned to different quality levels. These quality levels, for example, may

represent an acceptable, unacceptable and marginal quality. As shown in FIG. 26D, text



within one or more areas of box 2604 may be highlighted to indicate that the text has been

recognized. Different portions of the text may be highlighted with different colors or may

otherwise be emphasized to indicate areas that have been recognized and respective quality of

recognition. For example, one color (e.g., green) may be used to indicate confidence scores

meeting the acceptable threshold, whereas another color (e.g., yellow) may be used to

indicate confidence scores associate with the marginal level of quality. Any other visual

indicators or cues of quality of OCR application may be utilized, as embodiments are not

limited in this respect.

In some embodiments, feedback indicating whether one or more areas of the

composite image may need to be rescanned may be generated. This may be required and/or

recommended to improve the quality of the OCR of content of the composite image. Such an

indication may be based on the quality metrics for the segments, such that segments with

quality metrics below some threshold are indicated for rescanning.

It may then be determined, at decision block 25 10, whether the composite image

includes more boxes to analyze. If it is determined that more boxes are to be processed,

process 2500 may loop back to block 2502 where that box may be processed. The next box

may be selected in any suitable way and the results of the OCR processing may be presented

to the user in a manner so that the user perceives a simultaneous analysis of the quality of the

application of OCR to the entire document or a portion of the document represented in the

composite image.

Finally, if it is determined that there are no more boxes to be processed (e.g., when the

scanning of the object is completed), process 2500 may end.

The above-described embodiments of the present invention can be implemented in

any of numerous ways. For example, the embodiments may be implemented using hardware,

software or a combination thereof. When implemented in software, the software code can be

executed on any suitable processor or collection of processors, whether provided in a single

computer or distributed among multiple computers.

Further, it should be appreciated that a computer may be embodied in any of a number

of forms, such as a rack-mounted computer, a desktop computer, a laptop computer, or a

tablet computer. Additionally, a computer may be embedded in a device not generally

regarded as a computer but with suitable processing capabilities, including a Personal Digital

Assistant (PDA), a smart phone or any other suitable portable or fixed electronic device.



Also, a computer may have one or more input and output devices. These devices can

be used, among other things, to present a user interface. Examples of output devices that can

be used to provide a user interface include printers or display screens for visual presentation

of output and speakers or other sound generating devices for audible presentation of output.

Examples of input devices that can be used for a user interface include keyboards, and

pointing devices, such as mice, touch pads, and digitizing tablets. As another example, a

computer may receive input information through speech recognition or in other audible

format.

Such computers may be interconnected by one or more networks in any suitable form,

including as a local area network or a wide area network, such as an enterprise network or the

Internet. Such networks may be based on any suitable technology and may operate according

to any suitable protocol and may include wireless networks, wired networks or fiber optic

networks.

Also, the various methods or processes outlined herein may be coded as software that

is executable on one or more processors that employ any one of a variety of operating

systems or platforms. Additionally, such software may be written using any of a number of

suitable programming languages and/or programming or scripting tools, and also may be

compiled as executable machine language code or intermediate code that is executed on a

framework or virtual machine.

In this respect, the invention may be embodied as a non-transitory computer readable

medium (or multiple computer readable media) (e.g., a computer memory, one or more

floppy discs, compact discs (CD), optical discs, digital video disks (DVD), magnetic tapes,

flash memories, circuit configurations in Field Programmable Gate Arrays or other

semiconductor devices, or other non-transitory, tangible computer storage medium) encoded

with one or more programs that, when executed on one or more computers or other

processors, perform methods that implement the various embodiments of the invention

discussed above. The computer readable medium or media can be transportable, such that the

program or programs stored thereon can be loaded onto one or more different computers or

other processors to implement various aspects of the present invention as discussed above.

The terms "program" or "software" are used herein in a generic sense to refer to any

type of computer code or set of computer-executable instructions that can be employed to

program a computer or other processor to implement various aspects of the present invention



as discussed above. Additionally, it should be appreciated that according to one aspect of this

embodiment, one or more computer programs that when executed perform methods of the

present invention need not reside on a single computer or processor, but may be distributed in

a modular fashion amongst a number of different computers or processors to implement

various aspects of the present invention.

Computer-executable instructions may be in many forms, such as program modules,

executed by one or more computers or other devices. Generally, program modules include

routines, programs, objects, components, data structures, etc. that performs particular tasks or

implement particular abstract data types. Typically the functionality of the program modules

may be combined or distributed as desired in various embodiments.

Also, data structures may be stored in computer-readable media in any suitable form.

For simplicity of illustration, data structures may be shown to have fields that are related

through location in the data structure. Such relationships may likewise be achieved by

assigning storage for the fields with locations in a computer-readable medium that conveys

relationship between the fields. However, any suitable mechanism may be used to establish a

relationship between information in fields of a data structure, including through the use of

pointers, tags or other mechanisms that establish relationship between data elements.

Various aspects of the present invention may be used alone, in combination, or in a

variety of arrangements not specifically discussed in the embodiments described in the

foregoing and is therefore not limited in its application to the details and arrangement of

components set forth in the foregoing description or illustrated in the drawings. For example,

aspects described in one embodiment may be combined in any manner with aspects described

in other embodiments.

Also, the invention may be embodied as a method, of which an example has been

provided. The acts performed as part of the method may be ordered in any suitable way.

Accordingly, embodiments may be constructed in which acts are performed in an order

different than illustrated, which may include performing some acts simultaneously, even

though shown as sequential acts in illustrative embodiments.

Use of ordinal terms such as "first," "second," "third," etc., in the claims to modify a

claim element does not by itself connote any priority, precedence, or order of one claim

element over another or the temporal order in which acts of a method are performed, but are

used merely as labels to distinguish one claim element having a certain name from another



element having a same name (but for use of the ordinal term) to distinguish the claim

elements.

Also, the phraseology and terminology used herein is for the purpose of description

and should not be regarded as limiting. The use of "including," "comprising," or "having,"

"containing," "involving," and variations thereof herein, is meant to encompass the items

listed thereafter and equivalents thereof as well as additional items.

What is claimed is:



CLAIMS

1. A method of forming a composite image from a plurality of image

frames of a scene acquired using a portable electronic device associated with a user

interface, the method comprising:

sequentially processing image frames of the plurality of image frames by, for a

processed image frame, incorporating the processed image frame to a representation

of the composite image;

analyzing content of the representation of the composite image while image

frames of the plurality of image frames are being processed;

based on the analysis, determining at least one corrective action to improve the

quality of the composite image; and

generating feedback to adjust incorporation of successive image frames of the

plurality of image frames in accordance with the corrective action.

2 . The method of claim 1, wherein the corrective action comprises

reducing an impact of at least one image frame on the representation of the composite

image.

3 . The method of claim 1, wherein the corrective action comprises

generating user feedback on a position parameter of the portable electronic device

while capturing successive image frames.

4 . The method of claim 1, wherein the corrective action comprises

adjusting an operating parameter of a camera of the portable electronic device while

capturing successive image frames.

5 . A method of forming a composite image from a plurality of image

frames of a scene acquired using a portable electronic device associated with a user

interface, the method comprising:

sequentially processing image frames of the plurality of image frames by, for a

processed image frame, incorporating the processed image frame to a representation

of the composite image;



determining a quality of depiction of the scene in a portion of the

representation of the composite image;

based on the determined quality, computing a position parameter of the

portable electronic device while capturing successive image frames of the plurality of

image frames; and

generating on the user interface feedback to adjust positioning of the portable

electronic device.

6 . The method of claim 5, wherein:

selectively providing feedback comprises providing the feedback while the

image frames of the scene are being acquired.

7 . The method of claim 5, wherein:

determining the quality of depiction of the scene comprises analyzing content

in at least the portion of the composite image for features representative of a

reflection.

8. The method of claim 5, wherein:

determining the quality of depiction of the scene comprises analyzing a result

of applying optical character recognition to at least the portion of the composite

image.

9 . The method of claim 5, wherein:

determining the quality of depiction of the scene comprises analyzing at least

the portion of the composite image for features representative of a shadow.

10. The method of claim 5, wherein:

determining the quality of depiction of the scene comprises analyzing at least

the portion of the composite image for features representative of a reflection.

11. The method of claim 5, wherein:



determining the quality of depiction of the scene comprises analyzing at least

one image feature in a first image frame and a second image frame in conjunction

with data on motion of the portable electronic device between capturing the first

image frame and the second image frame, wherein the first image frame and the

second image frame represent overlapping portions of the scene.

12. The method of claim 11, wherein:

the at least one image feature comprises a specular highlight.

13. The method of claim 5, wherein:

sequentially processing image frames of the plurality of image frames

comprises, prior to incorporating an image frame in the representation of the

composite image frame, correcting at least one characteristic of the image frame.

14. The method of claim 13, wherein:

correcting the at least one characteristic of the image frame comprises in real

time correcting for distortion and warping of the image represented in the image

frame.

15. The method of claim 13, wherein:

correcting the at least one characteristic of the image frame comprises

correcting for white balance of the image frame.

16. The method of claim 13, wherein:

the method further comprises, based on a determined quality of depiction of

the scene in the portion of the representation, adjusting a setting of a camera of the

portable electronic device capturing the plurality of image frames; and

sequentially processing image frames of the plurality of image frames

comprises, for image frames captured after the adjusting, prior to incorporating an

image frame in the representation of the composite image frame, adjusting the image

frame based on the adjusted camera setting.



17. The method of claim 5, wherein:

the computed position parameter comprises at least one position parameter

that does not define a location within a plane parallel to a plane of the scene.

18. The method of claim 5, wherein:

the computed position parameter comprises at least one position parameter

that defines a spacing between the scene and the portable electronic device.

19. The method of claim 5, wherein:

the computed position parameter comprises at least one position parameter

that defines an angle of the portable electronic device with respect to a normal to the

scene.

20. The method of claim 5, wherein:

the feedback comprises an indication to position the portable electronic device

to re-scan the portion of the scene.

21. A method of forming a composite image from a plurality of image

frames of a scene acquired using a portable electronic device associated with a user

interface, the method comprising:

sequentially processing image frames of the plurality of image frames by, for a

processed image frame, incorporating the processed image frame to a representation

of the composite image;

determining a quality of depiction of the scene in a portion of the

representation of the composite image; and

based on the determined quality, selectively determining an operating

parameter of a camera of the portable electronic device capturing the plurality of

image frames and controlling the camera to operate with the determined operating

parameter.

22. The method of claim 21, wherein



sequentially processing image frames of the plurality of image frames

comprises, for image frames captured after controlling the camera to operate with the

determined operating parameter, prior to incorporating an image frame in the

representation of the composite image frame, adjusting the image frame based on the

determined operating parameter of the camera.

23 . The method of claim 21, wherein:

the determined quality is expressed as a value of a metric;

selectively determining an operating parameter comprises activating a flash on

the camera when the value of the metric is below a threshold.

24. The method of claim 21, wherein:

the determined quality is expressed as a value of a metric;

selectively determining an operating parameter comprises adjusting the

amount of data captured in an image frame when the value of the metric is below a

threshold.

25. A method of processing an image of an object acquired with a

hand-held electronic device, the method comprising, with at least one processor:

identifying a region in the image having characteristics representative of an

item holding the object; and

correcting the image by:

generating a patch for the region; and

providing a corrected image with the region replaced with the patch.

26. The method of claim 25, wherein:

identifying the region comprises detecting sub-regions characteristic of the

item and a shadow cast by the item.

27. The method of claim 25, wherein:

the item is a human digit; and



identifying the region comprises comparing color characteristics of sections of

the image to colors representative of a human digit.

28. The method of claim 27, further comprising:

acquiring a training image of a digit of a user of the hand-held electronic

device; and

storing, as part of the colors representative of a human digit, color information

derived from the training image.

29. The method of claim 25, wherein correcting the image comprises

selectively correcting the image by:

determining a layout of the object to identify at least a content portion and a

peripheral portion;

determining whether to correct the image based at least in part on whether the

region is in the peripheral portion.

30. The method of claim 29, wherein the object is a document, and

determining the layout of the object further comprises identifying a page shape of the

document.

31. The method of claim 30, wherein determining the layout further

comprises identifying text characters in the document.

32. The method of claim 25, wherein:

generating a patch comprises:

determining a background color associated with the object; and

defining a patch based on the determined background color.

33. The method of claim 25, wherein:

the method further comprises acquiring the image by combining a sequence of

image frames into a composite image; and



generating the patch comprises selecting an image frame from the sequence,

the selected image frame representing at least a portion of region without the item.

34. The method of claim 25, wherein:

generating the patch further comprises outputting directions to a user of the

hand-held electronic device to acquire the image frame representing at least a portion

of region without the item.

35. The method of claim 25, wherein correcting the image comprises

selectively correcting the image by:

determining a layout of the object to identify at least a first portion containing

content and a second portion, outside of the first portion; and

generating the patch comprises determining a color for the patch based on

color characteristics of the second portion.

36. A method of operating a portable electronic device, comprising a

camera, to form an image of an object from a plurality of image frames captured with

the camera, the method comprising:

with a processor, processing at least a first image frame of the plurality of

image frames, to identify a feature in the image frame representing an artifact

associated with a relative position of the camera and a source of light; and

when the artifact is detected in the first image frame, taking a corrective

action, the corrective action comprising forming the image of the object with at least a

portion of a second image frame, the portion of the second image frame representing a

portion of the object depicted in a portion of the first image frame containing the

artifact.

37. The method of claim 36, wherein the artifact is a reflection.

38. The method of claim 37, wherein identifying the feature comprises

detecting a specular highlight.



39. The method of claim 36, wherein the artifact is a shadow.

40. The method of claim 36, wherein the corrective action comprises

presenting on a user interface directions to a user to position the portable electronic

device to reduce the artifact.

4 1. The method of claim 36, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and

the corrective action comprises replacing the first image frame with the second

image frame in the representation of the composite image.

42. The method of claim 36, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and

the corrective action comprises adjusting a camera acquisition condition for a

subsequent image frame incorporated in the composite image.

43. The method of claim 42, wherein adjusting the camera capture

condition comprises adjusting a camera flash setting.

44. The method of claim 36, wherein:

processing at least the first image frame comprises processing image frames of

the plurality of image frames in a sequence representing a scan of the object by:

correlating the image frames in the sequence to detect a portion of the image

frames representing the same item in the image frames in the sequence; and

identifying the item as the artifact based on changes of shape and/or position

of the item with respect to a common frame of reference from frame to frame of the

image frames in the sequence.



45. A portable electronic device, comprising:

a camera; and

a processor configured to:

form an image of an object from a plurality of image frames captured

with the camera;

process at least a first image frame of a plurality of image frames, to

identify a feature in the image frame representing an artifact associated with a

relative position of the camera and a source of light; and

when the artifact is detected in the first image frame, take a corrective

action, the corrective action comprising forming the image of the object with

at least a portion of a second image frame, the portion of the second image

frame representing a portion of the object depicted in a portion of the first

image frame containing the artifact.

46. The portable electronic device of claim 45, wherein the artifact is a

reflection.

47. The portable electronic device of claim 46, wherein identifying the

feature comprises detecting a specular highlight.

48. The portable electronic device of claim 45, wherein the artifact is a

shadow.

49. The portable electronic device of claim 45, wherein the corrective

action comprises presenting on a user interface directions to a user to position the

portable electronic device to reduce the image artifact.

50. The portable electronic device of claim 45, wherein:

the processor is further configured to sequentially process image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and



the corrective action comprises replacing the first image frame with the second

image frame in the representation of the composite image.

51. The portable electronic device of claim 45, wherein:

the processor is further configured to sequentially process image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and

the corrective action comprises adjusting a camera acquisition condition for a

subsequent image frame incorporated in the composite image.

52. The portable electronic device of claim 51, wherein adjusting the

camera capture condition comprises adjusting a camera flash setting.

53. The portable electronic device of claim 45, wherein:

processing at least the first image frame comprises processing image frames of

the plurality of image frames in a sequence representing a scan of the object by:

correlating the image frames in the sequence to detect a portion of the image

frames representing the same item in the image frames in the sequence; and

identifying the item as the artifact based on changes of shape and/or position

of the item with respect to a common frame of reference from frame to frame of the

image frames in the sequence.

54. At least one non-transitory, tangible computer readable storage

medium having computer-executable instructions, that when executed by a processor,

perform a method of forming an image of an object from a plurality of image frames

captured with a camera of a portable electronic device, the method comprising:

processing at least a first image frame of the plurality of image frames, to

identify a feature in the image frame representing an artifact associated with a relative

position of the camera and a source of light; and

when the artifact is detected in the first image frame, taking a corrective

action, the corrective action comprising forming the image of the object with at least a

portion of a second image frame, the portion of the second image frame representing a



portion of the object depicted in a portion of the first image frame containing the

artifact.

55. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein the artifact is a reflection.

56. The at least one non-transitory, tangible computer readable storage

medium of claim 55, wherein identifying the feature comprises detecting a specular

highlight.

57. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein the artifact is a shadow.

58. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein the corrective action comprises presenting on a user

interface directions to a user to position the portable electronic device to reduce the

image artifact.

59. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and

the corrective action comprises replacing the first image frame with the second

image frame in the representation of the composite image.

60. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of a composite image; and



the corrective action comprises adjusting a camera acquisition condition for a

subsequent image frame incorporated in the composite image.

6 1. The at least one non-transitory, tangible computer readable storage

medium of claim 60, wherein adjusting the camera capture condition comprises

adjusting a camera flash setting.

62. The at least one non-transitory, tangible computer readable storage

medium of claim 54, wherein:

processing at least the first image frame comprises processing image frames of

the plurality of image frames in a sequence representing a scan of the object by:

correlating the image frames in the sequence to detect a portion of the

image frames representing the same item in the image frames in the sequence;

and

identifying the item as the artifact based on changes of shape and/or

position of the item with respect to a common frame of reference from frame

to frame of the image frames in the sequence.

63. A method of operating a portable electronic device, comprising a

camera, to form an image of an object from a plurality of image frames captured with

the camera, the method comprising:

with the processor, processing at least a first image frame of the plurality of

image frames, to identify a portion of the image frame comprising text and to perform

an optical character recognition process on the portion and to generate a quality

metric based on the optical character recognition process; and

based on a quality metric, taking a corrective action to impact the quality of

composite image formed from the plurality of image frames.

64. The method of claim 63, wherein the corrective action comprises

presenting on a user interface directions to a user to adjust a position of the portable

electronic device relative to an object being scanned with the camera.



65. The method of claim 63, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of the composite image; and

the corrective action comprises replacing the first image frame with the second

image frame in the representation of the composite image.

66. The method of claim 63, wherein:

the method further comprises sequentially processing image frames of the

plurality of image frames by, for a processed image frame, incorporating the

processed image frame in a representation of the composite image; and

the corrective action comprises adjusting a camera acquisition condition for a

subsequent image frame incorporated in the composite image.

67. The method of claim 66, wherein adjusting the camera capture

condition comprises adjusting a camera zoom setting.

68. The method of claim 66, wherein adjusting the camera capture

condition comprises adjusting a resolution of image frames captured subsequent to the

first image frame.

69. The method of claim 63, wherein:

the image frames comprise successive image frames of a document; and

processing at least the first image frame to identify the portion comprises

identifying a plurality of segments in the document.
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