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IMAGINATION - BASED AGENT NEURAL 
NETWORKS 

CROSS - REFERENCE TO RELATED 
APPLICATIONS 

[ 0001 ] This application is a continuation of and claims 
priority U.S. application Ser . No. 16 / 689,017 , filed on Nov. 
19 , 2019 , which is a continuation and claims priority to PCT 
Application No. PCT / EP2018 / 063291 , filed on May 22 , 
2018 , which claims priority to U.S. Provisional Application 
No. 62 / 509,040 , filed on May 19 , 2017. The disclosures of 
the prior applications are considered part of and are incor 
porated by reference in the disclosure of this application . 

BACKGROUND 

[ 0002 ] This specification relates to reinforcement learn 
ing . 
[ 0003 ] In a reinforcement learning system , an agent inter 
acts with an environment by performing actions that are 
selected by the reinforcement learning system in response to 
receiving observations that characterize the current state of 
the environment . 
[ 0004 ] Some reinforcement learning systems select the 
action to be performed by the agent in response to receiving 
a given observation in accordance with an output of a neural 
network . 
[ 0005 ] Neural networks are machine learning models that 
employ one or more layers of nonlinear units to predict an 
output for a received input . Some neural networks are deep 
neural networks that include one or more hidden layers in 
addition to an output layer . The output of each hidden layer 
is used as input to the next layer in the network , i.e. , the next 
hidden layer or the output layer . Each layer of the network 
generates an output from a received input in accordance with 
current values of a respective set of parameters . 

environment to accomplish a specific task . As another 
example , the agent may be an autonomous or semi - autono 
mous vehicle navigating through the environment . In these 
implementations , the actions may be control inputs to con 
trol the robot or the autonomous vehicle . 
[ 0009 ] In one aspect , this disclosure proposes a neural 
network system for task learning used to select actions to be 
performed by an agent interacting with an environment to 
perform a task in an attempt to achieve a specified result . 
The system may include a controller neural network module 
to receive state data , for example a state vector , and context 
data , and to output action data . The state data may charac 
terize a real or imagined state of the environment . The 
context data defines a context for planning actions and / or 
proposed actions . The action data defines a real or imagined 
action to be performed on the environment or on an imag 
ined version of the environment . 
[ 0010 ] The system may also include a model neural net 
work module ( also called here “ an imagination ” ) to receive 
the state and action data and to output consequent state data . 
The consequent state data defines a state consequent upon an 
action defined by the action data . The model neural network 
module may also output reward data defining a modelled 
reward . 
[ 0011 ] The system may also include a manager network 
module to receive the state data and the context data and to 
output route data . The route data may define whether the 
system is to execute an action or to imagine . “ Imagine ” 
means generating consequent state data for one or more 
consequent states ( that is , states of the environment which 
are predictions of a result from the agent taking specific 
actions proposed by the controller ) and optionally other 
parameters such as reward data describing rewards associ 
ated with the consequent states . 
[ 0012 ] The system may also include a memory to store the 
context data . In implementations the context data may be 
derived from at least the state data or the consequent state 
data , action data for a real and / or imagined action , and from 
the reward data . For example the context data may be an 
embedding of these data . The context data may also be 
derived from previous context data . The context data may 
further be derived from auxiliary data such as a number of 
actions taken , a number of imagination rollouts performed , 
and the like . The memory may comprise a sequential state 
generation neural network such as a LSTM ( Long Short 
Term Memory ) neural network . 
[ 0013 ] When the route data defines that the system is to 
imagine , state data for an imagined state ( denoted later in 
this document as Si , ko where j is a step index which indicates 
the most recent time for which the neural network system 
has received state data , Sj , and k indicates a number of 
iterations ( imagination steps ) which the neural network 
system has used to produce Six using s ; ) may be provided to 
the controller neural network module to generate imagined 
action data . The imagined action data and the state data may 
be provided to the model neural network module . The model 
neural network module may then generate imagined conse 
quent state data . Context data may be derived using the 
consequent state data , for example for storage in the 
memory . 
[ 0014 ] The state data may comprise state data for a current 
action step , for example an action having a step index j . Thus 
in one example the state data may be data for state j ( initially 
the imagined state may be reset to state j ) . One - step imagi 

SUMMARY 

[ 0006 ] This specification generally describes a reinforce 
ment learning system that selects actions to be performed by 
a reinforcement learning agent interacting with an environ 
ment . In order for the agent to interact with the environment , 
the system receives data characterizing the current state of 
the environment and selects an action to be performed by the 
agent in response to the received data . Data characterizing a 
state of the environment will be referred to in this specifi 
cation as an observation . 
[ 0007 ] In some implementations , the environment is a 
simulated environment and the agent is implemented as one 
or more computer programs interacting with the simulated 
environment . For example , the simulated environment may 
be a video game and the agent may be a simulated user 
playing the video game . As another example , the simulated 
environment may be a motion simulation environment , e.g. , 
a driving simulation or a flight simulation , and the agent is 
a simulated vehicle navigating through the motion simula 
tion . In these implementations , the actions may be control 
inputs to control the simulated user or simulated vehicle . 
More generally the environment may be one in which a 
robotic control task is performed . 
[ 0008 ] Thus in some other implementations , the environ 
ment is a real - world environment and the agent is a mechani 
cal agent interacting with the real - world environment . For 
example , the agent may be a robot interacting with the 
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[ 0022 ] FIG . 3 , which is composed of FIGS . 3 ( a ) to 3 ( c ) , 
shows three imagination strategies used by the neural net 
work system . 
[ 0023 ] FIG . 4 shows a method for training the neural 
network system . 
[ 0024 ] Like reference numbers and designations in the 
various drawings indicate like elements . 

DETAILED DESCRIPTION 

nation may be employed and the predicted consequent state 
from the model may be used to update the imagined state to 
the next step . In another example the state data provided to 
said controller neural network module comprises imagined 
state data for an imagined state k action steps ahead of a 
current action step . Optionally the manager network module 
may build an imagination tree by additionally determining 
one or more previous imagined states from which imagina 
tion is to proceed . 
[ 0015 ] A method of training the system may involve 
separately training the model neural network module , and 
the manager network module , and jointly training the con 
troller neural network module and memory . The training 
may be based upon a loss function include a term repre 
senting a computational cost of imagining using the system . 
[ 0016 ] The subject matter described in this specification 
can be implemented in particular embodiments so as to 
realize one or more of the following advantages . The system 
can be used for continuous control applications where there 
is no finite search tree to consider . The system , in particular 
the manager module , can learn to decide whether the agent 
should keep planning by imagining actions or if it is ready 
to act , and optionally can also decide from which state to 
imagine . Both these abilities contribute to achieving good 
performance efficiently . Experimentally , we observed a clear 
advantage , with a uniform increase in rewards achieved by 
the agent from taking a fixed number of actions , with an 
increasing number of imagination steps . 
[ 0017 ] The system can be used on almost any model 
which can be run forwards and is differentiable so that a 
policy gradient can be computed . This includes real - world 
control problems , such as controlling complex , non - linear 
dynamical systems . One class of problems for which this 
system has been found to be successful is those in which the 
agent is an autonomous or semi - autonomous vehicle navi 
gating through the environment . In still other examples the 
real - world environment may be a manufacturing plant or 
service facility , the observations may relate to operation of 
the plant or facility , for example to resource usage such as 
power consumption , and the agent may control actions or 
operations in the plant / facility , for example to reduce 
resource usage . 
[ 0018 ] The system can better distinguish between similar 
observed states by using the model to roll out forwards to 
distinguish between the effects of actions . It can also 
improve handling of examples ( states ) which are different to 
those encountered during its training . More particularly the 
ability to learn faster may reduce the amount of training 
data , and hence memory requirements , needed to achieve a 
given level of performance . As a corollary , the described 
systems may also require reduced computing resources to 
achieve a given level of performance , since this may be 
achieved with less training than with previous techniques 
[ 0019 ] Implementations of the system can also strike a 
balance between the computational cost of imagining and 
external task performance . 

[ 0025 ] This specification generally describes a reinforce 
ment learning system implemented as computer programs 
on one or more computers in one or more locations that 
selects actions to be performed by a reinforcement learning 
agent interacting with an environment by using a neural 
network . This specification also describes how such a sys 
tem can adjust the parameters of the neural network . 
[ 0026 ] The system has an advantage that an agent such as 
a robot , or autonomous or semi - autonomous vehicle can 
improve its interaction with a simulated or real - world envi 
ronment . It can enable for example the accomplishment of 
a specific task or improvement of navigation through or 
interaction with the environment . 
[ 0027 ] In order to interact with the environment , the agent 
receives data characterizing the current state of the environ 
ment and performs an action from an action space , i.e. , a 
discrete action space or continuous action space , in response 
to the received data . Data characterizing a state of the 
environment will be referred to in this specification as an 
observation . 
[ 0028 ] In some implementations the environment is a 
simulated environment and the agent is implemented as one 
or more computers interacting with the simulated environ 
ment . For example the simulated environment may be a 
video game and the agent may be a simulated user playing 
the video game . 
[ 0029 ] In other implementations the environment is a 
real - world environment and the agent is a mechanical agent 
interacting with the real - world environment . For example , 
the agent may be a robot interacting with the environment to 
accomplish a specific task or an autonomous or semi 
autonomous vehicle navigating through the environment . In 
these cases the observation can be data captured by one or 
more sensors of the agent as it interacts with the environ 
ment , e.g. , a camera , a LIDAR sensor , a temperature sensor , 
and so forth . 
[ 0030 ] FIG . 1 illustrates an example of a neural network 
system 1 as proposed in the present disclosure . The neural 
network system 1 is for controlling an agent 15 which is acts 
on ( or within ) an environment 10. The neural network 
system 1 receives , at any time j a dataset S ; which is an 
observation of the system , and is referred to as “ state data ” . 
The neural network system 1 generates an action a ; and 
transmits it as a command to the agent 15 , which acts on the 
environment 10 and thereby obtains a reward r ; which is also 
communicated to the neural network system 1 . 
[ 0031 ] The neural network system 1 includes four major 
components : a manager network module 11 ( a “ manager ” ) , 
a controller neural network module 12 ( a " controller ” ) , an 
imagination 13 ( also referred to here as a “ model neural 
network module ” , since it functions as a model of the 
environment 10 ) and a memory 14 . 
[ 0032 ] The neural network system 1 determines a ; by 
performing an iterative process ( illustrated in FIG . and 
explained in more detail below ) having a number of steps . 

BRIEF DESCRIPTION OF THE DRAWINGS 

[ 0020 ] FIG . 1 shows a neural network system , and its 
interaction with an agent and an environment . 
[ 0021 ] FIG . 2 shows a method performed by the neural 
network system . 
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In each step , the manager 11 determines whether to act ( i.e. , 
generate action data to define an action by the agent 15 , and 
transmit the action data to the agent 15 so that the action is 
executed ) , or “ imagine ” ( by which is meant proposing an 
action and evaluating consequences of the action ) . Depend 
ing on this determination , the manager 11 outputs route data , 
which defines whether the system is to execute the action , or 
to imagine . If the manager 11 determines that the system 
should act , the controller 12 produces the action data , and 
transmits it to the agent 15 , so that it is executed in the 
environment 10. If the manager 11 determines that the 
system should imagine , the controller 12 produces action 
data defining an action which is evaluated by the model 
based imagination 13. In both cases , data resulting from 
each step are aggregated by the memory 14 and used to 
influence future actions . Thus , the collective activity of the 
components of the neural network system 1 supports various 
strategies for constructing , evaluating , and executing a plan . 
[ 0033 ] The iterations of the iterative process are labelled 
by an integer index i , which is assumed below to run from 
0. The sequence of imagination steps the neural network 
system 1 performs before an action , are indexed by integer 
index k . During the iterative process , two types of data are 
generated : external data and internal data . The external data 
includes the observed states of the environment , Sj , executed 
actions , a ; and obtained rewards , r ;. The internal data 
includes : imagined states of the environment generated by 
the imagination 13 , which are denoted by S ; , ( that is , the k - th 
state which is imagined when the neural network system 1 
determines how to generate action data in response to the 
state s ; ) ; actions which are proposed by the controller 12 , 
which are denoted by âj , ki and rewards predicted by the 
imagination 13 , which are denoted by fisk . The internal data 
further comprises the route data which depends upon man 
ager's decision about whether to act or imagine ( and , 
optionally , how to imagine ) , and which is denoted The 
internal data further includes data defining the number of 
actions and imaginations which have been performed , and 
all other auxiliary information from each step . We denote the 
external and internal data for a single iteration i as d ,, and the 
history of all external and internal data up to , and including , 
the present iteration as , h = do , d ) . The set of all 
imagined states since the previous executed action is thus 
{ $ ;, 0 , . Sj , k ) , where $ ; 0 , is initialized as the current state 
S ; of the environment 10 . 
[ 0034 ] We now define the operation of the components of 
the neural network system 1 more precisely . 
[ 0035 ] The manager 11 is a discrete policy which maps a 
history h obtained from the memory 14 to the route data p . 
We can denote the space of all possible histories as H , and 
so that hEH . Similarly , we can denote the space of all 
possible route data as P , so that PEP . Thus , the manager 
11 performs the function TM : H ? P. The route data p 
determines whether the agent will execute an action in the 
environment , or imagine the consequences of a proposed 
action . 
[ 0036 ] As described below with reference to FIG . 3 , in the 
case of imagining , the route data may also define which state 
( which may be the real state s ; or a previously imagined 
state ) should be the starting point of the imagination ( i.e. , the 
state in relation to which the consequences of a proposed 
action are predicted ) to imagine from . Thus , the route data 
may be P { act , $ , 0 , ... , x } , where " act " is the signal to 
generate action data to execute an action in the environment 

10 , and if Pjk does not take this value it instead takes a value 
?j , which is one of { $ ;, 09 Sink } and which is a signal to 
propose and evaluate an action from imagined state , $ j.1 . As 
described below ( with reference to FIG . 3 ) there are various 
ways in which Sj , can be determined by the manager 11. In 
one example , the manager 11 may be implemented as a 
multi - layer perceptron ( MLP ) . In another example ( particu 
larly when the state data s is a two - dimensional array of 
values ) the manager 11 may be convolutional network ( i.e. , 
a network including at least one convolutional layer ) . 
[ 0037 ] The controller 12 is a contextualized action policy 
which maps a state s ( which is member of the set S of all 
possible states of the environment 10 ) and a history h , to an 
action , a which is a member of the set of all possible actions , 
denoted A. Thus , the manager 12 performs the function tº : 
SxH ? A . The state s which is provided as input to the 
controller 12 is in accordance with the route data p output by 
the manager 11. If the route data p indicates that an action 
is to be executed , the state provided to the controller 12 is 
S ;. However , if the route data p indicates that an imagining 
process should be carried out , the input to the controller 11 
is ?i , z . In one example , the controller 12 may be implemented 
as a MLP . 
[ 0038 ] The imagination 13 is an adaptive model of the 
world . It maps a state s ( where sES ) , and an action a ( where 
AEA ) , to a consequent state , s'ES , and a scalar reward , r 
which is a member of a set of possible rewards R. Thus , the 
imagination 12 performs the function 1 : SxA - SxR . 
Examples of possible forms of the imagination 12 are given 
below . 
( 0039 ] The memory 14 is also an adaptive system , such as 
a long - short - term - memory ( LSTM ) . It recurrently aggre 
gates the external and internal data di generated from each 
iteration i ( where d , is a member of the set D of all possible 
data ) , to update the history , i.e. , h : Fu ( d ,, h , -1 ) , where u is a 
trained adaptive function . 
[ 0040 ] The method 200 performed by the neural network 
system 1 for a given value of j is illustrated in FIG . 2 . 
[ 0041 ] In step 201 , the neural network system 1 receives 
an actual data state S ;. At this time the integer value k is equal 
to zero . 
[ 0042 ] In step 202 , the manager 11 receives the data state 
S ; and also data from the memory 14. The manager 11 
determines whether to execute an action , or to imagine , and 
generates corresponding route data . 
[ 0043 ] If the result of the determination was to imagine , 
the neural network system 1 passes to step 203 , in which the 
controller 12 uses state data and the context data to generate 
an action âj , k : 
[ 0044 ] In step 204 , the imagination 13 receives the same 
state data and the action âj , ks and generates from them a 
consequent state , s'ES , and a scalar reward , fjski 
[ 0045 ] In step 205 , the memory 14 is updated , and used to 
generate a new output h ;. The variable k is set to k + 1 . The 
method then returns to step 202. This loop of steps 202-2025 
may be carried out any number of times . 
[ 0046 ] However , if in step 202 , the route data indicates 
that an action is to be executed , the method 200 passes to 
step 206 in which the controller generates the action a ; In 
step 207 the action is transmitted to the agent 15 which acts 
on the system 10 , and obtains a reward r ;. In step 208 , the 
memory 14 is updated to include the external and internal 
data and the method then terminates . It is repeated later for 

Pjyk 
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the next value of j , and this process continues until a 
termination condition is reached . 
[ 0047 ] In summary , the method of constructing a plan 
involves the neural network system 1 choosing to propose 
actions and imagine consequences of the actions , and 
thereby build up a record of possible sequences of actions ' 
expected quality . If a sequence of actions predicted to yield 
a high reward is identified , the manager 11 can then choose 
to act and the controller 12 can produce the appropriate 
actions . 
[ 0048 ] Note that in variations of the embodiment , the 
method 200 may be varied , e.g. , such that the controller 12 
proposes an action at the same time as ( or before ) the 
manager 11 decides whether to act , so that the route data is 
used to determine whether the previously generated action is 
executed or used by the imagination 13 . 
[ 0049 ] There are various possibilities for how to choose 
the state data s on which the controller 12 and imagination 
13 operate in steps 203 and 204. A first possibility ( the 
" one - step " possibility ) is for the controller 12 and the 
imagination 13 always to operate based on s ;. Note that as 
the controller may be such as to generate a proposed action 
as a sample from a distribution , so that in different iterations 
k , the action âjk is different . This strategy is illustrated in row 
( a ) of FIG . 3. In FIG . 3 , the circles indicate states of the 
environment . Lines extending down from a circle indicate 
an action proposed for that state by the controller 12. A circle 
at the lower end of such a line indicates the imagined 
consequent state . Such a circle is shown with a dark center 
( as a “ dark circle ” ) until it is stored in the memory 14. Once 
this happens , the circle is shown without a dark centre ( a 
" light circle ” ) . Similarly , a proposed action is shown as a 
dashed line until it is stored in the memory 14 , and then it 
is shown as a solid line . 
[ 0050 ] Thus , for the “ one step ” possibility ( the row ( a ) ) , 
the k = 0 iteration begins with a single state s ; ( indicated as a 
light circle ) which the manager ( “ Ma ” in FIG . 3 ) indicates 
should be the basis for imagination . An action for this state 
is proposed by the controller 12 ( “ C ” ) , to give a circle plus 
a downwardly extending dashed line . The imagination 13 
( “ I ” ' ) then proposes a state , indicated as a dark circle below 
the dashed line . The state and line are then saved to the 
memory 14 ( “ Me ” ) , so that the line is shown as a solid line , 
and the state is shown as a light circle . 
[ 0051 ] In the " one step ” possibility , the k = 1 and k = 2 
iterations of row ( a ) each also begin from the state s ; 
the starting point in the iteration k = 0 : a downwardly extend 
ing dashed line is added representing a new action proposed 
by the controller 12 ; then a state ( dark circle ) is added to the 
lower end of the dashed line , indicating a state predicted by 
the imagination 12 if the action is implemented ; and then the 
state and action are stored in the memory ( the imaged state 
is now shown as a light circle , and the new action is shown 
as a solid line ) . 
[ 0052 ] A second possibility ( the “ n step ” strategy ) is for 
the state data s on which the controller 12 and imagination 
13 operate in steps 203 and 204 to be chosen as 
k = 0 , and subsequent iterations to be set as S. jk - 12 i.e. , the state 
output by the imagination 13 at the preceding iteration . The 
“ ' n step ” planning strategy is illustrated in row ( b ) of FIG . 3 . 
The k = 0 iteration is the same as in row ( a ) . The k = 1 iteration 
is different , in that the circle representing the state imagined 
in iteration k = 0 , is the starting point for the addition of a 
downwardly extending dashed line , and then a circle . Simi 

larly , in the k = 2 iteration is different , in that the circle 
representing the state imagined in iteration k = 1 , is the 
starting point for the addition of a downwardly extending 
dashed line , and then a circle . More generally , the state 
imagined in the n - th iteration will be one which is s ; after it 
has been subject to n actions . Note that after k iterations , the 
imagination 13 has generated a consequent state Sink which is 
k steps after j , so that if step 206 is performed at this point 
the controller has available to it a plan which extends for k 
steps into the future . 
[ 0053 ] A third possibility ( referred to as the “ tree ” strat 
egy ) is for the manager 11 to specify , in each iteration , which 
of the previously considered states is to be used as the 
starting point for the controller 12 in step 203 of the k - th 
iteration , and the imagination 13 in step 204 of the k - th 
iteration . The tree strategy is illustrated in row ( c ) of FIG . 3 . 
Note that in the k = 0 iteration , there is only one possibility s ; 
for the state data to input to the controller 12 and imagina 
tion 13 , so the manager 11 has no option but to choose it . 
Thus , the k = 0 iteration is the same as the “ one step ” and “ n 
step ” strategies . In the k = 1 iteration the manager 11 deter 
mines that the state generated in the k = 0 iteration is to be 
input to the controller 12 and imagination 13 , so the k = 1 
iteration happens to be the same as for the n step strategy . 
However , in the k = 2 iteration the manager 11 determines 
that the state generated in the k = 0 iteration is again to be 
input to the controller 12 and imagination 13 , so in row ( c ) 
of FIG . 3 this state is shown at the end of the k = 2 iteration 
as having two states beneath it , connected to it by lines . 
More generally , in the tree strategy , there is an “ imagination 
tree ” ( in contrast , for example , to the array of states pro 
duced at the right hand end of row ( b ) , which is just a chain 
of states ) , because imagined actions can be proposed from 
any previously imagined state . 
[ 0054 ] Experiments using the neural network system 1 
were performed in relation to a continuous control task , in 
which the parameters of the environment were defined by 
real numbers . The memory , 14 , was an long short - term 
memory ( LSTM ) which performed a function u . In this 
implementation , the memory 14 was used , at each iteration 
i , to produce a context c ; which was used , in place of the full 
history , as the input to the manager 11 and the controller 12 . 
That is , the memory 14 is arranged to output a function u of 
arguments which comprise a portion of the internal and / or 
external data , and subset of the data stored in the memory , 
such as a function of a portion of the internal and / or external 
data for the last iteration and an output of the memory 14 in 
the last iteration . This is a generalization of the function of 
the memory 14 explained above . Specifically , for imaging , 
the memory 14 was arranged to output c ; as a function 
( P ) , x = 8 ; » $ ) p , kâyk > $ ) , K + 1f , xaj , k , C - 1 ) . For acting , the memory 

14 was arranged to output a function u ( Pj , k98 ; , & ;, 0 , a ;, Sj + 1,1 ja 
j , k , c ; -1 ) . The manager 11 and controller 12 were multi - layer 
perceptrons ( MLP ) . The manager took S ; and Ci - 1 as inputs , 
and outputted Pjk . The controller 11 took $ j.pk and ci - 1 as 
inputs , and outputted az?k or a ;, for imagining or acting , 
respectively . The imagination 13 ( i.e. , imagination - based 
model of the environment ) was an interaction network ( see 
Peter Battaglia , Razvan Pascanu , Matthew Lai , Danilo Jime 
nez Rezende , et al . , “ Interaction networks for learning about 
objects , relations and physics ” , in Advances in Neural 
Information Processing Systems pages 4502-4510 , 2016 ) 
which is known to be able to learn to predict gravitational 
system dynamics accurately . For acting , it took as inputs Sick 

used as 

? ; in iteration 
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Sj + 1 
and âjk and returned Sik + i for imagining , and for acting it 
took as inputs s ; and a ; and returned for acting . 
[ 0055 ] In an experiment , the neural network system 1 was 
trained by jointly optimizing a cost function comprising two 
loss terms : an external term ( termed performance loss ) and 
an internal term ( called resource loss ) term . The perfor 
mance loss term reflects a cost , in the environment chosen , 
of executing an action in the environment 10. The resource 
loss term reflects the cost of using the imagination in a 
particular time step . It may be fixed , or vary with the number 
of actions taken so far , expressing the constraint that imag 
ining early is more or less expensive than imagining on - the 
fly . The training consisted of optimizing , by gradient 
descent , the parameters of the neural network system to 
jointly minimize the performance loss term and the resource 
loss term . Where gradients of the terms were not directly 
available , approximation methods were used to estimate 
them . 
[ 0056 ] The training method is shown in FIG . 4. In step 401 
the imagination 13 was taught to make next - step predictions 
of the state in a supervised fashion , with error gradients 
computed by backpropagation . The training data is collected 
from the observations the agent makes when acting in the 
environment 10. The policy of the imagination 13 in this 
case was stochastic , so an entropy reward was used during 
training to encourage exploration . In step 402 , the manager 
11 was trained . In step 403 , the controller 12 and the 
memory 14 were jointly trained . Note that steps 401 , 402 
and 403 are independent , so they can be performed in any 
order or simultaneously . 
[ 0057 ] In our experiments for other tasks ( e.g. , tasks for 
which the environment does not have continuous param 
eters ) the structure of the imagination 13 was chosen dif 
ferently , and the training was not as shown in FIG . 4 . 
[ 0058 ] This specification uses the term " configured ” in 
connection with systems and computer program compo 
nents . For a system of one or more computers to be 
configured to perform particular operations or actions means 
that the system has installed on it software , firmware , 
hardware , or a combination of them that in operation cause 
the system to perform the operations or actions . For one or 
more computer programs to be configured to perform par 
ticular operations or actions means that the one or more 
programs include instructions that , when executed by data 
processing apparatus , cause the apparatus to perform the 
operations or actions . 
[ 0059 ] Embodiments of the subject matter and the func 
tional operations described in this specification can be 
implemented in digital electronic circuitry , in tangibly 
embodied computer software or firmware , in computer hard 
ware , including the structures disclosed in this specification 
and their structural equivalents , or in combinations of one or 
more of them . Embodiments of the subject matter described 
in this specification can be implemented as one or more 
computer programs , i.e. , one or more modules of computer 
program instructions encoded on a tangible non transitory 
program carrier for execution by , or to control the operation 
of , data processing apparatus . Alternatively or in addition , 
the program instructions can be encoded on an artificially 
generated propagated signal , e.g. , a machine - generated elec 
trical , optical , or electromagnetic signal , that is generated to 
encode information for transmission to suitable receiver 
apparatus for execution by a data processing apparatus . The 
computer storage medium can be a machine - readable stor 

age device , a machine - readable storage substrate , a random 
or serial access memory device , or a combination of one or 
more of them . The computer storage medium is not , how 
ever , a propagated signal . 
[ 0060 ] The term “ data processing apparatus ” encompasses 
all kinds of apparatus , devices , and machines for processing 
data , including by way of example a programmable proces 
sor , a computer , or multiple processors or computers . The 
apparatus can include special purpose logic circuitry , e.g. , an 
FPGA ( field programmable gate array ) or an ASIC ( appli 
cation specific integrated circuit ) . The apparatus can also 
include , in addition to hardware , code that creates an execu 
tion environment for the computer program in question , e.g. , 
code that constitutes processor firmware , a protocol stack , a 
database management system , an operating system , or a 
combination of one or more of them . 
[ 0061 ] A computer program ( which may also be referred 
to or described as a program , software , a software applica 
tion , a module , a software module , a script , or code ) can be 
written in any form of programming language , including 
compiled or interpreted languages , or declarative or proce 
dural languages , and it can be deployed in any form , 
including as a stand alone program or as a module , compo 
nent , subroutine , or other unit suitable for use in a computing 
environment . A computer program may , but need not , cor 
respond to a file in a file system . A program can be stored in 
a portion of a file that holds other programs or data , e.g. , one 
or more scripts stored in a markup language document , in a 
single file dedicated to the program in question , or in 
multiple coordinated files , e.g. , files that store one or more 
modules , sub programs , or portions of code . A computer 
program can be deployed to be executed on one computer or 
on multiple computers that are located at one site or dis 
tributed across multiple sites and interconnected by a com 
munication network . 
[ 0062 ] As used in this specification , an “ engine , " or " soft 
ware engine , ” refers to a software implemented input / output 
system that provides an output that is different from the 
input . An engine can be an encoded block of functionality , 
such as a library , a platform , a software development kit 
( “ SDK ” ) , or an object . Each engine can be implemented on 
any appropriate type of computing device , e.g. , servers , 
mobile phones , tablet computers , notebook computers , 
music players , e - book readers , laptop or desktop computers , 
PDAs , smart phones , or other stationary or portable devices , 
that includes one or more processors and computer readable 
media . Additionally , two or more of the engines may be 
implemented on the same computing device , or on different 
computing devices . 
[ 0063 ] The processes and logic flows described in this 
specification can be performed by one or more program 
mable computers executing one or more computer programs 
to perform functions by operating on input data and gener 
ating output . The processes and logic flows can also be 
performed by , and apparatus can also be implemented as , 
special purpose logic circuitry , e.g. , an FPGA ( field pro 
grammable gate array ) or an ASIC ( application specific 
integrated circuit ) . For example , the processes and logic 
flows can be performed by and apparatus can also be 
implemented as a graphics processing unit ( GPU ) . 
[ 0064 ] Computers suitable for the execution of a computer 
program include , by way of example , can be based on 
general or special purpose microprocessors or both , or any 
other kind of central processing unit . Generally , a central 
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processing unit will receive instructions and data from a read 
only memory or a random access memory or both . The 
essential elements of a computer are a central processing 
unit for performing or executing instructions and one or 
more memory devices for storing instructions and data . 
Generally , a computer will also include , or be operatively 
coupled to receive data from or transfer data to , or both , one 
or more mass storage devices for storing data , e.g. , mag 
netic , magneto optical disks , or optical disks . However , a 
computer need not have such devices . Moreover , a computer 
can be embedded in another device , e.g. , a mobile telephone , 
a personal digital assistant ( PDA ) , a mobile audio or video 
player , a game console , a Global Positioning System ( GPS ) 
receiver , or a portable storage device , e.g. , a universal serial 
bus ( USB ) flash drive , to name just a few . 
[ 0065 ) Computer readable media suitable for storing com 
puter program instructions and data include all forms of 
non - volatile memory , media and memory devices , including 
by way of example semiconductor memory devices , e.g. , 
EPROM , EEPROM , and flash memory devices ; magnetic 
disks , e.g. , internal hard disks or removable disks ; magneto 
optical disks ; and CD ROM and DVD - ROM disks . The 
processor and the memory can be supplemented by , or 
incorporated in , special purpose logic circuitry . 
[ 0066 ] To provide for interaction with a user , embodi 
ments of the subject matter described in this specification 
can be implemented on a computer having a display device , 
e.g. , a CRT ( cathode ray tube ) or LCD ( liquid crystal 
display ) monitor , for displaying information to the user and 
a keyboard and a pointing device , e.g. , a mouse or a 
trackball , by which the user can provide input to the com 
puter . Other kinds of devices can be used to provide for 
interaction with a user as well ; for example , feedback 
provided to the user can be any form of sensory feedback , 
e.g. , visual feedback , auditory feedback , or tactile feedback ; 
and input from the user can be received in any form , 
including acoustic , speech , or tactile input . In addition , a 
computer can interact with a user by sending documents to 
and receiving documents from a device that is used by the 
user ; for example , by sending web pages to a web browser 
on a user's client device in response to requests received 
from the web browser . 

[ 0067 ] Embodiments of the subject matter described in 
this specification can be implemented in a computing system 
that includes a back end component , e.g. , as a data server , or 
that includes a middleware component , e.g. , an application 
server , or that includes a front end component , e.g. , a client 
computer having a graphical user interface or a Web browser 
through which a user can interact with an implementation of 
the subject matter described in this specification , or any 
combination of one or more such back end , middleware , or 
front end components . The components of the system can be 
interconnected by any form or medium of digital data 
communication , e.g. , a communication network . Examples 
of communication networks include a local area network 
( “ LAN ” ) and a wide area network ( “ WAN ” ) , e.g. , the 
Internet . 

[ 0068 ] The computing system can include clients and 
servers . A client and server are generally remote from each 
other and typically interact through a communication net 
work . The relationship of client and server arises by virtue 
of computer programs running on the respective computers 
and having a client - server relationship to each other . 

[ 0069 ] While this specification contains many specific 
implementation details , these should not be construed as 
limitations on the scope of any invention or of what may be 
claimed , but rather as descriptions of features that may be 
specific to particular embodiments of particular inventions . 
Certain features that are described in this specification in the 
context of separate embodiments can also be implemented in 
combination in a single embodiment . Conversely , various 
features that are described in the context of a single embodi 
ment can also be implemented in multiple embodiments 
separately or in any suitable subcombination . Moreover , 
although features may be described above as acting in 
certain combinations and even initially claimed as such , one 
or more features from a claimed combination can in some 
cases be excised from the combination , and the claimed 
combination may be directed to a subcombination or varia 
tion of a subcombination . 
[ 0070 ] Similarly , while operations are depicted in the 
drawings in a particular order , this should not be understood 
as requiring that such operations be performed in the par 
ticular order shown or in sequential order , or that all illus 
trated operations be performed , to achieve desirable results . 
In certain circumstances , multitasking and parallel process 
ing may be advantageous . Moreover , the separation of 
various system modules and components in the embodi 
ments described above should not be understood as requir 
ing such separation in all embodiments , and it should be 
understood that the described program components and 
systems can generally be integrated together in a single 
software product or packaged into multiple software prod 
ucts . 

[ 0071 ] Particular embodiments of the subject matter have 
been described . Other embodiments are within the scope of 
the following claims . For example , the actions recited in the 
claims can be performed in a different order and still achieve 
desirable results . As one example , the processes depicted in 
the accompanying figures do not necessarily require the 
particular order shown , or sequential order , to achieve 
desirable results . In certain implementations , multitasking 
and parallel processing may be advantageous . 
What is claimed is : 
1. ( canceled ) 
2. A system comprising one or more computers and one 

or more storage devices storing instructions that when 
executed by the one or more computers cause the one or 
more computers to perform operations for controlling an 
agent to perform a specified task in an environment , the 
operations comprising : 

receiving current state data characterizing a current state 
of the environment ; 

until determining to act in the environment in response to 
the current state data , performing iterations of an imag 
ining process to imagine consequences of performing 
actions in the environment , wherein performing each 
iteration of the imagining process comprising : 
selecting input state data for the iteration ; 
processing an input comprising at least the input state 

data for the iteration using a controller neural net 
work configured to process the input context data 
and to output action data defining an action to be 
performed by the agent when the environment is in 
a state defined by the input state data ; 

processing the input state data and the action data using 
a model neural network configured to process the 
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input state data and the action data to ( i ) generate 
predicted state data that characterizes a predicted 
state that the environment transitions into conse 
quent upon the action defined by the action data 
being performed while the environment is in the state 
defined by the input state data and ( ii ) generate a 
predicted reward that is a prediction of a reward that 
would be received consequent upon the action 
defined by the action data being performed while the 
environment is in the state defined by the input sate 
data ; and 

determining whether to ( i ) act in the environment or ( ii ) 
perform another iteration of the imagining process 
using at least the predicted state data and the pre 
dicted reward for the iteration ; and 

after determining to act in the environment , selecting an 
action to be performed by the agent in response to the 
current state data based at least on results of a last 
iteration of the imagining process . 

3 . he system of claim 2 , wherein , for a first itera of 
the imagining process , selecting the input state data com 
prises selecting the current state data as the input state data 
for the iteration . 

4. The system of claim 3 , wherein , for any iteration of the 
imagining process after the first iteration , selecting the input 
state data comprises selecting the predicted state generated 
at the preceding iteration of the imagining process as the 
input state at the iteration . 

5. The system of claim 3 , wherein , for any iteration of the 
imagining process after the first iteration , selecting the input 
state data comprises selecting the input state for the iteration 
from at least the predicted state generated at the preceding 
iteration of the imagining process and the current state data . 

6. The system of claim 2 , wherein determining whether to 
( i ) act in the environment or ( ii ) perform another iteration of 
the imagining process comprises : 

processing a manager input generated from at least the 
predicted state data and the predicted reward for the 
iteration using a manager neural network configured to 
process the manager input to generate as output route 
data that defines whether to ( i ) act in the environment 
or ( ii ) perform another iteration of the imagining pro 

processing the input to the memory neural network using 
the memory neural network , wherein the memory neu 
ral network is configured to generate , as output , 
updated context data . 

10. The system of claim 8 , the operations further com 
prising : 

prior to performing any iterations of the imagining pro 
cess , processing an input comprising the context data 
prior to performing any iterations of the imagining 
process using the manager neural network to generate 
initial route data that defines whether to ( i ) act in the 
environment or ( ii ) perform any iterations of the imag 
ining process ; and 

performing iterations of the imagining process to imagine 
consequences of performing actions in the environment 
only in response to the initial route data defining to 
perform iterations of the imagining process . 

11. The system of claim 8 , wherein after determining to 
act in the environment , selecting an action to be performed 
by the agent in response to the current state data comprises : 

selecting an action based at least in part on the context 
data after the last iteration of the imagining process . 

12. The system of claim 11 , wherein selecting an action 
based at least in part on the context data after the last 
iteration of the imagining process comprises : 

processing at least the current state data and the context 
data after the last iteration of the imagining process 
using the controller neural network to generate current 
action data ; and 

selecting the action that is defined by the current action 
data . 

13. The system of claim 8 , the operations further com 
prising : 

receiving next state data characterizing a next state that 
the environment transitioned into as a consequence of 
the agent performing the selected action ; 

receiving an external reward as a consequence of the 
agent performing the selected action ; and 

updating the context data using at least the next state data 
and the external reward . 

14. A method performed by one or more computers for 
controlling an agent in an environment , the method com 
prising : 

receiving current state data characterizing a current state 
of the environment ; 

until determining to act in the environment in response to 
the current state data , performing iterations of an imag 
ining process to imagine consequences of performing 
actions in the environment , wherein performing each 
iteration of the imagining process comprising : 
selecting input state data for the iteration ; 
processing an input comprising at least the input state 

data for the iteration using a controller neural net 
work configured to process the input context data 
and to output action data defining an action to be 
performed by the agent when the environment is in 
a state defined by the input state data ; 

processing the input state data and the action data using 
a model neural network configured to process the 
input state data and the action data to ( i ) generate 
predicted state data that characterizes a predicted 
state that the environment transitions into conse 
quent upon the action defined by the action data 
being performed while the environment is in the state 

cess . 

7. The system of claim 6 , wherein the route data further 
defines the state data that is selected as the input state data 
at the another iteration of the imagining process . 

8. The system of claim 6 , the operations further compris 
ing : 

maintaining context data defining a context for planning 
actions to be performed by the agent ; wherein : 

performing each iteration of the imagining process further 
comprises updating , using at least the predicted state 
data and the predicted reward for the iteration , the 
context data ; and 

the manager input comprises the updated context data . 
9. The system of claim 8 , wherein updating , using at least 

the predicted state data and the predicted reward for the 
iteration , the context data comprises : 

generating , from at least the predicted state data for the 
iteration , the predicted reward for the iteration , and the 
context data , an input to a memory neural network ; and 
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defined by the input state data and ( ii ) generate a 
predicted reward that is a prediction of a reward that 
would be received consequent upon the action 
defined by the action data being performed while the 
environment is in the state defined by the input sate 
data ; and 

determining whether to ( i ) act in the environment or ( ii ) 
perform another iteration of the imagining process 
using at least the predicted state data and the pre 
dicted reward for the iteration ; and 

after determining to act in the environment , selecting an 
action to be performed by the agent in response to the 
current state data based at least on results of a last 
iteration of the imagining process . 

15. The method of claim 14 , wherein , for a first iteration 
of the imagining process , selecting the input state data 
comprises selecting the current state data as the input state 
data for the iteration . 

16. The method of claim 15 , wherein , for any iteration of 
the imagining process after the first iteration , selecting the 
input state data comprises selecting the predicted state 
generated at the preceding iteration of the imagining process 
as the input state at the iteration . 

17. The method of claim 15 , wherein , for any iteration of 
the imagining process after the first iteration , selecting the 
input state data comprises selecting the input state for the 
iteration from at least the predicted state generated at the 
preceding iteration of the imagining process and the current 
state data . 

18. The method of claim 15 , wherein determining whether 
to ( i ) act in the environment or ( ii ) perform another iteration 
of the imagining process comprises : 

processing a manager input generated from at least the 
predicted state data and the predicted reward for the 
iteration using a manager neural network configured to 
process the manager input to generate as output route 
data that defines whether to ( i ) act in the environment 
or ( ii ) perform another iteration of the imagining pro 

process using the manager neural network to generate 
initial route data that defines whether to ( i ) act in the 
environment or ( ii ) perform any iterations of the imag 
ining process ; and 

performing iterations of the imagining process to imagine 
consequences of performing actions in the environment 
only in response to the initial route data defining to 
perform iterations of the imagining process . 

23. The method of claim 20 , wherein after determining to 
act in the environment , selecting an action to be performed 
by the agent in response to the current state data comprises : 

selecting an action based at least in part on the context 
data after the last iteration of the imagining process . 

24. The method of claim 23 , wherein selecting an action 
based at least in part on the context data after the last 
iteration of the imagining process comprises : 

processing at least the current state data and the context 
data after the last iteration of the imagining process 
using the controller neural network to generate current 
action data ; and 

selecting the action that is defined by the current action 
data . 

25. The method of claim 20 , further comprising : 
receiving next state data characterizing a next state that 

the environment transitioned into as a consequence of 
the agent performing the selected action ; 

receiving an external reward as a consequence of the 
agent performing the selected action ; and 

updating the context data using at least the next state data 
and the external reward . 

26. One or more non - transitory computer - readable stor 
age media storing instructions that when executed by one or 
more computers cause the one or more computers to perform 
operations for controlling an agent in an environment , the 
operations comprising : 

receiving current state data characterizing a current state 
of the environment ; 

until determining to act in the environment in response to 
the current state data , performing iterations of an imag 
ining process to imagine consequences of performing 
actions in the environment , wherein performing each 
iteration of the imagining process comprising : 
selecting input state data for the iteration ; 
processing an input comprising at least the input state 

data for the iteration using a controller neural net 
work configured to process the input context data 
and to output action data defining an action to be 
performed by the agent when the environment is in 
a state defined by the input state data ; 

processing the input state data and the action data using 
a model neural network configured to process the 
input state data and the action data to ( i ) generate 
predicted state data that characterizes a predicted 
state that the environment transitions into conse 
quent upon the action defined by the action data 
being performed while the environment is in the state 
defined by the input state data and ( ii ) generate a 
predicted reward that is a prediction of a reward that 
would be received consequent upon the action 
defined by the action data being performed while the 
environment is in the state defined by the input sate 
data ; and 

determining whether to ( i ) act in the environment or ( ii ) 
perform another iteration of the imagining process 

cess . 

19. The method of claim 18 , wherein the route data further 
defines the state data that is selected as the input state data 
at the another iteration of the imagining process . 

20. The method of claim 19 , further comprising : 
maintaining context data defining a context for planning 

actions to be performed by the agent ; wherein : 
performing each iteration of the imagining process further 

comprises updating , using at least the predicted state 
data and the predicted reward for the iteration , the 
context data ; and 

the manager input comprises the updated context data . 
21. The method of claim 20 , wherein updating , using at 

least the predicted state data and the predicted reward for the 
iteration , the context data comprises : 

generating , from at least the predicted state data for the 
iteration , the predicted reward for the iteration , and the 
context data , an input to a memory neural network ; and 

processing the input to the memory neural network using 
the memory neural network , wherein the memory neu 
ral network is configured to generate , as output , 
updated context data . 

22. The method of claim 20 , further comprising : 
prior to performing any iterations of the imagining pro 

cess , processing an input comprising the context data 
prior to performing any iterations of the imagining 
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using at least the predicted state data and the pre 
dicted reward for the iteration ; and 

after determining to act in the environment , selecting an 
action to be performed by the agent in response to the 
current state data based at least on results of a last 
iteration of the imagining process . 

* * * 


