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(57) ABSTRACT 
The failure of a storage unit in a storage array of a storage 
system may render the storage unit unresponsive to any 
requests. Any writes to the storage system that occur during 
the failure of the storage unit will not be reflected on the failed 
unit, rendering some of the failed units data stale. Assuming 
the failed units data is not corrupted but is just stale, a partial 
rebuild may be performed on the failed unit, selectively 
reconstructing only data that is needed to replace the Stale 
data. Described herein are techniques for storing information 
that identifies the data that needs to be rebuilt. When the 
storage unit fails, the segment identifier associated with the 
last data segment written to the storage system may be stored. 
Upon the storage unit recovering, the storage system can 
rebuild only those data segments whose identifier is greater 
than the stored segment identifier. 

Storage Controller 

Processor 

Storage System 
12 

  



US 2016/0034370 A1 Feb. 4, 2016 Sheet 1 of 21 Patent Application Publication 

JOSS300.Jd 

  





Patent Application Publication Feb. 4, 2016 Sheet 3 of 21 US 2016/0034370 A1 

S 

CD 
O 
S 
D 
2 
CD 
O 

H 
UM) 

S 
CD 
SE 

s 
C 
CD 
C 
C 
CD 
S 
OO 
CD 
(M) 

  



Patent Application Publication Feb. 4, 2016 Sheet 4 of 21 US 2016/0034370 A1 

y 
- N4 
V 
Y 

N 
M 
V 
C) 

w 
-N4 
V 

O 
- N4 
V 
Y 

O N y s VO N 
C) CD CD CD CD O) C) C) 
O O O O O O O O 

-- -- -- -- -- -- -- 
M f M M (M) M M (M) 

S 

7 OO 
S L 

  



US 2016/0034370 A1 Feb. 4, 2016 Sheet 5 of 21 Patent Application Publication 

JOSS30OJd 

  



Patent Application Publication Feb. 4, 2016 Sheet 6 of 21 US 2016/0034370 A1 

S 

C) 
O 
S 
Z 
CD 
O 

H 
(M) 

S 

C) 
SE 
C 
C) 
C 
C 
CD 
S 
OO 
CD 
UM) 

7. 

  





Patent Application Publication Feb. 4, 2016 Sheet 8 of 21 US 2016/0034370 A1 

cy 
-N4 
.V. 
? 

n 
-N4 
...V. 
C) 

-N1 
.V. 
? 

O 
-N1 
V 

O n r S O n 
CD O) C CD CD CD 
O O O O O O O O 

V u V W V 

OO 

O 1. O) 
n L 

  





US 2016/0034370 A1 Feb. 4, 2016 Sheet 10 of 21 Patent Application Publication 

JOSS30OJd 

  



Patent Application Publication Feb. 4, 2016 Sheet 11 of 21 US 2016/0034370 A1 

?y 
M 
.V. 

N 
-N1 
.V. 
C) 

M 
.V. 

O 
M 
V 

O N cy S ? O N 
CD CD CJ CD CD CD CD CD 
O O O O O O O O 

- d d - 
M M M) (f) (f) (f) (v) (M) 

V 
V 

^ OO 
N L 

  



US 2016/0034370 A1 Feb. 4, 2016 Sheet 12 of 21 Patent Application Publication 

JOSS30OJd 

  





US 2016/0034370 A1 Feb. 4, 2016 Sheet 14 of 21 Patent Application Publication 

JOSS30OJd 

  



Patent Application Publication Feb. 4, 2016 Sheet 15 of 21 US 2016/0034370 A1 

Maintain a segment map in a persistent storage, the segment map associating a 
plurality of segment identifiers with a plurality of stripe numbers 

Prior to a first one of the storage units failing, process a first sequence of write 
requests, the first sequence of write requests being associated with a first 104 

sequence of the segment identifiers 

In response to the first storage unit failing, store a first one of the segment 
identifiers from the segment map on a second one of the storage units, the first 106 

segment identifier being associated with the last write request that was 
processed from the first sequence of write requests 

In response to the first storage unit failing, store an identifier of the first storage 108 
unit on the second storage unit 

Subsequent to the first storage unit failing and prior to a recovery of the first 
storage unit, process a second sequence of write requests, the second sequence 110 

of write requests being associated with a second sequence of the segment 
identifiers 

Subsequent to the first storage unit being recovered, determine, based on the 
identifier of the first storage unit that was stored on the second storage unit, that 112 

a partial rebuild process needs to be performed on the first storage unit 

Determine a set of stripe numbers associated with the content to be rebuilt on 
the first storage unit, the determination being based on the segment map and 114 

the first segment identifier 

For each stripe identified in the set of stripe numbers, rebuild on the first storage 
unit a portion of the content that belongs to the stripe and the first storage unit 

116 

Fig. 15 
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400 

Maintain a segment map in a persistent storage, the Segment map associating a 
plurality of segment identifiers with a plurality of stripe numbers 102 

Prior to a first one of the storage units failing, process a first sequence of write 
requests, the first sequence of write requests being associated with a first 104 

sequence of the segment identifiers 

In response to the first storage unit failing, store a first one of the segment 
identifiers from the segment map on a second one of the storage units, the first 106 

segment identifier being associated with the last write request that was 
processed from the first sequence of write requests 

In response to the first storage unit failing, store an identifier of the first storage 108 
unit on the second storage unit 

Subsequent to the first storage unit failing and prior to a recovery of the first 
Storage unit, process a Second Secuence of Write reduests, the Second Secuence 110 

of write requests being associated with a Second sequence of the Segment 
identifiers 

In response to the first storage unit being recovered, store a second one of the 
Segment identifiers from the Segment map on the Second storage unit, the 

second segment identifier being associated with the last write request that was 4O2 
processed from the Second sequence of write requests 

Subsequent to the first storage unit being recovered, determine, based on the 
identifier of the first storage unit that was stored on the second storage unit, that 112 

a partial rebuild process needs to be performed on the first storage unit 

Determine a set of stripe numbers associated with the content to be rebuilt on 
the first storage unit, the determination being based on the segment map and 404 

the first and second segment identifiers 

For each stripe identified in the set of stripe numbers, rebuild on the first storage 116 
unit a portion of the content that belongs to the stripe and the first storage unit 

Fig. 18 
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METHODS AND SYSTEMIS FOR STORING 
INFORMATION THAT FACLITATES THE 
RECONSTRUCTION OF AT LEAST SOME OF 
THE CONTENTS OF A STORAGE UNIT ON A 

STORAGE SYSTEM 

RELATED APPLICATIONS 

0001. This application is a Continuation of U.S. applica 
tion Ser. No. 14/446,191 filed on Jul. 29, 2014, incorporated 
herein by reference. 

FIELD OF THE INVENTION 

0002 The present invention relates to methods and sys 
tems for reconstructing at least some of the contents of a 
storage unit following the failure of the storage unit, and more 
particularly relates to efficiently storing information that 
facilitates Such reconstruction process. 

BACKGROUND 

0003. In a storage system with a plurality of storage units, 
data is often stored in a redundant manner. When one or more 
of the storage units experiences a failure and its associated 
data is lost, data redundancy allows the data of the failed 
storage units to be recovered from the operational storage 
units (assuming there is sufficient redundancy). While it is 
certainly beneficial that data on a failed storage unit can be 
recovered, there are certain costs (and concerns) associated 
with the data recovery process. 
0004 First, data recovery consumes resources of the stor 
age system that would otherwise be available to process read 
and/or write requests of a host. For example, data recovery in 
most cases involves reading content from the operational 
storage units in order to recover the lost data. In many cases, 
once the content is read (e.g., in the form of data blocks and 
parity blocks), it must be further processed in order to recon 
struct the lost data. Such reads and processing of a data 
recovery process may increase the time it takes for a storage 
system to respond to read and write requests from a host. 
0005 Second, the longer the data recovery process takes, 
the longer the storage system operates in a degraded mode of 
operation. In a degraded mode, any data requested from the 
failed storage unit must be first reconstructed (if it has not 
already been reconstructed) before the request can be full 
filled, increasing a storage system's response time to read 
requests. Further, a reduced level of data redundancy makes 
the storage system more Vulnerable to permanent data loss. 
0006. One way to address such concerns is to shorten the 
data recovery process, and one way to shorten the data recov 
ery process is to reduce the amount of data that needs to be 
recovered. Such approach, of course, is not always possible. 
Indeed, if all the data of a storage unit were lost and that data 
is needed, there is no choice but to reconstruct all the data of 
the storage unit, in a process known as a “full rebuild” or a 
“full reconstruction”. In other cases, however, rebuilding only 
a subset of the data may be sufficient. 
0007 For example, when a storage unit fails, sometimes 

its data is not lost. In other words, a failure of a storage unit 
may render the storage unit unresponsive to any read or write 
requests, but its data is left intact. Upon recovery of the failed 
storage unit, the problem is that any writes to the storage 
system that occurred during the failure of the storage unit will 
not be reflected on the failed storage unit, rendering some of 
its data “stale”. In this scenario, it is possible to perform a 
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partial rebuild (rather than a full rebuild) on the failed unit, 
only reconstructing data that is needed to replace the stale 
data. 
0008 While a partial rebuild is preferable to a full rebuild 
(reducing the amount of time that the system is in a degraded 
mode of operation and reducing the processing of the storage 
system), a tradeoff is that the storage system is required to 
keep track of which data needs to be rebuilt, which takes 
additional resources as compared to a full rebuild process. 

SUMMARY OF THE INVENTION 

0009. In one embodiment, information from a log struc 
tured file system may be utilized to determine which portions 
of data to rebuild in a partial rebuild process. In a log struc 
tured file system, data is written to a storage system in fixed 
sized blocks called "data segments', and a segment identifier 
is used to identify each data segment. Each new data segment 
may be assigned a segment identifier that is greater than the 
maximum segment identifier that previously existed in the 
storage system. Consequently, the sequence of segment iden 
tifiers that is allocated over time could be a monotonically 
increasing sequence (or a strictly monotonically increasing 
sequence). 
0010. In one embodiment, when a first one of the storage 
units fails, an identifier of the first storage unit and the seg 
ment identifier associated with the last data segment that was 
written to the storage system (prior to the failure of the first 
storage unit) are stored in a persistent storage. Upon the first 
storage unit being recovered (and assuming that none of its 
data is lost), the storage system can refer to the information in 
the persistent storage to facilitate a partial rebuild of the failed 
storage unit. First, the storage system may determine which 
storage unit needs the partial rebuild based on the storage unit 
identifier stored in the persistent storage. Second, the storage 
system may rebuild only those data segments whose segment 
identifier is greater than the stored segment identifier. 
0011. In another embodiment, when a first one of the 
storage units fails, the identifier of the first storage unit and a 
first segment identifier associated with the last data segment 
that was written to the storage system (prior to the failure of 
the first storage unit) are stored in a persistent storage. Upon 
the first storage unit being recovered, a second segment iden 
tifier associated with the last data segment that was written to 
the storage system (prior to the recovery of the first storage 
unit) is stored in the persistent storage. Assuming that none of 
the data of the first storage unit was lost, the storage system 
can refer to the information in the persistent storage to facili 
tate a partial rebuild of the failed storage unit. First, the 
storage system may determine which storage unit needs the 
partial rebuild based on the storage unit identifier stored in the 
persistent storage. Second, the storage system may rebuild 
only those segments whose segment identifier is larger than 
the first segment identifier and less than or equal to the second 
segment identifier. 
0012. In another embodiment, the storage system may 
maintain a segment map in a persistent storage, the segment 
map associating a plurality of segment identifiers with a plu 
rality of stripe numbers. Prior to a first one of the storage units 
failing, the storage system may process a first sequence of 
write requests, the first sequence of write requests being 
associated with a first sequence of the segment identifiers. In 
response to the first storage unit failing, the storage system 
may store a first one of the segment identifiers from the 
segment map on a second one of the storage units, the first 
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segment identifier being associated with the last write request 
that was processed from the first sequence of write requests. 
Subsequent to the first storage unit failing and prior to a 
recovery of the first storage unit, the storage system may 
process a second sequence of write requests, the second 
sequence of write requests being associated with a second 
sequence of the segment identifiers. Subsequent to the first 
storage unit being recovered, the storage system may deter 
mine a set of stripe numbers associated with content to be 
rebuilt on the first storage unit, the determination being based 
on the segment map and the first segment identifier. 
0013. In another embodiment, the storage system may 
maintain a segment map in a persistent storage, the segment 
map associating a plurality of segment identifiers with a plu 
rality of stripe numbers. In response to a first one of the 
storage units failing, the storage system may store a first one 
of the segment identifiers from the segment map on a second 
one of the storage units, the first segment identifier being 
associated with the last data segment that was written on the 
storage array before the failure of the first storage unit. In 
response to the first storage unit being recovered, the storage 
system may store a secondone of the segment identifiers from 
the segment map on the second storage unit, the second seg 
ment identifier being associated with the last data segment 
that was written on the storage array before the recovery of the 
first storage unit. Based on the segment map and the first and 
second segment identifiers, the storage system may determine 
a set of stripe numbers associated with content to be rebuilt on 
the first storage unit. 
0014. These and other embodiments of the invention are 
more fully described in association with the drawings below. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0015 FIG. 1 depicts a storage system communicatively 
coupled to a host, in accordance with one embodiment. 
0016 FIG. 2 depicts an arrangement of data blocks and 
error-correction blocks on a storage array, in accordance with 
one embodiment. 
0017 FIG. 3 depicts an example of a segment map, in 
accordance with one embodiment. 
0018 FIG. 4 depicts the data blocks and error-correction 
blocks of a storage array after the failure of one of its storage 
units, in accordance with one embodiment. 
0019 FIG. 5 depicts a storage system communicatively 
coupled to a host, and in particular information on a storage 
array that may facilitate the reconstruction of at least Some of 
the contents of a storage unit of the storage array, in accor 
dance with one embodiment. 
0020 FIG. 6 depicts the segment map of FIG.3 at a later 
point in time, in accordance with one embodiment. 
0021 FIG. 7 depicts the data blocks and error-correction 
blocks of a storage array after the failure of one of its storage 
units and after the processing of a plurality of write requests, 
in accordance with one embodiment. 
0022 FIG. 8 depicts the data blocks and error-correction 
blocks of a storage array after the failed storage unit has 
transitioned back to an operational state, in accordance with 
one embodiment. 
0023 FIG.9 depicts the data blocks and error-correction 
blocks of a storage array while one of its storage units is 
undergoing a partial rebuild process, in accordance with one 
embodiment. 
0024 FIG. 10 depicts a storage system communicatively 
coupled to a host, and in particular information on a storage 
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array that may facilitate the reconstruction of at least Some of 
the contents of a storage unit of the storage array, in accor 
dance with one embodiment. 
0025 FIG. 11 depicts the data blocks and error-correction 
blocks of a storage array while one of its storage units is 
undergoing a partial rebuild process, in accordance with one 
embodiment. 
0026 FIG. 12 depicts a storage system communicatively 
coupled to a host, and in particular information on a storage 
array that may facilitate the reconstruction of at least Some of 
the contents of a storage unit of the storage array, in accor 
dance with one embodiment. 
0027 FIG. 13 depicts the data blocks and error-correction 
blocks of a storage array while one of its storage units is 
undergoing a partial rebuild process, in accordance with one 
embodiment. 
0028 FIG. 14 depicts a storage system communicatively 
coupled to a host, and in particular information on a storage 
array that may facilitate the reconstruction of at least Some of 
the contents of a storage unit of the storage array, in accor 
dance with one embodiment. 
0029 FIG. 15 depicts a flow diagram for storing informa 
tion that may be used in the process of reconstructing at least 
Some of the contents of a storage unit, and using that infor 
mation to reconstruct at least Some of the contents of the 
storage unit, in accordance with one embodiment. 
0030 FIG. 16 depicts a flow diagram for reconstructing at 
least some of the contents of a storage unit, in accordance with 
one embodiment. 
0031 FIG. 17 depicts a flow diagram for processing a read 
request while at least some of the contents of a storage unit are 
being reconstructed, in accordance with one embodiment. 
0032 FIG. 18 depicts a flow diagram for storing informa 
tion that may be used in the process of reconstructing at least 
Some of the contents of a storage unit, and using that infor 
mation to reconstruct at least Some of the contents of the 
storage unit, in accordance with one embodiment. 
0033 FIG. 19 depicts a flow diagram for reconstructing at 
least some of the contents of a storage unit, in accordance with 
one embodiment. 
0034 FIG. 20 depicts a flow diagram for processing a read 
request while at least some of the contents of a storage unit are 
being reconstructed, in accordance with one embodiment. 
0035 FIG.21 depicts components of a computer system in 
which computer readable instructions instantiating the meth 
ods of the present invention may be stored and executed. 

DETAILED DESCRIPTION OF THE INVENTION 

0036. In the following detailed description of the preferred 
embodiments, reference is made to the accompanying draw 
ings that form a parthereof, and in which are shown by way 
of illustration specific embodiments in which the invention 
may be practiced. It is understood that other embodiments 
may be utilized and structural changes may be made without 
departing from the Scope of the present invention. Description 
associated with any one of the figures may be applied to a 
different figure containing like or similar components/steps. 
While the flow diagrams each present a series of steps in a 
certain order, the order of the steps is for one embodiment and 
it is understood that the order of steps may be different for 
other embodiments. 
0037 FIG. 1 depicts system 10 in which storage system 12 
may be communicatively coupled to host 14, in accordance 
with one embodiment. Host 14 may transmit read and/or 
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write requests to storage system 12, which in turn may pro 
cess the read and/or write requests. While not depicted, stor 
age system 12 may be communicatively coupled to host 14 
via a network. The network may include a LAN, WAN, MAN, 
wired or wireless network, private or public network, etc. 
0038 Storage controller 16 of storage system 12 may 
receive the read and/or write requests and may process the 
read and/or write requests by, among other things, communi 
cating with one or more of a plurality of storage units (28.30, 
32, 34). The plurality of storage units may be collectively 
referred to as storage array 26. While each of the storage units 
is depicted as a disk drive in FIG. 1, the techniques of the 
present invention are not limited to storage devices employ 
ing magnetic disk based storage. More generally, techniques 
of the present invention may be applied to a plurality of 
storage units including one or more solid-state drives (e.g., 
flash drives), magnetic disk drives (e.g., hard disk drives), 
optical drives, etc. While four disk drives have been depicted 
in storage array 26, this is not necessarily so, and a different 
number of disk drives may be employed in storage array 26. 
0039 Storage controller 16 may include processor 18, 
random access memory (RAM) 20 and non-volatile random 
access memory (NVRAM) 22. Processor 18 may direct the 
handling of read and/or write requests, and may oversee the 
reconstruction of at least some of the contents of a failed 
storage unit. More specifically, processor 18 may performany 
of the processes described below in association with FIGS. 
15-20. RAM 20 may store instructions that, when executed by 
processor 18, cause processor 18 to perform one or more of 
the processes of FIGS. 15-20. RAM 20 may also act as a 
buffer, storing yet to be processed read and/or write requests, 
storing data that has been retrieved from storage array 26 but 
not yet provided to host 14, etc. NVRAM 22 may store data 
that must be maintained, despite a loss of power to storage 
system 12. 
0040 Segment map 36 may be stored in NVRAM 22 or 
storage array 26 (as is depicted in FIG. 1), or both. In a 
preferred embodiment, a plurality of updates to segment map 
36 may be aggregated in NVRAM 22, before being written to 
storage array 26 in a batch. Segment map 36 associates a 
plurality of segment identifiers with a plurality of stripe num 
bers, and is further described below in association with FIGS. 
3 and 6. 
0041 FIG. 2 depicts one possible arrangement of data 
blocks and error-correction blocks on storage array 26. It is 
noted that the information depicted in FIG.2 may only be a 
partial representation of the information stored on storage 
array 26. For example, segment map 36 is depicted in the 
storage array 26 of FIG. 1, but is not depicted in FIG. 2 so as 
to not unnecessarily clutter the presentation of FIG. 2. The 
term "error-correction block(s) will be used to generally 
refer to any block(s) of information that is dependent on one 
or more data blocks and can be used to recover one or more 
data blocks. An example of an error-correction block is a 
parity block, which is typically computed using XOR opera 
tions. It is noted that an XOR operation is only one operation 
that may be used to compute an error-correction block, and 
more generally, an error-correction block may be computed 
based on a code, Such as a Reed-Solomon code. The term 
“data block(s) will be used to generally refer to any block(s) 
of information that might be transmitted to or from host 14. 
Further, it is noted that the term “block” is used to generally 
refer to any collection of information typically represented as 
one or more binary strings (e.g., "01010100). 
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0042. For clarity of description, reference labels are used 
to refer to particular data blocks. For instance, d.00 is a 
reference label used to refer to a data block stored on disk 0. 
For clarity of notation, reference labels associated with data 
blocks begin with the letter 'd', while reference labels asso 
ciated with error-correction blocks begin with the letter “P”. 
For clarity of presentation, error-correction blocks are illus 
trated with a striped pattern. The information stored by a data 
block is typically in the form of a binary string (e.g., 
“0010101001 ...”). Similarly, the information stored by an 
error-correction block is typically in the form of a binary 
string (e.g., “10101010100. . . ). Entries of the storage unit 
without any data or error-correction blocks have been left 
blank. 

0043. The arrangement of data blocks and error-correction 
blocks of FIG. 2 is representative of a RAID 4 data redun 
dancy scheme, in which one of the storage units (i.e., disk 3 in 
FIG. 2) is dedicated for storing error-correction blocks, and 
all other storage units (i.e., disks 0-2) are dedicated for storing 
data blocks. The data blocks in each row of the arrangement 
may belong to a data segment. For example, data blocks d.00, 
d.01 and d.02 may belong to a data segment, and the data 
segment (i.e., including d.00, d.01 and d.02) along with its 
error-correction block P.0 may be stored at the location of 
stripe 0 (which corresponds to the top row of the arrange 
ment). To elaborate, a stripe may be interpreted as a container 
for storing a data segment (and its associated error-correction 
block), and a stripe number may be used to identify a particu 
lar stripe. A stripe typically includes a plurality of storage 
locations distributed across the storage units of storage array 
26. While a RAID 4 data redundancy scheme is used to 
explain techniques of the present invention (for ease of expla 
nation), the techniques of the present invention can be applied 
to other redundancy schemes, such as RAID 5, RAID 6. 
RAID 7, etc. 
0044 FIG. 3 depicts segment map 36 that allows storage 
system 12 to determine where a data segment is stored in 
storage array 26. For example, from segment map 36, storage 
system 12 can determine that the data segment with segment 
identifier 112 is stored at stripe number 5 (i.e., comprising the 
data blocks d.50, d.51 and d.52). More generally, segment 
map 36 associates each segment identifier with a stripe num 
ber. 

0045. In one embodiment of a log structured file system, 
each new data segment is assigned a segment identifier that is 
greater than the maximum segment identifier that previously 
existed on the storage system. For example, the next segment 
identifier added to segment map 36 could be segment identi 
fier 116. Consequently, the sequence of segment identifiers 
that is allocated over time may be a monotonically increasing 
sequence (or a strictly monotonically increasing sequence). 
Typically, a segment identifier is a 64-bit number, so there is 
not a concern that storage system 12 will ever reach the 
maximum segment identifier and need to wrap the segment 
identifier around to 0. 
0046 Conceptually, segment map 36 may be viewed as a 
timeline, recording the order in which storage system 12 has 
written to the Stripes of storage array 26 over time. Segment 
map 36 indicates that a data segment was written to stripe 
number 6, then a data segment was written to stripe number 0, 
then a data segment was written to Stripe number 1, and so on. 
To be more precise, segment map 36 may only provide a 
partial timeline, as entries (i.e., rows) of the segment map 36 
could be deleted. In other words, the stripe numbers are 



US 2016/0034370 A1 

ordered in chronological order (with respect to ascending 
segment identifiers), but the sequence of the stripe numbers 
could have some missing entries due to deleted data seg 
ments. For example, if the data segment with segment iden 
tifier 113 were deleted, the row with segment identifier 113 
could be deleted from segment map 36. 
0047. When a data segment is modified, it is assigned a 
new segment identifier. For instance, if the data segment with 
segment identifier 111 was modified, a new row in segment 
map 36 could be created, associating segment identifier 116 
with stripe number 1 (i.e., the stripe number formerly asso 
ciated with segment identifier 111); and the row with segment 
identifier 111 could be deleted. 
0048 While a log structured file system could have a 
sequence of monotonically increasing segment identifiers, 
other sequences of segment identifiers could be used, so long 
as the sequence can be used to distinguish at least two points 
in time. For example, a monotonically decreasing (or strictly 
monotonically decreasing) sequence of segment identifiers 
could be used, in which time progression could be associated 
with decreasing segment identifiers. It is noted that another 
name for a monotonically increasing sequence is a non-de 
creasing sequence and another name for a monotonically 
decreasing sequence is a non-increasing sequence. Increasing 
(or decreasing) segment identifiers could be associated with 
progressing time, while a run of identical segment identifiers 
could be associated with a time period. 
0049. In FIGS. 4-14, a partial rebuild process employing 
techniques of one embodiment of the present invention is 
described in more detail. FIG. 4 depicts the scenario in which 
disk 1 has failed. All the contents of the disk 1 are no longer 
accessible, and hence the contents of disk 1 are represented as 

0050. In FIG. 5, information for facilitating a partial 
rebuild process of a failed storage unit may be stored on 
persistent storage (e.g., Storage unit 32, also referred to as disk 
2). The information may include an identifier of the failed 
storage unit (e.g., a serial number of the failed storage unit). In 
the current example, assume the identifier of disk 1 (which 
has failed) is 0001, so 0001 is stored on the persistent storage. 
The information may also include the segment identifier asso 
ciated with the last data segment that was written to storage 
array 26 prior to the failure of disk 1. In the current example, 
assume that the data segment with segment identifier 114 was 
the last data segment to be fully written to storage array 26. In 
other words, (referring to FIGS. 2), d. 70, d. 71, d.l72 and P7 
were the last information blocks to be written to storage array 
26 before the failure of disk 1. Therefore, as depicted in FIG. 
5, the segment identifier stored on the persistent storage is 
114. 

0051. It is noted that the segment identifier that is stored on 
the persistent storage may not be the maximum segment 
identifier that is present in segment map 36. In the currently 
discussed example, segment identifier 114 was stored on the 
persistent storage, but segment map 36 also contained seg 
ment identifier 115. Such segment identifiers (i.e., those 
greater than the segment identifier written to the persistent 
storage) could correspond to a data segment that was only 
partially written to storage array 26 when one of its storage 
units failed. Alternatively or in addition, Such segment iden 
tifiers could also correspond to data segments located in a 
write buffer (e.g., in a portion of RAM 20 or in a portion of 
NVRAM 22) that have not yet been written to storage array 26 
prior to the failure of the storage unit. 
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0052. In FIG. 5, the information to be used to facilitate a 
partial rebuild process is stored on disk 2 (e.g., in RAID 
superblock of disk 2). In another embodiment, such informa 
tion could be stored on one or more of the storage units that 
are still in operation. Indeed, such information could be 
stored on disk 0, disk 2 and disk3, for extra reliability (e.g., in 
RAID superblocks of disks 0, 2 and 3). In yet another embodi 
ment, such information could be stored in NVRAM 22. 
0053. After the failure of disk 1, storage system 12 may 
process additional write requests, and for purposes of expla 
nation, assume that two additional write requests are 
received. The state of segment map 36 is depicted in FIG. 6 
following these two write requests. The first request is to 
modify the data segment with segment identifier 111, and the 
second request (following the first request) is to modify the 
data segment with segment identifier 109. As a result of the 
first request, the entry with segment identifier 111 is deleted 
from segment map 36 and a new entry mapping segment 
identifier 116 to stripe number 1 (i.e., the stripe number 
formerly associated with segment identifier 111) is added to 
segment map 36. As a result of the second request, the entry 
with segment identifier 109 is deleted from segment map 36 
and a new entry mapping segment identifier 117 to stripe 
number 6 (i.e., the stripe number formerly associated with 
segment identifier 109) is added to segment map 36. 
0054 Further assume that the data segments with segment 
identifiers 115, 116 and 117 are written to storage array 26 
while disk 1 has failed (i.e., while storage array 26 is in a 
degraded mode of operation). The state of storage array 26 is 
depicted in FIG.7 following such data segments being written 
to the storage array. Stripe 4 of storage array 26 is now 
occupied with data blocks d.40' and d.42", and error-correc 
tion block P4". Notice that no data block has been written to 
disk 1, since it has failed. Stripe 1 of storage array 26 is now 
occupied with data blocks d. 10' and d.12', and error-correc 
tion block P.1", and stripe 6 of storage array 26 is now occu 
pied with data blocks d.60" and d.62', and error-correction 
block P6' 

0055. It is noted that some of the data and error-correction 
blocks have been labeled with an apostrophe to indicate that 
such blocks were written after the failure of disk 1. Such 
designation is for illustration purposes only (for clarity of 
explanation) and storage array 26 may not actually store a 
designator with each block to indicate whether it was written 
and/or modified prior to or after the failure of disk 1. 
0056 FIG. 8 depicts the state of storage array26 after disk 
1 has been recovered. Assume that the failure of disk 1 did not 
affect the contents of disk, and upon its recovery, the contents 
of disk 1 are identical to the contents of disk 1 immediately 
prior to its failure. One can see that the contents of disk 1 are 
identical between FIG. 2 and FIG. 8. Now, storage system 12 
is tasked with distinguishing which data of disk 1 is stale and 
requires rebuilding. From the arrangement of data and error 
correction blocks of FIG. 8, storage system 12 may be able to 
determine that stripe 4 needs to be rebuilt on disk 1 (as the 
absence of data on disk 1 for stripe 4 and the presence of data 
on the other disks for stripe 4 would indicate that a write to 
stripe 4 occurred during the failure of disk 1), but it would not 
be able to determine (from only the information presented in 
FIG. 8) which other stripes need to be rebuilt on disk 1. 
0057 According to one embodiment, storage system 12 
reads the storage unit identifier that has been stored in persis 
tent storage (i.e., information depicted in FIG. 5). From the 
storage unit identifier (i.e., 0001 in the current example), 
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storage system 12 can determine that a partial rebuild may 
need to be performed on disk 1. Further, the storage system 12 
reads the segment identifier that has been stored in persistent 
storage (i.e., 114 in the current example). From this informa 
tion, Storage system 12 can determine which data segments to 
rebuild. Since the segment identifiers are allocated in a mono 
tonically increasing manner (at least in the presently dis 
cussed embodiment), any data segments that are written to 
storage array 26 subsequent to the failure of disk 1 will have 
a segment identifier that is greater than the stored segment 
identifier. Therefore, in one embodiment, the storage system 
12 can rebuild data segments corresponding to segment iden 
tifiers that are greater than the stored segment identifier. In the 
present example, the stored segment identifier was 114, so the 
data segments that will be rebuilt on disk 1 are 115, 116 and 
117, which would correspond to stripes 4, 1 and 6, respec 
tively. 
0058 FIGS. 9-14 illustrate an iterative method to partially 
rebuild the contents of a failed storage unit, in accordance 
with one embodiment. First, storage system 12 determines 
whether the stored segment identifier (i.e., 114 in the current 
example) is the maximum segment identifier present in seg 
ment map 36. If so, the process ends. Since it is not the 
maximum segment identifier present in segment map 36 (i.e., 
maximum segment identifier in the current example is 117), 
storage system 12 rebuilds a portion of the data segment 
associated with the next higher segment identifier (i.e., next 
higher segment identifier in segment map 36) on disk 1. In the 
present example, the next higher segment identifier is 115, 
which is mapped to stripe number 4. Accordingly, storage 
system 12 generates data block d. 41' (from data blocks d.40' 
and d.42 and error-correction block P4") and stores data 
block d. 41' on disk 1, as depicted in FIG. 9. It is noted that the 
specific techniques to generate a data block from other data 
blocks and redundant information (e.g., error-correction 
blocks) is known in the art, and will not be explained herein 
for conciseness. Next, the stored segment identifier is 
advanced to the next higher segment identifier in the segment 
map. In the present example, the stored segment identifier is 
advanced to 115, as depicted in FIG. 10. 
0059 Next, storage system 12 determines whether the 
stored segment identifier (i.e., segment identifier 115) is the 
maximum segment identifier present in segment map 36. If 
So, the process ends. Since it is not the maximum segment 
identifier present in segment map 36, storage system 12 
rebuilds a portion of the data segment associated with the next 
higher segment identifier on disk 1. In the present example, 
the next higher segment identifier is 116, which is mapped to 
stripe number 1. Accordingly, storage system 12 generates 
data block d.11" (from data blocks d. 10' and d.12 and error 
correction block P.1") and stores data block d. 11' on disk 1, as 
depicted in FIG. 11. Next, the stored segment identifier is 
advanced to the next higher segment identifier in the segment 
map. In the present example, the stored segment identifier is 
advanced to 116, as depicted in FIG. 12. 
0060 Next, storage system 12 determines whether the 
stored segment identifier (i.e., segment identifier 116) is the 
maximum segment identifier present in segment map 36. If 
So, the process ends. Since it is not the maximum segment 
identifier present in segment map 36, storage system 12 
rebuilds a portion of the data segment associated with the next 
higher segment identifier on disk 1. In the present example, 
the next higher segment identifier is 117, which is mapped to 
stripe number 6. Accordingly, storage system 12 generates 
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data block d.61' (from data blocks d.60' and d.62 and error 
correction block P6') and stores data block d.61' on disk 1, as 
depicted in FIG. 13. Next, the stored segment identifier is 
advanced to the next higher segment identifier in the segment 
map. In the present example, the stored segment identifier is 
advanced to 117, as depicted in FIG. 14. 
0061 Next, storage system 12 determines whether the 
stored segment identifier (i.e., 117) is the maximum segment 
identifier present in segment map 36. Since it is the maximum 
segment identifier in segment map 36, the partial rebuild 
process concludes. 
0062) To emphasize the advantages of one embodiment of 
the present invention, storage system 12 was able to deter 
mine which data segments to rebuild based solely on segment 
map 36 and a single segment identifierstored on the persistent 
storage. Segment map 36 is required for normal operation of 
storage system 12, so the only storage overhead required to 
enable a partial rebuild of a failed storage unit is the storing of 
the segment identifier on the persistent storage. During the 
partial rebuild process, the determination of whether a data 
segment needs to be rebuilt is also a computationally efficient 
step, only requiring that the segment identifier of the data 
segment be compared to the stored segment identifier. 
0063. In FIGS. 15-20, various processes associated with 
embodiments of the present invention are depicted in the form 
of flow diagrams. FIG. 15 depicts flow diagram 100 for stor 
ing information that may be used in the process of recon 
structing at least some of the contents of a storage unit, and 
using that information to reconstruct at least some of the 
contents of the storage unit, in accordance with one embodi 
ment. At step 102, storage system 12 may maintain a segment 
map in a persistent storage, the segment map associating a 
plurality of segment identifiers with a plurality of stripe num 
bers. At step 104, prior to a first one of the storage units 
failing, storage system 12 may process a first sequence of 
write requests, the first sequence of write requests being 
associated with a first sequence of the segment identifiers. In 
one embodiment, the first sequence of the segment identifiers 
is a monotonically increasing sequence, while in another 
embodiment, the first sequence of the segment identifiers is a 
monotonically decreasing sequence. At step 106, in response 
to the first storage unit failing, storage system 12 may store a 
first one of the segment identifiers from the segment map on 
a second one of the storage units, the first segment identifier 
being associated with the last write request that was processed 
from the first sequence of write requests. At step 108, in 
response to the first storage unit failing, storage system 12 
may store an identifier of the first storage unit on the second 
storage unit. At step 110, Subsequent to the first storage unit 
failing and prior to a recovery of the first storage unit, storage 
system 12 may process a second sequence of write requests, 
the second sequence of write requests being associated with a 
second sequence of the segment identifiers. In one embodi 
ment, the second sequence of the segment identifiers is a 
monotonically increasing sequence, while in another 
embodiment, the second sequence of the segment identifiers 
is a monotonically decreasing sequence. At step 112, Subse 
quent to the first storage unit being recovered, storage system 
12 may determine, based on the identifier of the first storage 
unit that was stored on the second storage unit, that a partial 
rebuild process needs to be performed on the first storage unit. 
At step 114, storage system 12 may determine a set of Stripe 
numbers associated with the content to be rebuilt on the first 
storage unit, the determination being based on the segment 
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map and the first segment identifier. In one embodiment, the 
determination may be based solely on the segment map and 
the first segment identifier. The set of stripe numbers that are 
determined may identify stripes associated with data seg 
ments having segment identifiers greater than the first seg 
ment identifier. Finally, at Step 116, Storage system 12 may, 
for each stripe identified in the set of stripe numbers, rebuild 
on the first storage unit a portion of the content that belongs to 
the stripe and the first storage unit. 
0064 FIG. 16 depicts flow diagram 200 that elaborates 
upon step 116 of FIG. 15. At step 202, storage system 12 may 
determine whether the first segment identifier is the maxi 
mum segment identifier. If so, the partial rebuild process ends. 
Otherwise, storage system 12 may rebuild on the first storage 
unit a portion of a data segment associated with the next 
higher segment identifier in segment map (step 204). At step 
206, the first segment identifier may be advanced to the next 
largest segment identifier in segment map 36. The process 
may then repeat to previously described step 202. 
0065 FIG. 17 depicts flow diagram 300 for processing a 
read request while at least Some of the contents of a storage 
unit are being reconstructed, in accordance with one embodi 
ment. At step 302, storage system 12 may receive a read 
request from host 14 for data on the first storage unit while 
contents of the first storage unit are being reconstructed. At 
step 304, storage system 12 may determine whether the 
requested data needs to be reconstructed. In one embodiment, 
Such determination may involve comparing the segment iden 
tifier associated with the read request with the first segment 
identifier. If the segment identifier of the read request is less 
than or equal to the first segment identifier, the requested data 
may not need to be reconstructed and the requested data can 
be directly read from the first storage unit (step 306) and 
transmitted to the host device (308). Otherwise, if the seg 
ment identifier of the read request is greater than the first 
segment identifier, the requested data may be reconstructed 
(step 310) and the reconstructed data may be transmitted to 
the host device (step 312). 
0066 FIGS. 18-20 depict a variant of the processes 
depicted in FIGS. 15-17. Description for steps already 
described will not be provided for conciseness. In flow dia 
gram 400 of FIG. 18, storage system 12, in addition to record 
ing the first segment identifier, also records a second segment 
identifier (step 402). The second segment identifier may be 
associated with the last write request that was processed from 
the second sequence of write requests (i.e., the sequence of 
write requests while the storage array was in a degraded mode 
of operation). In other words, the second segment identifier 
may identify the last data segment that was written during the 
degraded mode of operation, and hence may identify the last 
data segment that requires reconstruction. At step 404, Stor 
age system 12 may determine a set of stripe numbers associ 
ated with content to be rebuilt on the first storage unit, the 
determination being based on the segment map and the first 
and second segment identifiers. In one embodiment, the 
determination is solely based on the segment map and the first 
and second segment identifiers. The set of stripe numbers that 
are determined may identify stripes associated with data seg 
ments having segment identifiers greater than the first seg 
ment identifier and less than or equal to the second segment 
identifier. 

0067. It is noted that the process of FIG. 18 may eliminate 
Some redundant computation, as compared to the process of 
FIG. 15. For instance, if data segments are written to storage 
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array26 after the first storage unit has been recovered, no data 
reconstruction should be needed for Such data segments. Nev 
ertheless, the process of FIG. 15 may perform data recon 
struction for Such data segments (even though it is not 
needed), while the process of FIG. 18 will avoid such data 
reconstruction. 
0068 Flow diagram 500 (depicted in FIG. 19) is similar to 
flow diagram 200 (depicted in FIG. 16), except for step 502. 
In step 502, storage system 12 may determine whether the 
first segment identifier is equal to the second segment identi 
fier as a termination condition, rather than determining 
whether the first segment identifier is the maximum segment 
identifier (as in step 202). 
0069 Flow diagram 600 (depicted in FIG. 20) is similar to 
flow diagram 300 (depicted in FIG. 17), except for step 604. 
In step 604, storage system 12 may determine whether the 
requested data needs to be reconstructed by comparing the 
segment identifier associated with the read request with the 
first and second segment identifiers. More specifically, Stor 
age system 12 may determine whether the segment identifier 
associated with the read request is greater than the first seg 
ment identifier and less than or equal to the second segment 
identifier. If so, the requested data is reconstructed (step 310), 
otherwise, the requested data can be read from the first stor 
age unit (step 306). 
0070. As is apparent from the foregoing discussion, 
aspects of the present invention involve the use of various 
computer systems and computer readable storage media hav 
ing computer-readable instructions stored thereon. FIG. 21 
provides an example of a system 700 that is representative of 
any of the computing systems discussed herein. Further, com 
puter system 700 may be representative of a system that 
performs any of the processes depicted in FIGS. 15-20. Note, 
not all of the various computer systems have all of the features 
of system 700. For example, certain ones of the computer 
systems discussed above may not include a display inasmuch 
as the display function may be provided by a client computer 
communicatively coupled to the computer system or a display 
function may be unnecessary. Such details are not critical to 
the present invention. 
(0071. System 700 includes a bus 702 or other communi 
cation mechanism for communicating information, and a pro 
cessor 704 coupled with the bus 702 for processing informa 
tion. Computer system 700 also includes a main memory 706, 
Such as a random access memory (RAM) or other dynamic 
storage device, coupled to the bus 702 for storing information 
and instructions to be executed by processor 704. Main 
memory 706 also may be used for storing temporary variables 
or other intermediate information during execution of 
instructions to be executed by processor 704. Computer sys 
tem 700 further includes a read only memory (ROM) 708 or 
other static storage device coupled to the bus 702 for storing 
static information and instructions for the processor 704. A 
storage device 710, which may be one or more of a floppy 
disk, a flexible disk, a hard disk, flash memory-based storage 
medium, magnetic tape or other magnetic storage medium, a 
compact disk (CD)-ROM, a digital versatile disk (DVD)- 
ROM, or other optical storage medium, or any other storage 
medium from which processor 704 can read, is provided and 
coupled to the bus 702 for storing information and instruc 
tions (e.g., operating Systems, applications programs and the 
like). 
0072 Computer system 700 may be coupled via the bus 
702 to a display 712, such as a flat panel display, for display 
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ing information to a computer user. An input device 714. Such 
as a keyboard including alphanumeric and other keys, may be 
coupled to the bus 702 for communicating information and 
command selections to the processor 704. Another type of 
user input device is cursor control device 716, such as a 
mouse, a trackball, or cursor direction keys for communicat 
ing direction information and command selections to proces 
sor 704 and for controlling cursor movement on the display 
712. Other user interface devices, such as microphones, 
speakers, etc. are not shown in detail but may be involved with 
the receipt of user input and/or presentation of output. 
0073. The processes referred to herein may be imple 
mented by processor 704 executing appropriate sequences of 
computer-readable instructions contained in main memory 
706. Such instructions may be read into main memory 706 
from another computer-readable medium, Such as storage 
device 710, and execution of the sequences of instructions 
contained in the main memory 706 causes the processor 704 
to perform the associated actions. In alternative embodi 
ments, hard-wired circuitry or firmware-controlled process 
ing units (e.g., field programmable gate arrays) may be used 
in place of or in combination with processor 704 and its 
associated computer Software instructions to implement the 
invention. The computer-readable instructions may be ren 
dered in any computer language including, without limita 
tion, C#, C/C++, Fortran, COBOL, PASCAL, assembly lan 
guage, markup languages (e.g., HTML. SGML, XML, 
VoXML), and the like, as well as object-oriented environ 
ments such as the Common Object Request Broker Architec 
ture (CORBA), JavaTM and the like. In general, all of the 
aforementioned terms are meant to encompass any series of 
logical steps performed in a sequence to accomplish a given 
purpose, which is the hallmark of any computer-executable 
application. Unless specifically stated otherwise, it should be 
appreciated that throughout the description of the present 
invention, use of terms such as “processing”, “computing. 
"calculating”, “determining”, “displaying”, “receiving, 
“transmitting or the like, refer to the action and processes of 
an appropriately programmed computer system, such as com 
puter system 700 or similar electronic computing device, that 
manipulates and transforms data represented as physical 
(electronic) quantities within its registers and memories into 
other data similarly represented as physical quantities within 
its memories or registers or other Such information storage, 
transmission or display devices. 
0074 Computer system 700 also includes a communica 
tion interface 718 coupled to the bus 702. Communication 
interface 718 may provide a two-way data communication 
channel with a computer network, which provides connectiv 
ity to and among the various computer systems discussed 
above. For example, communication interface 718 may be a 
local area network (LAN) card to provide a data communi 
cation connection to a compatible LAN, which itself is com 
municatively coupled to the Internet through one or more 
Internet service provider networks. The precise details of 
Such communication paths are not critical to the present 
invention. What is important is that computer system 700 can 
send and receive messages and data through the communica 
tion interface 718 and in that way communicate with hosts 
accessible via the Internet. 

0075 Thus, methods and systems for reconstructing at 
least some of the contents of a storage unit following the 
failure of the storage unit have been described. It is to be 
understood that the above-description is intended to be illus 
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trative, and not restrictive. Many other embodiments will be 
apparent to those of skill in the art upon reviewing the above 
description. The scope of the invention should, therefore, be 
determined with reference to the appended claims, along with 
the full scope of equivalents to which such claims are entitled. 
What is claimed is: 
1. A method for a storage system having a storage array, the 

storage array having a plurality of storage units, the method 
comprising: 

maintaining a segment map in a persistent storage, the 
segment map associating a plurality of segment identi 
fiers with a plurality of stripe numbers; 

in response to a first one of the storage units failing, storing 
a first one of the segment identifiers from the segment 
map on a second one of the storage units, the first seg 
ment identifier being associated with the last data seg 
ment that was written on the storage array before the 
failure of the first storage unit; 

in response to the first storage unit being recovered, storing 
a second one of the segment identifiers from the segment 
map on the second storage unit, the second segment 
identifier being associated with the last data segment 
that was written on the storage array before the recovery 
of the first storage unit; and 

determining a set of stripe numbers associated with content 
to be rebuilt on the first storage unit, the determination 
being based on the segment map and the first and second 
segment identifiers. 

2. The method of claim 1, wherein the first segment iden 
tifier identifies the last data segment that was written on the 
storage array before the failure of the first storage unit. 

3. The method of claim 1, wherein the second segment 
identifier identifies the last data segment that was written on 
the storage array before the recovery of the first storage unit. 

4. The method of claim 1, wherein the set of stripe numbers 
are associated with ones of the segment identifiers that are 
greater than the first segment identifier and less than or equal 
to the second segment identifier. 

5. The method of claim 1, further comprising, for each 
stripe identified in the set of stripe numbers, rebuilding on the 
first storage unit a portion of the content that belongs to the 
stripe and the first storage unit. 

6. The method of claim 1, wherein the persistent storage is 
a part of the plurality of storage units. 

7. The method of claim 1, wherein the persistent storage is 
a part of a non-volatile random access memory (NVRAM) of 
the storage system. 

8. The method of claim 1, wherein the determination is 
solely based on the segment map and the first and second 
segment identifiers. 

9. The method of claim 1, further comprising, each time a 
portion of a data segment is rebuilt on the first storage unit, 
advancing the first segment identifier to a segment identifier 
in the segment map that is higher in value than the first 
segment identifier. 

10. The method of claim 9, further comprising: 
receiving a read request from a host device for data on the 

first storage unit while a partial rebuild process is being 
performed on the first storage unit; 

determining whether the read requested is directed at one 
or more stripes having stripe numbers within the set of 
stripe numbers; and 
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if so, reconstructing the requested data and transmitting the 
reconstructed data to the host device, otherwise, trans 
mitting the requested data from the first storage unit to 
the host device. 

11. A storage system, comprising: 
a plurality of storage units; 
a persistent storage, wherein the persistent storage is a part 

of the plurality of storage units; 
a main memory; 
a processor communicatively coupled to the plurality of 

storage units and the main memory; and 
Software instructions on the main memory that, when 

executed by the processor, cause the processor to: 
maintain a segment map in the persistent storage, the 

segment map associating a plurality of segment iden 
tifiers with a plurality of stripe numbers: 

in response to a first one of the storage units failing, store 
a first one of the segment identifiers from the segment 
map on a second one of the storage units, the first 
segment identifier being associated with the last data 
segment that was written on the storage array before 
the failure of the first storage unit; 

in response to the first storage unit being recovered, store 
a second one of the segment identifiers from the seg 
ment map on the second storage unit, the second 
segment identifier being associated with the last data 
segment that was written on the storage array before 
the recovery of the first storage unit; and 

determine a set of stripe numbers associated with con 
tent to be rebuilt on the first storage unit, the determi 
nation being based on the segment map and the first 
and second segment identifiers. 

12. The storage system of claim 11, wherein the first seg 
ment identifier identifies the last data segment that was writ 
ten on the storage array before the failure of the first storage 
unit. 

13. The storage system of claim 11, wherein the second 
segment identifier identifies the last data segment that was 
written on the storage array before the recovery of the first 
storage unit. 

14. The storage system of claim 11, wherein the set of 
stripe numbers are associated with ones of the segment iden 
tifiers that are greater than the first segment identifier and less 
than or equal to the second segment identifier. 

15. The storage system of claim 11, further comprising 
Software instructions on the main memory that, when 
executed by the processor, cause the processor to, for each 
stripe identified in the set of stripe numbers, rebuild on the 
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first storage unit a portion of the content that belongs to the 
stripe and the first storage unit. 

16. A non-transitory machine-readable storage medium for 
a storage system having a plurality of storage units, a main 
memory, and a processor communicatively coupled to the 
plurality of storage units and the main memory, the non 
transitory machine-readable storage medium comprising 
Software instructions that, when executed by the processor, 
cause the processor to: 

maintain a segment map in one or more of the storage units, 
the segment map associating a plurality of segment iden 
tifiers with a plurality of stripe numbers; 

in response to a first one of the storage units failing, store a 
first one of the segment identifiers from the segment map 
on a second one of the storage units, the first segment 
identifier being associated with the last data segment 
that was written on the storage array before the failure of 
the first storage unit; 

in response to the first storage unit being recovered, store a 
second one of the segment identifiers from the segment 
map on the second storage unit, the second segment 
identifier being associated with the last data segment 
that was written on the storage array before the recovery 
of the first storage unit; and 

determine a set of Stripe numbers associated with content 
to be rebuilt on the first storage unit, the determination 
being based on the segment map and the first and second 
segment identifiers. 

17. The non-transitory machine-readable storage medium 
of claim 16, wherein the first segment identifier identifies the 
last data segment that was written on the storage array before 
the failure of the first storage unit. 

18. The non-transitory machine-readable storage medium 
of claim 16, wherein the second segment identifier identifies 
the last data segment that was written on the storage array 
before the recovery of the first storage unit. 

19. The non-transitory machine-readable storage medium 
of claim 16, wherein the set of stripe numbers are associated 
with ones of the segment identifiers that are greater than the 
first segment identifier and less than or equal to the second 
segment identifier. 

20. The non-transitory machine-readable storage medium 
of claim 16, further comprising software instructions that, 
when executed by the processor, cause the processor to, for 
each stripe identified in the set of stripe numbers, rebuild on 
the first storage unita portion of the content that belongs to the 
stripe and the first storage unit. 

k k k k k 


