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CACHING SYSTEMS AND METHODS FOR HARD DISK DRIVES AND HYBRID DRIVES

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This application claims priority to U.S. Utility Application No. 14/702,078, filed

on May 1, 2015 and also claims the benefit of U.S. Provisional Application No.

61/987,947, filed on May 2, 2014. This application is related t o U.S. Patent Application

No. 14/519,826, filed on October 21, 2014, which claims the benefit of U.S. Provisional

Application No. 61/893,662, filed on October 21, 2013, U.S. Provisional Application No.

61/893,675, filed on October 21, 2013, and U.S. Provisional Application No. 61/893,683,

filed on October 21, 2013, and U.S. Provisional Application No. 61/895,049, filed October

24, 2013. The entire disclosures of the above applications are incorporated herein by

reference.

FIELD

[0002] The present disclosure relates generally to storage devices and more particularly

t o caching systems and methods for hard disk drives and hybrid drives.

BACKGROUND

[0003] The background description provided herein is for the purpose of generally

presenting the context of the disclosure. Work of the presently named inventors, t o the

extent the work is described in this background section, as well as aspects of the

description that may not otherwise qualify as prior art at the time of filing, are neither

expressly nor impliedly admitted as prior art against the present disclosure.

[0004] FIG. 1 shows a hard disk drive (HDD) 10 includes a hard disk assembly (HDA) 12

and a HDD printed circuit board (PCB) 14. The HDA 12 includes one or more circular

platters 16, which have magnetic surfaces that are used t o store data magnetically. Data

is stored in binary form as a magnetic field of either positive or negative polarity. The

platters 16 are arranged in a stack, and the stack is rotated by a spindle motor 18. At

least one read/write head (hereinafter, "head") 20 reads data from and writes data on

the magnetic surfaces of the platters 16.



[0005] Each head 20 includes a write element, such as an inductor, that generates a

magnetic field and a read element, such as a magneto-resistive (MR) element, that

senses the magnetic field on the platter 16. The head 20 is mounted at a distal end of an

actuator arm 22. An actuator, such as a voice coil motor (VCM) 24, moves the actuator

arm 22 relative t o the platters 16.

[0006] The HDA 12 includes a preamplifier device 26 that amplifies signals received

from and sent t o the head 20. When writing data, the preamplifier device 26 generates a

write current that flows through the write element of the head 20. The write current is

switched t o produce a positive o r negative magnetic field on the magnetic surfaces of the

platters 16. When reading data, the magnetic fields stored on the magnetic surfaces of

the platters 16 induce low-level analog signals in the read element of the head 20. The

preamplifier device 26 amplifies the low-level analog signals and outputs amplified

analog signals t o a read/write (R/W) channel (hereinafter, "read-channel") module 28.

[0007] The HDD PCB 14 includes the read-channel module 28, a hard disk controller

(HDC) module 30, a processor 32, a spindle/VCM driver module 34, volatile memory 36,

nonvolatile memory 38, and an input/output (I/O) interface 40. During write operations,

the read-channel module 28 may encode the data t o increase reliability by using error-

correcting codes (ECC) such as run length limited (RLL) code, Reed-Solomon code, etc.

The read-channel module 28 then transmits the encoded data t o the preamplifier device

26. During read operations, the read-channel module 28 receives analog signals from the

preamplifier device 26. The read-channel module 28 converts the analog signals into

digital signals, which are decoded t o recover the original data.

[0008] The HDC module 30 controls operation of the HDD 10. For example, the HDC

module 30 generates commands that control the speed of the spindle motor 18 and the

movement of the actuator arm 22. The spindle/VCM driver module 34 implements the

commands and generates control signals that control the speed of the spindle motor 18

and the positioning of the actuator arm 22. Additionally, the HDC module 30

communicates with an external device (not shown), such as a host adapter within a host

device, via the I/O interface 40. The HDC module 30 may receive data t o be stored from

the external device, and may transmit retrieved data t o the external device.



[0009] The processor 32 processes data, incl udi ng encoding, decoding, filtering, and/or

formatting. Additiona lly, the processor 32 processes servo or positioning information to

position the heads 20 over the platters 16 during read/write operations. Servo, which is

stored on the platters 16, ensures that data is written to and read from correct locations

on the platters 16. In some implementations, a self-servo write (SSW) mod ule 42 may

write servo on the platters 16 usi ng the heads 20 prior t o storing data on the HDD 10.

[0010] To increase the storage capacity of the HDD, shingled magnetic recording (SM R)

can be used t o write data in tracks that partial ly ove rla p like shi ngles on a roof. Data is

writte n in shi ngled tracks usi ng a write head that is wider tha n the read head . Non-

overla ppi ng portions of the shi ngled tracks are na rrower tha n the width of the write

head . The data written in the shingled tracks is read back by the na rrower read head.

The shi ngled tracks increase data density, which increases the storage capacity of the

HDD.

[0011] The shingled tracks may be grouped as bands that are sepa rated by inter-ba nd

gaps or gua rd bands. Depending on the application, tracks on an enti re platter of a HDD

may be orga nized as a single band . Data is written to an entire band at a time.

Accordingly, when a portion of data in a band needs t o be modified (e.g., corrected or

updated), a read-modify-write operation is performed. Specifica lly, all data in a band is

f irst read and stored in memory. The relevant portion of the data stored in memory is

then modified (e.g., corrected or updated) with new data . The entire data, including the

modified portion or portions, is then written back to the band .

SU M MARY

[0012] A system com prises a read/write modu le and a caching modu le. The read/write

mod ule is configured to access a f irst portion of a recording surface of a rotati ng storage

device . Data is stored on the first portion of the recording su rface of the rotating storage

device at a first density. The cachi ng modu le is configu red t o cache data on a second

portion of the recording su rface of the rotating storage device at a second density. The

second portion of the recording surface of the rotating storage device is sepa rate from

the first portion of the recordi ng surface of the rotating storage device. The second

density is less tha n the first density.



[0013] In other featu res, the second portion of the recording surface of the rotating

storage device incl udes a plu ra lity of tracks. Each track of the plura lity of tracks stores 2N

cache lines. N is an integer greater tha n or equa l to zero. A size of each of the cache

lines is greater than or equa l t o one mega byte.

[0014] In other features, the first portion of the recordi ng surface of the rotating

storage device is adjacent t o an inner dia meter of the rotating storage device. The

second portion of the recording su rface of the rotating storage device is adjacent t o an

outer dia meter of the rotating storage device.

[0015] In another featu re, the second portion of the recording su rface of the rotating

storage device has a lower track density than the first portion of the recordi ng surface of

the rotating storage device.

[0016] In other features, the read/write modu le is configu red t o store data on the first

portion of the recording su rface of the rotati ng storage device at the first density usi ng a

f irst recording format. The caching mod ule is configured to cache data on the second

portion of the recordi ng surface of the rotati ng storage device at the second density

using a second recordi ng format that is different tha n the first recording format.

[0017] In other featu res, the caching module incl udes a f ina l level cache mod ule

configu red t o receive a request for data from a host, lookup a hash table for an entry

corresponding to the data, and retrieve the data from (i) the second portion of the

recording su rface of the rotating storage device in response to finding the entry in the

hash table or (ii) the f irst portion of the recordi ng su rface of the rotating storage device

in response to not finding the entry in the hash t able.

[0018] In other featu res, the syste m furthe r comprises a semiconductor memory. The

se miconductor memory is selected from a group consisting of magneto-resistive random

access memory, flash memory, and dyna mic random access memory. The caching

mod ule is configured to use the semiconductor memory as a first level (LI) cache, and

use the second portion of the recordi ng su rface of the rotating storage device as a

second level (L2) cache.

[0019] In another feature, the read/write modu le is configured to read data stored in

one of a plura lity of tracks of the second portion of the recording su rface of the rotating



storage device before a read element of the rotating storage device settles on the one of

the plurality of tracks.

[0020] In other features, the caching module is configured to cache data on the second

portion of the recording surface of the rotating storage device using fully set associative

caching. The system further comprises a content-addressable memory configured to

store hash tables corresponding to the fully set associative caching. The content-

addressable memory is implemented using dynamic random access memory.

[0021] In other features, the rotating storage device includes a hard disk drive. The

hard disk drive includes one or more platters. The hard disk drive is configured to store

greater than or equal to one terabytes of data on each of the platters at the first density

using shingled magnetic recording.

[0022] In other features, the read/write module is configured to read the data from the

first portion of the recording surface of the rotating storage device following each write

operation performed on the first portion of the recording surface of the rotating storage

device. In response to detecting an error in reading the data from the first portion of the

recording surface of the rotating storage device, the read/write module is configured to

rewrite the data from the second portion of the recording surface of the rotating storage

device to the first portion of the recording surface of the rotating storage device.

[0023] In still other features, a method comprises storing data on a first portion of a

recording surface of a rotating storage device at a first density, and caching data on a

second portion of the recording surface of the rotating storage device at a second

density. The second portion of the recording surface of the rotating storage device is

separate from the first portion of the recording surface of the rotating storage device.

The second density is less than the first density.

[0024] In other features, the method further comprises selecting a plurality of tracks on

the second portion of the recording surface of the rotating storage device; and storing 2N

cache lines in each track of the plurality of tracks, where N is an integer greater than or

equal to zero.

[0025] In another feature, the method further comprises selecting a size of each of the

cache lines equal to or greater than one megabyte.



[0026] In other features, the method further comprises selecting the first portion of the

recording surface of the rotating storage device adjacent to an inner diameter of the

rotating storage device, and selecting the second portion of the recording surface of the

rotating storage device adjacent to an outer diameter of the rotating storage device.

[0027] In another feature, the method further comprises selecting the second portion

of the recording surface of the rotating storage device having a lower track density than

the first portion of the recording surface of the rotating storage device.

[0028] In other features, the method further comprises storing data on the first portion

of the recording surface of the rotating storage device at the first density using a first

recording format, and caching data on the second portion of the recording surface of the

rotating storage device at the second density using a second recording format that is

different than the first recording format.

[0029] In other features, the method further comprises receive a request for data from

a host, and looking up a hash table for an entry corresponding to the data. The method

further comprises retrieving the data from (i) the second portion of the recording surface

of the rotating storage device in response t o finding the entry in the hash table or (ii) the

first portion of the recording surface of the rotating storage device in response t o not

finding the entry in the hash table.

[0030] In other features, the method further comprises selecting a semiconductor

memory from a group consisting of magneto-resistive random access memory, flash

memory, and dynamic random access memory; using the semiconductor memory as a

first level (LI) cache; and using the second portion of the recording surface of the

rotating storage device as a second level (L2) cache.

[0031] In another feature, the method further comprises reading data stored in one of

a plurality of tracks of the second portion of the recording surface of the rotating storage

device before a read element of the rotating storage device settles on the one of the

plurality of tracks.

[0032] In other features, the method further comprises caching data on the second

portion of the recording surface of the rotating storage device using fully set associative

caching; storing, in a content-addressable memory, hash tables corresponding to the fully



set associative caching; and implementing the content-addressable memory using

dynamic random access memory.

[0033] In other features, the rotating storage device includes a hard disk drive having

one or more platters, and the method further comprises storing greater than or equal t o

one terabytes of data per platter on the hard disk drive using shingled magnetic

recording.

[0034] In other features, the method further comprises reading the data from the first

portion of the recording surface of the rotating storage device following each write

operation performed on the first portion of the recording surface of the rotating storage

device. The method further comprises, in response t o detecting an error in reading the

data from the first portion of the recording surface of the rotating storage device,

rewriting the data from the second portion of the recording surface of the rotating

storage device t o the first portion of the recording surface of the rotating storage device.

[0035] Further areas of applicability of the present disclosure will become apparent

from the detailed description, the claims and the drawings. The detailed description and

specific examples are intended for purposes of illustration only and are not intended t o

limit the scope of the disclosure.

BRIEF DESCRIPTION OF DRAWINGS

[0036] FIG. 1 is a functional block diagram of a hard disk drive (HDD) according t o the

prior art.

[0037] FIG. 2 is a functional block diagram of a hybrid drive comprising a HDD and a

solid-state disk (SSD) used as cache according t o the present disclosure.

[0038] FIGs. 3A-3C depict different arrangements of storing data at a first (high) density

and caching data at a second (low) density on an HDD according t o the present

disclosure.

[0039] FIG. 4A is a functional block diagram of an HDD that stores data at the first (high)

density and caches data at the second (low) density according to the present disclosure.

[0040] FIG. 4B is a functional block diagram of an HDD that stores data at the first (high)

density in a first portion of the HDD, uses semiconductor memory as LI cache, and uses a



second portion of the HDD used t o cache data at the second (low) density as L2 cache

according t o the present disclosure.

[0041] FIG. 5 shows a schematic, where a host (e.g., a PC) retrieves data from the HDD

using the disk cache and Final Level Cache (FLC) according t o the present disclosure.

[0042] FIG. 6 shows a method used in FIG. 5 for retrieving data from the HDD using the

disk cache and FLC according t o the present disclosure.

[0043] In the drawings, reference numbers may be reused to identify similar and/or

identical elements.

DESCRIPTION

[0044] The present disclosure proposes systems and methods for hierarchically caching

data on hard disk drives (HDDs). The HDDs may store data at a first (high) density on a

first portion of a recording surface of the HDD (e.g., using shingled magnetic recording

(SMR)). The HDDs may cache data at a second (low) density on a second portion of the

recording surface of the HDD (e.g., without using SMR). For example, data may be stored

at the first (high) density in shingled tracks in the first portion, and data may be cached

on a plurality of non-shingled tracks in the second portion.

[0045] Throughout the present disclosure, SMR is used only as an illustrative example

of a high-density data recording technique or format. Alternatively, any other data

recording technique or format may be used instead. In general, the number of tracks per

inch may be greater in the first portion (high density, data portion) of the recording

surface than in the second portion (low density, cache portion) of the recording surface.

Alternatively or additionally, the data density (e.g., sectors per track and/or bytes per

sector) may be greater in the first portion (data portion) of the recording surface than in

the second portion (cache portion) of the recording surface. Accordingly, the first (high)

density and second (low) density may respectively indicate a first (high) number of tracks

per inch in the first portion (data portion) of the recording surface and a second (low)

number of tracks per inch in the second portion (cache portion) of the recording surface.

Alternatively o r additionally, the first (high) density and second (low) density may

respectively indicate a first (high) number of sectors per track and/or bytes per sector in

the first portion (data portion) of the recording surface and a second (low) number of



sectors per track and/or bytes per sector in the second portion (cache portion) of the

recording surface.

[0046] A cache line size is selected such that a predetermined number of cache lines

(e.g., 2N cache lines, where N is an integer greater than or equal t o zero) can be stored in

each non-shingled track t o simplify computations performed by caching algorithms used

t o cache data on the non-shingled tracks. For example, the cache line size can be at least

one megabyte (MB) and can be tens of megabytes. The track density (i.e., tracks per inch

or TPI) of the non-shingled tracks can be relaxed so as t o avoid inter-track interference

(ITI) while more shingled tracks than normal can be packed per inch t o further increase

the total storage capacity of the HDD. Read/write operations on the non-shingled tracks

can be performed without waiting for the read/write heads t o settle on the non-shingled

tracks, which improves access times. Read operations are performed after each write

operation performed on the shingled tracks, and data cached in the non-shingled track is

used t o rewrite the data on the shingled tracks if an error is detected during a read

operation. A semiconductor cache can be added as LI cache, in which case the cache

comprising the non-shingled tracks (called disk cache o r HDD cache) is used as L2 cache.

Capacities of each of the LI and L2 caches can be very small compared t o the total

storage capacity of the HDD (e.g., approximately 1% of the total storage capacity of the

HDD).

[0047] More specifically, the present disclosure proposes caching systems and methods

for pure HDDs as well as hybrid drives comprising HDDs and solid-state disks (SSDs). For

hybrid drives, the caching systems and methods may use a very small capacity SSD (e.g.,

8 Gigabytes (GB) o r 16GB) t o cache data that is written t o and read from extremely high-

capacity HDDs (e.g., HDDs having storage capacities from 512GB t o tens of terabytes

(TBs)). Similar caching systems and methods may be used for pure HDDs (i.e., HDDs that

do not use SSDs t o cache data) that stored data using SMR, which significantly increases

the storage capacities of the HDDs. In pure HDDs using SMR, a small amount of the HDD

storage (i.e., a small portion of the HDD) that stores data in the traditional format (i.e.,

non-shingled format) can be allocated for caching (i.e., t o allow cache data to be written

randomly). The track density (i.e., tracks per inch o r TPI) of the non-shingled tracks in the

caching portion of the HDD can be relaxed (i.e., the non-shingled tracks can be spaced



farther apart) t o eliminate inter-track interference (ITI), which allows very fast head

settling times and reduces read error rates t o almost negligible levels (practically

eliminating retries).

[0048] In either case, due t o the relatively small cache capacity, the cache hit rates

need t o approach 99.99%. For hybrid drives, the high cache hit rates effectively make

the devices look like pure SSDs. In fact, from a user point of view, the system will report

the overall HDD size as the size of the SSD (or the HDD cache). To reach 99.99% cache hit

rate, a final level cache (FLC, also called last level cache or LLC), which is typically used in

a processor subsystem (e.g., a system-on-chip (SOC)), can be adapted for the HDD

environment. Specifically, the cache line size can be increased from kilobytes (KBs) t o

megabytes (MBs) since in HDD caching, head positioning takes a nontrivial amount of

time (milliseconds), and increasing the cache line size reduces the need t o reposition the

head on multiple tracks. Further, since PC benchmarks may have random read/writes as

well as sequential read/writes t o any locations, the cache line size may be a multiple of

the capacity of a track. For example, the cache line size may be a multiple of power of

two t o simplify caching algorithm implementation, which may be achieved by selecting a

proper band of tracks on the HDD.

[0049] For the SSDs, while the constraints associated with the HDDs (e.g., head settling

time) are absent, the cache line size can still be increased since the FLC is a fully set

associative cache and would require a gigantic amount of content-addressable memory

(CAM) o r hash table if a small cache line size is chosen instead. For example, a cache line

size of 8KB would require one million entries, which can be cost prohibitive. Instead, by

increasing the cache line size, the number of entries can be limited t o no more than tens

of thousands of entries similar to the FLC in the processor subsystems.

[0050] For example, consider a cache line of size 1MB. Suppose 1-2% of HDD capacity is

allocated as disk cache. If the HDD capacity is 8TB, 1-2% of 8TB is 80-160GB. The number

of entries in the hash table will be 80-160GB divided by 1MB, which is 80K-160K entries.

SRAM would be very expensive t o store a hash table of such size. Therefore, DRAM may

be used instead t o store the hash table.

[0051] In hybrid drives and pure HDDs, the hash tables for implementing the CAM can

be stored in a DRAM instead of an on-chip SRAM since the access times of the HDDs and



SSDs are much longer (i.e., slower) than the access times of the DRAM. Using DRAM also

allows implementing the FLC at almost no cost on the SOC side since the SOCs typically

include DRAM.

[0052] The caching systems and methods of the present disclosure provide many

benefits. For example, since the track pitch in the cache area is relaxed, it is not

necessary t o wait until the head fully settles at least during read operations, which

further shortens the access times. Additionally, in the shingled area (i.e., the main HDD

storage area), the track pitch can be squeezed (i.e., more shingled tracks can be packed

per inch) t o the point of read failure limit instead of write failure limit for the main HDD

storage. The track pitch of the shingled tracks can be reduced because using the above

caching systems and methods, read operations can be performed for every write

operation performed on the shingled tracks t o verify whether data is written correctly on

the shingled tracks. If a read error occurs during a read operation performed following a

write operation, the data can be re-written from the data cached in the non-shingled

tracks t o the shingled tracks.

[0053] Besides, most of the write operations can be performed on the HDD in the

background, which the user does not notice. As far as the user is concerned, the device

gives instant response t o read and write commands. The only time the user may notice

any delay is when the user performs an extremely large sequential write operation such

as writing multiple full high-definition (HD) movie content. This, however, is a nonissue

nowadays since the slowest HDDs are orders of magnitude faster than the Internet

bandwidth. These and other features of the caching systems of the present disclosure

are described below in detail.

[0054] FIG. 2 shows a hybrid drive 100. The hybrid drive 100 comprises a hard disk drive

(HDD) 102, a solid-state disk (SSD) 104, a disk controller 106, and a host interface 108.

The host interface 108 interfaces the hybrid drive 100 t o a host (not shown). The disk

controller 106 controls the HDD 102 and the SSD 104. The SSD 104 is used t o cache data.

The disk controller 106 uses the SSD 104 t o cache the data.

[0055] The capacity of the SSD 104 is typically very small relative t o the capacity of the

HDD 102. For example, the capacity of the SSD 104 may be 8GB t o 16GB while the

capacity of the HDD 102 may be 512GB t o 1TB or 2TB. Thus, the ratio of the capacity of



the SSD 104 t o the capacity of the HDD 102 may be, for example, 8GB t o 512GB or 1:64;

or 8GB t o 1TB or 1:128. That is, the capacity of the SSD 104 may be approximately 1% of

the capacity of the HDD 102.

[0056] FIGs. 3A-3C show examples of using non-shingled tracks for caching data in a

pure HDD (i.e., an HDD without an SSD) according t o the present disclosure. Specifically,

a first (high density) portion of the HDD is used as bulk storage, and a second (low

density) portion of the HDD itself is used as cache. While only a single platter (i.e.,

recording surface) of an HDD is shown, the systems and methods described below can be

extended t o other platters (i.e., recording surfaces) of the HDD as well.

[0057] The first and second portions may be arranged in different ways. Each platter of

the HDD has an outer diameter (OD) and an inner diameter (ID). The non-shingled tracks

used t o store cache data may be located anywhere on the platter. For example, in FIG.

3A, the non-shingled tracks used t o store cache data are located closer t o the outer

diameter of the platter while the rest of the tracks on the platter are shingled and are

used t o store regular data using SMR. In FIG. 3B, the non-shingled tracks used t o store

cache data are located closer t o the inner diameter of the platter while the rest of the

tracks on the platter are shingled and are used t o store regular data using SMR. In FIG.

3C, the shingled tracks used t o store data using SMR are located in areas closer t o the

outer diameter and the inner diameter of the platter while the non-shingled tracks used

t o store cache data are located between the areas comprising the shingled tracks. Many

other arrangements of the non-shingled tracks and shingled tracks, including

combinations of one or more arrangements shown in FIGs. 3A t o 3C, are contemplated.

[0058] For example only, the HDD shown may use shingled magnetic recording (SMR)

t o store data in shingled tracks. A selected number of non-shingled tracks on a platter of

the HDD can be used t o cache data. Unlike the data that is stored in the shingled tracks

using SMR, the cache data is stored in the selected non-shingled tracks without using

SMR. Instead, the cache data is stored in the selected non-shingled tracks in a

conventional manner (i.e., without using SMR o r by using data recording techniques

other than SMR). Accordingly, unlike the shingled tracks that are used t o store data using

SMR, the non-shingled tracks used t o store cache data do not use SMR t o store cache

data. Instead, the non-shingled tracks use a conventional data recording technique other



than SMR t o store cache data. Since the non-shingled tracks cache data on the disk, the

non-shingled tracks used t o cache data may also be referred t o as disk cache or HDD

cache.

[0059] The non-shingled tracks used t o store cache data can be spaced far apart (e.g.,

may be separated by a predetermined distance) so as t o not cause inter-track

interference (ITI). In other words, the track density (i.e., tracks per inch o r TPI) of the

non-shingled tracks used t o store cache data can be significantly less than the track

density of the shingled tracks used t o store regular data using SMR. The track density of

the non-shingled tracks used t o store cache data can also be significantly less than the

track density of conventional HDDs that do not use SMR t o store data. The total capacity

of the non-shingled tracks used t o store cache data is very small relative t o the total

capacity of the HDD. For example, the total storage capacity of the non-shingled tracks

maybe approximately 1% of the total storage capacity of the HDD.

[0060] The first (high density) portion stores bulk data at a high density. Read/write

operations performed o n the first (high density) portion use most complex signal

processing to process the data stored on the first (high density) portion. Such processors

consume high power and use a large die size. However, such complexity can be traded

off for slower performance. Further, the first (high density) portion may be rarely

accessed if the disk cache (i.e., the second (low density) portion) has a low miss rate (e.g.,

1% miss rate; i.e., 99% hit rate).

[0061] The second (low density) portion caches data at a low density, which is easy t o

recover. Read/write operations performed on the second (low density) portion use low

complexity signal processing and low power t o process the data stored o n the second

(low density) portion. Since the second (low density) portion is typically located near the

outer diameter (OD) of the platter (recording surface) as shown in FIG. 3A, the data rate

and performance are highest. Further, the second (low density) portion is accessed very

often since the disk cache (i.e., the second (low density) portion) has a high hit rate (e.g.,

99% hit rate; i.e., 1% miss rate). Cache is a snap shot of the overall bulk storage. To get

high hit rate, FLC is used as explained above. Without FLC, hit rates could be less than

50% resulting in bad performance.



[0062] FIG. 4A shows an example of a pure HDD 200 according t o the present

disclosure. The HDD 200 comprises a hard disk assembly (HDA) 202, a read/write module

204, a caching module 206, a content addressable memory (CAM) 208, and a host

interface 210. The HDA 202 may include one or more platters. The one or more platters

may include one or more arrangements of shingled and non-shingled tracks shown in

FIGs. 3A-3C or any other arrangements of shingled and non-shingled tracks.

[0063] The read/write module 204 communicates with the host interface 210 and reads

and writes data from and t o shingled tracks on the HDA 202 using SMR. The caching

module 206 communicates with the read/write module 204 and the HDA 202 and caches

data (i.e., reads and writes cache data) t o non-shingled tracks on one or more platters of

the HDA 202 without using SMR. In some implementations, the read/write module 204

may also read and write cache data from and t o the non-shingled tracks on the one or

more platters of the HDA 202 without using SMR.

[0064] The caching module 206 implements a fully set associative caching algorithm

and stores corresponding hashing tables in the CAM 208. For example, the CAM 208 may

be implemented using a dynamic random access memory (DRAM) since the access time

of the DRAM is faster than the access time of the HDD.

[0065] The caching module 206 selects a size of each cache line. For example, suppose

that a cache capacity of 8GB using the non-shingled tracks is desired. The caching

module 206 divides the cache capacity of 8GB by 8K cache lines yielding 1MB as the size

for each cache line. In general, the size of each cache line may be at least 1MB. For

example, the size of each cache line may be tens of megabytes.

[0066] The storage capacity of the non-shingled tracks used t o store cache data

depends on the radii of the non-shingled tracks. Accordingly, the storage capacity of the

non-shingled tracks depends on the location of the non-shingled tracks on the platter.

For example, the non-shingled tracks located near the outer diameter of the platter will

have more storage capacity than the non-shingled tracks located near the inner diameter

of the platter. Additionally, the non-shingled tracks located near the outer diameter of

the platter will have a higher data rate (e.g., approximately twice the data rate) than the

non-shingled tracks located near the inner diameter of the platter.



[0067] Accordingly, the caching module 206 may select the size of each cache line

and/or the location of the non-shingled tracks used t o store cache data such that an

integer number of cache lines can fit into each of the non-shingled tracks. For example,

the caching module 206 may select the size of each cache line and/or the location of the

non-shingled tracks such that 2N cache lines can fit into each of the non-shingled tracks,

where N is an integer greater than or equal t o zero. As compared to selecting any other

number of cache lines per non-shingled track, selecting a binary number of cache lines

per non-shingled track can simplify the computations performed by the caching

algorithm executed by the caching module 206. The caching module 206 can therefore

locate a band of non-shingled tracks that can satisfy the 2N cache lines per non-shingled

track relationship.

[0068] Ideally, the cache line size may be equal t o the size of tracks. For example, the

track size and the cache line size may be 1MB. In this example, using 16K tracks as disk

cache will yield a disk cache size of 16K*1MB = 16GB.

[0069] In general, a size of a cache line is selected based on a desired cache size and the

capacity of the HDD. For example, if the capacity of the HDD is 1TB and if the desired

cache size is approximately 1% of the capacity of the HDD (e.g., 8GB), the size of the

cache line can be selected as 1MB, which is the cache size of 8GB divided by a total of 8K

cache lines. A band of non-shingled tracks on the HDD is selected, where the band of

non-shingled tracks can store the total number of cache lines (e.g., 8K cache lines in the

above example), and where each non-shingled track can store a predetermined number

of cache lines. For example, each non-shingled track can store an integer number of

cache lines, where the integer number may be a binary number 2N, where N is an integer

greater than or equal t o zero. For example, the selected band of non-shingled tracks may

be located closer to the outer diameter or the inner diameter of the platter, or between

two areas of shingled tracks on the platter. Further, the track density (i.e., tracks per inch

or TPI) of the selected non-shingled tracks should be such that there will be no inter-track

interference when performing read/write operations on any of the selected non-shingled

tracks.

[0070] Data is cached on the selected non-shingled tracks at a low density (e.g., without

using shingled magnetic recording (SMR)). In other words, during caching, read/write



operations are performed on the selected non-shingled tracks in a conventional manner.

During normal read/write operations to the HDD, data is written at high density to other

shingled tracks using shingled magnetic recording (SMR), for example. Also, a read

operation is performed after every write operation performed on the shingled tracks to

verify that the data is written correctly on the shingled tracks. If an error occurs, data

cached in the non-shingled tracks is used t o rewrite the shingled tracks. Since write errors

can be easily corrected as above, more shingled tracks than normal can be packed per

inch on the platters of the HDD.

[0071] Since the non-shingled tracks are separated by a sufficient predetermined

distance so as t o not cause inter-track interference, the caching module 206 (or the

read/write module 204) can read the cached data from the non-shingled tracks without

waiting for the read head t o fully settle on a given non-shingled track. That is, the

caching module 206 (or the read/write module 204) can read the cached data from the

non-shingled tracks without waiting for the settling time of the read head t o elapse.

Reading data without waiting for the settling time of the read head reduces the access

time of read operations, which further improves performance of the caching system.

Similarly, write operations to the non-shingled tracks can be performed without waiting

for the write head t o fully settle on a given track (i.e., without waiting for the settling

time of the write head t o elapse).

[0072] Due t o the speed and accuracy of the above caching system, the shingled tracks

can be packed closer together than normal, and each write operation to the shingled

tracks can be verified by a subsequent read operation. If the read operation following a

write operation indicates that data was written incorrectly due t o the closely packed

shingled tracks, the data can be quickly read from the data cached in the non-shingled

tracks and can be rewritten on the shingled tracks without affecting adversely

performance of the HDD 200.

[0073] Using a binary number of cache lines per non-shingled track and using fully set

associative caching can provide better than 99.99% cache hit rates. Since the non-

shingled tracks used t o cache data use only approximately 1% of the total disk capacity

and since more shingled tracks than normal can be packed on the platters of the HDD

200, the total storage capacity of the HDD 200 can be significantly increased. For



example, the total storage capacity on the order of 1TB per 2.5" platter can be achieved

using the above caching system.

[0074] FIG. 4B shows an example of a HDD 250 according t o the present disclosure.

The HDD 250 comprises all of the components of the HDD 200 and additionally comprises

a first-level (LI) cache 252. The LI cache 252 can be implemented using a semiconductor

memory. For example, the LI cache can be implemented using one or more of magneto-

resistive random access memory (MRAM), SSD (e.g., flash memory), DRAM, and so on.

The disk cache including the selected non-shingled tracks of the HDD is used as L2 cache.

Fully set associative caching is used when caching data t o the LI and L2 caches. Hash

tables are stored in DRAM.

[0075] Similar t o the HDD cache, the size of the LI cache 252 can also be very small

compared t o the total disk capacity of the HDD250. For example, the size of the LI cache

252 can be 0.1% of the total disk capacity of the HDD 250. For example, the size of the LI

cache 252 can be 1GB when the total disk capacity of the HDD 250 is 1TB. Unlike the

HDD cache, however, the cache line size of the LI cache 252 can be traditional. For

example, the cache lines of the LI cache 252 can be in KBs (e.g., 8KB, 16KB, and so on).

Alternatively, in some implementations, the size of the cache lines of the LI cache 252

can be similar t o the cache size of the HDD cache (e.g., greater than or equal to 1MB).

[0076] In the HDD 250, the disk cache comprising the non-shingled tracks is utilized as a

second-level (L2) cache 254. The size of the L2 cache 254 can still be the same (i.e.,

approximately 1% of the total disk capacity of the HDD 250; e.g., 8GB or 16GB if the

capacity of the HDD 250 is 1TB or 2TB), while the size of the LI cache 252 may be 1GB,

for example.

[0077] The LI cache 252 is faster than the L2 cache 254 and can provide cache hit rates

of approximately 99%. The L2 cache 254 is slower than the LI cache 252 but faster than

the shingled HDD 250 and can provide cache hit rates of greater than o r equal t o

approximately 99.99%. Thus, a three-level caching storage system comprising an LI

semiconductor cache, an L2 disk cache (comprising non-shingled tracks), and the HDD

(comprising shingled tracks, which can be considered as a third cache level) is

contemplated.



[0078] FIGs. 5 and 6 show an example of retrieving data from the HDD 200/250 using

the disk cache and FLC. FIG. 5 shows a schematic, where a host 101 (e.g., a PC) retrieves

data from the HDD 200/250 using the disk cache and FLC. FIG. 6 shows a method 300

used in FIG. 5 for retrieving data from the HDD 200/250 using the disk cache and FLC. In

FIG. 5, the caching module 206 includes a FLC module 207. The CAM module 208 includes

DRAM 209. The data retrieval from the HDD 200/250 shown in FIG. 5 is explained below

with reference t o FIG. 6 .

[0079] In FIG. 6, at 302, the FLC module 207 receives a request for data from the host

101. At 304, the FLC module 207 performs a lookup of cache entries in the DRAM 209.

At 306, the FLC module 207 determines based on the lookup whether a cache hit o r a

cache miss occurred (i.e., whether a cache entry for the requested data was found

(resulting in a cache hit) o r not found (resulting in a cache miss) in a hash table stored in

the DRAM 209). At 308, if a cache hit occurred, the FLC module 207 reads the requested

data from the disk cache. At 310, if a cache miss occurred, the FLC module 207 reads the

requested data from the bulk storage of the HDD. At 312, the FLC module 207 sends the

requested data read from the HDD, either from the disk cache or from the bulk storage

of the HDD, t o the host 101. A detailed description of the FLC module 207 can be found

in U.S. Patent Application No. 14/519,826, filed on October 21, 2014, which is

incorporated by reference in its entirety.

[0080] One or more of the size of the cache lines; the number, locations, and track

density of the non-shingled tracks; and the track density of the shingled tracks can be

predetermined by the manufacturer. In some implementations, one or more of the size

of the cache lines; the number, locations, and track density of the non-shingled tracks;

and the track density of the shingled tracks can be predetermined by a consumer of the

HDD.

[0081] The read/write module in the present disclosure may include a read channel

(i.e., a read channel circuit o r a read channel controller) of a HDD, which includes

read/write circuits used t o read and write data using read/write heads on one o r more

platters of an HDD. Accordingly, the "read/write module", "read module", and "write

module" in the present disclosure can be respectively called the "read/write circuit",

"read circuit", and "write circuit". Alternatively, the "read/write module", "read



module", and "write module" in the present disclosure can be respectively called the

"read/write controller", "read controller", and "write controller". Similarly, the caching

module in the present disclosure may include a caching controller that executes a

caching algorithm and that caches data to the LI and L2 caches as described above.

Accordingly, the "caching module" in the present disclosure can be called the "caching

controller".

[0082] The foregoing description is merely illustrative in nature and is in no way

intended to limit the disclosure, its application, or uses. The broad teachings of the

disclosure can be implemented in a variety of forms. Therefore, while this disclosure

includes particular examples, the true scope of the disclosure should not be so limited

since other modifications will become apparent upon a study of the drawings, the

specification, and the following claims. As used herein, the phrase at least one of A, B,

and C should be construed to mean a logical (A OR B OR C), using a non-exclusive logical

OR, and should not be construed to mean "at least one of A, at least one of B, and at

least one of C." It should be understood that one or more steps within a method may be

executed in different order (or concurrently) without altering the principles of the

present disclosure.

[0083] In this application, including the definitions below, the term 'module' or the

term 'controller' may be replaced with the term 'circuit.' The term 'module' may refer to,

be part of, or include: an Application Specific Integrated Circuit (ASIC); a digital, analog, or

mixed analog/digital discrete circuit; a digital, analog, or mixed analog/digital integrated

circuit; a combinational logic circuit; a field programmable gate array (FPGA); a processor

circuit (shared, dedicated, or group) that executes code; a memory circuit (shared,

dedicated, or group) that stores code executed by the processor circuit; other suitable

hardware components that provide the described functionality; or a combination of

some or all of the above, such as in a system-on-chip.

[0084] The module may include one or more interface circuits. The functionality of any

given module of the present disclosure may be distributed among multiple modules that

are connected via interface circuits. For example, multiple modules may allow load

balancing.



[0085] The term code, as used above, may include software, firmware, and/or

microcode, and may refer t o programs, routines, functions, classes, data structures,

and/or objects. The term shared processor circuit encompasses a single processor circuit

that executes some or all code from multiple modules. The term group processor circuit

encompasses a processor circuit that, in combination with additional processor circuits,

executes some or all code from one or more modules. References to multiple processor

circuits encompass multiple processor circuits on discrete dies, multiple processor

circuits on a single die, multiple cores of a single processor circuit, multiple threads of a

single processor circuit, or a combination of the above. The term shared memory circuit

encompasses a single memory circuit that stores some or all code from multiple modules.

The term group memory circuit encompasses a memory circuit that, in combination with

additional memories, stores some or all code from one or more modules.

[0086] The term memory circuit is a subset of the term computer-readable medium.

The term computer-readable medium, as used herein, does not encompass transitory

electrical or electromagnetic signals propagating through a medium (such as on a carrier

wave); the term computer-readable medium may therefore be considered tangible and

non-transitory. Non-limiting examples of a non-transitory, tangible computer-readable

medium include nonvolatile memory circuits (such as a flash memory circuit or a mask

read-only memory circuit), volatile memory circuits (such as a static random access

memory circuit and a dynamic random access memory circuit), and secondary storage,

such as magnetic storage (such as magnetic tape or hard disk drive) and optical storage.

[0087] The apparatuses and methods described in this application may be partially or

fully implemented by a special purpose computer created by configuring a general

purpose computer t o execute one or more particular functions embodied in computer

programs. The computer programs include processor-executable instructions that are

stored on at least one non-transitory, tangible computer-readable medium. The

computer programs may also include or rely on stored data. The computer programs may

include a basic input/output system (BIOS) that interacts with hardware of the special

purpose computer, device drivers that interact with particular devices of the special

purpose computer, one or more operating systems, user applications, background

services and applications, etc.



[0088] The computer programs may include: (i) assembly code; (ii) object code

generated from source code by a compiler; (iii) source code for execution by an

interpreter; (iv) source code for compilation and execution by a just-in-time compiler,

(v) descriptive text for parsing, such as HTML (hypertext markup language) or XML

(extensible markup language), etc. As examples only, source code may be written in C,

C++, C#, Objective-C, Haskell, Go, SQL, Lisp, Java®, ASP, Perl, Javascript ®, HTML5, Ada,

ASP (active server pages), Perl, Scala, Erlang, Ruby, Flash ®, Visual Basic®, Lua, or Python ®.

[0089] None of the elements recited in the claims is intended t o be a means-plus-

function element within the meaning of 35 U.S.C. §112(f) unless an element is expressly

recited using the phrase "means for", o r in the case of a method claim using the phrases

"operation for" o r "step for".



CLAIMS

What is claimed is:

1. A system comprising:

a read/write module configured to access a first portion of a recording surface of

a rotating storage device, wherein data is stored on the first portion of the recording

surface of the rotating storage device at a first density; and

a caching module configured to cache data on a second portion of the recording

surface of the rotating storage device at a second density,

wherein the second portion of the recording surface of the rotating storage

device is separate from the first portion of the recording surface of the rotating storage

device, and

wherein the second density is less than the first density.

2 . The system of claim 1, wherein:

the second portion of the recording surface of the rotating storage device

includes a plurality of tracks, and

each track of the plurality of tracks stores 2N cache lines, where N is an integer

greater than or equal t o zero.

3 . The system of claim 2, wherein a size of each of the cache lines is greater than or

equal t o one megabyte.

4 . The system of claim 1, wherein:

the first portion of the recording surface of the rotating storage device is adjacent

to an inner diameter of the rotating storage device; and

the second portion of the recording surface of the rotating storage device is

adjacent to an outer diameter of the rotating storage device.



5 . The system of claim 1, wherein the second portion of the recording surface of the

rotating storage device has a lower track density than the first portion of the recording

surface of the rotating storage device.

6 . The system of claim 1, wherein:

the read/write module is configured to store data on the first portion of the

recording surface of the rotating storage device at the first density using a first recording

format; and

the caching module is configured to cache data on the second portion of the

recording surface of the rotating storage device at the second density using a second

recording format that is different than the first recording format.

7 . The system of claim 1, wherein the caching module includes a final level cache

module configured to:

receive a request for data from a host,

lookup a hash table for an entry corresponding to the data, and

retrieve the data from (i) the second portion of the recording surface of the

rotating storage device in response t o finding the entry in the hash table or (ii) the first

portion of the recording surface of the rotating storage device in response t o not finding

the entry in the hash table.

8 . The system of claim 1, further comprising:

a semiconductor memory,

wherein the semiconductor memory is selected from a group consisting of

magneto-resistive random access memory, flash memory, and dynamic random access

memory, and

wherein the caching module is configured to

use the semiconductor memory as a first level (LI) cache, and

use the second portion of the recording surface of the rotating storage

device as a second level (L2) cache.



9 . The system of claim 1, wherein the read/write module is configured to read data

stored in one of a plurality of tracks of the second portion of the recording surface of the

rotating storage device before a read element of the rotating storage device settles on

the one of the plurality of tracks.

10. The system of claim 1, wherein the caching module is configured to cache data on

the second portion of the recording surface of the rotating storage device using fully set

associative caching, the system further comprising:

a content-addressable memory configured to store hash tables corresponding to

the fully set associative caching,

wherein the content-addressable memory is implemented using dynamic random

access memory.

11. The system of claim 1, wherein:

the rotating storage device includes a hard disk drive;

the hard disk drive includes one or more platters; and

the hard disk drive is configured to store greater than or equal to one terabytes of

data on each of the platters at the first density using shingled magnetic recording.

12. The system of claim 1, wherein the read/write module is configured to:

read the data from the first portion of the recording surface of the rotating

storage device following each write operation performed on the first portion of the

recording surface of the rotating storage device; and

in response t o detecting an error in reading the data from the first portion of the

recording surface of the rotating storage device, rewrite the data from the second

portion of the recording surface of the rotating storage device to the first portion of the

recording surface of the rotating storage device.

13. A method comprising:

storing data on a first portion of a recording surface of a rotating storage device

at a first density; and



caching data on a second portion of the recording surface of the rotating storage

device at a second density,

wherein the second portion of the recording surface of the rotating storage

device is separate from the first portion of the recording surface of the rotating storage

device, and

wherein the second density is less than the first density.

14. The method of claim 13, further comprising:

selecting a plurality of tracks on the second portion of the recording surface of

the rotating storage device; and

storing 2N cache lines in each track of the plurality of tracks, where N is an integer

greater than or equal to zero.

15. The method of claim 14, further comprising selecting a size of each of the cache

lines equal to or greater than one megabyte.

16. The method of claim 13, further comprising:

selecting the first portion of the recording surface of the rotating storage device

adjacent to an inner diameter of the rotating storage device; and

selecting the second portion of the recording surface of the rotating storage

device adjacent to an outer diameter of the rotating storage device.

17. The method of claim 13, further comprising selecting the second portion of the

recording surface of the rotating storage device having a lower track density than the

first portion of the recording surface of the rotating storage device.

18. The method of claim 13, further comprising:

storing data on the first portion of the recording surface of the rotating storage

device at the first density using a first recording format; and

caching data on the second portion of the recording surface of the rotating

storage device at the second density using a second recording format that is different

than the first recording format.



19. The method of claim 13, further comprising:

receive a request for data from a host;

looking up a hash table for an entry corresponding to the data; and

retrieving the data from (i) the second portion of the recording surface of the

rotating storage device in response t o finding the entry in the hash table or (ii) the first

portion of the recording surface of the rotating storage device in response t o not finding

the entry in the hash table.

20. The method of claim 13, further comprising:

selecting a semiconductor memory from a group consisting of magneto-resistive

random access memory, flash memory, and dynamic random access memory;

using the semiconductor memory as a first level (LI) cache; and

using the second portion of the recording surface of the rotating storage device as

a second level (L2) cache.

21. The method of claim 13, further comprising reading data stored in one of a

plurality of tracks of the second portion of the recording surface of the rotating storage

device before a read element of the rotating storage device settles on the one of the

plurality of tracks.

22. The method of claim 13, further comprising:

caching data on the second portion of the recording surface of the rotating

storage device using fully set associative caching;

storing, in a content-addressable memory, hash tables corresponding to the fully

set associative caching; and

implementing the content-addressable memory using dynamic random access

memory.



23. The method of claim 13, wherein the rotating storage device includes a hard disk

drive having one or more platters, the method further comprising storing greater than or

equal to one terabytes of data per platter on the hard disk drive using shingled magnetic

recording.

24. The method of claim 13, further comprising:

reading the data from the first portion of the recording surface of the rotating

storage device following each write operation performed on the first portion of the

recording surface of the rotating storage device; and

in response to detecting an error in reading the data from the first portion of the

recording surface of the rotating storage device, rewriting the data from the second

portion of the recording surface of the rotating storage device to the first portion of the

recording surface of the rotating storage device.



AMENDED CLAIMS
received by the International Bureau on 25 August 2015 (25.08.2015)

CLAIMS

What is claimed is:

1. A system comprising:

a read/write module configured t o access a first portion of a recording surface of

a rotating storage device, wherein data is stored on the first portion of the recording

surface of the rotating storage device at a first density; and

a caching module configured to cache data on a second portion of the recording

surface of the rotating storage device at a second density,

wherein the second portion of the recording surface of the rotating storage

device is separate from the first portion of the recording surface of the rotating storage

device,

wherein the second density is less than the first density; and

wherein the first density and the second density indicate number of sectors per

track or number of bytes per sector.

2. The system of claim 1, wherein:

the second portion of the recording surface of the rotating storage device

includes a plurality of tracks, and

each track of the plurality of tracks stores 2 cache lines, where N is an integer

greater than or equal to zero.

3. The system of claim 2, wherein a size of each of the cache lines is greater than or

equal to one megabyte.

4. The system of claim 1, wherein:

the first portion of the recording surface of the rotating storage device is adjacent

t o an inner diameter of the rotating storage device; and

the second portion of the recording surface of the rotating storage device is

adjacent t o an outer diameter of the rotating storage device.



5. The system of claim 1, wherein the second portion of the recording surface of the

rotating storage device has a lower track density than the first portion of the recording

surface of the rotating storage device.

6. The system of claim 1, wherein:

the read/write module is configured to store data on the first portion of the

recording surface of the rotating storage device at the first density using a first recording

format; and

the caching module is configured t o cache data on the second portion of the

recording surface of the rotating storage device at the second density using a second

recording format that is different than the first recording format.

7. The system of claim 1, wherein the caching module includes a final level cache

module configured to:

receive a request for data from a host,

lookup a hash table for an entry corresponding t o the data, and

retrieve the data from (i) the second portion of the recording surface of the

rotating storage device in response t o finding the entry in the hash table or (ii) the first

portion of the recording surface of the rotating storage device in response t o not finding

the entry in the hash table.

8. The system of claim 1, further comprising:

a semiconductor memory,

wherein the semiconductor memory is selected from a group consisting of

magneto-resistive random access memory, flash memory, and dynamic random access

memory, and

wherein the caching module is configured t o

use the semiconductor memory as a first level (LI) cache, and

use the second portion of the recording surface of the rotating storage

device as a second level (L2) cache.



9. The system of claim 1, wherein the read/write module is configured to read data

stored in one of a plurality of tracks of the second portion of the recording surface of the

rotating storage device before a read element of the rotating storage device settles on

the one of the plurality of tracks.

10. The system of claim 1, wherein the caching module is configured to cache data on

the second portion of the recording surface of the rotating storage device using fully set

associative caching, the system further comprising:

a content-addressable memory configured t o store hash tables corresponding to

the fully set associative caching,

wherein the content-addressable memory is implemented using dynamic random

access memory.

11. The system of claim 1, wherein:

the rotating storage device includes a hard disk drive;

the hard disk drive includes one or more platters; and

the hard disk drive is configured t o store greater than or equal to one terabytes of

data on each of the platters at the first density using shingled magnetic recording.

12. The system of claim 1, wherein the read/write module is configured to:

read the data from the first portion of the recording surface of the rotating

storage device following each write operation performed on the first portion of the

recording surface of the rotating storage device; and

in response t o detecting an error in reading the data from the first portion of the

recording surface of the rotating storage device, rewrite the data from the second

portion of the recording surface of the rotating storage device t o the first portion of the

recording surface of the rotating storage device.

13. A method comprising:

storing data on a first portion of a recording surface of a rotating storage device

at a first density; and



caching data on a second portion of the recording surface of the rotating storage

device at a second density,

wherein the second portion of the recording surface of the rotating storage

device is separate from the first portion of the recording surface of the rotating storage

device,

wherein the second density is less than the first density, and

wherein the first density and the second density indicate number of sectors per

track or number of bytes per sector.

14. The method of claim 13, further comprising:

selecting a plurality of tracks on the second portion of the recording surface of

the rotating storage device; and

storing 2 cache lines in each track of the plurality of tracks, where N is an integer

greater than or equal to zero.

15. The method of claim 14, further comprising selecting a size of each of the cache

lines equal to or greater than one megabyte.

16. The method of claim 13, further comprising:

selecting the first portion of the recording surface of the rotating storage device

adjacent to an inner diameter of the rotating storage device; and

selecting the second portion of the recording surface of the rotating storage

device adjacent to an outer diameter of the rotating storage device.

17. The method of claim 13, further comprising selecting the second portion of the

recording surface of the rotating storage device having a lower track density than the

first portion of the recording surface of the rotating storage device.

18. The method of claim 13, further comprising:

storing data on the first portion of the recording surface of the rotating storage

device at the first density using a first recording format; and



caching data on the second portion of the recording surface of the rotating

storage device at the second density using a second recording format that is different

than the first recording format.

19. The method of claim 13, further comprising:

receive a request for data from a host;

looking up a hash table for an entry corresponding t o the data; and

retrieving the data from (i) the second portion of the recording surface of the

rotating storage device in response t o finding the entry in the hash table or (ii) the first

portion of the recording surface of the rotating storage device in response to not finding

the entry in the hash table.

20. The method of claim 13, further comprising:

selecting a semiconductor memory from a group consisting of magneto-resistive

random access memory, flash memory, and dynamic random access memory;

using the semiconductor memory as a first level (LI) cache; and

using the second portion of the recording surface of the rotating storage device as

a second level (L2) cache.

21. The method of claim 13, further comprising reading data stored in one of a

plurality of tracks of the second portion of the recording surface of the rotating storage

device before a read element of the rotating storage device settles on the one of the

plurality of tracks.

22. The method of claim 13, further comprising:

caching data on the second portion of the recording surface of the rotating

storage device using fully set associative caching;

storing, in a content-addressable memory, hash tables corresponding t o the fully

set associative caching; and

implementing the content-addressable memory using dynamic random access

memory.



23. The method of claim 13, wherein the rotating storage device includes a hard disk

drive having one or more platters, the method further comprising storing greater than or

equal t o one terabytes of data per platter on the hard disk drive using shingled magnetic

recording.

24. The method of claim 13, further comprising:

reading the data from the first portion of the recording surface of the rotating

storage device following each write operation performed on the first portion of the

recording surface of the rotating storage device; and

in response to detecting an error in reading the data from the first portion of the

recording surface of the rotating storage device, rewriting the data from the second

portion of the recording surface of the rotating storage device to the first portion of the

recording surface of the rotating storage device.
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